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Abstract

Retrieval and reading in Table QA are typi-
cally optimized in isolation, leaving no princi-
pled way to balance retrieval precision against
reader capacity. We ask: how much retrieval
depth does a reader actually need? Across
three benchmarks (E2E-WTQ, OTT-QA, and
FeTaQA) and four LLMs, we conduct a con-
trolled single-table stress test that guarantees
the inclusion of the gold table while increasing
retrieval depth to K = 50 using soft or hard
distractors. This design isolates reader noise
tolerance from retrieval failure. We find that
the Noise Ceiling is set jointly by task type,
reader, and distractor condition, and is not pre-
dictable from reader class alone. With hard
negatives, every reader has a Noise Ceiling
of Khard

c ≤ 5 for long-form answer genera-
tion, favoring precision-oriented retrieval. By
contrast, several readers remain robust through
K = 50 on short-answer and multi-hop QA,
depending on the distractor condition. A reader-
side Cost per Success analysis further shows
that the trade-off between robustness and in-
ference cost varies across readers and distrac-
tor conditions. Overall, these results establish
the reader’s condition-specific Noise Ceiling
as a concrete operating target for balancing
retrieval depth against precision in controlled
single-table QA.

1 Introduction

Consider an analyst who asks “what was last quar-
ter’s revenue in the APAC region?” The answer
lives in one table among thousands in a corporate
data lake. This is open-domain Table Question
Answering (Table QA), a two-stage retrieve-then-
read problem: a retriever narrows the corpus to
a small set of candidate tables, and a Large Lan-
guage Model (LLM) reader then reasons over them
to produce the answer.

However, these two stages are traditionally op-
timized in isolation: retrieval studies emphasize

retrieving highly relevant evidence (Chen et al.,
2021; Hsu et al., 2026; Chou et al., 2026), while
many Table QA benchmarks assume that the rele-
vant table is already available to the reader (Pasupat
and Liang, 2015; Nan et al., 2022). Yet modern
table retrievers, particularly those using synthetic
query generation (Liang et al., 2025; Hsu et al.,
2026; Chou et al., 2026), achieve high Recall@K
on established tasks. This progress exposes a criti-
cal but overlooked architectural dilemma:

• How much retrieval precision does a down-
stream reader actually need—does loose,
high-recall retrieval (a large K) suffice, or
must the pipeline guarantee strict, top-ranked
precision (a small K)?

The answer depends not only on retrieval recall,
but also on the reader’s noise tolerance. Return-
ing K candidates sets the signal-to-noise ratio the
reader faces: a robust reader may tolerate a large
candidate set while still locating the correct evi-
dence, whereas a more sensitive reader may fail
even when the evidence is present. We call the
maximum tolerable depth the reader’s Noise Ceil-
ing, which provides a condition-specific target for
the upstream retrieval precision needed to preserve
reader performance.

This retriever–reader dependency remains under-
explored because the two stages lack a shared eval-
uation protocol: retrieval metrics such as Hit@K
ignore downstream answer accuracy, while reader
benchmarks assume idealized contexts. The result
is a specification gap: architects lack a principled
basis for deciding “how much precision is enough”
for a given reader.

To bridge this gap, we run a controlled stress
test that separates reader failure from retrieval fail-
ure. We keep the gold table in the reader’s context
while progressively adding distractors; because the
evidence is guaranteed to be present, performance
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degradation isolates the reader’s sensitivity to re-
trieval noise. We focus on single-table retrieval and
vary retrieval depth, gold-table position, and dis-
tractor similarity. This controlled setting provides
an upper-bound analysis of reader robustness and
lets us derive condition-specific Noise Ceilings as
concrete retrieval specifications.

Specifically, we investigate two research ques-
tions:
RQ1 (Noise Ceiling): What determines a reader’s
Noise Ceiling—the task type, the reader itself, or
distractor hardness—and does gold-table position
affect robustness beyond what the ceiling captures?
RQ2 (Cost-Effectiveness): How does reader noise
tolerance affect the reader-side cost of obtaining
a correct answer as retrieval depth grows? We
quantify this trade-off with Cost per Success (CpS),
which amortizes reader inference cost over correct
answers and excludes retriever/reranker and other
deployment costs.

Key Findings Our stress tests yield three findings
(summarized in Figure 1):

• More retrieval can hurt (the Retrieval–
Reasoning Paradox). Beyond a reader’s
Noise Ceiling, additional tables can over-
whelm the benefit of deeper retrieval. The ceil-
ing is condition-specific: several readers re-
main stable through K = 50 on short-answer
and multi-hop tasks, whereas long-form an-
swer generation is substantially more fragile.
Gold-table placement can also materially af-
fect performance on complex tasks.

• Readers fail in distinct ways. Distractor
Extraction dominates noise-induced failures
across question types and readers, particularly
under hard negatives, while residual profiles
differ by reader: GPT-OSS-20b shows substan-
tially more Reasoning Hallucination, whereas
Claude-Haiku-4.5 has the highest Prema-
ture Refusal share.

• Cheap tokens are not always cheap correct
answers. Under our reader-side CpS metric,
noise-induced failures can erode the nominal
price advantage of cheaper readers, making
robustness an important component of reader-
side inference efficiency.

To support reproducibility, code and artifacts are
publicly available.1

1https://github.com/jphuang-cs13/
NoiseCeil-TableQA

2 Related Work

Our work connects two lines of research: retrieval-
based Table QA and the robustness and cost of
long-context LLM readers.

2.1 Evolution of Table QA: From Parsing to
Retrieval

Research on structured-data QA has evolved from
semantic parsing and text-to-SQL (Yu et al., 2018;
Suhr et al., 2020) and tabular pre-training (Yin
et al., 2020; Herzig et al., 2020) toward free-form
answer generation over tables (Nan et al., 2022) and
retrieval-augmented Table QA (Chen et al., 2021),
alongside the broader RAG paradigm (Lewis et al.,
2020). Retrieval has likewise progressed from
sparse baselines to dense and late-interaction ap-
proaches (Karpukhin et al., 2020; Khattab and Za-
haria, 2020), while recent systems incorporate ex-
ternal tool use (Schick et al., 2023), including multi-
turn agentic retrieval for open-domain Table QA
(Qiu, 2025). Complementarily, we study how the
depth of retrieved candidate tables affects the down-
stream reader.

2.2 Reader Robustness & Cost-Effectiveness

Long contexts can make relevant evidence harder
to use (Liu et al., 2024), while prior robustness
work studies sensitivity to input perturbations (Gan
et al., 2021; Pi et al., 2022). More directly, Cu-
conasu et al. (2024) show that retrieval noise is not
uniformly harmful: semantically related distractors
can degrade RAG accuracy, whereas random docu-
ments may sometimes help. Broader work likewise
emphasizes that noise can be harmful or beneficial
depending on its form and magnitude (Abdolazimi
et al., 2026), and that performance can degrade or
saturate as retrieval depth grows (Zou et al., 2026;
Zhao et al., 2024).

Our focus differs in three respects. First, we
characterize noise specifically in tabular read-
ing through distractor-driven cell-level evidence-
selection failures, question-type effects, and task-
dependent positional sensitivity, rather than treat-
ing retrieved context as undifferentiated passages.
Second, we operationalize reader tolerance as
a condition-specific Noise Ceiling and translate
it into an upstream retrieval-depth specification.
Third, we introduce Cost per Success (CpS) as a
reader-side diagnostic that connects retrieval depth,
reasoning robustness, and reader-side inference
cost under retrieval noise.
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Figure 1: What to take away. (1) Beyond a condition-specific Noise Ceiling, additional tables can reduce reader
accuracy even when the gold table is present; (2) Distractor Extraction dominates noise-induced failures, while
residual profiles vary by reader; (3) cheap tokens do not necessarily yield cheap correct answers, because noise
robustness affects reader-side CpS.

3 Methodology

3.1 Problem Formulation

Given a query and a repository of tables, a single-
table Table QA system retrieves an ordered con-
text of K candidate tables, C = [D1, . . . , DK ],
and a reader generates the answer. Our controlled
protocol guarantees that the gold table is present
(Hit@K = 1), isolating reader noise tolerance
from retrieval failure as a function of depth K.

3.2 Experimental Setup

3.2.1 Datasets
We evaluate three benchmarks, each represent-
ing a distinct task type: E2E-WTQ (Pan et al.,
2021) (a short-answer lookup and cell-selection
subset of WikiTableQuestions (Pasupat and Liang,
2015)), OTT-QA (Chen et al., 2021) (multi-hop
open-domain QA over tables and text), and Fe-
TaQA (Nan et al., 2022) (long-form, multi-fact
synthesis). Here, task type denotes the dominant an-
swering demand of each benchmark, whereas ques-
tion type denotes the finer-grained query-level cate-
gories used in our error analysis, such as Lookup.

3.2.2 Models
We evaluate two open-weight models—Qwen-3-
32b (Qwen Team, 2025) and GPT-OSS-20b (Ope-
nAI, 2025)—and two proprietary models—Claude-
Haiku-4.5 (Anthropic, 2025) and GPT-4o (Ope-
nAI, 2024).

3.3 Evaluation Metrics

We evaluate reader accuracy (Score@K), noise
robustness (NRR; RQ1), and reader-side Cost per
Success (CpS; RQ2). Scores are averaged over
three independent runs per query.

Score@K. Retrieval-side Hit@K indicates
whether the gold table appears within the top-K
results and is fixed to 1 in our controlled setting.
Reader-side Score@K is the mean answer correct-
ness given K contexts. Because strict string match-
ing is brittle to formatting and free-form responses,
we use GPT-OSS-20b as a semantic judge (Li et al.,
2024). Given the question, reader output, and gold
answer, it performs a binary factual-equivalence
check and returns only YES or NO. The judge is blind
to retrieved tables and answer provenance, runs at
temperature 0.0 with a 10-token output cap, and
neither ranks candidates nor assigns open-ended
quality scores (see Appendix A). We validate these
judgments against benchmark-specific metrics and
blinded human annotations in Appendix C.
Noise Robustness Ratio (NRR). We define
NRR@K = Score@K/Score@1 and the Noise
Ceiling as Kc = max{K ∈ K : NRR@K ≥ τ},
where K = {1, 5, 10, 20, 30, 40, 50} and τ = 0.9.
We report separate Khard

c and Ksoft
c values and use

Kc ≥ 50 when the criterion holds at the maximum
tested depth. We do not assume monotonic degra-
dation: Kc is the maximum tested depth satisfying
the retention criterion.
Cost per Success (CpS). We define CpS =
Avg. Input Cost+Avg. Output Cost

Score@K , which amortizes
reader-inference cost over successful answers. CpS
charges reader-token cost only and excludes re-
triever/reranker cost, latency, indexing, batching,
cache reuse, hardware utilization, and other de-
ployment overheads; it is therefore a reader-side
diagnostic rather than an end-to-end cost estimate.
For a fixed reader, uniformly scaling both input
and output token prices by the same factor rescales
CpS without changing the shape of its CpS–K tra-
jectory; absolute cross-reader comparisons remain
price-dependent.
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3.4 Experimental Design & Injection
Protocols

We vary three controlled factors: retrieval depth,
gold-table position, and distractor hardness.

3.4.1 Representation & Distractors

Tables are serialized in Markdown (Min et al.,
2024) with dynamic row chunking. In the Con-
trolled environment, the gold table is combined
with either soft negatives (random tables) or hard
negatives (top-ranked distractors from the dense-
retrieval mode of BGE-M3 (Chen et al., 2024)). The
Uncontrolled environment uses the natural Top-K
BGE-M3 ranking without gold-table injection.

3.4.2 Controlled Injection Dimensions

For each query, the controlled stress test contains 37
configurations: six depths with K > 1 crossed with
three gold positions and two noise types (6× 3×
2 = 36), plus one gold-only K = 1 baseline. Thus,
hard and soft conditions are identical at K = 1 by
construction.

Dimension 1: Retrieval Depth. We evaluate
K ∈ {1, 5, 10, 20, 30, 40, 50} with a single gold
table and K − 1 distractors. This controlled set-
ting isolates reader-side noise tolerance; multi-table
joins, linking, and evidence integration remain out-
side our scope.

Dimension 2: Gold Position. We place the gold
table at Pgold ∈ {Start,Middle,End} to measure
positional sensitivity (Liu et al., 2024).

Dimension 3: Noise Intensity. We compare soft
and hard negative conditions to vary semantic in-
terference.

4 Experimental Results & Analysis

4.1 The Noise Ceiling

We report separate Ksoft
c and Khard

c values to cap-
ture how the Noise Ceiling varies with distractor
hardness, task type, and reader.

The Retrieval–Reasoning Paradox. Figure 2
contrasts reader-side NRR under natural BGE-M3
retrieval (Uncontrolled), where retrieval failures
and reader robustness jointly determine answer per-
formance, with Controlled hard/soft NRR, where
the gold table is guaranteed (Hit@K = 1), al-
lowing performance declines to isolate sensitivity

to added distractors. Under natural retrieval, per-
formance can improve at shallow K; under con-
trolled retrieval, NRR may instead fall as distrac-
tors accumulate. On FeTaQA with hard negatives,
Qwen-3-32b drops from Score@1 = 0.867±0.012
to Score@50 = 0.604 ± 0.003 (NRR@50 =
0.697), while GPT-4o drops from 0.775 ± 0.006
to 0.662 ± 0.002 (NRR@50 = 0.854). These
changes are substantially larger than the run-to-
run variation, indicating that the degradation trend
is not dominated by generation stochasticity.

We call this contrast the Retrieval–Reasoning
Paradox: deeper natural retrieval yields diminish-
ing reader-side gains, while controlled robustness
can deteriorate as distractors accumulate. Full per-
depth scores and trial standard deviations are re-
ported in Appendix D.

Noise tolerance also remains condition-specific.
On E2E-WTQ with hard negatives, Qwen-3-32b
reaches its Noise Ceiling earlier than GPT-OSS-20b
and GPT-4o, but this ordering is not universal
across tasks (Table 1).

As an auxiliary trajectory-level diagnostic, we
define Recall Exploitation Efficiency (REE) to sum-
marize how well a reader preserves robustness
over the pre-plateau range of natural retrieval. For
each dataset–reader pair, let K∗ denote the tested
depth where the mean Uncontrolled BGE-M3 NRR
curve reaches its empirically identified plateau,
and let K≤K∗ denote the evaluated depths up to
K∗. For each controlled noise condition, REE =

1
|K≤K∗ |

∑
K∈K≤K∗ NRR@K. Higher REE indi-

cates better preservation of reader performance
across this range. REE is used only as a com-
plementary summary; the retrieval-depth specifica-
tions in this paper are determined by the condition-
specific Noise Ceiling Kc.

Accordingly, the condition-specific Kc can serve
as an operating target: higher ceilings permit more
recall-oriented retrieval at larger K, whereas lower
ceilings favor precision-oriented retrieval or rerank-
ing within the reader’s demonstrated tolerance.

4.2 Evaluating Semantic Distraction
The hard–soft gap varies substantially across read-
ers, task types, and depths. Across many settings,
GPT-4o, GPT-OSS-20b, and Claude-Haiku-4.5
show narrower gaps than Qwen-3-32b, but neither
the magnitude nor the direction of the gap is uni-
versal, reinforcing that noise tolerance is condition-
specific.

On OTT-QA, some reader–depth combinations
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Figure 2: The Retrieval–Reasoning Paradox. Reader-side NRR under natural BGE-M3 retrieval (Uncontrolled) can
initially improve with retrieval depth, whereas Controlled NRR isolates sensitivity to additional distractors once the
gold table is guaranteed. Dash-dotted curves denote Uncontrolled NRR; solid and dashed curves denote Controlled
hard- and soft-negative NRR, respectively.

(e.g., Qwen-3-32b and GPT-4o) even perform
slightly better with hard than soft negatives. One
possible explanation is that, for multi-hop ques-
tions, semantically related distractors can some-
times provide useful contextual cues rather than
pure interference.

4.3 Task-Dependent Positional Sensitivity

Rather than a universal “Lost-in-the-Middle”
pattern, positional sensitivity is strongly task-
dependent. We quantify it using Absolute Posi-
tional Variance, the mean absolute deviation of
accuracy across Start, Middle, and End placements.
All estimated input lengths at K = 50 remain be-
low the available context limits of the evaluated
model endpoints, making truncation unlikely to
explain these positional effects (Appendix B). To
expose the direction hidden by variance alone, Ta-
ble 10 reports Start/Middle/End accuracies sepa-
rately at each high-depth setting K ∈ {30, 40, 50}.

Figure 3 shows substantially greater positional
sensitivity on FeTaQA than on E2E-WTQ, partic-
ularly under hard negatives. The disaggregated
results show that this effect is driven primarily by
an advantage for Start placement rather than a uni-
versal Middle-specific deficit. The pattern extends
to GPT-4o and Claude-Haiku-4.5, indicating that
even stronger readers remain position-sensitive on
long-form answer generation under dense distrac-
tors. Thus, when reasoning is complex, guaran-
teeing the gold table’s presence does not eliminate
sensitivity to where that evidence appears.

4.4 Reader-Side Cost-Effectiveness

To address RQ2, we compare reader-side Cost per
Success (CpS) across retrieval configurations. CpS
amortizes reader-inference cost over successful an-
swers, capturing how both context growth and fail-
ures affect the cost of a correct answer; it excludes
retrieval and deployment overheads. Figure 4 sum-
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Figure 3: Positional Sensitivity. At K ≥ 30, short-answer tasks (E2E-WTQ) remain relatively stable, whereas
long-form answer generation (FeTaQA) exhibits substantially greater positional sensitivity under hard negatives.
The corresponding Start/Middle/End accuracies are reported in Table 10.

marizes these trajectories.

Reader-Side Cost–Robustness Trade-offs
Across the evaluated settings, CpS generally
increases with retrieval depth, particularly for
the proprietary readers, while GPT-OSS-20b
maintains a comparatively flatter trajectory.
The ordering of hard, soft, and Uncontrolled
conditions remains dataset- and reader-dependent.
Claude-Haiku-4.5 incurs substantially lower
reader-side CpS than GPT-4o across the evaluated
datasets, although their relative noise robustness
is task-dependent; among open-weight readers,
GPT-OSS-20b maintains low reader-side CpS
under deep retrieval, while its robustness still
varies by task type.

These results make CpS a reader-side diagnostic
rather than an end-to-end cost estimate: a reader’s
demonstrated noise tolerance indicates how far re-
trieval depth can increase before additional con-
text yields unfavorable reader-side cost–robustness
trade-offs. Deployment decisions must separately
account for retrieval/reranking cost, latency, index-
ing, batching, caching, and hardware utilization.

4.5 Qualitative Error Analysis

We first track each query from the clean baseline
(K = 1) to the maximum tested depth (K = 50)
under hard negatives, yielding four behavioral
quadrants: Absolute Robustness (success → suc-
cess), Inherent Capability Deficit (failure → fail-
ure), Serendipitous Hallucination (failure → suc-
cess), and Noise-Induced Failure (success → fail-
ure). Figure 5 visualizes these transitions. Because
our goal is to explain failures introduced by re-
trieval noise, the subsequent error-type analysis fo-

cuses on Noise-Induced Failures, aggregated across
the full Controlled hard- and soft-negative grid.

Automatic Failure Labeling We assign mutu-
ally exclusive labels using deterministic structural
heuristics in a fixed order, with an LLM pass used
only as auxiliary diagnostic evidence. First, Dis-
tractor Extraction is assigned when the incorrect
answer contains an exact normalized match to a
distractor data-cell value absent from the gold ta-
ble. Among remaining cases, outputs with explicit
refusal or insufficient-information phrases are la-
beled Premature Refusal; all others are labeled Rea-
soning Hallucination, covering residual arithmetic,
aggregation, or synthesis errors. Provider-filtered
cases with no reader output are excluded.

Impact of Distractor Type Distractor Extrac-
tion dominates under both conditions (84.9% hard;
78.2% soft), but hard negatives shift the distribu-
tion further toward direct extraction (Figure 6a).
Soft negatives instead show higher Premature Re-
fusal (5.6% vs. 3.3%) and Reasoning Hallucination
(16.2% vs. 11.8%). This pattern appears across all
three benchmarks, with dataset-dependent magni-
tude.

Failure Modes by Question Type Distractor Ex-
traction is also cross-cutting rather than Lookup-
specific: under hard negatives it accounts for 84.2%
of Lookup, 86.3% of Comparison, and 90.4% of
Aggregation failures. Although Lookup questions
constitute 73.1% of all hard-negative extraction er-
rors, they occupy a similar share of the analyzed
failures. We therefore interpret extraction as a gen-
eral evidence-selection failure and use Lookup only
as the most prevalent question type for the reader-
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level comparison below.

Model Behavioral Profiles Within Lookup ques-
tions under hard negatives, Figure 6(b) shows
distinct residual profiles despite Distractor Ex-
traction remaining dominant for every reader.
GPT-OSS-20b has the lowest extraction share
(70.8%) and the highest Reasoning Hallucination
share (28.2%), whereas extraction accounts for
roughly 88–91% of failures for the other readers.
Claude-Haiku-4.5 has the highest Premature Re-
fusal share (6.0%), although refusal remains a mi-
nority mode. Thus, readers differ not only in robust-
ness but also in how their noise-induced failures
manifest.

Conditional Retrieval Specifications Finally,
Table 1 translates these condition-specific robust-
ness patterns into retrieval specifications. Under
hard negatives, FeTaQA constrains every reader to
Khard

c ≤ 5, whereas E2E-WTQ and OTT-QA per-
mit substantially deeper retrieval for several read-
ers. Retrieval depth should therefore be specified
by task type, reader, and distractor hardness rather
than by reader class: on E2E-WTQ under hard
negatives, the open-weight GPT-OSS-20b tolerates
K ≥ 50 while the proprietary Claude-Haiku-4.5
reaches its ceiling at K = 30. These aggregate
specifications should be interpreted alongside the

Table 1: Conditional Retrieval Specification Ma-
trix. Noise Ceilings over the full grid K ∈
{1, 5, 10, 20, 30, 40, 50} at the NRR@K ≥ 0.9 reten-
tion threshold. ≥ 50 denotes robustness through the
maximum evaluated depth.

Task Type Khard
c /Ksoft

c

Qwen-3-32b
GPT-OSS
-20b

Claude-
Haiku-4.5 GPT-4o

E2E-WTQ
(Short-answer) 10/20 ≥ 50/ ≥ 50 30/ ≥ 50 ≥ 50/ ≥ 50
OTT-QA
(Multi-hop) ≥ 50/20 ≥ 50/ ≥ 50 ≥ 50/ ≥ 50 ≥ 50/40
FeTaQA
(Long-form) 1/20 1/ ≥ 50 1/5 5/ ≥ 50

position-specific accuracies in Table 10.

5 Conclusion

Current practices typically treat retrieval and read-
ing in Table QA as separate tasks. Within our
controlled single-table setting, we connect the two
by showing that the useful retrieval depth is con-
strained by the reader’s condition-specific noise
tolerance. The resulting Retrieval Specification Ma-
trix (Table 1) provides a practical guide to reader–
retriever configuration.
The Reader–Retriever Trade-off (RQ1). Re-
trieval depth should not be maximized blindly, nor
inferred from reader class; it should be chosen per
task type, reader, and distractor hardness. Under
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(b) Lookup Task Behaviors under hard negatives
Figure 6: Anatomy of Noise-Induced Failures. (a) Distractor Extraction dominates under both noise conditions,
with a larger share under hard negatives; soft negatives shift a modest fraction of failures toward Premature
Refusal and Reasoning Hallucination. (b) Within Lookup questions under hard negatives, extraction remains the
dominant failure mode for every reader, while GPT-OSS-20b shows a substantially larger share of residual Reasoning
Hallucination.

hard negatives, long-form answer generation on
FeTaQA imposes the strictest limits, with all eval-
uated readers reaching Khard

c ≤ 5. Soft negatives
often permit deeper contexts, although this order-
ing is not universal. Several readers remain ro-
bust through K = 50 on short-answer and multi-
hop tasks, permitting more recall-oriented retrieval
within those conditions. Gold-table position can
further affect robustness on complex tasks, so ag-
gregate Noise Ceilings should be interpreted along-
side the position-specific results. Across noise-
induced failures, Distractor Extraction is the domi-
nant mechanism across question types, while resid-
ual refusal and reasoning profiles vary by reader.

Reader-Side Cost-Effectiveness (RQ2). Nom-
inal token price alone is insufficient to char-
acterize reader-side cost-effectiveness under re-
trieval noise. Because failures are amortized into
CpS, retrieval depth and noise tolerance jointly
shape the cost of a correct answer. For example,
Claude-Haiku-4.5 achieves substantially lower
reader-side CpS than GPT-4o across the evalu-
ated datasets, although their relative noise robust-

ness remains task-dependent. CpS excludes re-
trieval/reranking and other deployment costs and
should therefore be interpreted as a reader-side di-
agnostic, not an end-to-end cost estimate.
Future Work. Future work should extend
this controlled analysis to multi-table retrieval
and evidence integration, vary distractor order-
ing and serialization, and evaluate the resulting
retrieval-depth recommendations under end-to-end
retrieval/reranking behavior and cost.

Limitations

We note several limitations of our study.
Restriction to Single-Table Retrieval: Our con-
trolled design assumes that all required evidence
resides in a single gold table, allowing us to iso-
late reader noise tolerance from cross-table linking
and join errors. The reported Noise Ceilings should
therefore be interpreted within this favorable single-
table setting and should not be directly extrapolated
to multi-table QA. Multi-table settings introduce
additional evidence-linking and integration chal-
lenges that may further reduce effective retrieval
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tolerance. Within each benchmark, question-level
heterogeneity may introduce additional variation
not captured by the dataset-level Noise Ceilings.
Context Serialization Format: Our study exclu-
sively evaluates a Markdown serialization strategy
with dynamic row-chunking. Alternative formats
(e.g., HTML, JSON, or a programmatic REPL)
may alter attention allocation and therefore shift
both the magnitude of noise-induced degradation
and the exact location of a model’s Noise Ceil-
ing. Our conclusions about these quantities should
therefore be interpreted within the evaluated se-
rialization setting; testing whether the observed
distractor-driven failure patterns persist across al-
ternative formats remains an important direction
for future work.
Scope of Evaluated Models: We evaluate
four readers: two open-weight and two pro-
prietary models (Qwen-3-32b, GPT-OSS-20b,
Claude-Haiku-4.5, and GPT-4o). Smaller or ag-
gressively fine-tuned readers, or jointly trained re-
trievers, may exhibit different noise-tolerance pro-
files and Noise Ceilings.
Semantic Judge Bias: Although the semantic
judge is restricted to a constrained YES/NO equiv-
alence decision, is blind to retrieved context and
answer provenance, and achieves 86.29% agree-
ment with adjudicated human judgments, residual
evaluator bias cannot be ruled out. Agreement is
also dataset-dependent, with lower human–judge
agreement on FeTaQA than on E2E-WTQ and OTT-
QA. In addition, because GPT-OSS-20b is itself one
of the evaluated readers, shared model tendencies
may still influence equivalence judgments despite
provenance blinding.
Fixed Distractor Ordering: Within each con-
trolled condition, we hold the relative order among
distractor tables fixed while varying the gold-table
position. This isolates the effect of gold placement
but does not capture sensitivity to permutations
among distractors themselves. Future work should
randomize distractor order to quantify this addi-
tional source of positional variability.
Scope of Cost per Success (CpS): CpS is a
reader-side diagnostic based on nominal reader-
inference cost and should not be interpreted as an
end-to-end deployment-cost estimate. It excludes
retriever/reranker cost, latency, indexing, batch-
ing, cache reuse, and other deployment overheads.
Nominal API prices are also volatile, while the
realized cost of self-hosted open-weight models
depends on hardware utilization, batch size, and

KV-cache optimizations. CpS therefore supports
standardized reader-side comparison rather than
full deployment budgeting.
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A Experimental Reproducibility Details

To ensure full reproducibility of our experiments,
we detail the hyperparameter configurations and
the exact prompt templates utilized for both the
reader models and the semantic judge.

A.1 Hyperparameter Settings

To accurately reflect our experimental setup and ac-
commodate the varying requirements of generation
and evaluation, we utilized distinct configurations
for the reader models and the semantic judge.

Reader Models (Qwen-3-32b2, GPT-OSS-20b,
Claude-Haiku-4.5, GPT-4o):

2Qwen-3-32b was accessed through OpenRouter, where
the available endpoint supports up to 131K context tokens.

• Temperature: 0.7 (This parameter setting in-
duces generation stochasticity, fundamentally
necessitating our three independent trials to
robustly amortize variance, as detailed in sec-
tion 3).

• Top-p: 1.0
• Max New Tokens: Provider-specific gener-

ation limits, set sufficiently high to accom-
modate free-form explanatory generation for
complex tasks such as FeTaQA.

Semantic Judge (GPT-OSS-20b):
• Temperature: 0.0
• Top-p: 1.0
• Max New Tokens: 10 (Strictly constrained

to prevent verbosity and restrict the output to
binary YES/NO tokens).

A.2 Semantic Judge Prompt Template

As introduced in subsection 3.3, strict string match-
ing is inadequate for evaluating complex Table QA.
We utilize GPT-OSS-20b as a semantic judge. The
evaluation uses the following constrained prompts
to keep the decision focused on factual equivalence:

System Prompt:

You are an expert evaluator. Decide if the user
answer correctly answers the question and aligns
with the gold answer. Treat paraphrases, extra
context, different order, and formatting (mark-
down/HTML/punctuation/case) as equivalent. If
the gold answer text is clearly present or en-
tailed in the user answer, and it answers the ques-
tion without contradiction, respond YES. Respond
with ONLY ’YES’ or ’NO’, nothing else.

User Prompt:

{question_part}
Gold Answer: {gold_answer}
User Answer: {user_answer}

Are these semantically equivalent? Respond with
only YES or NO.

A.3 Reader Generation Prompt Template

For the reader models, the retrieved tabular con-
text and the user query are formatted using a stan-
dardized, zero-shot template across all test envi-
ronments. This minimal design keeps prompting
consistent across models and test environments, re-
ducing prompt-engineering variation as a potential
confound in the comparison.

System Prompt:

You are an assistant that answers questions about
tables.
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User Prompt:
Answer the following question about the given
table(s).

Question: {question}

Tables:
{tables_str}

Answer:

B Dataset Token Statistics and Context
Limits

A critical requirement for our stress test (especially
the positional sensitivity analysis in subsection 4.3)
is ensuring that no retrieved tables are truncated
due to context window limitations.

Table 2 summarizes the average and maximum
input token lengths at our maximum retrieval depth
(K = 50). Even under the most extreme conditions
(i.e., E2E-WTQ at K = 50), the maximum prompt
length is approximately 118,000 tokens. These es-
timated prompt lengths remain below the available
context limits of all evaluated model endpoints, in-
dicating that input truncation is unlikely to explain
the observed performance degradation or positional
variance under the evaluated settings.

Table 2: Input token length statistics at retrieval depth
K = 50 (estimated using tiktoken, cl100k_base).

Dataset Avg. Tokens Max Tokens

E2E-WTQ 57,619 117,914
OTT-QA 21,621 33,151
FeTaQA 25,279 53,413

C Semantic Judge Validation

The semantic judge performs a constrained factual-
equivalence decision using only the question,
reference answer, and reader output. Because
benchmark-aligned automatic metrics differ sub-
stantially in granularity and sensitivity to free-form
output, we use them as complementary external
checks rather than treating any single automatic
metric as human ground truth.

Benchmark-specific agreement. We first com-
pare the semantic judgments against benchmark-
aligned automatic evaluation signals. For E2E-
WTQ, we use denotation correctness from the of-
ficial WikiTableQuestions evaluator (Pasupat and
Liang, 2015); OTT-QA uses its official exact-match
(EM) and token-F1 metrics (Chen et al., 2021); Fe-
TaQA uses corpus-level sacreBLEU (Nan et al.,

Table 3: Automatic comparison We compare the se-
mantic judge against the corresponding benchmark-
aligned automatic evaluation signal. E2E-WTQ and
OTT-QA permit item-level comparison, whereas Fe-
TaQA provides a corpus-level sacreBLEU score.

Dataset Automatic comparison Result

E2E-WTQ Denotation agreement 26.67%
OTT-QA EM agreement 66.52%
FeTaQA Corpus BLEU associa-

tion
r = 0.448, ρ = 0.583

Table 4: Deterministic answer-extraction sensitiv-
ity. RAW applies the corresponding benchmark-aligned
metric directly to the full free-form reader output. EX-
TRACTION applies the same metric after the frozen,
candidate-only short-answer extractor.

Dataset / metric RAW EXTRACTION Change

E2E-WTQ agreement 26.67% 27.86% +1.19 pp
E2E-WTQ κ 0.012 0.020 +0.008
OTT-QA EM agree-
ment

66.52% 71.76% +5.24 pp

OTT-QA κ 0.035 0.223 +0.188

2022; Post, 2018), which does not provide an item-
level correctness label.

Interpreting automatic agreement.
Benchmark-aligned automatic metrics and
semantic factual-equivalence judgments measure
different aspects of free-form QA outputs. In
particular, exact or denotation-based metrics
may penalize a correct answer embedded in
explanatory text. We therefore conducted a pre-
specified sensitivity analysis using a deterministic,
candidate-only answer extractor that was frozen
before rescoring and had no access to references
or judge labels. As shown in Table 4, extraction
had a larger effect on OTT-QA than on E2E-WTQ,
indicating substantial surface-form sensitivity for
the former while leaving much of the metric–judge
disagreement in E2E-WTQ unexplained. At the
group level, OTT-QA EM association changed
from r = −0.448, ρ = −0.656 under RAW
scoring to r = 0.110, ρ = 0.169 after extraction.

Human validation. We further validate the
semantic judge against blinded human factual-
equivalence annotations on a primary sample of
200 judgments per dataset (600 total). Two inde-
pendent annotators evaluate only the question, ref-
erence answer, and original reader response, with-
out access to the judge decision, benchmark met-
ric, reader identity, retrieval condition, or answer
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Table 5: Blinded human validation of the semantic
judge. Two final UNCERTAIN judgments are excluded
from binary judge–human agreement.

Dataset Eligible N Agreement κ

E2E-WTQ 199 90.95% 0.785
FeTaQA 200 80.50% 0.561
OTT-QA 199 87.44% 0.713

Overall 598 86.29% 0.723

provenance. The two annotators were members
of the authors’ research team; no external annota-
tors were recruited or separately compensated for
this validation. Disagreements and uncertain cases
are independently re-evaluated by a blinded adju-
dicator. Before adjudication, annotators agree on
89.67% of the 600 judgments (κ = 0.796).

After adjudication, two judgments remain UN-
CERTAIN and are excluded from binary judge–
human comparison. Across the remaining 598
judgments, the semantic judge agrees with the final
human labels on 86.29% (κ = 0.723). Agreement
is highest on E2E-WTQ (90.95%, κ = 0.785),
followed by OTT-QA (87.44%, κ = 0.713) and
FeTaQA (80.50%, κ = 0.561), showing dataset-
dependent agreement, with the lowest agreement
on FeTaQA’s long-form answer generation setting.

Human Annotation Instructions. Annotators
were instructed to judge whether the reader re-
sponse was factually equivalent to the reference
answer using one of three labels: CORRECT, IN-
CORRECT, or UNCERTAIN. CORRECT denotes fac-
tual equivalence despite harmless differences in
wording or formatting; INCORRECT denotes a fac-
tual mismatch, missing required information, or an
error that changes the answer; UNCERTAIN is re-
served for cases where equivalence cannot be deter-
mined confidently from the provided information
alone. Annotators were instructed not to consult
the other annotator or any model/judge metadata
during independent annotation.

D Full Quantitative Results

To support the visual trends presented in the main
text and facilitate future reproducibility, we provide
detailed quantitative results across all datasets and
models.

Table 6, Table 7, and Table 8 detail the Score@K
and Noise Robustness Ratio (NRR) across the full
retrieval-depth grid used to plot Figure 2. All val-
ues represent the mean across three independent

trials (Temperature=0.7), with variance reported as
the standard deviation. Table 9 reports the corre-
sponding token consumption and Cost per Success
(CpS) at representative depths K ∈ {1, 10, 30, 50}
for the trends summarized in Figure 4.

Magnitude Relative to Trial Variability. To as-
sess whether the observed degradation is dominated
by generation stochasticity, we compare changes
in Score@K with the run-to-run standard devia-
tions across the three trials. For example, on Fe-
TaQA under hard negatives, Qwen-3-32b decreases
from 0.867 ± 0.012 at K = 1 to 0.604 ± 0.003
at K = 50. The corresponding drop of 0.263 is
substantially larger than the observed trial-to-trial
variation. Similar patterns occur for the other read-
ers under this condition. These comparisons indi-
cate that the degradation trend is not dominated by
run-to-run variability; we do not treat this standard-
deviation comparison as a formal significance test.

Per-Position Accuracy. To complement the po-
sitional variance analysis in subsection 4.3, Ta-
ble 10 reports the underlying Start, Middle, and
End accuracies separately at each high-depth set-
ting K ∈ {30, 40, 50} used in Figure 3.
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Table 6: Comprehensive evaluation results (Score@K and NRR) for E2E-WTQ. Retrieval depths are evaluated
across the full experimental grid (K ∈ {1, 5, 10, 20, 30, 40, 50}).

Hard negatives Soft negatives BGE-M3 (Uncontrolled)

Dataset Model K Score NRR Score NRR Score NRR

E2E-WTQ

GPT-4o

1 0.809± 0.100 1.000 0.809± 0.100 1.000 0.460± 0.057 1.000
5 0.800± 0.114 0.989 0.814± 0.113 1.006 0.619± 0.113 1.345
10 0.786± 0.110 0.972 0.813± 0.110 1.005 0.669± 0.094 1.454
20 0.779± 0.107 0.963 0.810± 0.098 1.002 0.707± 0.108 1.536
30 0.776± 0.097 0.960 0.814± 0.095 1.006 0.749± 0.094 1.627
40 0.774± 0.100 0.957 0.807± 0.103 0.998 0.757± 0.101 1.645
50 0.762± 0.103 0.941 0.808± 0.109 0.999 0.741± 0.100 1.609

Claude-Haiku-4.5

1 0.826± 0.111 1.000 0.826± 0.111 1.000 0.473± 0.064 1.000
5 0.788± 0.131 0.955 0.818± 0.122 0.990 0.632± 0.130 1.336
10 0.775± 0.142 0.938 0.810± 0.120 0.981 0.678± 0.124 1.434
20 0.762± 0.132 0.923 0.801± 0.119 0.970 0.699± 0.132 1.478
30 0.744± 0.135 0.901 0.795± 0.123 0.963 0.720± 0.131 1.522
40 0.738± 0.135 0.894 0.791± 0.125 0.958 0.745± 0.136 1.575
50 0.736± 0.136 0.891 0.790± 0.128 0.957 0.753± 0.139 1.593

GPT-OSS-20b

1 0.736± 0.166 1.000 0.736± 0.166 1.000 0.456± 0.103 1.000
5 0.740± 0.141 1.005 0.783± 0.114 1.063 0.582± 0.140 1.275
10 0.728± 0.131 0.988 0.774± 0.112 1.051 0.653± 0.117 1.431
20 0.714± 0.146 0.969 0.757± 0.118 1.028 0.661± 0.147 1.450
30 0.706± 0.139 0.959 0.755± 0.122 1.026 0.674± 0.132 1.477
40 0.683± 0.153 0.927 0.727± 0.139 0.987 0.669± 0.152 1.468
50 0.678± 0.161 0.920 0.731± 0.146 0.992 0.665± 0.158 1.459

Qwen-3-32b

1 0.809± 0.122 1.000 0.809± 0.122 1.000 0.469± 0.071 1.000
5 0.776± 0.108 0.960 0.801± 0.112 0.991 0.632± 0.109 1.348
10 0.761± 0.088 0.940 0.786± 0.086 0.972 0.682± 0.079 1.455
20 0.705± 0.042 0.872 0.755± 0.036 0.933 0.690± 0.043 1.473
30 0.659± 0.019 0.815 0.696± 0.031 0.861 0.690± 0.020 1.473
40 0.595± 0.084 0.735 0.637± 0.118 0.788 0.603± 0.083 1.286
50 0.546± 0.151 0.675 0.598± 0.160 0.739 0.699± 0.193 1.491
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Table 7: Comprehensive evaluation results (Score@K and NRR) for OTT-QA. Retrieval depths are evaluated
across the full experimental grid (K ∈ {1, 5, 10, 20, 30, 40, 50}).

Hard negatives Soft negatives BGE-M3 (Uncontrolled)

Dataset Model K Score NRR Score NRR Score NRR

OTT-QA

GPT-4o

1 0.425± 0.035 1.000 0.425± 0.035 1.000 0.362± 0.030 1.000
5 0.403± 0.030 0.948 0.403± 0.046 0.948 0.372± 0.029 1.029

10 0.391± 0.028 0.920 0.389± 0.047 0.916 0.375± 0.027 1.036
20 0.392± 0.021 0.923 0.379± 0.039 0.891 0.378± 0.020 1.044
30 0.387± 0.017 0.909 0.377± 0.036 0.885 0.391± 0.017 1.080
40 0.386± 0.010 0.909 0.384± 0.029 0.902 0.389± 0.009 1.075
50 0.388± 0.008 0.912 0.376± 0.031 0.885 0.400± 0.009 1.106

Claude-Haiku-4.5

1 0.363± 0.004 1.000 0.363± 0.004 1.000 0.336± 0.003 1.000
5 0.347± 0.007 0.957 0.342± 0.006 0.942 0.335± 0.006 0.997
10 0.341± 0.009 0.941 0.352± 0.004 0.969 0.343± 0.009 1.022
20 0.349± 0.009 0.961 0.359± 0.002 0.988 0.356± 0.010 1.059
30 0.350± 0.012 0.965 0.363± 0.004 1.000 0.357± 0.012 1.062
40 0.349± 0.017 0.962 0.361± 0.002 0.996 0.355± 0.016 1.058
50 0.344± 0.021 0.948 0.361± 0.005 0.996 0.360± 0.022 1.071

GPT-OSS-20b

1 0.324± 0.005 1.000 0.324± 0.005 1.000 0.273± 0.004 1.000
5 0.300± 0.019 0.926 0.306± 0.002 0.943 0.299± 0.020 1.096
10 0.301± 0.022 0.930 0.313± 0.016 0.965 0.269± 0.020 0.983
20 0.278± 0.010 0.860 0.293± 0.009 0.905 0.262± 0.011 0.960
30 0.296± 0.026 0.913 0.303± 0.016 0.934 0.300± 0.026 1.097
40 0.291± 0.025 0.898 0.306± 0.018 0.946 0.290± 0.024 1.061
50 0.292± 0.028 0.901 0.306± 0.016 0.944 0.267± 0.026 0.977

Qwen-3-32b

1 0.349± 0.006 1.000 0.349± 0.006 1.000 0.325± 0.005 1.000
5 0.356± 0.039 1.019 0.360± 0.045 1.030 0.326± 0.041 1.003
10 0.377± 0.071 1.080 0.343± 0.007 0.982 0.337± 0.049 1.036
20 0.370± 0.072 1.059 0.367± 0.073 1.051 0.336± 0.054 1.032
30 0.360± 0.055 1.030 0.285± 0.079 0.817 0.337± 0.051 1.035
40 0.340± 0.023 0.973 0.271± 0.100 0.776 0.332± 0.024 1.019
50 0.330± 0.013 0.946 0.281± 0.076 0.804 0.319± 0.013 0.981
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Table 8: Comprehensive evaluation results (Score@K and NRR) for FeTaQA. Retrieval depths are evaluated across
the full experimental grid (K ∈ {1, 5, 10, 20, 30, 40, 50}).

Hard negatives Soft negatives BGE-M3 (Uncontrolled)

Dataset Model K Score NRR Score NRR Score NRR

FeTaQA

GPT-4o

1 0.775± 0.006 1.000 0.775± 0.006 1.000 0.359± 0.003 1.000
5 0.711± 0.010 0.917 0.781± 0.004 1.008 0.468± 0.009 1.300

10 0.688± 0.004 0.887 0.782± 0.006 1.008 0.503± 0.003 1.399
20 0.668± 0.009 0.862 0.776± 0.006 1.001 0.542± 0.010 1.508
30 0.665± 0.008 0.858 0.773± 0.005 0.997 0.560± 0.007 1.559
40 0.656± 0.004 0.846 0.767± 0.006 0.990 0.573± 0.003 1.593
50 0.662± 0.002 0.854 0.763± 0.002 0.984 0.584± 0.002 1.625

Claude-Haiku-4.5

1 0.886± 0.008 1.000 0.886± 0.008 1.000 0.396± 0.004 1.000
5 0.725± 0.009 0.819 0.830± 0.007 0.936 0.483± 0.004 1.222

10 0.676± 0.005 0.763 0.788± 0.002 0.889 0.497± 0.004 1.257
20 0.650± 0.004 0.734 0.747± 0.007 0.843 0.533± 0.003 1.349
30 0.640± 0.016 0.722 0.737± 0.014 0.831 0.535± 0.013 1.354
40 0.638± 0.026 0.720 0.730± 0.025 0.824 0.552± 0.027 1.396
50 0.637± 0.024 0.719 0.729± 0.024 0.822 0.544± 0.020 1.375

GPT-OSS-20b

1 0.677± 0.006 1.000 0.677± 0.006 1.000 0.308± 0.003 1.000
5 0.537± 0.005 0.792 0.661± 0.005 0.976 0.358± 0.004 1.162

10 0.504± 0.005 0.744 0.640± 0.010 0.945 0.386± 0.004 1.252
20 0.496± 0.001 0.732 0.633± 0.004 0.934 0.386± 0.002 1.253
30 0.496± 0.003 0.732 0.629± 0.003 0.928 0.421± 0.003 1.367
40 0.485± 0.002 0.715 0.621± 0.006 0.916 0.416± 0.003 1.351
50 0.490± 0.002 0.723 0.613± 0.004 0.905 0.438± 0.002 1.421

Qwen-3-32b

1 0.867± 0.012 1.000 0.867± 0.012 1.000 0.381± 0.005 1.000
5 0.741± 0.002 0.855 0.836± 0.002 0.965 0.479± 0.002 1.260

10 0.700± 0.004 0.808 0.825± 0.005 0.952 0.516± 0.003 1.357
20 0.658± 0.004 0.759 0.800± 0.005 0.924 0.529± 0.005 1.390
30 0.635± 0.004 0.732 0.770± 0.007 0.888 0.539± 0.004 1.418
40 0.616± 0.004 0.711 0.759± 0.002 0.876 0.538± 0.004 1.415
50 0.604± 0.003 0.697 0.740± 0.004 0.854 0.543± 0.002 1.428
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Table 9: Reader token consumption and reader-side Cost per Success (CpS) corresponding to Figure 4. CpS
amortizes nominal reader inference cost over correct answers and excludes retrieval/reranking and other deployment
overheads.

Soft negatives Hard negatives BGE-M3 (Uncontrolled)

Dataset Model K In. Out. CpS ($) In. Out. CpS ($) In. Out. CpS ($)

E2E-WTQ

GPT-4o

1 696 84 $0.0032 696 84 $0.0032 1,166 49 $0.0074
10 4,118 95 $0.0138 4,287 142 $0.0154 12,363 106 $0.0478
30 11,931 116 $0.0381 12,177 177 $0.0415 35,243 137 $0.1195
50 19,693 120 $0.0624 20,095 181 $0.0683 56,677 149 $0.1933

Claude-Haiku-4.5

1 689 181 $0.0019 689 181 $0.0019 830 102 $0.0028
10 3,694 119 $0.0053 4,003 125 $0.0060 8,598 121 $0.0136
30 10,446 132 $0.0140 11,176 140 $0.0160 24,231 120 $0.0345
50 17,186 139 $0.0226 18,382 149 $0.0260 38,865 121 $0.0524

GPT-OSS-20b

1 655 439 $0.0001 655 439 $0.0001 1,240 284 $0.0001
10 4,218 306 $0.0001 4,349 396 $0.0002 12,495 584 $0.0005
30 11,996 371 $0.0004 12,242 508 $0.0004 35,484 628 $0.0011
50 19,749 213 $0.0006 20,165 253 $0.0006 56,958 190 $0.0017

Qwen-3-32b

1 759 543 $0.0007 759 543 $0.0007 1,342 865 $0.0019
10 4,581 685 $0.0022 4,662 938 $0.0025 14,462 1,118 $0.0071
30 13,082 753 $0.0061 13,142 1,058 $0.0067 41,289 1,141 $0.0183
50 21,365 725 $0.0111 21,465 859 $0.0123 65,708 1,716 $0.0287

OTT-QA

GPT-4o

1 479 72 $0.0045 479 72 $0.0045 485 73 $0.0054
10 3,970 105 $0.0282 4,116 134 $0.0297 4,403 146 $0.0332
30 11,713 122 $0.0810 11,968 159 $0.0815 12,917 189 $0.0875
50 19,444 129 $0.1326 19,746 171 $0.1318 21,247 199 $0.1377

Claude-Haiku-4.5

1 434 151 $0.0033 434 151 $0.0033 372 149 $0.0033
10 3,652 195 $0.0132 3,785 206 $0.0141 3,568 189 $0.0132
30 10,828 213 $0.0328 10,998 225 $0.0346 10,459 205 $0.0322
50 17,993 216 $0.0528 18,087 227 $0.0559 17,181 206 $0.0506

GPT-OSS-20b

1 530 732 $0.0003 530 732 $0.0003 549 523 $0.0002
10 4,042 1,039 $0.0006 4,190 1,103 $0.0006 4,485 201 $0.0004
30 11,807 1,075 $0.0011 12,061 1,228 $0.0012 13,046 813 $0.0011
50 19,573 1,151 $0.0017 19,859 1,322 $0.0018 21,431 198 $0.0017

Qwen-3-32b

1 534 1,185 $0.0024 534 1,185 $0.0024 542 1,121 $0.0025
10 4,409 1,213 $0.0058 4,633 1,582 $0.0060 4,983 1,525 $0.0070
30 11,528 1,173 $0.0141 13,510 1,638 $0.0136 14,642 1,522 $0.0153
50 19,444 1,214 $0.0226 22,290 1,638 $0.0225 24,095 2,002 $0.0256

FeTaQA

GPT-4o

1 476 52 $0.0022 476 52 $0.0022 556 56 $0.0054
10 4,265 65 $0.0145 5,203 92 $0.0203 5,261 94 $0.0280
30 12,724 76 $0.0421 15,274 115 $0.0591 15,338 121 $0.0706
50 21,197 83 $0.0705 25,164 128 $0.0969 25,206 132 $0.1102

Claude-Haiku-4.5

1 332 79 $0.0008 332 79 $0.0008 387 101 $0.0023
10 2,867 88 $0.0042 3,820 111 $0.0065 3,843 118 $0.0089
30 9,440 111 $0.0136 11,236 120 $0.0185 11,253 124 $0.0222
50 15,727 111 $0.0223 18,508 121 $0.0300 18,520 125 $0.0352

GPT-OSS-20b

1 544 304 $0.0001 544 304 $0.0001 617 131 $0.0001
10 4,357 371 $0.0002 5,304 558 $0.0003 5,333 161 $0.0003
30 12,840 546 $0.0005 15,401 874 $0.0008 15,424 195 $0.0008
50 21,323 654 $0.0008 25,283 1,091 $0.0013 25,303 661 $0.0013

Qwen-3-32b

1 540 582 $0.0006 540 582 $0.0006 631 704 $0.0016
10 4,865 753 $0.0022 5,947 1,169 $0.0034 5,984 1,228 $0.0048
30 14,506 794 $0.0061 17,398 1,150 $0.0090 17,426 1,282 $0.0108
50 24,142 786 $0.0101 28,597 1,077 $0.0148 28,618 1,095 $0.0165
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Table 10: Per-Position Reader Accuracy. Start, Middle, and End denote the placement of the gold table within
the retrieved context. Each position is reported separately at K ∈ {30, 40, 50}, corresponding to the high-depth
settings used in the positional analysis in Figure 3.

Hard negatives Soft negatives

Dataset Reader K Start Middle End Start Middle End

E2E-WTQ

Qwen-3-32b
30 0.702 0.621 0.656 0.703 0.678 0.709
40 0.643 0.550 0.591 0.644 0.617 0.651
50 0.597 0.502 0.538 0.612 0.568 0.614

GPT-OSS-20b
30 0.769 0.672 0.678 0.777 0.739 0.750
40 0.763 0.636 0.650 0.781 0.689 0.710
50 0.759 0.644 0.630 0.749 0.725 0.718

Claude-Haiku-4.5
30 0.812 0.721 0.699 0.816 0.796 0.774
40 0.810 0.717 0.688 0.823 0.787 0.764
50 0.824 0.709 0.675 0.823 0.785 0.762

GPT-4o
30 0.812 0.760 0.757 0.823 0.817 0.802
40 0.812 0.753 0.757 0.813 0.808 0.801
50 0.817 0.736 0.731 0.812 0.812 0.801

OTT-QA

Qwen-3-32b
30 0.381 0.341 0.358 0.266 0.320 0.271
40 0.372 0.328 0.319 0.272 0.247 0.294
50 0.345 0.316 0.331 0.304 0.251 0.288

GPT-OSS-20b
30 0.311 0.289 0.288 0.311 0.305 0.292
40 0.312 0.277 0.283 0.319 0.299 0.301
50 0.315 0.276 0.284 0.321 0.295 0.301

Claude-Haiku-4.5
30 0.364 0.345 0.341 0.372 0.358 0.359
40 0.369 0.342 0.337 0.370 0.358 0.357
50 0.359 0.336 0.337 0.375 0.358 0.351

GPT-4o
30 0.404 0.382 0.373 0.393 0.369 0.367
40 0.404 0.378 0.377 0.408 0.373 0.371
50 0.412 0.374 0.377 0.394 0.368 0.367

FeTaQA

Qwen-3-32b
30 0.794 0.543 0.567 0.844 0.745 0.720
40 0.774 0.538 0.535 0.851 0.721 0.705
50 0.780 0.505 0.528 0.848 0.695 0.677

GPT-OSS-20b
30 0.621 0.435 0.432 0.690 0.605 0.591
40 0.622 0.419 0.413 0.698 0.596 0.567
50 0.636 0.415 0.420 0.688 0.592 0.559

Claude-Haiku-4.5
30 0.863 0.534 0.522 0.887 0.654 0.668
40 0.877 0.512 0.526 0.910 0.617 0.663
50 0.878 0.512 0.523 0.908 0.606 0.672

GPT-4o
30 0.805 0.602 0.590 0.820 0.762 0.736
40 0.809 0.587 0.572 0.829 0.755 0.718
50 0.813 0.596 0.578 0.835 0.741 0.713
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