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Abstract

Vision–language models (VLMs) often answer
new questions about recurring visual content,
where reusing the key–value (KV) cache can
avoid re-encoding expensive visual prefixes.
Exact-prefix reuse, however, fails when the
same visual content appears under a changed
prefix. Selective recomputation can recover
quality under a small visual-token budget,
but only when the right stale tokens are re-
freshed. Raw-attention selection can waste bud-
get on high-attention tokens with small value-
norm proxy scores and on query-irrelevant im-
ages. To address these failure modes, we pro-
pose CONDUIT, a training-free refresh policy
that unifies single- and multi-image reuse as
residual-stream restoration. Building on norm-
weighted attention, CONDUIT ranks cached
visual tokens using cached-key query atten-
tion and an accessible pre-output cached-value-
norm proxy, then applies empirical image-level
relevance amplification before one global se-
lection. With one image, the coefficient is
one and the rule reduces to intra-image to-
ken selection. The method preserves model
architecture and weights, adding only a sin-
gle query-conditioned scoring pass at inference.
At a 10% refresh budget, CONDUIT achieves
97.0–99.5% of the corresponding full-prefill
five-dataset average across three VLM back-
bones and leads budgeted methods on average;
on the MMLongBench-Doc latency subset, it
uses 13.5% of full-prefill FLOPs and achieves
a 2.99× time-to-first-token speedup.

1 Introduction

Vision–language models (VLMs) answer questions
grounded in natural images, document pages, and
user interfaces. In deployment, the same visual con-
tent often supports more than one query: retrieval-
augmented generation over documents and screen-
shots (Yu et al., 2025; Tanaka et al., 2025), multi-

*Equal contribution.
†Co-corresponding authors.

turn visual dialogue (Das et al., 2017), multi-image
reasoning (Jiang et al., 2024; Li et al., 2025b), and
agentic loops (Koh et al., 2024; Xie et al., 2024) all
revisit pages, slides, or screens as new questions
arrive. Patch-based image encoders expand images
into token sequences (Dosovitskiy et al., 2021), and
modern high-resolution VLM inputs can exceed a
thousand visual tokens per image (Li et al., 2025a);
multi-image prompts can span tens of thousands
of visual tokens, making repeated prefill expensive.
Text-serving systems avoid this cost by caching the
key–value (KV) tensors of an exact prefix and re-
playing them for a later request that shares it (Kwon
et al., 2023; Zheng et al., 2024). Visual content,
however, can recur under a changed prefix, leaving
its cached state stale in the new causal context. We
isolate this challenge with a two-request shifted-
prefix protocol: the first request materializes visual
K/V, and the second reuses the same visual content
under a changed query prefix. Selective recompu-
tation then keeps most cached entries and refreshes
only a small subset under a fixed budget (Yao et al.,
2025). The central question is not how much to
refresh, but which stale visual tokens to repair.

Raw attention is a natural selection signal, yet it
is incomplete for visual cache repair. Prior work
shows that high attention need not imply a large
transformed contribution to the residual stream
(Kobayashi et al., 2020; Xiao et al., 2024; Kang
et al., 2025; Bondarenko et al., 2023; Sun et al.,
2024). Among strongly read tokens, cached value
norm provides an accessible proxy for relative write
scale. Multi-image prompts add an allocation prob-
lem: attention is normalized over a mixed visual
prefix, so salient but question-irrelevant patches
from distractor images can enter the global high-
attention set. A raw-attention top-k selector can
therefore spend refresh budget on tokens that do
not support the answer, leaving fewer slots for the
image that contains answer-bearing evidence. Un-
der shifted context, the cached visual states also
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Figure 1: Overview of CONDUIT. Visual-prefix changes make exact-prefix KV reuse invalid even when image
content recurs. CONDUIT builds a norm-weighted token score from cached-key query attention and an accessible
pre-output cached-value-norm proxy, applies empirical image-level relevance amplification, and recomputes only
the highest-scoring visual tokens while reusing the rest.

do not reflect the current cross-image interactions
(Srikrishnan et al., 2025; Zhao et al., 2024). We
therefore combine norm-aware token ranking with
empirical image-level relevance amplification be-
fore the shared budget is spent.

To instantiate this formulation, we propose CON-
DUIT. We view transformer hidden states as a
residual stream: a shared representation channel
that attention layers read from and write to (El-
hage et al., 2021). Selective recomputation then
becomes residual-stream restoration—we refresh
cached visual tokens whose stale states are most
likely to perturb this channel under the current
query. This view separates two quantities that raw
attention conflates: how strongly the query reads a
token and the scale at which that token may write.
Building on the norm-weighted attention analysis
of Kobayashi et al. (2020), CONDUIT combines
cached-key query attention with cached value norm
as an accessible pre-output write-scale proxy. It
then applies an empirical per-image coefficient that
amplifies scores for images read more strongly by
the current query before one global top-k selec-
tion. With one image, the coefficient is one and the
rule reduces to intra-image token selection. Thus,
single-image cache reuse and multi-image budget
reallocation become two instances of the same re-
fresh principle.

Operationally, CONDUIT is a training-free re-
fresh policy that leaves model architecture and
weights unchanged. At inference, one query-
conditioned scoring pass composes the norm-aware
token score with its image coefficient and refreshes
the highest-scoring visual tokens (Figure 1). This
design demotes high-attention tokens with small
value-norm proxy scores within an image and real-
locates refresh pressure toward query-relevant im-
ages across a multi-image prompt. Across single-
and multi-image settings, CONDUIT preserves most
of full-prefill quality with substantially less prefill
compute. Our contributions are:

• A unifying formulation that casts visual KV-
cache reuse as residual-stream restoration, com-
bining within-image norm-aware ranking and
cross-image budget reweighting, with single-
image reuse as the one-image limit.

• CONDUIT, a training-free, architecture-
preserving refresh policy that operationalizes
norm-weighted attention for stale visual caches
and adds empirical image-level relevance
amplification before one global selection, with
one query-conditioned scoring pass and no
learned parameters or weight changes.

• An empirical evaluation across three back-
bones (Qwen2.5-VL-3B, Qwen2.5-VL-7B,
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and InternVL3-9B), five datasets in the main
shifted-prefix evaluation (LongDocURL,
MMLongBench-Doc, SlideVQA, InfoSeek,
and ViQuAE), and four K=1 benchmarks
(MMBench, OCRBench, POPE, and MMStar).
At a 10% refresh budget, CONDUIT achieves
97.0–99.5% of the corresponding full-prefill
five-dataset average and leads budgeted baselines
on average; on the MMLongBench-Doc latency
subset, it uses 13.5% of full-prefill FLOPs and
achieves a 2.99× time-to-first-token speedup.
Factor ablations show that both value-norm
weighting and image-level amplification
contribute empirical gains.

2 Related Work

2.1 KV Cache Compression

The first wave of KV cache work tackled the mem-
ory footprint of long text contexts by retaining only
a fraction of past entries. Zhang et al. (2023) iden-
tify a small set of heavy-hitter tokens whose ac-
cumulated attention dominates the rest and retain
them while evicting the tail; Liu et al. (2023) re-
fine the scoring at decode time by predicting which
tokens will continue to receive attention. Li et al.
(2024) use a recent observation window to identify
important KV positions and pool nearby entries,
and Xiao et al. (2024) additionally retain the first
few positions because eviction at attention sinks
destabilizes generation. Subsequent work loosens
the assumption that every layer or head needs
the same budget through pyramidal (Cai et al.,
2025), head-adaptive (Feng et al., 2025), retrieval-
vs-streaming (Xiao et al., 2025), and online-buffer
(Oren et al., 2024) variants, with further refine-
ments on scoring (Jo et al., 2026; Tian et al., 2026)
and quantization (Liu et al., 2024c). Across this
line, attention magnitude remains a common im-
portance signal, and the cache is typically treated
as one uniform sequence. Visual prefixes compli-
cate both assumptions: raw attention alone does
not expose the scale of a token’s transformed con-
tribution (Kobayashi et al., 2020), and the prefix is
segmented into images that compete for one shared
refresh budget.

2.2 Query-Driven Cache Reuse

A second line targets reuse of a precomputed cache
when the query is known but the cached context has
shifted, motivated by retrieval-augmented genera-
tion. Yao et al. (2025) show that partial recomputa-

tion over cached chunks recovers answer quality at
a fraction of full-prefill cost, and Hu et al. (2025)
formalize position-independent caching primitives
that make such reuse practical. Subsequent work
introduces lightweight query-driven scoring passes
that decide which cached entries to refresh, via
future-attention forecasts (Wang et al., 2026) or
query-centric, fusion-aware scoring (Yan et al.,
2026). These methods establish selective cache
fusion for text contexts, but leave open how to
transfer query-aware ranking to visual tokens and
allocate one refresh budget across images.

2.3 Multimodal KV and Visual Tokens

Several recent systems compress or reuse the mul-
timodal KV cache directly. Zhao et al. (2025) store
per-image KVs on disk for cross-request reuse, and
a related branch applies modality-aware or hybrid
budgets (Wan et al., 2024; Pei et al., 2024; Wan
et al., 2025; Zeng et al., 2026). A parallel branch
studies inter-image attention itself: multi-image
benchmarks expose the compositional demands of
this setting (Zhao et al., 2024; Meng et al., 2025),
Srikrishnan et al. (2025) find most layers carry little
useful cross-image attention and apply template-
aware sparse masks, and Liu et al. (2026) and Böhle
et al. (2025) bypass self-attention over visual to-
kens through dedicated cross-attention pathways.
A third branch reduces redundancy within a sin-
gle image, first through vision-transformer token
sparsification and reorganization (Rao et al., 2021;
Liang et al., 2022), then through VLM-specific
visual token pruning at prefill (Chen et al., 2025;
Zhang et al., 2025b; Liu et al., 2024a) and patch fu-
sion or instance-adaptive control (Cao et al., 2023,
2024; Guo et al., 2025; Zhang et al., 2025a; Ma
et al., 2026; Zhao et al., 2026). Together, these
lines address multimodal cache compression, cross-
image attention, and visual-token redundancy, but
leave open their combination in stale-cache re-
fresh: norm-aware token selection under one query-
conditioned budget shared across images.

2.4 Attention and the Residual Stream

A separate line studies attention as a vector-
valued contribution rather than a scalar importance
weight. Attention-flow analyses show that raw
weights alone do not determine information propa-
gation (Abnar and Zuidema, 2020). Most directly,
Kobayashi et al. (2020) measure a token’s contri-
bution by norm-weighted attention, αt∥f(xt)∥2,
where f includes the value and attention-output
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transformations. The residual-stream view pro-
vides the complementary systems interpretation:
successive sublayers read from and write to a
shared channel (Elhage et al., 2021), feed-forward
layers write predictive features into it (Geva et al.,
2021, 2022), and cross-modal information travels
through the same channel in VLMs (Zhang et al.,
2025c). Mechanistic accounts further attribute at-
tention sinks to no-op heads (Bondarenko et al.,
2023) or fixed-coordinate massive activations (Sun
et al., 2024; Queipo-de Llano et al., 2026), explain-
ing why high attention need not imply a large write.
These analyses motivate separating how strongly
the query reads a token from the scale at which that
token can write. CONDUIT builds on this norm-
weighted attention perspective, using an accessible
pre-output cached-value-norm proxy for budgeted
stale-cache refresh and pairing it with empirical
cross-image relevance amplification and one global
selector for both K = 1 and K > 1 inputs.

3 Method

We frame visual KV-cache reuse as budgeted stale-
cache refresh. Given cached visual K/V tensors and
the current query context, we choose a small subset
of visual tokens to recompute under the new prompt
while reusing the rest—unselected tokens remain
as potentially stale states rather than being evicted.
CONDUIT ranks each state by how strongly the cur-
rent query reads it and how much pre-output write
scale it carries. It combines cached-key query atten-
tion with a practical pre-output value-norm proxy,
then applies empirical image-level relevance am-
plification before one global top-k selection (Fig-
ure 2). The same rule produces the refresh mask
for both single-image (K = 1) and multi-image
(K > 1) inputs.

3.1 Problem Setup
Let a request contain K images. Image j con-
tributes a visual-token set Vj with nj = |Vj |, and

V =
K⋃

j=1

Vj , Nvis =
K∑

j=1

nj . (1)

We write π(t) for the image index of visual token
t. Given a refresh ratio r, the visual-token refresh
budget is

k = ⌊rNvis⌋. (2)

The budget is defined only over visual tokens; new
or edited text is processed normally, while the re-

Cached Visual Prefix

new query

New Request

Vision Cache

Keys KtValues Vt

Norm

TopK

qk
Softmax

Image summary

Figure 2: CONDUIT refresh-mask construction.
Cached values provide a pre-output value-norm proxy,
while cached keys and the new query estimate query
attention. Their product gives each token’s throughput
score; a per-image coefficient reweights scores before a
global top-k selector chooses tokens to recompute.

fresh mask determines which cached visual K/V
entries are recomputed for the current request.

3.2 Local Residual-Staleness Model
We motivate the ranking rule with a local first-order
model. Consider one decoder layer and one atten-
tion head at a query position q. Let K⋆

t and Kc
t

denote the fresh and cached keys, and let Ṽ ⋆
t and

Ṽ c
t denote the corresponding effective per-token

value writes after the attention output map. Us-
ing the cached-key query attention αc

q,t as the local
readout signal from the current query to token t, the
value-write component of the residual error after
refreshing a set T ⊆ V is

∆hvisq (T ) ≈
∑

t/∈T
αc
q,t ξt, ξt = Ṽ ⋆

t − Ṽ c
t . (3)

The full first-order difference decomposes as h⋆q −
hcq =

∑
t α

c
q,t∆Ṽt +

∑
t∆αq,tṼ

c
t + O(∆α∆Ṽ ).

The first term is the stale value write in Equation 3;
the second captures attention drift induced by fresh
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keys and by query-state changes propagated from
earlier layers. Because evaluating attention drift
and the higher-order interaction requires a fresh
execution, the refresh ranking uses cached-key at-
tention to model the leading value-write term.

To turn the vector error in Equation 3 into a
token-wise ranking, we use the diagonal surrogate
detailed in Appendix C.1. We assume that stale
displacements from different visual tokens are not
consistently aligned and therefore drop their cross-
token inner-product terms. After aggregating over
a scoring query span Q, the resulting square-root
diagonal-risk ranking score for leaving token t stale
is

ot = ᾱt ∥ξt∥2, ᾱt =
(
Eq∈Q[(αc

q,t)
2]
)1/2

, (4)

where ᾱt aggregates the cached-key attention of
token t over the scoring query span. The two fac-
tors of ot capture how strongly the current query
reads token t and how large the stale value displace-
ment is. We cannot use ot directly, since observing
ξt would require first refreshing the token whose
staleness it measures.

3.3 Token-Level Throughput Score
The product form builds on the norm-weighted-
attention analysis of Kobayashi et al. (2020), which
measures the transformed attention contribution in-
cluding the attention output map. In cache refresh,
the fresh write displacement ∥ξt∥2 is unavailable
at selection time. CONDUIT replaces it with the
accessible cached pre-output norm ∥V c

t ∥2 as a pre-
output value-norm proxy—a practical prior for rel-
ative write scale—giving the local surrogate score

ssurt = ᾱt ∥V c
t ∥2. (5)

Under the relative-ranking assumption that larger
cached value channels indicate larger potential stale
writes, this surrogate favors tokens that are both
strongly read and large in pre-output write scale.
Our contribution is to operationalize this prior sig-
nal for budgeted stale-entry recomputation and ex-
tend the selection across images.

The local motivation above uses a single layer
and head. In the deployed policy, we use a practical
aggregation over the scoring query span, heads, and
decoder layers (Figure 2). For a scored layer ℓ ∈ L
and H attention heads, the attention estimate is

a
(ℓ)
t =

1

|Q|H
∑

q∈Q

H∑

h=1

αc
q,t,ℓ,h, (6)

and the multi-layer throughput score is

st =
1

|L|
∑

ℓ∈L
a
(ℓ)
t ∥V c,(ℓ)

t ∥2, (7)

where V c,(ℓ)
t is the concatenated multi-head cached

value vector at layer ℓ. By default L contains all
decoder layers, so the score averages the query-
conditioned attention–value signal across the full
stack rather than relying on a hand-picked layer.
Equation 4 uses RMS attention from the squared-
error surrogate, while Equation 6 uses the query-
and head-mean available to the deployed policy.
This practical aggregation is evaluated end to end.

3.4 Image-Level Reweighting

Token-level throughput ranks candidates within
and across images, but multi-image prompts intro-
duce competition among visually salient yet query-
irrelevant images. Isolated token-level attention
peaks can be noisy, whereas image-mean atten-
tion provides a coarser query-conditioned image
readout. We use this summary for empirical image-
level relevance amplification of the norm-aware
token score. For image j, define

gj =
1

|L|nj

∑

ℓ∈L

∑

t∈Vj

a
(ℓ)
t ,

ḡ =
1

K

K∑

j=1

gj ,

(8)

the per-image mean cached-key attention and its
cross-image mean. The image coefficient is

cj = (1− λ) + λ
gj
ḡ
, λ ∈ [0, 1], (9)

which interpolates between uniform scoring (λ =
0) and attention-proportional amplification (λ =
1). The coefficient uses gj because value norm is
already present in the token score. Multiplying by
cj raises tokens from images with above-average
query readout in the shared global ranking while
preserving an adaptive, quota-free allocation. The
factor ablation and sensitivity results in Section 4.4
support this empirical design; Appendix C.2 gives
its normalization and diagnostic behavior.

3.5 Composite Refresh Policy

The final composite score for visual token t is

ŝt = st cπ(t), (10)
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Method LongDocURL MMLongBench-Doc SlideVQA InfoSeek ViQuAE Avg.

Q
w

en
2.

5-
V

L
-3

B
Full prefill 56.39 ±0.42 34.19 ±0.44 70.46 ±0.42 44.36 ±0.42 42.58 ±0.44 49.60
Cache reuse 47.93 ±0.35 31.80 ±0.45 64.59 ±0.44 32.34 ±0.40 34.88 ±0.35 42.31

MPIC 48.16 ±0.38 31.35 ±0.40 64.31 ±0.36 42.16 ±0.40 38.00 ±0.40 44.80
CacheBlend 48.02 ±0.42 31.18 ±0.39 64.26 ±0.39 32.60 ±0.36 37.38 ±0.40 42.69
KVShare 48.10 ±0.41 31.51 ±0.37 64.43 ±0.40 32.36 ±0.43 36.33 ±0.37 42.55
ProphetKV 54.35 ±0.40 32.25 ±0.37 68.52 ±0.44 42.30 ±0.40 40.36 ±0.38 47.56
CONDUIT 56.00 ±0.44 34.40 ±0.37 70.88 ±0.38 43.39 ±0.37 42.00 ±0.36 49.33

Q
w

en
2.

5-
V

L
-7

B

Full prefill 65.40 ±0.39 53.43 ±0.44 73.70 ±0.39 54.54 ±0.42 55.58 ±0.41 60.53
Cache reuse 56.59 ±0.42 51.48 ±0.40 68.83 ±0.37 32.46 ±0.39 45.76 ±0.41 51.02

MPIC 55.93 ±0.40 51.69 ±0.39 68.82 ±0.36 49.07 ±0.39 50.73 ±0.35 55.25
CacheBlend 56.01 ±0.38 51.23 ±0.42 68.74 ±0.36 32.32 ±0.41 45.92 ±0.38 50.84
KVShare 55.35 ±0.36 51.46 ±0.43 67.94 ±0.41 32.74 ±0.41 45.78 ±0.42 50.65
ProphetKV 62.23 ±0.44 50.91 ±0.42 71.67 ±0.41 47.75 ±0.43 52.93 ±0.42 57.10
CONDUIT 63.72 ±0.41 52.82 ±0.45 73.15 ±0.39 49.36 ±0.39 54.47 ±0.42 58.70

In
te

rn
V

L
3-

9B

Full prefill 57.37 ±0.42 43.28 ±0.40 72.89 ±0.39 51.11 ±0.37 60.17 ±0.42 56.96
Cache reuse 48.01 ±0.43 41.02 ±0.41 65.01 ±0.39 38.09 ±0.44 55.06 ±0.45 49.44

MPIC 47.98 ±0.35 42.02 ±0.44 66.88 ±0.44 43.79 ±0.36 56.44 ±0.42 51.42
CacheBlend 47.87 ±0.37 42.94 ±0.36 66.96 ±0.41 39.86 ±0.43 52.20 ±0.37 49.97
KVShare 48.76 ±0.37 40.36 ±0.42 65.11 ±0.42 38.04 ±0.43 55.12 ±0.43 49.48
ProphetKV 54.93 ±0.39 42.22 ±0.43 71.76 ±0.37 43.94 ±0.45 58.83 ±0.41 54.34
CONDUIT 56.24 ±0.40 43.93 ±0.44 72.78 ±0.40 46.73 ±0.36 60.18 ±0.44 55.97

Table 1: Main shifted-prefix results at r = 0.10. Entries are computed with each benchmark’s official metric on
three VLM backbones; higher is better. Full prefill and cache reuse are reference anchors, and bold marks the best
budgeted method per column (highest mean). Cells report mean ± standard deviation across 5 random seeds (pp);
the Avg. column reports the unweighted mean across the five datasets. Complete budget sweeps are in Appendix B.

and the recomputed visual-token set is selected by
a single global top-k rule,

Trecompute = TopKt∈V(ŝt, k). (11)

The binary refresh mask marks tokens in Trecompute

for recomputation and reuses all other cached vi-
sual K/V entries. For any fixed non-negative com-
posite score, global top-k minimizes the induced
additive ranking surrogate

∑
t/∈T ŝ 2

t under the con-
straint |T | = k (Lemma 1, Appendix C.1). Be-
cause selection remains global, the realized per-
image split adapts to each image’s token-score
distribution, while cj controls its pressure on the
shared refresh budget.

Single-image limit. If K = 1, then g1 = ḡ, so
c1 = 1 for every λ. Equation 10 reduces to ŝt = st,
the reweighting branch in Figure 2 drops out, and
CONDUIT reduces to the intra-image throughput
selector. Single-image cache reuse is therefore not
a separate heuristic; it is the one-image limit of the
same refresh rule.

Implementation. We obtain a
(ℓ)
t and ∥V c,(ℓ)

t ∥2
from a single auxiliary query-conditioned scoring

pass at inference. Once these tensors are available,
token scoring is linear in Nvis and the image-level
step is O(K). All main experiments use λ = 1 and
all-layer score averaging, without per-benchmark
tuning; Algorithm 1 and Appendix A.2 give the
full pseudocode, scoring query, head aggregation,
and implementation controls.

4 Experiments

4.1 Setup

Models. We evaluate CONDUIT on three open
VLM backbones: Qwen2.5-VL-3B, Qwen2.5-VL-
7B (Bai et al., 2025), and InternVL3-9B (Zhu et al.,
2025). All experiments use public checkpoints
without fine-tuning.

Benchmarks. The main shifted-prefix evaluation
uses five datasets: LongDocURL (Deng et al.,
2025), MMLongBench-Doc (Ma et al., 2024),
SlideVQA (Tanaka et al., 2023), InfoSeek (Chen
et al., 2023), and ViQuAE (Lerner et al., 2022). To
test the K=1 limit of the framework, we separately
evaluate MMBench (Liu et al., 2025), OCRBench
(Liu et al., 2024b), POPE (Li et al., 2023), and MM-
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Figure 3: Budget–quality curves by backbone. Each panel reports the unweighted average over LongDocURL,
MMLongBench-Doc, SlideVQA, InfoSeek, and ViQuAE; horizontal lines mark full prefill and zero-refresh cache
reuse.

Star (Chen et al., 2024) in their native single-image
setting. Reported task scores use each benchmark’s
official metric.

Baselines. We compare against four recent
cache-reuse and selective-recomputation methods:
CacheBlend (Yao et al., 2025), ProphetKV (Wang
et al., 2026), MPIC (Zhao et al., 2025), and
KVShare (Yang et al., 2025), re-evaluated in our
serving setup with each benchmark’s official metric.
Two references anchor the comparison: full pre-
fill, which recomputes the entire prefix, and cache
reuse, which refreshes no visual token. Every bud-
geted method operates at the same refresh ratio r,
and CONDUIT uses λ = 1 with all-layer scoring
and no per-benchmark tuning.

Cache-reuse protocol. For each example, we
materialize a cached visual state from the recurring
visual content under a cached request and then is-
sue the benchmark-specific query under a shifted
prefix that reuses the same visual content. Full
prefill recomputes all visual K/V entries under the
serving request; cache reuse replays the cached
visual K/V without refreshing any visual token;
each budgeted method refreshes exactly ⌊rNvis⌋
visual entries from the same cached state. This
holds cache materialization fixed across methods,
so reported gaps reflect the refresh-selection rule
rather than upstream cache construction.

Appendix A details the scoring pass, and Ap-
pendix B reports the complete results and reference
anchors.

4.2 Main Results

Table 1 reports the main shifted-prefix results at
r = 0.10, and Figure 3 plots the corresponding

Method r MMBench OCRBench POPE MMStar Avg.

Qwen2.5-VL-3B
Full prefill – 75.1 82.8 87.5 54.1 74.9
Cache reuse 0 74.7 82.4 87.9 53.4 74.6
CONDUIT 0.05 74.9 82.7 87.8 54.4 75.0

Qwen2.5-VL-7B
Full prefill – 78.3 88.4 87.7 60.9 78.8
Cache reuse 0 77.3 87.9 86.8 59.7 77.9
CONDUIT 0.05 77.9 88.4 87.4 60.3 78.5

InternVL3-9B
Full prefill – 81.0 84.9 89.7 58.2 78.4
Cache reuse 0 81.6 84.7 89.6 58.9 78.7
CONDUIT 0.05 82.7 84.8 89.6 58.5 78.9

Table 2: Single-image reuse in the K=1 limit. Entries
are computed with each benchmark’s official metric;
higher is better. Since c1 = 1, CONDUIT reduces to
intra-image throughput selection. At r = 0 no visual
token is recomputed; at r = 0.05 the top-throughput
5% are refreshed.

budget–quality curves. CONDUIT leads all bud-
geted methods on every dataset–backbone pair,
achieves 97.0–99.5% of the corresponding full-
prefill five-dataset average, and improves over
ProphetKV by about 1.7 points on average. Aver-
aged over the three backbones, zero-refresh cache
reuse loses 8.1 points from full prefill, whereas
CONDUIT loses only 1.0 point. The advantage
persists at r = 0.05: CONDUIT has the best five-
dataset average on all three backbones and ranks
first in 13 of 15 dataset–backbone cells. Table 2
shows the K=1 specialization: with c1 = 1, CON-
DUIT reduces to intra-image throughput selection,
and a 5% refresh remains close to the full-prefill
average.

4.3 Serving Latency
Serving setup. We measure latency with a com-
pact serving engine derived from nano-vllm and ex-
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tended with visual-prefix cache materialization and
refresh-mask-driven selective recomputation. The
engine uses paged KV storage and fused attention
kernels; all measurements use batch size 1, greedy
decoding, and bf16. The scoring pass computes
cached-key attention for the short scoring span with
a separate matrix multiplication and softmax, leav-
ing the fused prefill path unchanged. TTFT in-
cludes online scoring and selection but excludes
one-time cache construction. The latency evalua-
tion uses a context-stratified MMLongBench-Doc
subset, so its score is separate from the aggregate
in Table 1.

Table 3 reports full-path serving cost averaged
over three backbones and 4k/8k/16k contexts. At
r = 0.10, CONDUIT reduces prefill cost from 90.36
to 12.24 TFLOPs and TTFT from 0.519 to 0.174
s. The FLOP reduction is larger than the wall-
clock speedup because TTFT also includes cache
reads, memory traffic, kernel launches, and online
scoring.

A separate 16k component profile decomposes
its 0.261-s TTFT into the following rounded com-
ponents: 0.020 s for cache loading, 0.068 s for
scoring (26.2%), 0.00018 s for value-norm ac-
cess (0.1%), 0.158 s for selective recomputation
(60.5%), and 0.014 s for text prefill and other work.
The scoring pass is 7.3% of the corresponding 0.93-
s full-prefill TTFT. Because cached value norms
are query-independent, storing one scalar per to-
ken and layer at cache construction would exactly
preserve the scores while removing online value-
tensor reads; the reported measurements do not use
this optimization.

Across the nine profiled settings, CONDUIT’S

latency differs from ProphetKV by at most 11 ms.
On the profiled subset, its aggregate score is 1.20
points higher. KVShare has the lowest measured
speedup among the budgeted methods, particu-
larly at 16k contexts. Appendix B.2 gives the per-
backbone and per-context totals.

4.4 Ablations
Table 4 evaluates the image-reweighting strength
on Qwen2.5-VL-3B at r = 0.10. The average rises
from 48.53 at λ = 0 to 49.33 at λ = 1, while
the maximum per-benchmark variation among λ ∈
{0.5, 0.75, 1.0} is only 0.38 points. We use λ = 1
across models and datasets without per-benchmark
tuning. Setting λ = 0 makes cj ≡ 1 and is exactly
the “drop cj” variant in Table 5.

Table 5 isolates the two factors in the composite

Method Score TFLOPs TTFT (s) Speedup

Full prefill 43.59 90.36 0.519 1.00×
Cache reuse 41.41 2.47 0.049 10.69×
CacheBlend 41.82 11.36 0.180 2.89×
MPIC 41.78 9.97 0.090 5.76×
KVShare 41.19 11.02 0.284 1.83×
ProphetKV 42.06 12.13 0.169 3.07×
CONDUIT 43.26 12.24 0.174 2.99×

Table 3: Serving trade-off on a context-stratified
MMLongBench-Doc latency subset. Quality, pre-
fill TFLOPs, and TTFT are averaged over three back-
bones and 4k/8k/16k contexts. Budgeted methods use
r = 0.10; higher Score and lower TFLOPs/TTFT are
better.

λ LongDocURL MMLB-Doc SlideVQA InfoSeek ViQuAE Avg.

0 55.28 33.73 69.79 42.85 41.02 48.53
0.25 55.29 34.06 70.29 43.30 41.27 48.84
0.50 55.92 34.38 70.97 43.30 41.91 49.30
0.75 55.83 34.37 70.59 43.44 41.91 49.23
1.00 56.00 34.40 70.88 43.39 42.00 49.33

Table 4: Sensitivity to image reweighting on Qwen2.5-
VL-3B at r = 0.10. Entries use official benchmark
metrics; MMLB-Doc abbreviates MMLongBench-Doc.
Higher is better. λ = 0 is exactly the “drop cj” ablation.

Variant Qwen2.5-VL-3B Qwen2.5-VL-7B InternVL3-9B

CONDUIT (full) 49.33 58.70 55.97
− drop cj 48.53 58.23 55.43
− drop ∥V ∥ 48.44 57.35 55.44

Table 5: Factor ablation of the composite score
(r = 0.10, averaged over the five shifted-prefix datasets).
Dropping the image coefficient sets cj ≡ 1 (intra-image
throughput only); dropping the value norm ranks by
query attention alone within each image.

score. Removing the value norm turns the token
score into query attention alone and causes the
larger drop on two of the three backbones and on
average; removing cj disables image-level ampli-
fication and gives a consistent loss. Both factors
therefore contribute empirical gains to norm-aware
token ranking and cross-image reweighting.

4.5 Analyses

Appendix D.3 examines the composite score
through surrogate-ranking, cached-norm-stability,
token-set-overlap, cross-image-reweighting, and
scale-similarity diagnostics. The larger-sample ex-
tensions use 64 prompts for surrogate ranking, 64
shifted-prefix pairs for cached-norm stability, and
64 images per type for scale similarity; the con-
trolled projected-error ranking reaches Spearman
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0.79–0.89. These diagnostics characterize the rank-
ing signals, while Table 5 shows that both score
factors improve end-to-end quality. On Qwen2.5-
VL-3B at r = 0.10, a manual audit of the 23
MMLongBench-Doc and LongDocURL cases in
which CONDUIT and full prefill produce different
answers finds 15 with limited within-image cover-
age of the answer-bearing page, four with near-tied
evidence and distractor page scores, and four quali-
tatively consistent with unmodeled attention drift
(Appendix D.4). Appendix D.4 gives a represen-
tative LongDocURL example in which CONDUIT

returns the same answer as full prefill.

5 Conclusion

We introduced CONDUIT, a training-free residual-
stream restoration policy for visual KV-cache reuse
under shifted prefix contexts. The method adapts
norm-weighted attention to rank stale visual tokens
for refresh, using cached value norm as a pre-output
proxy for write scale, and adds empirical image-
level relevance amplification to reweight candidates
across images. With a single image, the coefficient
is one and the same intra-image rule applies.

Across three open VLM backbones and nine
visual benchmarks, CONDUIT requires no archi-
tectural modification and adds a single query-
conditioned scoring pass. At a 10% refresh budget,
it achieves 97.0–99.5% of the corresponding full-
prefill five-dataset shifted-prefix average and leads
the budgeted baselines on average; on a context-
stratified MMLongBench-Doc latency subset, it
achieves a 2.99× TTFT speedup relative to full
prefill. These results show that norm-aware token
ranking and image-level relevance amplification
provide an effective and efficient policy for shifted-
prefix visual cache reuse.

Limitations

We evaluate CONDUIT on static-image and doc-
ument shifted-prefix reuse; video, streaming ob-
servations, and long-horizon agentic workflows re-
main untested. The single-image setting offers less
headroom because zero-refresh reuse is already
close to full prefill. Our latency measurements use
a compact nano-vllm-derived backend at batch size
one and do not cover continuous-batching produc-
tion servers. The method reduces repeated-prefill
compute but retains the storage cost of cached vi-
sual K/V, with smaller benefits when the reusable
visual prefix is short relative to the surrounding text.

Finally, cached value norm is a practical ranking
proxy, and the selector does not explicitly model
key- or query-state-induced attention drift.

Ethics Statement

We study an inference-time scoring method for
vision–language cache reuse and evaluate it solely
through inference on three publicly released VLMs:
Qwen2.5-VL-3B / Qwen2.5-VL-7B (Bai et al.,
2025) and InternVL3-9B (Zhu et al., 2025).
Our experiments use publicly available bench-
marks (LongDocURL, MMLongBench-Doc, Slide-
VQA, InfoSeek, ViQuAE, MMBench, OCRBench,
POPE, and MMStar) under their respective licenses
and usage terms. We train no new model, in-
volve no human subjects, and collect no new data.
CONDUIT reduces repeated-prefill FLOPs and may
lower the energy cost of long-context multimodal
serving, but it also lowers the operational cost of
generating multimodal content at scale and there-
fore inherits the dual-use risks of the underlying
VLMs.

Acknowledgments

This study was supported by the Shenzhen Medi-
cal Research Fund (award no. A2503002 to Y.L.),
the National Key R&D Program of China (grant
no. 2025YFA0923500 to Y.L.), the Chinese Univer-
sity of Hong Kong (CUHK; award nos. 4937025,
4937026, 5501517, and 5501329), and the Ide-
aBooster Fund (award nos. IDBF23ENG05 and
IDBF24ENG06 to Y.L.), and was partially sup-
ported by grants from the Research Grants Council
of the Hong Kong Special Administrative Region
(Hong Kong SAR), China (project nos. CUHK
24204023 and 14208525 to Y.L.), and the Inno-
vation and Technology Commission of the Hong
Kong SAR, China (project nos. GHP/065/21SZ,
ITS/247/23FP, and PRP/033/24FX to Y.L.). This
research was also supported by the Research Match-
ing Grant Scheme at CUHK (award nos. 8601603
and 8601663 to Y.L.). We also thank the Shen-
zhen Loop Area Institute for its support under grant
FPF10120250014.

48523



References
Samira Abnar and Willem Zuidema. 2020. Quantify-

ing attention flow in transformers. In Proceedings
of the 58th Annual Meeting of the Association for
Computational Linguistics, pages 4190–4197, On-
line. Association for Computational Linguistics.

Shuai Bai, Keqin Chen, Xuejing Liu, Jialin Wang, Wen-
bin Ge, Sibo Song, Kai Dang, Peng Wang, Shi-
jie Wang, Jun Tang, Humen Zhong, Yuanzhi Zhu,
Mingkun Yang, Zhaohai Li, Jianqiang Wan, Pengfei
Wang, Wei Ding, Zheren Fu, Yiheng Xu, and 8 oth-
ers. 2025. Qwen2.5-VL technical report. Preprint,
arXiv:2502.13923.

Moritz Böhle, Amélie Royer, Juliette Marrie, Edouard
Grave, and Patrick Pérez. 2025. CASA: Cross-
attention over self-attention for efficient vision-
language fusion. Preprint, arXiv:2512.19535.

Yelysei Bondarenko, Markus Nagel, and Tijmen
Blankevoort. 2023. Quantizable transformers: Re-
moving outliers by helping attention heads do noth-
ing. In Advances in Neural Information Processing
Systems, volume 36, pages 75067–75096. Curran As-
sociates, Inc.

Zefan Cai, Yichi Zhang, Bofei Gao, Yuliang Liu,
Yucheng Li, Tianyu Liu, Keming Lu, Wayne Xiong,
Yue Dong, Junjie Hu, and Wen Xiao. 2025. Pyra-
midKV: Dynamic KV cache compression based on
pyramidal information funneling. In Second Confer-
ence on Language Modeling.

Jianjian Cao, Peng Ye, Shengze Li, Chong Yu, Yan-
song Tang, Jiwen Lu, and Tao Chen. 2024. Madtp:
Multimodal alignment-guided dynamic token prun-
ing for accelerating vision-language transformer. In
Proceedings of the IEEE/CVF Conference on Com-
puter Vision and Pattern Recognition (CVPR), pages
15710–15719.

Qingqing Cao, Bhargavi Paranjape, and Hannaneh Ha-
jishirzi. 2023. PuMer: Pruning and merging tokens
for efficient vision language models. In Proceedings
of the 61st Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 12890–12903, Toronto, Canada. Association
for Computational Linguistics.

Liang Chen, Haozhe Zhao, Tianyu Liu, Shuai Bai, Jun-
yang Lin, Chang Zhou, and Baobao Chang. 2025.
An image is worth 1/2 tokens after layer 2: Plug-and-
play inference acceleration for large vision-language
models. In Computer Vision – ECCV 2024, volume
15139 of Lecture Notes in Computer Science, pages
19–35, Cham. Springer Nature Switzerland.

Lin Chen, Jinsong Li, Xiaoyi Dong, Pan Zhang, Yuhang
Zang, Zehui Chen, Haodong Duan, Jiaqi Wang,
Yu Qiao, Dahua Lin, and Feng Zhao. 2024. Are we
on the right way for evaluating large vision-language
models? In Advances in Neural Information Process-
ing Systems, volume 37, pages 27056–27087. Curran
Associates, Inc.

Yang Chen, Hexiang Hu, Yi Luan, Haitian Sun, Soravit
Changpinyo, Alan Ritter, and Ming-Wei Chang. 2023.
Can pre-trained vision and language models answer
visual information-seeking questions? In Proceed-
ings of the 2023 Conference on Empirical Methods in
Natural Language Processing, pages 14948–14968,
Singapore. Association for Computational Linguis-
tics.

Abhishek Das, Satwik Kottur, Khushi Gupta, Avi Singh,
Deshraj Yadav, Jose M. F. Moura, Devi Parikh, and
Dhruv Batra. 2017. Visual dialog. In Proceedings
of the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), pages 326–335.

Chao Deng, Jiale Yuan, Pi Bu, Peijie Wang, Zhong-
Zhi Li, Jian Xu, Xiao-Hui Li, Yuan Gao, Jun Song,
Bo Zheng, and Cheng-Lin Liu. 2025. LongDocURL:
a comprehensive multimodal long document bench-
mark integrating understanding, reasoning, and locat-
ing. In Proceedings of the 63rd Annual Meeting of
the Association for Computational Linguistics (Vol-
ume 1: Long Papers), pages 1135–1159, Vienna,
Austria. Association for Computational Linguistics.

Alexey Dosovitskiy, Lucas Beyer, Alexander
Kolesnikov, Dirk Weissenborn, Xiaohua Zhai,
Thomas Unterthiner, Mostafa Dehghani, Matthias
Minderer, Georg Heigold, Sylvain Gelly, Jakob
Uszkoreit, and Neil Houlsby. 2021. An image
is worth 16x16 words: Transformers for image
recognition at scale. In International Conference on
Learning Representations.

Nelson Elhage, Neel Nanda, Catherine Olsson, Tom
Henighan, Nicholas Joseph, Ben Mann, Amanda
Askell, Yuntao Bai, Anna Chen, Tom Conerly, Nova
DasSarma, Dawn Drain, Deep Ganguli, Zac Hatfield-
Dodds, Danny Hernandez, Andy Jones, Jackson
Kernion, Liane Lovitt, Kamal Ndousse, and 6 others.
2021. A mathematical framework for transformer
circuits. Transformer Circuits Thread.

Yuan Feng, Junlin Lv, Yukun Cao, Xike Xie, and
S. Kevin Zhou. 2025. Ada-kv: Optimizing kv
cache eviction by adaptive budget allocation for effi-
cient llm inference. In Advances in Neural Informa-
tion Processing Systems, volume 38, pages 113152–
113188. Curran Associates, Inc.

Mor Geva, Avi Caciularu, Kevin Ro Wang, and Yoav
Goldberg. 2022. Transformer feed-forward layers
build predictions by promoting concepts in the vocab-
ulary space. In Proceedings of the 2022 Conference
on Empirical Methods in Natural Language Process-
ing, pages 30–45, Abu Dhabi, United Arab Emirates.
Association for Computational Linguistics.

Mor Geva, Roei Schuster, Jonathan Berant, and Omer
Levy. 2021. Transformer feed-forward layers are key-
value memories. In Proceedings of the 2021 Confer-
ence on Empirical Methods in Natural Language Pro-
cessing, pages 5484–5495, Online and Punta Cana,
Dominican Republic. Association for Computational
Linguistics.

48524

https://doi.org/10.18653/v1/2020.acl-main.385
https://doi.org/10.18653/v1/2020.acl-main.385
https://arxiv.org/abs/2502.13923
https://arxiv.org/abs/2512.19535
https://arxiv.org/abs/2512.19535
https://arxiv.org/abs/2512.19535
https://doi.org/10.52202/075280-3282
https://doi.org/10.52202/075280-3282
https://doi.org/10.52202/075280-3282
https://openreview.net/forum?id=ayi7qezU87
https://openreview.net/forum?id=ayi7qezU87
https://openreview.net/forum?id=ayi7qezU87
https://doi.org/10.1109/CVPR52733.2024.01487
https://doi.org/10.1109/CVPR52733.2024.01487
https://doi.org/10.1109/CVPR52733.2024.01487
https://doi.org/10.18653/v1/2023.acl-long.721
https://doi.org/10.18653/v1/2023.acl-long.721
https://doi.org/10.1007/978-3-031-73004-7_2
https://doi.org/10.1007/978-3-031-73004-7_2
https://doi.org/10.1007/978-3-031-73004-7_2
https://doi.org/10.52202/079017-0850
https://doi.org/10.52202/079017-0850
https://doi.org/10.52202/079017-0850
https://doi.org/10.18653/v1/2023.emnlp-main.925
https://doi.org/10.18653/v1/2023.emnlp-main.925
https://openaccess.thecvf.com/content_cvpr_2017/html/Das_Visual_Dialog_CVPR_2017_paper.html
https://doi.org/10.18653/v1/2025.acl-long.57
https://doi.org/10.18653/v1/2025.acl-long.57
https://doi.org/10.18653/v1/2025.acl-long.57
https://doi.org/10.18653/v1/2025.acl-long.57
https://openreview.net/forum?id=YicbFdNTTy
https://openreview.net/forum?id=YicbFdNTTy
https://openreview.net/forum?id=YicbFdNTTy
https://transformer-circuits.pub/2021/framework/index.html
https://transformer-circuits.pub/2021/framework/index.html
https://doi.org/10.52202/085713-3773
https://doi.org/10.52202/085713-3773
https://doi.org/10.52202/085713-3773
https://doi.org/10.18653/v1/2022.emnlp-main.3
https://doi.org/10.18653/v1/2022.emnlp-main.3
https://doi.org/10.18653/v1/2022.emnlp-main.3
https://doi.org/10.18653/v1/2021.emnlp-main.446
https://doi.org/10.18653/v1/2021.emnlp-main.446


Jiawei Guo, Feifei Zhai, Pu Jian, Qianrun Wei, and
Yu Zhou. 2025. CROP: Contextual region-oriented
visual token pruning. In Proceedings of the 2025
Conference on Empirical Methods in Natural Lan-
guage Processing, pages 9756–9772, Suzhou, China.
Association for Computational Linguistics.

Junhao Hu, Wenrui Huang, Weidong Wang, Haoyi
Wang, Tiancheng Hu, Qin Zhang, Hao Feng,
Xusheng Chen, Yizhou Shan, and Tao Xie. 2025.
EPIC: Efficient position-independent caching for
serving large language models. In Proceedings of the
42nd International Conference on Machine Learn-
ing, volume 267 of Proceedings of Machine Learning
Research, pages 24391–24402. PMLR.

Dongfu Jiang, Xuan He, Huaye Zeng, Cong Wei, Max
Ku, Qian Liu, and Wenhu Chen. 2024. MANTIS:
Interleaved multi-image instruction tuning. Transac-
tions on Machine Learning Research.

Dongwon Jo, Jiwon Song, Yulhwa Kim, and Jae-Joon
Kim. 2026. FastKV: Decoupling of context reduction
and KV cache compression for prefill-decoding ac-
celeration. In Findings of the Association for Compu-
tational Linguistics: ACL 2026, pages 32167–32186,
San Diego, California, United States. Association for
Computational Linguistics.

Seil Kang, Jinyeong Kim, Junhyeok Kim, and Seong Jae
Hwang. 2025. See what you are told: Visual attention
sink in large multimodal models. In International
Conference on Learning Representations, volume
2025, pages 87676–87703.

Goro Kobayashi, Tatsuki Kuribayashi, Sho Yokoi, and
Kentaro Inui. 2020. Attention is not only a weight:
Analyzing transformers with vector norms. In
Proceedings of the 2020 Conference on Empirical
Methods in Natural Language Processing (EMNLP),
pages 7057–7075, Online. Association for Computa-
tional Linguistics.

Jing Yu Koh, Robert Lo, Lawrence Jang, Vikram
Duvvur, Ming Lim, Po-Yu Huang, Graham Neu-
big, Shuyan Zhou, Russ Salakhutdinov, and Daniel
Fried. 2024. VisualWebArena: Evaluating multi-
modal agents on realistic visual web tasks. In Pro-
ceedings of the 62nd Annual Meeting of the Associa-
tion for Computational Linguistics (Volume 1: Long
Papers), pages 881–905.

Woosuk Kwon, Zhuohan Li, Siyuan Zhuang, Ying
Sheng, Lianmin Zheng, Cody Hao Yu, Joseph E. Gon-
zalez, Hao Zhang, and Ion Stoica. 2023. Efficient
memory management for large language model serv-
ing with PagedAttention. In Proceedings of the 29th
Symposium on Operating Systems Principles, pages
611–626. Association for Computing Machinery.

Paul Lerner, Olivier Ferret, Camille Guinaudeau, Hervé
Le Borgne, Romaric Besançon, Jose G. Moreno, and
Jesús Lovón Melgarejo. 2022. ViQuAE, a dataset for
knowledge-based visual question answering about
named entities. In Proceedings of the 45th Inter-
national ACM SIGIR Conference on Research and

Development in Information Retrieval, SIGIR ’22,
pages 3108–3120. Association for Computing Ma-
chinery.

Bo Li, Yuanhan Zhang, Dong Guo, Renrui Zhang, Feng
Li, Hao Zhang, Kaichen Zhang, Peiyuan Zhang, Yan-
wei Li, Ziwei Liu, and Chunyuan Li. 2025a. LLaVA-
OneVision: Easy visual task transfer. Transactions
on Machine Learning Research.

Feng Li, Renrui Zhang, Hao Zhang, Yuanhan Zhang,
Bo Li, Wei Li, Zejun Ma, and Chunyuan Li. 2025b.
LLaVA-Interleave: Tackling multi-image, video, and
3D in large multimodal models. In International
Conference on Learning Representations.

Yifan Li, Yifan Du, Kun Zhou, Jinpeng Wang,
Wayne Xin Zhao, and Ji-Rong Wen. 2023. Eval-
uating object hallucination in large vision-language
models. In Proceedings of the 2023 Conference on
Empirical Methods in Natural Language Processing,
pages 292–305, Singapore. Association for Compu-
tational Linguistics.

Yuhong Li, Yingbing Huang, Bowen Yang, Bharat
Venkitesh, Acyr Locatelli, Hanchen Ye, Tianle Cai,
Patrick Lewis, and Deming Chen. 2024. SnapKV:
LLM knows what you are looking for before genera-
tion. In Advances in Neural Information Processing
Systems, volume 37, pages 22947–22970. Curran As-
sociates, Inc.

Youwei Liang, Chongjian Ge, Zhan Tong, Yibing Song,
Jue Wang, and Pengtao Xie. 2022. EViT: Expediting
vision transformers via token reorganizations. In In-
ternational Conference on Learning Representations.

Ting Liu, Liangtao Shi, Richang Hong, Yue Hu, Quan-
jun Yin, and Linfeng Zhang. 2024a. Multi-stage
vision token dropping: Towards efficient multimodal
large language model. Preprint, arXiv:2411.10803.

Wenjie Liu, Hao Wu, Xin Qiu, Xudong Wang, Yingqi
Fan, Yihan Zhang, Anhao Zhao, Yunpu Ma, and
Xiaoyu Shen. 2026. ViCA: Efficient multimodal
LLMs with vision-only cross-attention. Preprint,
arXiv:2602.07574.

Yuan Liu, Haodong Duan, Yuanhan Zhang, Bo Li,
Songyang Zhang, Wangbo Zhao, Yike Yuan, Jiaqi
Wang, Conghui He, Ziwei Liu, Kai Chen, and Dahua
Lin. 2025. MMBench: Is your multi-modal model an
all-around player? In Computer Vision – ECCV 2024,
volume 15064 of Lecture Notes in Computer Science,
pages 216–233. Springer Nature Switzerland.

Yuliang Liu, Zhang Li, Mingxin Huang, Biao Yang,
Wenwen Yu, Chunyuan Li, Xu-Cheng Yin, Cheng-
Lin Liu, Lianwen Jin, and Xiang Bai. 2024b. OCR-
Bench: on the hidden mystery of OCR in large multi-
modal models. Science China Information Sciences,
67(12):220102.

Zichang Liu, Aditya Desai, Fangshuo Liao, Weitao
Wang, Victor Xie, Zhaozhuo Xu, Anastasios Kyril-
lidis, and Anshumali Shrivastava. 2023. Scis-
sorhands: Exploiting the persistence of importance

48525

https://doi.org/10.18653/v1/2025.emnlp-main.492
https://doi.org/10.18653/v1/2025.emnlp-main.492
https://proceedings.mlr.press/v267/hu25j.html
https://proceedings.mlr.press/v267/hu25j.html
https://openreview.net/forum?id=skLtdUVaJa
https://openreview.net/forum?id=skLtdUVaJa
https://doi.org/10.18653/v1/2026.findings-acl.1610
https://doi.org/10.18653/v1/2026.findings-acl.1610
https://doi.org/10.18653/v1/2026.findings-acl.1610
https://proceedings.iclr.cc/paper_files/paper/2025/hash/da8a39bc39ae1c89dd6ebb1e3bcbb3f3-Abstract-Conference.html
https://proceedings.iclr.cc/paper_files/paper/2025/hash/da8a39bc39ae1c89dd6ebb1e3bcbb3f3-Abstract-Conference.html
https://doi.org/10.18653/v1/2020.emnlp-main.574
https://doi.org/10.18653/v1/2020.emnlp-main.574
https://doi.org/10.18653/v1/2024.acl-long.50
https://doi.org/10.18653/v1/2024.acl-long.50
https://doi.org/10.1145/3600006.3613165
https://doi.org/10.1145/3600006.3613165
https://doi.org/10.1145/3600006.3613165
https://doi.org/10.1145/3477495.3531753
https://doi.org/10.1145/3477495.3531753
https://doi.org/10.1145/3477495.3531753
https://openreview.net/forum?id=zKv8qULV6n
https://openreview.net/forum?id=zKv8qULV6n
https://openreview.net/forum?id=oSQiao9GqB
https://openreview.net/forum?id=oSQiao9GqB
https://doi.org/10.18653/v1/2023.emnlp-main.20
https://doi.org/10.18653/v1/2023.emnlp-main.20
https://doi.org/10.18653/v1/2023.emnlp-main.20
https://doi.org/10.52202/079017-0722
https://doi.org/10.52202/079017-0722
https://doi.org/10.52202/079017-0722
https://openreview.net/forum?id=BjyvwnXXVn_
https://openreview.net/forum?id=BjyvwnXXVn_
https://arxiv.org/abs/2411.10803
https://arxiv.org/abs/2411.10803
https://arxiv.org/abs/2411.10803
https://arxiv.org/abs/2602.07574
https://arxiv.org/abs/2602.07574
https://doi.org/10.1007/978-3-031-72658-3_13
https://doi.org/10.1007/978-3-031-72658-3_13
https://doi.org/10.1007/s11432-024-4235-6
https://doi.org/10.1007/s11432-024-4235-6
https://doi.org/10.1007/s11432-024-4235-6
https://doi.org/10.52202/075280-2279
https://doi.org/10.52202/075280-2279


hypothesis for LLM KV cache compression at test
time. In Advances in Neural Information Process-
ing Systems, volume 36, pages 52342–52364. Curran
Associates, Inc.

Zirui Liu, Jiayi Yuan, Hongye Jin, Shaochen Zhong,
Zhaozhuo Xu, Vladimir Braverman, Beidi Chen, and
Xia Hu. 2024c. KIVI: A tuning-free asymmetric 2bit
quantization for KV cache. In Proceedings of the
41st International Conference on Machine Learning,
volume 235 of Proceedings of Machine Learning
Research, pages 32332–32344. PMLR.

Kexin Ma, Jing Xiao, Chaofeng Chen, Geyong Min,
Guibo Zhu, Jinqiao Wang, and Liang Liao. 2026.
Decoupled similarity for task-aware token prun-
ing in large vision-language models. Preprint,
arXiv:2604.11240.

Yubo Ma, Yuhang Zang, Liangyu Chen, Meiqi Chen,
Yizhu Jiao, Xinze Li, Xinyuan Lu, Ziyu Liu, Yan Ma,
Xiaoyi Dong, Pan Zhang, Liangming Pan, Yu-Gang
Jiang, Jiaqi Wang, Yixin Cao, and Aixin Sun. 2024.
MMLongBench-Doc: Benchmarking long-context
document understanding with visualizations. In Ad-
vances in Neural Information Processing Systems,
volume 37, pages 95963–96010. Curran Associates,
Inc.

Fanqing Meng, Jin Wang, Chuanhao Li, Quanfeng Lu,
Hao Tian, Tianshuo Yang, Jiaqi Liao, Xizhou Zhu,
Jifeng Dai, Yu Qiao, Ping Luo, Kaipeng Zhang, and
Wenqi Shao. 2025. MMIU: Multimodal multi-image
understanding for evaluating large vision-language
models. In International Conference on Learning
Representations, volume 2025, pages 38405–38453.

Matanel Oren, Michael Hassid, Nir Yarden, Yossi Adi,
and Roy Schwartz. 2024. Transformers are multi-
state RNNs. In Proceedings of the 2024 Conference
on Empirical Methods in Natural Language Process-
ing, pages 18724–18741. Association for Computa-
tional Linguistics.

Xiaohuan Pei, Tao Huang, and Chang Xu. 2024. Cross-
self KV cache pruning for efficient vision-language
inference. Preprint, arXiv:2412.04652.

Enrique Queipo-de Llano, Álvaro Arroyo, Federico Bar-
bero, Xiaowen Dong, Michael Bronstein, Yann Le-
Cun, and Ravid Shwartz-Ziv. 2026. Attention sinks
and compression valleys in LLMs are two sides of the
same coin. In International Conference on Learning
Representations, volume 2026, pages 13911–13937.

Yongming Rao, Wenliang Zhao, Benlin Liu, Jiwen Lu,
Jie Zhou, and Cho-Jui Hsieh. 2021. DynamicViT: Ef-
ficient vision transformers with dynamic token sparsi-
fication. In Advances in Neural Information Process-
ing Systems, volume 34, pages 13937–13949. Curran
Associates, Inc.

Tharun Adithya Srikrishnan, Deval Shah, Timothy
Hein, Ahmed Hasssan, Stephen Youn, and Steven K.

Reinhardt. 2025. BlindSight: Harnessing spar-
sity for efficient vision-language models. Preprint,
arXiv:2507.09071.

Mingjie Sun, Xinlei Chen, J. Zico Kolter, and Zhuang
Liu. 2024. Massive activations in large language
models. In First Conference on Language Modeling.

Ryota Tanaka, Taichi Iki, Taku Hasegawa, Kyosuke
Nishida, Kuniko Saito, and Jun Suzuki. 2025.
VDocRAG: Retrieval-augmented generation over
visually-rich documents. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pat-
tern Recognition (CVPR), pages 24827–24837.

Ryota Tanaka, Kyosuke Nishida, Kosuke Nishida, Taku
Hasegawa, Itsumi Saito, and Kuniko Saito. 2023.
SlideVQA: A dataset for document visual ques-
tion answering on multiple images. Proceedings
of the AAAI Conference on Artificial Intelligence,
37(11):13636–13645.

Yuxuan Tian, Zihan Wang, Yebo Peng, Aomufei Yuan,
Zhiming Wang, Bairen Yi, Xin Liu, Yong Cui, and
Tong Yang. 2026. KeepKV: Achieving periodic loss-
less KV cache compression for efficient LLM in-
ference. Proceedings of the AAAI Conference on
Artificial Intelligence, 40(39):33259–33267.

Zhongwei Wan, Hui Shen, Xin Wang, Che Liu, Zheda
Mai, and Mi Zhang. 2025. MEDA: Dynamic
KV cache allocation for efficient multimodal long-
context inference. In Proceedings of the 2025 Con-
ference of the Nations of the Americas Chapter of the
Association for Computational Linguistics: Human
Language Technologies (Volume 1: Long Papers),
pages 2485–2497, Albuquerque, New Mexico. Asso-
ciation for Computational Linguistics.

Zhongwei Wan, Ziang Wu, Che Liu, Jinfa Huang, Zhi-
hong Zhu, Peng Jin, Longyue Wang, and Li Yuan.
2024. LOOK-M: Look-once optimization in KV
cache for efficient multimodal long-context inference.
In Findings of the Association for Computational Lin-
guistics: EMNLP 2024, pages 4065–4078, Miami,
Florida, USA. Association for Computational Lin-
guistics.

Shihao Wang, Jiahao Chen, Yanqi Pan, Hao Huang,
Yichen Hao, Xiangyu Zou, Wen Xia, Wentao
Zhang, Chongyang Qiu, and Pengfei Wang. 2026.
ProphetKV: User-query-driven selective recompu-
tation for efficient KV cache reuse in retrieval-
augmented generation. Preprint, arXiv:2602.02579.

Guangxuan Xiao, Jiaming Tang, Jingwei Zuo, Junxian
Guo, Shang Yang, Haotian Tang, Yao Fu, and Song
Han. 2025. DuoAttention: Efficient long-context
LLM inference with retrieval and streaming heads.
In International Conference on Learning Representa-
tions.

Guangxuan Xiao, Yuandong Tian, Beidi Chen, Song
Han, and Mike Lewis. 2024. Efficient streaming lan-
guage models with attention sinks. In International
Conference on Learning Representations.

48526

https://doi.org/10.52202/075280-2279
https://doi.org/10.52202/075280-2279
https://proceedings.mlr.press/v235/liu24bz.html
https://proceedings.mlr.press/v235/liu24bz.html
https://arxiv.org/abs/2604.11240
https://arxiv.org/abs/2604.11240
https://doi.org/10.52202/079017-3041
https://doi.org/10.52202/079017-3041
https://proceedings.iclr.cc/paper_files/paper/2025/hash/5f92032278b1c70946e0b753068de51e-Abstract-Conference.html
https://proceedings.iclr.cc/paper_files/paper/2025/hash/5f92032278b1c70946e0b753068de51e-Abstract-Conference.html
https://proceedings.iclr.cc/paper_files/paper/2025/hash/5f92032278b1c70946e0b753068de51e-Abstract-Conference.html
https://doi.org/10.18653/v1/2024.emnlp-main.1043
https://doi.org/10.18653/v1/2024.emnlp-main.1043
https://arxiv.org/abs/2412.04652
https://arxiv.org/abs/2412.04652
https://arxiv.org/abs/2412.04652
https://proceedings.iclr.cc/paper_files/paper/2026/file/1734b19d9afe7d2c7f1154954eaf0d5a-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2026/file/1734b19d9afe7d2c7f1154954eaf0d5a-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2026/file/1734b19d9afe7d2c7f1154954eaf0d5a-Paper-Conference.pdf
https://proceedings.neurips.cc/paper_files/paper/2021/hash/747d3443e319a22747fbb873e8b2f9f2-Abstract.html
https://proceedings.neurips.cc/paper_files/paper/2021/hash/747d3443e319a22747fbb873e8b2f9f2-Abstract.html
https://proceedings.neurips.cc/paper_files/paper/2021/hash/747d3443e319a22747fbb873e8b2f9f2-Abstract.html
https://arxiv.org/abs/2507.09071
https://arxiv.org/abs/2507.09071
https://openreview.net/forum?id=F7aAhfitX6
https://openreview.net/forum?id=F7aAhfitX6
https://doi.org/10.1109/CVPR52734.2025.02312
https://doi.org/10.1109/CVPR52734.2025.02312
https://doi.org/10.1609/aaai.v37i11.26598
https://doi.org/10.1609/aaai.v37i11.26598
https://doi.org/10.1609/aaai.v40i39.40611
https://doi.org/10.1609/aaai.v40i39.40611
https://doi.org/10.1609/aaai.v40i39.40611
https://doi.org/10.18653/v1/2025.naacl-long.125
https://doi.org/10.18653/v1/2025.naacl-long.125
https://doi.org/10.18653/v1/2025.naacl-long.125
https://doi.org/10.18653/v1/2024.findings-emnlp.235
https://doi.org/10.18653/v1/2024.findings-emnlp.235
https://arxiv.org/abs/2602.02579
https://arxiv.org/abs/2602.02579
https://arxiv.org/abs/2602.02579
https://openreview.net/forum?id=cFu7ze7xUm
https://openreview.net/forum?id=cFu7ze7xUm
https://openreview.net/forum?id=NG7sS51zVF
https://openreview.net/forum?id=NG7sS51zVF


Tianbao Xie, Danyang Zhang, Jixuan Chen, Xiaochuan
Li, Siheng Zhao, Ruisheng Cao, Toh Jing Hua, Zhou-
jun Cheng, Dongchan Shin, Fangyu Lei, Yitao Liu,
Yiheng Xu, Shuyan Zhou, Silvio Savarese, Caiming
Xiong, Victor Zhong, and Tao Yu. 2024. OSWorld:
Benchmarking multimodal agents for open-ended
tasks in real computer environments. In Advances in
Neural Information Processing Systems, volume 37,
pages 52040–52094.

Jianxin Yan, Zeheng Qian, Wangze Ni, Zhitao Shen,
Zhiping Wang, Haoyang Li, Jia Zhu, Lei Chen,
and Kui Ren. 2026. QCFuse: Query-centric
cache fusion for efficient RAG inference. Preprint,
arXiv:2604.08585.

Huan Yang, Renji Zhang, Mingzhe Huang, Weijun
Wang, Yin Tang, Yuanchun Li, Yunxin Liu, and Deyu
Zhang. 2025. KVShare: An LLM service system
with efficient and effective multi-tenant KV cache
reuse. Preprint, arXiv:2503.16525.

Jiayi Yao, Hanchen Li, Yuhan Liu, Siddhant Ray, Yi-
hua Cheng, Qizheng Zhang, Kuntai Du, Shan Lu,
and Junchen Jiang. 2025. CacheBlend: Fast large
language model serving for RAG with cached knowl-
edge fusion. In Proceedings of the Twentieth Euro-
pean Conference on Computer Systems, pages 94–
109. Association for Computing Machinery.

Shi Yu, Chaoyue Tang, Bokai Xu, Junbo Cui, Jun-
hao Ran, Yukun Yan, Zhenghao Liu, Shuo Wang,
Xu Han, Zhiyuan Liu, and Maosong Sun. 2025. Vis-
RAG: Vision-based retrieval-augmented generation
on multi-modality documents. In International Con-
ference on Learning Representations.

Bowen Zeng, Feiyang Ren, Jun Zhang, Xiaoling Gu,
Ke Chen, Lidan Shou, and Huan Li. 2026. HybridKV:
Hybrid KV cache compression for efficient multi-
modal large language model inference. In Proceed-
ings of the 64th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 13018–13034, San Diego, California, United
States. Association for Computational Linguistics.

Weichen Zhang, Zhui Zhu, Ningbo Li, Shilong Tao,
Kebin Liu, and Yunhao Liu. 2025a. AdaptInfer:
Adaptive token pruning for vision-language model
inference with dynamical text guidance. Preprint,
arXiv:2508.06084.

Yuan Zhang, Chun-Kai Fan, Junpeng Ma, Wenzhao
Zheng, Tao Huang, Kuan Cheng, Denis A. Gu-
dovskiy, Tomoyuki Okuno, Yohei Nakata, Kurt
Keutzer, and Shanghang Zhang. 2025b. Sparse-
VLM: Visual token sparsification for efficient vision-
language model inference. In Proceedings of the
42nd International Conference on Machine Learn-
ing, volume 267 of Proceedings of Machine Learning
Research, pages 74840–74857. PMLR.

Zhenyu Zhang, Ying Sheng, Tianyi Zhou, Tianlong
Chen, Lianmin Zheng, Ruisi Cai, Zhao Song,
Yuandong Tian, Christopher Ré, Clark Barrett,

Zhangyang “Atlas” Wang, and Beidi Chen. 2023.
H2O: Heavy-hitter oracle for efficient generative in-
ference of large language models. In Advances in
Neural Information Processing Systems, volume 36,
pages 34661–34710. Curran Associates, Inc.

Zhi Zhang, Srishti Yadav, Fengze Han, and Ekaterina
Shutova. 2025c. Cross-modal information flow in
multimodal large language models. In Proceed-
ings of the IEEE/CVF Conference on Computer Vi-
sion and Pattern Recognition (CVPR), pages 19781–
19791.

Bingchen Zhao, Yongshuo Zong, Letian Zhang, and
Timothy Hospedales. 2024. Benchmarking multi-
image understanding in vision and language models:
Perception, knowledge, reasoning, and multi-hop rea-
soning. Preprint, arXiv:2406.12742.

Kai Zhao, Wubang Yuan, Yuchen Lin, Liting Ruan,
Xiaofeng Lu, Deng-Ping Fan, Ming-Ming Cheng,
and Dan Zeng. 2026. Attention debiasing for to-
ken pruning in vision language models. Preprint,
arXiv:2508.17807.

Shiju Zhao, Junhao Hu, Rongxiao Huang, Jiaqi Zheng,
and Guihai Chen. 2025. MPIC: Position-independent
multimodal context caching system for efficient
MLLM serving. Preprint, arXiv:2502.01960.

Lianmin Zheng, Liangsheng Yin, Zhiqiang Xie, Chuyue
Sun, Jeff Huang, Cody Hao Yu, Shiyi Cao, Christos
Kozyrakis, Ion Stoica, Joseph E. Gonzalez, Clark
Barrett, and Ying Sheng. 2024. SGLang: Efficient
execution of structured language model programs. In
Advances in Neural Information Processing Systems,
volume 37, pages 62557–62583. Curran Associates,
Inc.

Jinguo Zhu, Weiyun Wang, Zhe Chen, Zhaoyang
Liu, Shenglong Ye, Lixin Gu, Hao Tian, Yuchen
Duan, Weijie Su, Jie Shao, et al. 2025. InternVL3:
Exploring advanced training and test-time recipes
for open-source multimodal models. Preprint,
arXiv:2504.10479.

48527

https://doi.org/10.52202/079017-1650
https://doi.org/10.52202/079017-1650
https://doi.org/10.52202/079017-1650
https://arxiv.org/abs/2604.08585
https://arxiv.org/abs/2604.08585
https://arxiv.org/abs/2503.16525
https://arxiv.org/abs/2503.16525
https://arxiv.org/abs/2503.16525
https://doi.org/10.1145/3689031.3696098
https://doi.org/10.1145/3689031.3696098
https://doi.org/10.1145/3689031.3696098
https://proceedings.iclr.cc/paper_files/paper/2025/file/3640a1997a4c9571cea9db2c82e1fc35-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2025/file/3640a1997a4c9571cea9db2c82e1fc35-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2025/file/3640a1997a4c9571cea9db2c82e1fc35-Paper-Conference.pdf
https://doi.org/10.18653/v1/2026.acl-long.594
https://doi.org/10.18653/v1/2026.acl-long.594
https://doi.org/10.18653/v1/2026.acl-long.594
https://arxiv.org/abs/2508.06084
https://arxiv.org/abs/2508.06084
https://arxiv.org/abs/2508.06084
https://proceedings.mlr.press/v267/zhang25s.html
https://proceedings.mlr.press/v267/zhang25s.html
https://proceedings.mlr.press/v267/zhang25s.html
https://doi.org/10.52202/075280-1506
https://doi.org/10.52202/075280-1506
https://doi.org/10.1109/CVPR52734.2025.01842
https://doi.org/10.1109/CVPR52734.2025.01842
https://arxiv.org/abs/2406.12742
https://arxiv.org/abs/2406.12742
https://arxiv.org/abs/2406.12742
https://arxiv.org/abs/2406.12742
https://arxiv.org/abs/2508.17807
https://arxiv.org/abs/2508.17807
https://arxiv.org/abs/2502.01960
https://arxiv.org/abs/2502.01960
https://arxiv.org/abs/2502.01960
https://doi.org/10.52202/079017-2000
https://doi.org/10.52202/079017-2000
https://arxiv.org/abs/2504.10479
https://arxiv.org/abs/2504.10479
https://arxiv.org/abs/2504.10479


A Implementation and Reproducibility

This section records the method-specific opera-
tional details for the shifted-prefix results in Ap-
pendix B: the refresh-mask algorithm, the query-
conditioned scoring pass, the fixed hyperparame-
ters, and the native single-image evaluation proto-
col.

A.1 Refresh-Mask Algorithm

Algorithm 1 constructs the binary visual-token re-
fresh mask used in all experiments. The scoring
span Q is the final text segment before decoding.
Selected visual positions are recomputed for the
serving request; all other visual K/V entries are
reused from the cache.

A.2 Scoring Pass and Hyperparameters

Scoring forward pass. The scoring inputs a(ℓ)t

and V
c,(ℓ)
t are read from a single query-conditioned

forward pass over cached visual K/V. The scoring
queries are the final textual block immediately be-
fore the first decode step; when an image segment
is followed by an instruction or question, this block
is the text after the last image segment. Cached-key
attention is averaged over the scoring span and over
heads, and ∥V c

t ∥2 is computed on the concatenated
multi-head cached value vector. The single-head
notation in Equation 3 is therefore only a mathe-
matical simplification; the implementation follows
Equation 6. We use this head- and query-averaged
cached-key attention at as the deployed statistic in
all experiments.

Scored layers. Unless otherwise stated, scores
are averaged over all decoder layers. The
implementation also supports single-layer and
contiguous-layer-slice sweeps for diagnostics, but
all main results use full-depth averaging for every
backbone and benchmark.

Fixed hyperparameters. All main benchmark
comparisons use λ = 1 and all-layer score aver-
aging, with no per-benchmark tuning. The setting
λ = 1 applies the empirical image-level relevance
amplification described in Appendix C.2, whereas
λ = 0 sets cj = 1 for every image and is ex-
actly the “drop cj” ablation in Table 5. Table 4
reports the global sensitivity sweep used to select
λ = 1 once as the shared setting across models and
datasets.

Algorithm 1 CONDUIT refresh mask
Input: visual-token sets {Vj}Kj=1; cached visual K/V entries;

image map π(t); query spanQ; scored layers L; refresh
ratio r; reweighting strength λ

Output: binary refresh mask M over visual positions
1: V ← ⋃K

j=1 Vj , Nvis ← |V|, k ← ⌊rNvis⌋
2: if k = 0 then
3: return Mt = 0 for all t ∈ V
4: end if
5: Run one query-conditioned scoring pass to read α

c,(ℓ,h)
q,t

and V
c,(ℓ)
t for q ∈ Q, t ∈ V , ℓ ∈ L, and heads h =

1, . . . , H
6: for ℓ ∈ L do
7: for t ∈ V do
8: a

(ℓ)
t ← 1

|Q|H
∑

q∈Q
∑H

h=1 α
c,(ℓ,h)
q,t

9: v
(ℓ)
t ← ∥V c,(ℓ)

t ∥2
10: end for
11: end for
12: for t ∈ V do
13: st ← 1

|L|
∑

ℓ∈L a
(ℓ)
t v

(ℓ)
t

14: end for
15: for j = 1, . . . ,K do
16: gj ← 1

|L| |Vj |
∑

ℓ∈L
∑

t∈Vj
a
(ℓ)
t

17: end for
18: ḡ ← 1

K

∑K
j=1 gj

19: for j = 1, . . . ,K do
20: cj ← (1− λ) + λgj/ḡ
21: end for
22: for t ∈ V do
23: ŝt ← st cπ(t)

24: end for
25: Trecompute ← TopKt∈V(ŝt, k)
26: return Mt = 1[t ∈ Trecompute] for all t ∈ V

A.3 Single-Image Evaluation Protocol
The four single-image benchmarks use their official
splits and scoring metrics. We build the cached
visual state by running each image under a fixed
generic instruction and storing its per-layer visual
K/V tensors. At serving time, the model receives
the benchmark-specific question while reusing the
cached visual entry. For r = 0, no visual token is
recomputed; for r = 0.05, the top 5% visual tokens
under the throughput score are refreshed using the
same scored-layer schedule as the main evaluation.
Since K = 1, the image coefficient is c1 = 1 and
the protocol tests the intra-image throughput rule
directly.

B Complete Experimental Results

Tables 6–8 report the complete five-dataset shifted-
prefix results for all backbones at r ∈ {0.05, 0.10}.
The main table shows r = 0.10, and the text also
summarizes the aggregate r = 0.05 result. Full
prefill and cache reuse are reference anchors.

Cache-reuse anchor. The cache reuse row in Ta-
ble 1 and Tables 6–8 is the zero-refresh anchor. It
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Method LongDocURL MMLongBench-Doc SlideVQA InfoSeek ViQuAE Avg.

Full prefill 56.39 ±0.42 34.19 ±0.44 70.46 ±0.42 44.36 ±0.42 42.58 ±0.44 49.60
Cache reuse 47.93 ±0.35 31.80 ±0.45 64.59 ±0.44 32.34 ±0.40 34.88 ±0.35 42.31

r = 0.05
MPIC 47.87 ±0.38 31.66 ±0.43 64.49 ±0.41 40.29 ±0.44 36.78 ±0.39 44.22
CacheBlend 47.61 ±0.45 31.83 ±0.44 64.74 ±0.38 32.42 ±0.36 36.30 ±0.39 42.58
KVShare 47.44 ±0.43 31.89 ±0.35 64.64 ±0.36 32.35 ±0.37 36.05 ±0.40 42.47
ProphetKV 51.62 ±0.36 31.71 ±0.36 66.54 ±0.36 39.41 ±0.43 38.98 ±0.42 45.65
CONDUIT 53.02 ±0.41 33.80 ±0.41 68.40 ±0.40 41.39 ±0.39 40.35 ±0.36 47.39

r = 0.10
MPIC 48.16 ±0.38 31.35 ±0.40 64.31 ±0.36 42.16 ±0.40 38.00 ±0.40 44.80
CacheBlend 48.02 ±0.42 31.18 ±0.39 64.26 ±0.39 32.60 ±0.36 37.38 ±0.40 42.69
KVShare 48.10 ±0.41 31.51 ±0.37 64.43 ±0.40 32.36 ±0.43 36.33 ±0.37 42.55
ProphetKV 54.35 ±0.40 32.25 ±0.37 68.52 ±0.44 42.30 ±0.40 40.36 ±0.38 47.56
CONDUIT 56.00 ±0.44 34.40 ±0.37 70.88 ±0.38 43.39 ±0.37 42.00 ±0.36 49.33

Table 6: Complete Qwen2.5-VL-3B shifted-prefix results at r ∈ {0.05, 0.10}. Entries are computed with the
official metrics for LongDocURL, MMLongBench-Doc, SlideVQA, InfoSeek, and ViQuAE; higher is better. Full
prefill and cache reuse are reference anchors, bold marks the best budgeted method per cell (highest mean), and Avg.
is the unweighted mean across the five datasets. Cells report mean ± standard deviation across 5 random seeds (pp).

reuses the stored visual K/V state verbatim under
the same cached-prefix materialization used by the
selective methods and runs only the text-side serv-
ing pass for the new request. The row therefore
measures the fastest reuse point and the quality lost
when no visual residual channel is restored.

B.1 Budget–Quality Curves

Figure 3 traces the five-dataset average against
the refresh budget r on each backbone. All bud-
geted methods start from the zero-refresh cache-
reuse anchor at r = 0. In average score, CON-
DUIT lies above every budgeted baseline at both
r = 0.05 and r = 0.10 on all three backbones, with
ProphetKV the closest; CacheBlend and KVShare
stay near the cache-reuse anchor across the sweep.
For CONDUIT, most of the gap to full prefill closes
by r = 0.05, and the step from r = 0.05 to
r = 0.10 adds a smaller increment. We report
the main results at r = 0.10, a low-budget operat-
ing point that recovers 97.0–99.5% of full-prefill
quality.

Cross-scale λ spot check. The main sensi-
tivity sweep in Table 4 uses Qwen2.5-VL-3B.
On Qwen2.5-VL-7B, an additional spot check
on LongDocURL and InfoSeek gives scores of
63.08/48.85, 63.33/49.11, and 63.72/49.36 at
λ ∈ {0, 0.5, 1}, respectively. The improvement
from λ = 0 to 1 therefore also appears at the larger
scale, while the intermediate setting remains close
to both endpoints.

B.2 Serving Latency by Backbone and
Context

Table 9 reports the per-backbone, per-context TTFT
on the context-stratified latency subset behind Ta-
ble 3; averaging its nine settings reproduces the
TTFT column there. TTFT grows with context
length for every method; full-prefill cost grows
fastest, so the relative latency savings generally
widen as the prefix lengthens. CONDUIT stays
within 0–11 ms of ProphetKV across the nine set-
tings, both far below full prefill and slightly above
the zero-refresh cache-reuse floor; cache reuse and
MPIC are the cheapest, while KVShare is the slow-
est budgeted method at the longest contexts.

Online-component decomposition. Table 10 re-
ports a separate backbone-averaged profile of the
CONDUIT path, decomposed into cache loading,
the query-conditioned scoring pass, cached value-
norm access, selective recomputation, and the re-
maining text-prefill cost. At 16k tokens, scoring
takes 68 ms, or 26.2% of this profiled TTFT and
7.3% of the corresponding 0.93 s full-prefill profile.
Selective recomputation is the largest component.
Because ∥V c

t ∥2 depends only on cached content,
an exact implementation can store one scalar per
token and layer at cache construction and avoid on-
line value-tensor reads without changing the score.
The reported measurements use the current path,
in which those reads account for only 0.1% of the
16k profile.
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Method LongDocURL MMLongBench-Doc SlideVQA InfoSeek ViQuAE Avg.

Full prefill 65.40 ±0.39 53.43 ±0.44 73.70 ±0.39 54.54 ±0.42 55.58 ±0.41 60.53
Cache reuse 56.59 ±0.42 51.48 ±0.40 68.83 ±0.37 32.46 ±0.39 45.76 ±0.41 51.02

r = 0.05
MPIC 55.81 ±0.37 51.81 ±0.36 68.46 ±0.38 46.39 ±0.43 49.06 ±0.35 54.31
CacheBlend 55.87 ±0.41 51.86 ±0.37 68.85 ±0.35 32.68 ±0.36 45.87 ±0.42 51.03
KVShare 56.08 ±0.44 51.42 ±0.37 68.23 ±0.39 32.81 ±0.43 45.76 ±0.44 50.86
ProphetKV 61.20 ±0.36 48.71 ±0.36 70.38 ±0.36 43.35 ±0.38 51.26 ±0.36 54.98
CONDUIT 62.65 ±0.41 51.12 ±0.39 71.90 ±0.37 46.03 ±0.41 52.97 ±0.38 56.93

r = 0.10
MPIC 55.93 ±0.40 51.69 ±0.39 68.82 ±0.36 49.07 ±0.39 50.73 ±0.35 55.25
CacheBlend 56.01 ±0.38 51.23 ±0.42 68.74 ±0.36 32.32 ±0.41 45.92 ±0.38 50.84
KVShare 55.35 ±0.36 51.46 ±0.43 67.94 ±0.41 32.74 ±0.41 45.78 ±0.42 50.65
ProphetKV 62.23 ±0.44 50.91 ±0.42 71.67 ±0.41 47.75 ±0.43 52.93 ±0.42 57.10
CONDUIT 63.72 ±0.41 52.82 ±0.45 73.15 ±0.39 49.36 ±0.39 54.47 ±0.42 58.70

Table 7: Complete Qwen2.5-VL-7B shifted-prefix results at r ∈ {0.05, 0.10}. Entries are computed with the
official metrics for LongDocURL, MMLongBench-Doc, SlideVQA, InfoSeek, and ViQuAE; higher is better. Full
prefill and cache reuse are reference anchors, bold marks the best budgeted method per cell (highest mean), and Avg.
is the unweighted mean across the five datasets. Cells report mean ± standard deviation across 5 random seeds (pp).

C Surrogate Analysis

This section develops the analytical token-ranking
surrogate and the empirical image-level coefficient
used in Section 3. Section C.1 motivates the
throughput score from a local staleness model and
connects global top-k selection to its additive surro-
gate. Section C.2 gives the normalization, limiting
cases, and empirical support for image-level rele-
vance amplification.

C.1 From Local Error to a Ranking
Surrogate

The exact residual error is unavailable at scor-
ing time. We motivate the local surrogate score
ssurt = ᾱt∥V c

t ∥2 through a diagonal staleness view
of the local model. Building on the norm-weighted-
attention product from prior work, the analysis
gives this signal an optimization role in budgeted
cache refresh.

First-order decomposition and local readout sig-
nal. At a query position q in one decoder head,
the difference between the full-prefill output and
the cached output decomposes as

h⋆q − hcq =
∑

t

αc
q,t∆Ṽt +

∑

t

∆αq,t Ṽ
c
t

+O(∆α∆Ṽ ),

where Ṽt denotes the effective per-token write after
the attention output map, ∆Ṽt = Ṽ ⋆

t − Ṽ c
t = ξt,

and ∆αq,t = α⋆
q,t − αc

q,t contains attention drift

induced by fresh keys and by query-state changes
propagated from earlier layers. Because evaluating
attention drift requires a fresh execution, CONDUIT

ranks tokens through the first, value-write term.
Using cached-key attention αc

q,t as the local readout
signal, its squared local error decomposes as

Eq

∥∥∥
∑

t/∈T
αc
q,t ξt

∥∥∥
2

2
=

∑

t/∈T
ᾱ2
t ∥ξt∥22

+
∑

t̸=s

Eq

[
αc
q,tα

c
q,s⟨ξt, ξs⟩

]
,

with RMS cached-key attention ᾱt :=
(Eq (α

c
q,t)

2)1/2. The deployed aggregation
uses the mean over query positions and heads in
Equation 6, a practical statistic evaluated end to
end.

Assumption 1 — diagonal approximation. We
drop the cross-token inner-product terms,

Eq

[
αc
q,tα

c
q,s⟨ξt, ξs⟩

]
≈ 0, t ̸= s,

under the modeling assumption that stale displace-
ments from different visual tokens are not consis-
tently aligned in residual space. Dropping these
terms gives the diagonal oracle ranking score in
Equation 4,

ot = ᾱt ∥ξt∥2,
which is the square-root diagonal-risk ranking
score that CONDUIT would use if ξt were observ-
able at scoring time.

48530



Method LongDocURL MMLongBench-Doc SlideVQA InfoSeek ViQuAE Avg.

Full prefill 57.37 ±0.42 43.28 ±0.40 72.89 ±0.39 51.11 ±0.37 60.17 ±0.42 56.96
Cache reuse 48.01 ±0.43 41.02 ±0.41 65.01 ±0.39 38.09 ±0.44 55.06 ±0.45 49.44

r = 0.05
MPIC 47.62 ±0.43 41.77 ±0.37 67.03 ±0.40 42.70 ±0.41 56.28 ±0.37 51.08
CacheBlend 48.27 ±0.37 42.35 ±0.40 66.34 ±0.35 39.88 ±0.37 52.12 ±0.41 49.79
KVShare 48.67 ±0.43 40.50 ±0.42 64.22 ±0.42 38.41 ±0.43 54.97 ±0.42 49.35
ProphetKV 52.55 ±0.38 41.74 ±0.41 69.30 ±0.35 42.70 ±0.39 57.36 ±0.44 52.73
CONDUIT 54.45 ±0.35 42.94 ±0.41 70.72 ±0.40 45.01 ±0.43 58.58 ±0.41 54.34

r = 0.10
MPIC 47.98 ±0.35 42.02 ±0.44 66.88 ±0.44 43.79 ±0.36 56.44 ±0.42 51.42
CacheBlend 47.87 ±0.37 42.94 ±0.36 66.96 ±0.41 39.86 ±0.43 52.20 ±0.37 49.97
KVShare 48.76 ±0.37 40.36 ±0.42 65.11 ±0.42 38.04 ±0.43 55.12 ±0.43 49.48
ProphetKV 54.93 ±0.39 42.22 ±0.43 71.76 ±0.37 43.94 ±0.45 58.83 ±0.41 54.34
CONDUIT 56.24 ±0.40 43.93 ±0.44 72.78 ±0.40 46.73 ±0.36 60.18 ±0.44 55.97

Table 8: Complete InternVL3-9B shifted-prefix results at r ∈ {0.05, 0.10}. Entries are computed with the
official metrics for LongDocURL, MMLongBench-Doc, SlideVQA, InfoSeek, and ViQuAE; higher is better. Full
prefill and cache reuse are reference anchors, bold marks the best budgeted method per cell (highest mean), and Avg.
is the unweighted mean across the five datasets. Cells report mean ± standard deviation across 5 random seeds (pp).

Assumption 2 — relative staleness proxy. The
effective-write displacement norm ∥ξt∥2 is unavail-
able before deciding which tokens to refresh. The
deployed scorer replaces it with the accessible pre-
output cached value norm under the working surro-
gate assumption that

E
[
∥ξt∥22

∣∣V c
t

]
∝ ∥V c

t ∥22,

where V c
t is the pre-output cached value. We use

its norm as a monotone ranking proxy for the post-
output write displacement across contexts. The
cached-norm stability analysis and end-to-end fac-
tor ablation in Appendix D.3 test the operational
role of this proxy. Substitution into the diagonal or-
acle gives the throughput score and surrogate used
in Section 3.3,

ssurt = ᾱt ∥V c
t ∥2, D(T ) :=

∑

t/∈T

(
ssurt

)2
.

Top-k optimality for the ranking surrogate.
The following lemma identifies the exact top-k so-
lution for D and connects the ranking signal to the
refresh operation.

Lemma 1 (Within-surrogate optimality of top-k).
Under |T | = k, every minimizer of D above
is T ⋆ = TopKt∈V(s

sur
t , k), with arbitrary tie-

breaking.

Proof. Write D(T ) =
∑

t∈V(s
sur
t )2 −∑

t∈T (s
sur
t )2. The first term is constant, so

the top-k set maximizes the second; ties give the
same objective value.

Residual-error behavior is evaluated empirically
in Appendix D.3.

Connection to norm-weighted attention.
Kobayashi et al. (2020) measure a token’s attention
contribution as αt∥f(xt)∥2, where f includes
the value and attention-output transformations.
CONDUIT adapts this prior signal to stale-cache
selection through the accessible pre-output
cached value norm, and Lemma 1 connects fixed
non-negative rankings to the global top-k refresh
operation.

Empirical validation. The diagnostics in Sec-
tion 4.5 evaluate the surrogate ranking on real
prompts. The controlled projected-error setting
in Table 11 isolates the cached-key attention signal,
while the factor ablation in Table 5 measures the
end-to-end value-norm contribution.

C.2 Empirical Image-Level Relevance
Amplification

Design and normalization. The token-level sur-
rogate already ranks candidates globally across im-
ages. We add a separate empirical image-level
relevance amplification to reduce the influence of
isolated high-scoring patches from images that the
current query reads weakly. Using the image-mean
cached-key attention gj from Equation 8, the coef-
ficient is

cj = (1− λ) + λ
gj
ḡ
.
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Qwen2.5-VL-3B Qwen2.5-VL-7B InternVL3-9B

Method 4k 8k 16k 4k 8k 16k 4k 8k 16k

Full prefill 0.145 0.333 0.780 0.260 0.642 1.380 0.182 0.327 0.624
Cache reuse 0.040 0.042 0.052 0.031 0.035 0.054 0.052 0.057 0.074

CacheBlend 0.092 0.137 0.273 0.095 0.161 0.349 0.113 0.149 0.250
MPIC 0.037 0.054 0.096 0.049 0.084 0.184 0.071 0.096 0.140
KVShare 0.116 0.184 0.421 0.124 0.317 0.653 0.128 0.189 0.427
ProphetKV 0.078 0.117 0.236 0.084 0.166 0.370 0.115 0.146 0.212
CONDUIT 0.079 0.122 0.247 0.086 0.169 0.378 0.115 0.148 0.218

Table 9: Time to first token (s) by backbone and context length on the context-stratified MMLongBench-Doc
latency subset; lower is better. Budgeted methods (CacheBlend, MPIC, KVShare, ProphetKV, CONDUIT) use a
10% refresh budget; full prefill and cache reuse are reference anchors. Averaging across the nine backbone–context
settings yields the TTFT column of Table 3.

Component 4k 8k 16k

Cache load 6.4% 5.7% 7.7%
Scoring pass 46.8% 36.4% 26.2%
Value-norm access 0.1% 0.1% 0.1%
Selective recompute 40.4% 52.1% 60.5%
Text prefill + other 6.4% 5.7% 5.5%

Total 100% 100% 100%

Table 10: Backbone-averaged CONDUIT TTFT composition (%) on MMLongBench-Doc at r = 0.10. Each
column reports the component share at one context length and is normalized to 100%; percentages are rounded to
one decimal. The corresponding total TTFTs are 0.094, 0.141, and 0.261 s for 4k, 8k, and 16k, respectively. This
profile is independent of the nine-setting aggregation in Table 9; TTFT includes online scoring and selection and
excludes one-time cache construction.

The unweighted cross-image mean satisfies
K−1

∑
j cj = 1, which normalizes the mean co-

efficient across images to one. With λ = 0, every
image uses cj = 1; with λ = 1, above-average
gj amplifies all token scores from image j and
below-average gj attenuates them. Global top-k
still enforces the exact total budget, and no hard
image quota is imposed.

Empirical support. The factor ablation in Ta-
ble 5 shows a consistent end-to-end gain from
including cj , and Table 4 shows limited vari-
ation among the three higher settings λ ∈
{0.5, 0.75, 1.0}. Table 13 further characterizes its
behavior relative to explicit reweighting and un-
weighted Global TopK.

Single-image reduction. If K = 1, then g1 = ḡ
and c1 = 1 for every λ. The composite score
in Equation 10 becomes ŝt = st, and the multi-
image branch reduces exactly to the intra-image
throughput selector.

D Diagnostics and Analyses

This section provides the estimator details and
prompt-level protocol behind the diagnostics sum-
marized in Section 4.5. The floated summaries first
report projected-error rankings, token-set overlap,
and cross-image reweighting. Table 14 gives the
evidence-stratified results, while Figure 4 and Ta-
ble 15 give the qualitative example discussed in
Section D.4; the subsections below provide their
protocols and interpretation.

D.1 Monte Carlo Staleness Estimator
The cross-image diagnostic in Table 13 requires a
per-token displacement ξt. Since ξt is not available
when the selector is run, we use two complemen-
tary estimators.

Isotropic Monte Carlo. For each token, sample

ξ
(m)
t ∼ N

(
0,

κ2∥Vt∥22
d

I

)
, m = 1, . . . ,M,

where d is the value-vector dimensionality and κ
is a diagnostic scale parameter for the value-norm
staleness proxy of Section C.1. Then E[ξ(m)

t ] = 0
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Reduction vs. random Reduction vs. ∥V ∥-only

Rule r = .05 .10 .20 .30 .50 r = .05 .10 .20 .30 .50

TopK(ᾱ) 5.44 11.55 35.68 94.35 530.13 5.40 10.96 33.75 83.97 471.39
TopK(∥V ∥) 1.01 1.05 1.06 1.12 1.12 – – – – –
TopK(ᾱ · ∥V ∥) 5.38 11.46 35.46 94.09 535.96 5.34 10.87 33.53 83.74 476.57

Table 11: Projected residual-error reduction for selection rules. Each entry is the ratio E(baseline)/E(rule) on
16 LongDocURL prompts (Qwen2.5-VL-3B, layer 24); the baseline is random selection (left block) or TopK(∥V ∥)
(right block), and higher is better. Dashes mark self-comparison cells, not missing runs.

Layer Jα,K Jα,V − JK,V −

7 (shallow) 0.009 0.039 0.039
14 (mid) 0.011 0.062 0.021
24 (deep) 0.009 0.055 0.016

Random deciles 0.053 0.053 0.053

Table 12: Overlap among token-index sets. Pair-
wise Jaccard overlaps over 59 image segments from
Qwen2.5-VL-3B captures; each set contains the to-
ken indices selected by one scalar criterion, and V −

is the bottom decile of value norm. Values near the
random-decile baseline (J⋆ ≈ 0.053) are consistent
with independence, whereas substantially smaller val-
ues indicate anti-overlap.

Staleness Actual Explicit Global

Isotropic, κ = 0.1 0.902 0.894 0.872
Isotropic, κ = 0.5 0.902 0.893 0.872
Isotropic, κ = 1.0 0.905 0.899 0.875
Two-query 0.888 0.894 0.877

Table 13: Cross-image reweighting diagnostic. Val-
ues are E(T )/Euniform at r = 0.10 on 16 multi-
image Qwen2.5-VL-3B prompts; lower is better, and
Euniform is the error of uniform random refresh at the
same budget under the same sampled displacement.
Actual is the deployed composite score, Explicit uses
quotas proportional to cjnj , and Global ranks by st
without image reweighting.

Gap quartile Accuracy Evidence-page budget
Ours / full Ours / raw-attn

Q1 (near tie) 46.2 / 46.7 26.1% / 28.5%
Q2 36.5 / 39.9 36.1% / 34.4%
Q3 42.5 / 43.3 49.7% / 43.7%
Q4 30.3 / 32.9 76.9% / 69.1%

Table 14: Accuracy and evidence-page budget by
attention-gap quartile on the MMLongBench-Doc
evidence-annotated subset (Qwen2.5-VL-3B, r = 0.10).
Metrics are computed within each quartile.

and E[∥ξ(m)
t ∥22] = κ2∥Vt∥22. Because the reported

error ratio uses a uniform-refresh error generated
with the same global scale, κ2 cancels in expec-
tation. The three κ rows in Table 13 are repeated
Monte Carlo checks, and their small differences
reflect sampling variation. For a fixed refresh set,
the estimator

Ê iso(T ) =
1

M

M∑

m=1

∥∥∥∥∥
∑

t/∈T
αq,tξ

(m)
t

∥∥∥∥∥

2

2

is unbiased for the isotropic residual-error func-
tional and has Monte Carlo variance O(M−1). We
use M = 5 paired direction samples per token
and compare every selection rule under the same
sampled staleness model.

Two-query proxy. The two-query row uses the
pre-output diagnostic displacement δt = V B

t −V A
t ,

where V A
t and V B

t are value vectors produced by
two text queries over the same visual content. The
notation δt distinguishes this diagnostic quantity
from the post-WO effective-write displacement ξt
in the local model. It measures prompt-specific
pre-output value drift while holding visual content
fixed.

D.2 Analysis Protocol

The three diagnostics share a common capture pro-
tocol. We sample 16 multi-image prompts from
the LongDocURL development set, with a mean
of 3.7 images per prompt, and run them through
Qwen2.5-VL-3B. We record per-layer attention
αq,t and value vectors Vt at layers 7, 14, and
24. Tables 11 and 12 use the same captures; Ta-
ble 13 uses the isotropic staleness estimator with
M = 5 samples per token and the two-query proxy
above. The large-pool independence baseline in
Table 12 is the expected Jaccard overlap of two
independent top-fraction-p subsets of the same
pool, J⋆ = p2/(2p − p2) = p/(2 − p), giving
J⋆ ≈ 0.053 for the top decile (p = 0.1).

Three extensions use larger samples. The
surrogate-ranking correlation is measured on 64
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Context page 1 Context page 2 Context page 3 Context page 4

Figure 4: LongDocURL qualitative example. The prompt contains four document pages and asks for the ratio
associated with the period 2001–2003 and the row for marriages. Correct answering requires binding the question
to the target table tuple within the document context, rather than selecting a salient nearby number.

Method Answer Qualitative behavior

Full prefill 1.97 Matches the ground-truth table entry.
Cache reuse 2.62 Returns a distractor ratio from the same document context.
CacheBlend 2.62 Returns the same distractor as zero-refresh reuse.
MPIC 2.62 Returns the same distractor as zero-refresh reuse.
KVShare 2.62 Returns the same distractor as zero-refresh reuse.
ProphetKV 0.95 Returns a value corresponding to a different period.
CONDUIT 1.97 Returns the same answer as full prefill.

Table 15: Model outputs for the LongDocURL case study. All budgeted methods use r = 0.10 with Qwen2.5-
VL-3B-Instruct. The table reports exact generated answers and summarizes their relation to the target table entry for
the same query.

prompts. The scale-similarity diagnostic uses 64
document pages, 64 slides, and 64 natural images,
comparing the within-image squared-throughput
quantile profiles before and after normalization by
g2j . Cached-norm stability uses 64 LongDocURL
shifted-prefix pairs and computes tokenwise Spear-
man correlation between value-norm rankings un-
der the cached and serving contexts at every layer.

D.3 Diagnostic Results

Surrogate ranking. Table 11 compares selec-
tion rules by their reduction in projected resid-
ual error E(T ) on Qwen2.5-VL-3B at layer 24.
For this diagnostic, we set the stale value of ev-
ery non-refreshed visual token to V c

t = 0 and
measure the layer-output residual error at the fi-
nal text-token query. Across refresh ratios r ∈
{0.05, 0.10, 0.20, 0.30, 0.50}, rules using query at-
tention reduce error by roughly 5× to over 500×
relative to random selection, while value-norm-
only selection remains close to random. Extending
this diagnostic to 64 prompts, the Spearman correla-
tion between the surrogate ordering and projected
residual-error ordering ranges from 0.79 to 0.89
across budgets. This controlled setting supports
the query-attention ranking, while the end-to-end
ablation in Table 5 measures the contribution of the

value-norm factor in the deployed policy.

Cached-norm stability. Across 64 Long-
DocURL shifted-prefix pairs, the tokenwise
value-norm ranking is highly stable across contexts.
The layer-averaged Spearman correlation is 0.996
for Qwen2.5-VL-3B and 0.990 for Qwen2.5-VL-
7B; the minimum over layers is 0.989 and 0.979,
respectively. Together with the end-to-end drops
of 0.89, 1.35, and 0.53 points when the value-norm
factor is removed from the three backbones, these
results support ∥V c

t ∥2 as a stable and useful cached
ranking signal in the evaluated shifted-prefix
setting.

Token-set overlap. Table 12 compares token-
index sets induced by the top decile of RMS at-
tention ᾱ, the top decile of key norm ∥K∥, and the
bottom decile of value norm ∥V ∥. The attention–
low-value overlap is close to the independent-decile
baseline in the middle and deep layers, while sev-
eral other pairs fall substantially below it, indicat-
ing anti-overlap. Overall, the criteria induce dis-
tinct token rankings with no systematic positive
enrichment.

Cross-image reweighting. Table 13 compares
the empirical coefficient with two alternatives.
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Conduit-actual ranks tokens by ŝt = stcπ(t);
Conduit-explicit converts the same coefficient into
quotas kj ∝ cjnj before applying in-image top-
k; and Global TopK ranks by st without image
reweighting. Global TopK is best in this controlled
diagnostic, while the two coefficient-based variants
remain within a few percent. The comparison char-
acterizes cross-image reweighting behavior; the
end-to-end ablation in Table 5 supplies the task-
level evidence for cj .

Scale similarity. Normalizing each image’s
squared-throughput quantile profile by g2j reduces
the mean cross-type Kolmogorov–Smirnov dis-
tance from 0.66 to 0.24 across document pages,
slides, and natural images (64 images per type; nor-
malized distances range from 0.18 to 0.26 by type).
This descriptive evidence shows that normalization
makes the profiles more comparable across image
types.

D.4 Evidence Allocation, Failure Audit, and
Case Study

Table 14 stratifies the evidence-annotated subset
of MMLongBench-Doc by the gap between the
largest raw-attention score on an evidence page
and the largest score on a non-evidence page. Q1
contains the closest page-level ties; in that ambigu-
ous stratum, CONDUIT remains within 0.5 points
of full prefill and allocates 26.1% of the budget
to evidence pages, compared with 28.5% for raw-
attention top-k. From Q2 through Q4, CONDUIT

allocates progressively more evidence-page bud-
get than raw-attention top-k as the page-level gap
widens.

In the audited evaluation outputs, we examine
the 23 cases on MMLongBench-Doc and Long-
DocURL in which CONDUIT and full prefill pro-
duce different answers for Qwen2.5-VL-3B at
r = 0.10. In 15 cases, the answer-bearing page re-
ceives nontrivial page-level budget but at most 20%
of its visual tokens are refreshed; five of these cases
recover when the budget increases to r = 0.20.
Four cases have near-tied evidence and distrac-
tor page scores, limiting the separation supplied
by cj . The remaining four show behavior quali-
tatively consistent with the unmodeled attention-
drift term in Section 3. The audit therefore orga-
nizes the observed discrepancies into insufficient
within-image coverage, page-level ambiguity, and
a smaller attention-drift-consistent category.

Figure 4 and Table 15 give one LongDocURL

example of how selective refresh changes the gen-
erated answer in a long visual prefix. The model is
Qwen2.5-VL-3B-Instruct, and all budgeted meth-
ods use the same refresh ratio r = 0.10. The query
asks for the ratio of permits for new apartments
and maisonettes to the number of marriages be-
tween 2001 and 2003. Answering requires locat-
ing the relevant table entry among four document
pages, rather than reading the most visually salient
numeric cell. Cache reuse, CacheBlend, MPIC,
and KVShare all return 2.62, a distractor ratio
from the same document context, while ProphetKV
returns 0.95, corresponding to a different period.
CONDUIT returns 1.97 and matches full prefill in
this example. The example records the observed
output differences under the norm-aware, image-
reweighted selection policy.

E Forward-Looking Extensions

The evaluated protocol covers two-request reuse
of static images and document pages. Extending
the restoration view to video, streaming observa-
tions, or long-horizon agents would require addi-
tional mechanisms and validation: the image index
could become a frame or segment index, the co-
efficient could incorporate temporal drift, and the
static value-norm proxy could be augmented by
a learned or analytic displacement predictor. Fu-
ture work will test these extensions in dynamic
settings.
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