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Abstract
Large Language Models (LLMs) excel when a
solution can be planned from the prompt, but
many sequential decision-making tasks require
actions to depend on observations acquired dur-
ing interaction. We study two central chal-
lenges in this regime: learning reusable inter-
action policies for history-dependent search,
and acting under partial observability when
task-relevant state is revealed only through
interaction. We instantiate these challenges
with two diagnostic benchmarks: Calc-Bench
for reusable, history-dependent tool interac-
tion, and partially observed sorting for ac-
tion selection under hidden state. We in-
troduce the Expanded Action space (ExpA),
which decouples language reasoning from en-
vironment interaction by adding routing and
environment-specific actions beyond vocabu-
lary tokens. ExpA is trained with EARL, an RL
algorithm using counterfactual policy optimiza-
tion to explore rarely invoked but useful actions.
EARL improves Countdown by 26.3% with 3B
models and achieves perfect Sort-4 accuracy
while discovering an efficient sorting strategy,
providing a proof-of-concept for learned non-
language interaction in controlled sequential
decision-making diagnostics.

1 Introduction

Frontier Large Language Models (LLMs) are re-
markably capable when a task admits a one-shot
solution: write a program, generate a chain-of-
thought, or produce a plan that can be verified
before execution (Shao et al., 2024; DeepSeek-AI
et al., 2025; Chen et al., 2021). Coding benchmarks
such as HumanEval and SWE-bench (Jimenez
et al., 2024) have seen rapid progress because the
required action sequence can often be derived from
the task description. In such settings, the agent can
plan ahead: the solution is primarily a function of
the initial specification.

Many practical agent settings, including web
navigation (Zhou et al., 2024), interactive games,
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Figure 1: The Markov Decision Process (MDP) of LLM
interacting with external environments. (a) In existing
works, LLM is confined to its vocabulary space V for
both reasoning and interaction with external environ-
ments, where the latter requires an external parser to
detect special patterns. (b) We decouple environment
interactions from language by internalizing them as an
Expanded Action space (ExpA) E beyond vocabulary.

embodied tasks, and partially observed planning
problems, require agents to revise their behavior
after observing the environment. This is a central
feature of sequential decision-making: agents often
need to search over future action paths (Browne
et al., 2012) while acting under partial observability,
where information-gathering actions shape future
decisions (Kaelbling et al., 1998; Sutton and Barto,
2018). Direct evaluation in realistic environments,
however, can entangle sequential decision-making
with visual perception, web-page understanding,
long-context retrieval, or simulator-specific engi-
neering. We therefore use controlled diagnostics to
isolate history-dependent interaction: Calc-Bench,
a calculator-based multitask benchmark that in-
cludes Countdown as a test of history-dependent
search over solution paths; and partially observed
sorting, a test of action selection under hidden state.
These settings are not end applications, but con-
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trolled probes of two complementary challenges:
search conditioned on intermediate outcomes and
decision-making under partial observability.

Existing LLM-agent interfaces typically express
environment actions as text, which are then de-
tected and routed by hand-crafted parsers (Schick
et al., 2023) (Figure 1a). This makes sequential
decision-making a difficult multitask learning prob-
lem inside the vocabulary space V : the model must
preserve language understanding and planning-
ahead abilities while also learning new interaction
policies, such as when to query an environment,
which action to take, and how to adapt after observ-
ing the result. When both reasoning and control
are optimized through the same language channel,
learning executable interactions can interfere with
the very semantic and planning abilities needed to
use them effectively.

We therefore separate the space for reasoning
from the space for interaction. Our Expanded Ac-
tion space (ExpA) augments vocabulary tokens
with routing actions and environment-specific ac-
tions. The model can reason in language, route
into an external environment when needed, exe-
cute environment actions directly, receive observa-
tions, and return to language reasoning (Figure 1b.
Thus, ExpA turns environment interaction from a
parsed text convention into an explicit part of the
policy’s action space, allowing history-dependent
interaction strategies to be learned separately from
vocabulary-only reasoning.

A central challenge remains: pre-trained LLMs
have no experience selecting newly introduced ac-
tions. We address this with ExpA Reinforcement
Learning (EARL), which uses counterfactual pol-
icy optimization to encourage exploration of useful
but rarely invoked interactions. For each rollout,
EARL forces a routing action at a plausible inter-
mediate step and uses the reward difference be-
tween factual and counterfactual trajectories as the
learning signal. This enables the model to learn
when environment interaction improves future out-
comes, rather than rediscovering such strategies
from prompt instructions in each episode.

In summary, we study controlled sequential
decision-making settings where planning ahead is
insufficient: agents must learn robust environment
interaction and adapt future actions to observed
history. Our contributions are:

• Diagnostic framing: we isolate complementary
forms of history-dependent interaction, includ-

ing reward-path search in Countdown, multitask
calculator-mediated reasoning in Calc-Bench,
and hidden-state information gathering in par-
tially observed sorting.

• Expanded Action space (ExpA): a mechanism
that decouples language reasoning from environ-
ment interaction by introducing explicit routing
and environment-specific actions beyond V .

• ExpA Reinforcement Learning (EARL): an
RL algorithm with counterfactual rollouts that
encourages exploration of rarely invoked but use-
ful environment interactions.

• Empirical study: across Calc-Bench and sorting
with Qwen-2.5 models, EARL improves mul-
titask calculator use, outperforms vocabulary-
constrained baselines on Countdown (e.g., by
26.3%), and achieves perfect Sort-4 accuracy
while discovering an efficient sorting strategy.

2 Related Work

LLM tool use and external interaction. Recent
work extends LLMs from language reasoners (Yao
et al., 2023; Shinn et al., 2023; Schick et al., 2023)
to agents that interact with tools, APIs, and envi-
ronments, including tool use, math and program-
guided reasoning, web navigation, knowledge in-
tegration, and domain-specific applications (Parisi
et al., 2022; Lu et al., 2025; Qin et al., 2025; Karpas
et al., 2022; He-Yueya et al., 2023; Zhang et al.,
2023; Gou et al., 2024; Gao et al., 2023; Zhou et al.,
2024; Wang et al., 2025a; Bran et al., 2024). Most
systems express external actions as text patterns
(such as tags and JSON fields), or function-call
templates, which are parsed and routed to environ-
ments. This interface is flexible, but makes interac-
tion sensitive to prompts (Mannekote et al., 2025),
dependent on instruction following (Hao et al.,
2023), and often reliant on demonstrations (Chen
et al., 2025; Liu et al., 2023). In sequential decision-
making settings (Song et al., 2024; Zhou et al.,
2024; Liu et al., 2024), where useful actions may
depend on mid-trajectory observations, ExpA in-
stead represents environment control as direct pol-
icy actions beyond vocabulary tokens.

Tool tokens, code generation, and action spaces.
Tool-token methods such as ToolkenGPT (Hao
et al., 2023) learn tool embeddings and trigger tools
by generating special tokens, but remain within the
autoregressive token interface and typically rely on
supervised tool-use demonstrations. ExpA instead
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adds executable actions to the policy head outside
the language-token space and trains their use with
reinforcement learning. Code-generation methods
such as PAL (Gao et al., 2023) and ToRA (Gou
et al., 2024) are powerful when the relevant inputs
and interaction protocol can be specified before
execution; our focus is complementary, targeting
settings where future actions depend on observa-
tions gathered during the trajectory.

Action spaces beyond language. ExpA also dif-
fers from expanding the input token space, as in
multimodal LLMs (Szot et al., 2025): external ac-
tions are policy outputs, while observations remain
ordinary text. Related action-adaptor methods con-
strain models to learned actions for a specific envi-
ronment (Chuang et al., 2024; Wang et al., 2025b);
ExpA retains the language environment while al-
lowing routing into external environments. Beyond
LLMs, growing or changing action spaces have
been studied in RL for exploration and continual
adaptation (Farquhar et al., 2020; Jain et al., 2020,
2022; Chandak et al., 2020; Khetarpal et al., 2022).
Our work brings this perspective to LLM agents
and proposes counterfactual policy optimization to
explore newly introduced environment actions.

3 Formulation

Problem setting. We consider LLMs acting as
agents that interact sequentially with one or more
external environments, in addition to a default lan-
guage environment. At each step, the agent either
emits a language token or issues an action to an
external environment. We formalize this as a par-
tially observed Markov decision process (POMDP)
with global state st = (ht, et, zt), where ht is the
token history, et ∈ {0, 1, . . . ,K} is the active envi-
ronment (et = 0 for language), and zt is the latent
state of the external environments. The agent fully
observes ht and et, while zt is only observed indi-
rectly through environment feedback appended to
the history.

The agent is a policy πθ(at | ht, et) over actions
available in the active environment. Each exter-
nal environment i ̸= 0 has an action set Ei and a
transition procedure

(ot, zt+1, exit) ← stepi(ht, zt, at),

which executes at ∈ Ei, returns a token-level obser-
vation ot ∈ V(·), updates the latent state, and emits
an exit flag. The observation is appended to the his-
tory, ht+1 ← ht ⊕ ot, and the agent returns to the

language environment when exit = true. The ac-
tive environment yields reward rt = R(et, ht, at),
and the agent maximizes r =

∑︁
t rt. Depending

on the task, the external environment may serve as
a tool supporting language reasoning (e.g., a cal-
culator), or may itself define the task and reward
(e.g., sorting hidden numbers via comparisons and
swaps; see Figure 2).

Language-only interaction. In existing tool-use
and external-interaction approaches (Feng et al.,
2025; Singh et al., 2025), agents remain in the lan-
guage environment: they always select at ∈ V
and extend the history as ht+1 = ht ⊕ at. Exter-
nal interaction is mediated by text patterns, such
as <calculator>...</calculator> or structured
JSON fields, which are parsed into actions in Ei
and routed to the corresponding environment. This
makes environment control depend on instruction
following and hand-crafted parsers. It also commits
the agent to all actions inside a parsed block before
receiving intermediate feedback, which can hinder
credit assignment in sequential decision-making.

Interaction with expanded action space (ExpA).
ExpA lets the agent interact with environments di-
rectly by expanding its action space beyond the
vocabulary. For each external environment i ̸= 0,
we introduce a routing action gi that transfers con-
trol to environment i, together with environment-
specific actions Ei. The added action set is

E = {gi}Ki=1 ∪
K⋃︂

i=1

Ei,

and the full action space is A = V ∪ E . The pol-
icy πθ is defined over A, conditioned on (ht, et),
with only actions valid in the active environment
available at each step.

Every rollout begins in the language environ-
ment (e0 = 0). The policy may either generate a
vocabulary token at ∈ V , extending the history, or
select a routing action gi, which appends its textual
description desc(gi) and transfers control to envi-
ronment i. Once inside environment i, the policy
selects actions from Ei; stepi then returns an obser-
vation, updates the latent state, and decides whether
to return control to language. Algorithm 1 gives
the details, and Figure 2 illustrates an example.

A key distinction is the direction in which lan-
guage mediates the interface. ExpA still represents
environment observations as text, which are ap-
pended to ht and consumed by the LLM like ordi-
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Figure 2: An example rollout with ExpA. Here, <sw> and <cp> route to the swap and compare environments,
respectively. Inside them, agents can choose <A>,<B>,<C> as operands. After two operands are chosen, the step
procedure updates the latent state z when necessary, routes back to the language environment, and returns the swap
or comparison result as a plain-text observation.

Algorithm 1 Rollout with ExpA
1: Input: policy πθ , horizon T , initial s0 = (h0, e0=0, z0)
2: for t = 0, 1, . . . , T − 1 do
3: if et = 0 then ▷ language environment
4: Sample at ∼ πθ(· | ht, et=0)
5: if at ∈ V then
6: ht+1 ← ht ⊕ at;
7: else if at = gi then ▷ route to env i
8: ht+1 ← ht ⊕ desc(gi);
9: et+1 ← i;

10: end if
11: else ▷ external environments
12: Sample at ∼ πθ(· | ht, et ̸= 0)
13: (ot, zt+1, exit)← stepet

(ht, zt, at)
14: ht+1 ← ht ⊕ desc(at)⊕ ot
15: if exit=true then
16: et+1 ← 0 ▷ route back to lang
17: end if
18: end if
19: rt ← R(et, ht, at)
20: end for
21: return trajectory τ = {(ht, at, rt)}T−1

t=0

nary context. However, these observations are not
parsed back into actions. What ExpA removes is
the reverse direction: the agent’s generated text no
longer needs to be parsed to identify tool invoca-
tions. Routing and environment actions are direct
policy outputs, separating language reasoning from
environment control while preserving the standard
text-based observation interface.

4 ExpA Reinforcement Learning (EARL)

ExpA gives LLMs explicit actions for interacting
beyond language, but these actions are initially un-
familiar to the pretrained model. EARL addresses
this with two components: (i) a policy over the ex-
panded action space, initialized from the LLM’s lin-
guistic knowledge, and (ii) Counterfactual Policy
Optimization (CPO), which encourages exploration

of useful routing actions. CPO optimizes

JCPO(θ) = Es0, T (s0)

[︄
1

m

m∑︂

i=1

Ui(T (s0); θ)
]︄
,

(1)
where s0 is sampled from the training distribu-
tion and T (s0) = {(τi, τ ′i)}mi=1 contains m factual–
counterfactual rollout pairs. Each factual rollout τi
follows the ExpA rollout procedure, while τ ′i is ob-
tained by forcing a routing action at a plausible in-
termediate step. The update function Ui uses these
pairs to switch between exploration from coun-
terfactual evidence and exploitation of successful
factual rollouts.

4.1 A Policy over the Expanded Action Space

Policy parameterization. We extend the stan-
dard LLM output head from |V| vocabulary logits
to |V ∪ E| logits over both tokens and expanded
actions. At step t, the encoded representation of
ht is projected to logits, and a softmax is applied
only over actions valid in the active environment et:
V ∪ {gi}Ki=1 when et = 0, and Eet otherwise. This
yields πθ(· | ht, et) while making the admissible
action set explicit.

Policy initialization. Each new action a ∈ E has
a natural-language description desc(a), such as an
environment name (e.g., “calculator”) or an action
label (e.g., “compare”). We initialize the weight of
a so that selecting it has approximately the same
likelihood as generating its description:

πθ(a | ht, et) ≈ πθ(desc(a) | ht, et),

where et is the environment in which a is admis-
sible. For single-token descriptions, this is done
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exactly by copying the pretrained output weight of
that token; for multi-token descriptions, we use the
mean of their output weights. This gives each new
action a linguistic prior and initializes actions inde-
pendently, which makes adding actions modular.

4.2 Counterfactual Rollouts to Encourage
Invoking New Actions

Even with this initialization, useful routing actions
may be rarely sampled: a pretrained model has no
prior experience selecting gcalc as an executable
action, even when arithmetic is needed. Stan-
dard on-policy gradients struggle in this regime
because rarely sampled actions receive little reward-
conditioned signal. CPO addresses this by asking
what would have happened if the policy had routed
into an environment at a plausible point in the tra-
jectory.

Given a factual rollout τ = {(ht, at, rt)}T−1
t=0 ,

we construct a counterfactual rollout τ ′ as follows:
1. Select a routing action gi ∈ E to encourage.

2. Sample an intervention step t′ ∈ {t | et = 0}
with probability proportional to πθ(desc(gi) |
ht, et=0).

3. Copy the factual prefix up to t′.

4. Intervene with do(at′ = gi) and apply the
ExpA transition.

5. Continue the rollout from t′ + 1 to obtain τ ′.
The intervention distribution uses only the pre-
trained next-token probability of the routing de-
scription. For example, if desc(gcalc) =“calculate”,
positions where “calculate” is linguistically natu-
ral receive higher probability. Thus, CPO remains
compatible with zero-RL training, without super-
vised tool-call demonstrations (DeepSeek-AI et al.,
2025; Zeng et al., 2025).

4.3 Update Function
For each rollout pair (τi, τ ′i), define

Ui(T (s0); θ) =

⎧
⎨
⎩
f(τ ′i , r

′
i − ri; θ), if all rj ≤ 0,

f(τi,
ri−µ
σ ; θ), otherwise,

where ri and r′i are the cumulative rewards of τi and
τ ′i , and µ, σ are the mean and standard deviation
of {ri}mi=1. The function f(τ, A; θ) is the standard
GRPO/PPO-style update with KL regularization,
taking trajectory τ and scalar advantage A as input;
the full form is given in Section C.

The first branch is used when all factual rollouts
fail, so there is no successful on-policy behavior to

exploit. In this case, the reward difference r′i − ri
provides direct evidence about whether forcing the
routing action helped. Once at least one factual
rollout succeeds, CPO returns to a group-relative
advantage over factual rollouts, exploiting strate-
gies already discovered by the policy. Thus, CPO
changes the rollout construction and advantage es-
timator, while leaving the underlying optimizer un-
changed.

5 Experiment

5.1 Experimental Setup

We evaluate EARL in controlled settings requir-
ing multi-turn interaction with external environ-
ments. Our goal is to isolate two challenges in
sequential decision-making: (i) learning reusable
interaction policies without disrupting existing lan-
guage and numerical reasoning, and (ii) adapting
actions to hidden state revealed only through inter-
action. Calc-Bench tests the first challenge through
calculator-mediated reasoning, while Sorting tests
the second through partial observability. Full data
details are provided in Section D.

• Calc-Bench. The agent uses a stateless calcu-
lator environment (Figure 3) and receives exact-
match (EM) reward. Calc-Bench tests whether
the agent can learn calculator interaction as a
reusable policy while preserving arithmetic, lan-
guage, and numerical understanding. It contains
four task types (statistics in Appendix Table 6,
examples in Figure 3): (1) Arithmetic, which
tests out-of-distribution calculator use; (2) Count-
down, which stresses history-dependent search,
where useful operations depend on intermedi-
ate outcomes; (3) GSM8K∗, a harder variant of
GSM8K (Cobbe et al., 2021) with larger numbers
but preserved semantics; and (4) Count, which
tests whether tool-use training preserves basic
numerical understanding.

• Sorting. The agent sorts hidden numbers by in-
teracting with compare and swap environments
(Figure 3). Comparisons reveal relative order,
while swaps modify the hidden state zt (Figure 2).
The reward depends on the final hidden state
zT , with penalties for excessive comparisons and
swaps. This task isolates decision-making un-
der partial observability: the agent must gather
information, reason over revealed relations, and
modify hidden state through environment actions
rather than only produce a textual answer. Train-
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Example Questions

Arithmetic

Countdown

GSM8K*

Count

Sorting

What is subtraction of 69 divided by 6 plus 7049 plus 13 plus 50 plus 643 from 9936?

Using the numbers [2900, 1205, 5911, 4], create an equation that equals -4212.

Henry made two stops in a 691206-mile trip…How many miles did he go in the first stop?

How many times does the digit 0 appear in the number fifty-eight billion, thirty million…? 

Sort the following items in ascending order: A, B, C, D, E.

Calculator

Environments

+−×÷= ()1234567890.

Compare
𝐴, 𝐵, 𝐶, 𝐷, 𝐸

Swap
𝐴, 𝐵, 𝐶, 𝐷, 𝐸

Figure 3: Example questions and the environment-specific actions in Calc-Bench and Sorting.

Method Calc-Bench

Arithmetic Countdown Count GSM8K∗ Overall

GPT-4o 41.30 18.85 66.85 31.95 39.74

Qwen-2.5-3B-Instruct 15.80 2.80 66.50 20.55 26.41
SFT+GRPO 70.75 48.50 93.85 30.57 60.92
Prompt+GRPO 64.70 49.15 94.75 30.39 59.75
Prompt+CPO 61.50 38.30 91.35 46.80 59.49
ExpA+CPO (EARL) 69.20 75.15 93.70 48.53 71.65

Qwen-2.5-7B-Instruct 22.60 11.75 74.05 24.01 33.10
SFT+GRPO 56.00 66.70 93.00 34.20 62.48
Prompt+GRPO 80.30 60.70 98.60 33.33 68.23
Prompt+CPO 64.85 55.15 94.55 52.33 66.72
ExpA+CPO (EARL) 78.10 84.25 98.70 53.71 78.69

Table 1: EM results (exact match) on Calc-Bench under joint multitask training. We train each model jointly on all
Calc-Bench tasks to assess the benefits of shared representation learning.

ing spans Sort-2 through Sort-5, and evaluation
uses Sort-4 and Sort-5.

Baselines. We compare against four paradigms:
(1) SFT+GRPO (Feng et al., 2025) – supervised
fine-tuning on interaction data, then GRPO (Shao
et al., 2024); (2) Prompt+GRPO (Singh et al.,
2025) – interaction patterns provided in the
prompt, then GRPO (DeepSeek-AI et al., 2025);
(3) Prompt+CPO – as Prompt+GRPO, but opti-
mized with our CPO; this isolates the contribution
of the expanded action space, since the only dif-
ference from EARL is its absence; (4) Zero-shot
– proprietary models such as GPT-4o (Hurst et al.,
2024) without fine-tuning.

Implementation. We use Qwen2.5 (Yang et al.,
2024) (base and instruction-tuned, 0.5/3/7B) on
NVIDIA A100-80GB GPUs. Following Singh et al.
(2025), we use the same hyperparameters and opti-
mization protocol (e.g., KL weight, PPO clipping)
across baselines and EARL. Full configurations are
in Sections E and F.

5.2 Experimental Results on Calc-Bench
Main results. As shown in Table 1, zero-shot
models struggle on Calc-Bench, with GPT-4o
reaching only 39.74 overall EM. Training with

Method #interactions #hallucinations #plannings

EARL 11.25 0.001 20.48
Prompt+CPO 4.85 0.7424 3.22
Prompt+GRPO 15.10 0.000 1.84
SFT+GRPO 3.16 0.6885 1.96

Table 2: Average occurrence of external interactions,
hallucinations and planning phrases in a validation roll-
out on Countdown task. We define hallucination as
inputting a number that is not given in the question to
the calculator. We identify a list of planning phrases
commonly used by models in Table 4.

calculator improves performance, but vocabulary-
constrained baselines show uneven gains and re-
main especially weak on Countdown, where suc-
cess requires a history-dependent search strategy
rather than isolated arithmetic execution. EARL
achieves the best overall performance, with up to
10.46 absolute EM gain overall and 17.55 EM gain
on Countdown. These gains do not come at the
cost of other skills: EARL remains competitive on
Arithmetic, Count, and GSM8K∗ while substan-
tially improving Countdown. The training curves
in Figure 4 show the same pattern, suggesting that
ExpA learns a reusable interaction policy with-
out disrupting language-based numerical reason-
ing. We adopt the natural-language tool descrip-
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Figure 4: Training dynamics on Calc-Bench under joint multitask RL with a 3B model. Each subplot reports
validation exact match (EM) over training steps for one task. EARL improves consistently across tasks and is
especially stable on Countdown.

tion as our primary configuration, as it is more gen-
eral and less dependent on a specific format. Al-
though the <calculator>...</calculator> con-
figuration performs slightly better (Appendix Ta-
ble 9), we attribute this to such special-symbol tags
aligning more closely with the base model’s pri-
ors for this particular tool interface, rather than to
a genuine advantage that would generalize across
tools.

Countdown analysis. Table 2 analyzes how
models use the calculator on Countdown.
Prompt+GRPO invokes the calculator frequently
and avoids invalid inputs, but shows little planning
behavior, suggesting a tendency toward brute-force
trial. Prompt+CPO increases planning cues, but
also introduces hallucinated inputs, indicating
interference between language reasoning and
action learning in the vocabulary-only interface.
SFT+GRPO uses the calculator least and often
transfers poorly beyond its supervised interaction
patterns. In contrast, EARL combines near-zero
hallucination with by far the most planning cues,
while using a moderate number of interactions.
This supports the central hypothesis: separating
environment actions from vocabulary generation
helps the model learn history-dependent interaction

without disrupting language-based reasoning.

Ablation Study. We ablate the main design
choices on Countdown in Table 3. The results show
three key patterns.

• ExpA is the main driver. Vocabulary-constrained
baselines remain much lower even with prompts
and constrained decoding (e.g., SFT+GRPO:
62.05). Adding ExpA raises EM to 75.10 even
without CPO, and full EARL reaches 80.09.

• CPO improves exploration within ExpA. Counter-
factual rollouts give consistent additional gains,
both with prompts (80.09 vs. 75.10) and without
prompts (76.76 vs. 73.79).

• ExpA reduces reliance on prompts and SFT. Re-
moving the environment prompt from EARL
causes only a modest drop (80.09 to 76.76),
and EARL remains strong in the Zero-RL set-
ting (77.31), far above Prompt+GRPO (Zero) at
51.15. This suggests that interaction strategies
are learned in the policy rather than rediscovered
from prompts.

GSM8K∗ analysis. In Figure 5, we show the dis-
tribution of response lengths among correct rollouts
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Method SFT CD Env. Prompt Zero-RL CFR ExpA EM

SFT-GRPO ✓ ✓ ✓ 62.05
Prompt-GRPO (Zero) ✓ ✓ ✓ 51.15
Prompt-GRPO ✓ ✓ 58.16

EARL ✓ ✓ ✓ ✓ 80.09
– prompt ✓ ✓ ✓ 76.76
– CPO ✓ ✓ ✓ 75.10
– CPO & prompt ✓ ✓ 73.79

EARL (Zero) ✓ ✓ ✓ ✓ ✓ 77.31
– prompt ✓ ✓ ✓ ✓ 74.56
– CPO ✓ ✓ ✓ ✓ 76.45
– CPO & prompt ✓ ✓ ✓ 70.27

Table 3: Countdown ablation study on the contribution of supervised fine-tuning (SFT), constrained decoding (CD),
environment prompts, Zero-RL, counterfactual rollouts (CFR), and ExpA. EM denotes exact-match accuracy.
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Figure 5: Response token length distribution for correct
rollouts in GSM8K∗.

on GSM8K∗ with the 3B model. The results reveal
a clear link between efficiency in reasoning (fewer
tokens) and stronger performance. Notably, the
two methods using CPO (EARL and Prompt+CPO)
outperform those with GRPO (SFT+GRPO and
Prompt+GRPO), underscoring the importance of
encouraging diverse environment interactions.

Phrase EARL Prompt+CPO Prompt+GRPO SFT+GRPO

not close 9,961 99 0 18
is close 805 2,930 0 855
close to 3,019 1,138 0 2,253
still close 9 193 0 0
different approach 7,586 92 1,650 15
another approach 0 1,769 0 219
different combination 8,851 39 2,040 377
another combination 1,784 46 0 58
negate 682 4 0 121
far from 8,264 141 0 10

Total 40,961 6,451 3,690 3,926

Table 4: The number of using planning phrases across
different training strategies.

Planning phrases analysis. We conduct an in-
depth analysis of contingent learning on the Count-
down task, where each intermediate response de-
pends on the preceding actions and their outcomes.
Table 4 summarizes the results and reveals distinct
patterns across methods. For Prompt+GRPO, the

dominant planning phrases are confined to ‘differ-
ent approach’ and ‘different combination’, indi-
cating a narrow exploration of planning strategies.
SFT+GRPO introduces greater diversity in plan-
ning phrases, but the increase over Prompt+GRPO
is modest (6.4%), suggesting that supervised fine-
tuning imposes subjective biases that constrain ef-
fective exploration. CPO markedly improves plan-
ning diversity, increasing the number of planning
phrases by 64.3% and 74.8% over SFT+GRPO and
Prompt+GRPO, respectively, enriching the plan-
ning process with a broader range of transition
options expressed in natural language. Notably,
our proposed EARL achieves the highest utiliza-
tion and diversity of planning phrases. When inter-
mediate responses are incorrect, EARL frequently
invokes conditional phrases such as ‘not close’,
‘close to’, and ‘far from’ to guide subsequent steps,
enabling the model to either refine the current plan
(‘another combination’, ‘different combination’) or
initiate a new strategy (‘different approach’). This
reflects a more nuanced and adaptive planning be-
havior than the baselines.

Additional results. We report 0.5B model results
in the Section G.1 to demonstrate that it can inter-
act with env as well. We also provide the change
of validation performance throughout training on
Calc-Bench, as well as case studies that highlight
our advantages over previous methods.

5.3 Experimental Results on Sorting
Main results. Figure 6 reports sorting accuracy
for Prompt+GRPO, Prompt+CPO, and EARL on
Sort-4 and Sort-5, stratified by the minimum num-
ber of swaps required. EARL solves Sort-4 per-
fectly at every difficulty level, while Prompt+CPO
degrades as more swaps are required. The gap
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Henry made two stops in a 691206-mile trip…How many miles did he go in the first stop?
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Figure 6: Sort accuracy stratified by the number of
required swaps.

Method #SW #CP

Prompt+GRPO 2.076 6.101
EARL 1.917 5.708
EARL∗ 1.917 4.833
GCC 2.333 5.000
Insert-sort 3.000 4.917
Optimal 1.917 4.667

Table 5: Average number of swaps (SW) and compar-
isons (CP) to sort 4 random numbers for different algo-
rithms.

widens on Sort-5, where EARL exceeds the
strongest baseline (Prompt+GRPO) by up to 21%
within a stratum and by more than 10% overall.

Efficiency. We measure the average number of
comparisons and swaps EARL uses to sort ran-
dom Sort-4 inputs. Under greedy decoding, EARL
realizes a deterministic decision tree (visualized
in Section G.2). Pruning a small number of re-
dundant comparisons yields a simplified variant
EARL∗, summarized in Algorithm 2: A is used
as a pivot, additional comparisons are issued only
when needed, and the final ordering is realized
by MIN_SWAP(R) given the accumulated com-
parison results R. Table 5 compares EARL and
EARL∗ against Prompt+GRPO, classical sorting
algorithms, and the theoretical optimum. Both
EARL variants match the optimum in swap count
and closely approach it in comparison count, out-
performing insertion sort and even GCC’s built-in
routine.1

Sorting with RL. Our results connect to recent
RL-based algorithm discovery, most notably Al-
phaDev (Mankowitz et al., 2023). The key dis-
tinction is the representation: AlphaDev operates
on low-level assembly instructions, while EARL

1GCC is optimized for processor efficiency (e.g., branch-
less cmov) rather than minimizing raw operations; “Optimal”
denotes the theoretical minimum over the combined number
of comparisons and swaps.

Algorithm 2 EARL∗ Sort-4
1: Input: four numbers A,B,C,D
2: R← ∅
3: R← R∪ {Compare(A,B)}
4: R← R∪ {Compare(A,C)}
5: R← R∪ {Compare(A,D)}
6: if not (C < A < B ∨ B < A < C) then
7: R← R∪ {Compare(B,C)}
8: end if
9: if not (D < A < B ∨ B < A < D) then

10: R← R∪ {Compare(B,D)}
11: end if
12: if not (D < A < C ∨ C < A < D) then
13: R← R∪ {Compare(C,D)}
14: end if
15: MIN_SWAP(R)

leverages the LLM’s natural-language vocabulary
to represent context and chain reasoning steps. This
generality lets EARL transfer pretrained language
knowledge into the interactive setting, reaching
100% Sort-4 accuracy in only∼70 training steps—
several orders of magnitude fewer than AlphaDev’s
million-step regime. Sort-5 is not yet perfectly
solved; our goal here is to demonstrate that ExpA
enables efficient learning in interactive environ-
ments, leaving dedicated algorithm discovery and
harder settings such as VARSORT for future work.

6 Conclusion

We introduced a new paradigm for Large Language
Models (LLMs) to reason with and beyond lan-
guage when interacting with external environments.
Our framework, ExpA, augments the policy with
routing and environment-specific actions, decou-
pling reasoning from environment control and re-
moving reliance on text-pattern parsers for action
selection. The result is a clean, end-to-end train-
able interface in which the agent’s interactions with
environments are direct policy outputs, not strings
to be parsed. On top of ExpA, we proposed EARL,
a reinforcement learning method whose counterfac-
tual rollouts provide learning signal for routing ac-
tions that a pretrained LLM rarely emits, enabling
exploration of the expanded action space without
supervised tool-call demonstrations. Empirically,
EARL outperforms strong baselines on multi-turn
tasks that require environment interaction, with the
largest gains on contingent-planning settings where
the agent must adapt to intermediate observations.
Together, these results establish a modular and prin-
cipled paradigm for equipping LLMs with explicit
interfaces to external environments.
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Limitations

The primary objective of this study is to develop
a practical method for extending the action space
of LLMs, thereby enhancing their reasoning capa-
bilities beyond the intrinsic language knowledge
spaces. Our proposed approach, EARL, proves ef-
fective in this regard. However, we identify three
key limitations. First, due to computational con-
straints, our empirical evaluation is limited to the
Qwen-2.5 model family (up to 7B parameters), and
its scaling properties remain to be discovered. Sec-
ond, we did not investigate optimal action space
initialization techniques for novel actions within
the continuous learning paradigm. Third, the frame-
work’s performance in complex external environ-
ments involving multimodality and diverse action
spaces is underexplored. Addressing these limita-
tions to develop a more robust and generalizable
solution will be the focus of our future research
endeavors.
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A Usage of AI Assistant

We use AI assistants or tools such as ChatGPT and
Grammarly to correct grammar errors and polish
the language.

B Policy on expanded action space

Our parameterization of the πθ uses a linear-
softmax layer applied to an encoding g(ht) ∈ Rd

of the history (context) ht by the LLM. The layer
uses a weight matrix W = [w1, ..., wN ]⊤, where
N = |E| is the total number of actions across
all environments, including the language one, and
wa ∈ Rd are the parameters used to compute the
logit of action a for a ∈ [N ]. The softmax is
restricted to actions that are available in the ac-
tive environment et. We define, for environments
e ∈ {0, 1, ...,K},

σe(z)a =
eza∑︁

a′∈Ẽe e
za′
1[a ∈ Ẽe] .

Here, Ẽ0 = {ge}e∈[K] ∪ E0 and Ẽe = Ee for e =
1, ...,K. With this,

πθ(· | ht, et) = σet(Wg(ht)) .

C Update Rule
The update rule is given by

f(τ, a; θ) =

T−1∑︂

t=0

[︂
min

(︁
rt(θ) a, clip(rt(θ), 1− ϵ, 1 + ϵ) a

)︁

− βKL
(︁
πθ(· | ht) ∥πref(· | ht)

)︁ )︁]︂
,

(2)

where

• τ = {(ht, at, rt)}T−1
t=0 is a rollout trajectory,

• ht denotes the token history (state) at step t,

• rt(θ) = πθ(at|ht)
πold(at|ht)

is the importance sampling
ratio between the new and old policies,

• ϵ is the PPO clipping threshold,

• β is the KL regularization coefficient,

• πθ(· | ht) and πref(· | ht) denote the current
and reference policies, respectively. We use the
pre-trained LLM as the reference model.

Note that we slightly abuse notation in the main
paper by saying τ is generated with πθ. In practice,
rollouts are generated by the reference policy πold,
which is held fixed during data collection. The

objective in Equation (2) then compares the like-
lihood of these sampled actions under the current
policy πθ versus the reference policy πold, with
the ratio rt(θ) providing the necessary importance
weighting. This distinction ensures stable on-policy
learning: trajectories are collected with πold, while
updates adjust πθ to maximize advantage without
diverging too far from πold.

In training, we do not perform update on posi-
tions in each rollout corresponding to observations
returned by external environments. For EARL, we
apply the KL loss with token probabilities com-
puted over the original vocabulary space V .

D Dataset Details

Calc-Bench Dataset Details. The Calc-Bench
benchmark consists of four sub-datasets targeting
different types of mathematical reasoning: Arith-
metic, Countdown, Count, and a rewritten subset of
GSM8K, denoted GSM8K∗. Each dataset is gener-
ated via task-specific scripts, with explicit control
over complexity, number format, and structure.

• Arithmetic: This dataset contains randomly gen-
erated arithmetic expressions involving up to 5-
digit integers and between 2 and 6 operations.
The training set includes 1,000 samples with a
maximum of 4 operations and 10% of examples
paraphrased into natural language. The test set
contains 2,000 samples with up to 6 operations
and 70% paraphrased into natural language.

• Countdown: Each instance is generated by sam-
pling a valid arithmetic expression, extracting all
numerical values, shuffling them, and using the
original result as the target. The final dataset in-
cludes 20,000 training and 2,000 test examples.
Expressions contain up to 4-digit numbers and al-
low up to 3 operations. Each number must appear
exactly once in the constructed expression.

• GSM8K∗: This subset is derived from a manu-
ally rewritten version of GSM8K, filtered to in-
clude only examples explicitly marked as rewrit-
ten. Each sample includes a paraphrased ques-
tion and corresponding reasoning-based answer.
This version preserves the complexity of GSM8K
while reducing lexical overlap with the original
dataset.

• Count: This dataset consists of symbol sequences
with a maximum length of 20. Each example is
labeled with a count-based target (e.g., the num-
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Task Max number (10x) #Operands Lang. portion #Instances

Train Test Train Test Train Test Train Test

Arithmetic 5 5 5 7 10% 70% 1,000 2,000
Countdown 4 4 4 4 NA NA 20,000 2,000
GSM8K∗ 6 6 NA NA NA NA 5,317 579
Count 20 20 NA NA 90% 90% 1,000 2,000

Table 6: Statistics of the Calc-Bench datasets. Language portions refer to the portion of questions where operations
or numbers are written in natural language.

ber of specific items). The training set includes
1,000 examples and the test set includes 2,000.

Sorting Dataset Details. We adopt a curriculum-
based training strategy for sorting tasks. Specifi-
cally, we first use an ordering dataset to pre-train
the model on simpler relational tasks, followed by a
sorting dataset that introduces the full sorting items.
Each dataset is constructed with its own generation
procedure and input length distribution, as detailed
below.

• Ordering: A total of 20,000 training examples
are generated, with 95% assigned to the order
task and 5% to compare. Each input sequence
contains 2 to 5 items, with a length distribution
of 30% for 2 items, 30% for 3 items, 20% for 4
items, and 20% for 5 items. The corresponding
test set contains 2,000 order examples, with the
same item length distribution.

• Sorting: The training set contains 80,000 exam-
ples, with input lengths ranging from 2 to 5 el-
ements, denoted as Sort-2 through Sort-5. The
distribution is 10% Sort-2, 20% Sort-3, 30% Sort-
4, and 40% Sort-5. The test set includes 2,000
examples, equally split between Sort-4 and Sort-
5 cases.

E Baseline Details

In our experiments, we employ open-source LLM
Qwen2.5 (Yang et al., 2024) as the backbone,
which has been designed to address a wide range
of applications, including coding and mathematics.
We select both base and instruction-tuned variants
with model sizes of 0.5B, 3B, and 7B parameters
for our experiments.

Here we provide details of each baseline meth-
ods as follows:
• GPT-4o (Hurst et al., 2024) is a frontier large
language model developed by OpenAI, demonstrat-
ing advanced capabilities in reasoning with various
contexts. We use standard prompt instruction as
the key to generating a response.

• Prompt-based RL is a cost-effective and effec-
tive method for LLMs, specifically designed to
train them by optimizing their responses to given
prompts. We employ the cutting-edge approach
Group Relative Policy Optimization (GRPO) (Shao
et al., 2024) for our SFT+GRPO and Prompt-
GRPO (DeepSeek-AI et al., 2025) baselines. We
replace GRPO with our proposed CPO as Prompt-
CPO baseline.

SFT Data Curation. We follow (Tang et al.,
2024), leveraging frontier LLM GPT-4o to gen-
erate solutions on the Countdown task. In order
to obtain high-quality SFT data, we only select so-
lutions that GPT-4o can correctly answer with no
more than 1K tokens.

F Implementation Details

Our implementation of EARL efficiently supports
ExpA rollouts through a customized vLLM back-
end (Kwon et al., 2023) and integration with the
VeRL training library (Sheng et al., 2025). We
follow the configurations outlined in VeRL. To en-
sure the reproducibility of our findings, detailed
implementation instructions are provided below.

F.1 Calc-Bench Implementation Details
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Prompt+GRPO Training Config <Qwen-2.5-3B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6383 &&
set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['calculator']
algorithm.adv_estimator=grpo
tool_config_path=tool_configs/combined_calculator_baseline.yaml
data.train_files=./data/calc_bench/combined_baseline/train.parquet
data.val_files=./data/calc_bench/combined_baseline/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=1024
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-3B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='calc_bench/qwen2.5-3b/prompt-grpo'
trainer.validation_data_dir=./val_result/calc_bench/3b/prompt-grpo
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=25
trainer.test_freq=25
trainer.total_epochs=4

EARL Training Config <Qwen-2.5-3B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6383 &&
set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['calculator']
algorithm.adv_estimator=trpo
tool_config_path=tool_configs/combined_calculator.yaml
data.train_files=./data/calc_bench/combined_earl/train.parquet
data.val_files=./data/calc_bench/combined_earl/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=1024
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-3B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
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actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.max_num_batched_tokens=7200
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='calc_bench/qwen2.5-3b/earl-trpo'
trainer.validation_data_dir=./val_result/calc_bench/3b/earl
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=25
trainer.test_freq=25
trainer.total_epochs=4

Prompt+GRPO Training Config <Qwen-2.5-7B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6384 &&
set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['calculator']
algorithm.adv_estimator=grpo
tool_config_path=tool_configs/combined_calculator_baseline.yaml
data.train_files=./data/calc_bench/combined_baseline/train.parquet
data.val_files=./data/calc_bench/combined_baseline/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=1024
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-7B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=32
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actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='calc_bench/qwen2.5-7b/prompt-grpo'
trainer.validation_data_dir=./val_result/calc_bench/7b/prompt-grpo
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=100
trainer.test_freq=10
trainer.total_epochs=4

EARL Training Config <Qwen-2.5-7B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6384 &&
set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['calculator']
algorithm.adv_estimator=trpo
tool_config_path=tool_configs/combined_calculator.yaml
data.train_files=./data/calc_bench/combined_earl/train.parquet
data.val_files=./data/calc_bench/combined_earl/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=1024
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-7B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=32
actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='calc_bench/qwen2.5-7b/earl-trpo'
trainer.validation_data_dir=./val_result/calc_bench/7b/earl
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=100
trainer.test_freq=10
trainer.total_epochs=4

F.2 Sorting Implementation Details
Prompt+GRPO Training Config <Qwen-2.5-7B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6384 &&
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set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['swap','compare']
algorithm.adv_estimator=grpo
tool_config_path=tool_configs/sorting_baseline.yaml
data.train_files=./data/sort_baseline_train/train.parquet
data.val_files=./data/sort_earl_4_5/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=384
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-7B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='sorting/qwen2.5-7b/prompt-grpo-sort'
trainer.validation_data_dir=./val_result/sorting/7b/prompt-grpo
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=5000
trainer.test_freq=3
trainer.total_epochs=1

EARL Training Config <Qwen-2.5-7B-Instruct>

apptainer exec --nv envs/verl.sif bash -c "
ray start --head --port=6384 &&
set -x &&
python3 -m verl.trainer.main_earl
actor_rollout_ref.earl.model.freeze_base_model=False
actor_rollout_ref.earl.model.init_from_base=True
actor_rollout_ref.earl.training.tools=['swap','compare']
algorithm.adv_estimator=trpo
tool_config_path=tool_configs/sorting.yaml
data.train_files=./data/sort_earl_train/train.parquet
data.val_files=./data/sort_earl_4_5/test.parquet
data.train_batch_size=256
data.max_prompt_length=384
data.max_response_length=384
data.filter_overlong_prompts=True
data.truncation='error'
actor_rollout_ref.model.path=Qwen/Qwen2.5-7B-Instruct
actor_rollout_ref.actor.optim.lr=1e-6
actor_rollout_ref.model.use_remove_padding=True
actor_rollout_ref.actor.ppo_mini_batch_size=32
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actor_rollout_ref.actor.ppo_micro_batch_size_per_gpu=8
actor_rollout_ref.actor.use_kl_loss=True
actor_rollout_ref.actor.kl_loss_coef=0.001
actor_rollout_ref.actor.kl_loss_type=low_var_kl
actor_rollout_ref.actor.entropy_coeff=0
actor_rollout_ref.model.enable_gradient_checkpointing=True
actor_rollout_ref.actor.entropy_checkpointing=True
actor_rollout_ref.actor.entropy_from_logits_with_chunking=True
actor_rollout_ref.actor.fsdp_config.param_offload=False
actor_rollout_ref.actor.fsdp_config.optimizer_offload=False
actor_rollout_ref.rollout.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.rollout.tensor_model_parallel_size=1
actor_rollout_ref.rollout.name=vllm
actor_rollout_ref.rollout.gpu_memory_utilization=0.6
actor_rollout_ref.rollout.n=8
actor_rollout_ref.ref.log_prob_micro_batch_size_per_gpu=8
actor_rollout_ref.ref.fsdp_config.param_offload=True
algorithm.use_kl_in_reward=False
trainer.critic_warmup=0
trainer.logger=['console','tensorboard']
trainer.project_name='earl'
trainer.experiment_name='sorting/qwen2.5-7b/earl-sort'
trainer.validation_data_dir=./val_result/sorting/7b/earl
trainer.n_gpus_per_node=4
trainer.nnodes=1
trainer.save_freq=5000
trainer.test_freq=3
trainer.total_epochs=1
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F.3 Prompts
We highlight the environment prompt, question, and task in our instruction prompt.

Prompt Example <Calc-Bench: Arithmetic>

<system>:
You are a helpful assistant. You first think about the reasoning
process in the mind and then provide the user with the answer.

You are allowed to use calculator by wrapping the expression with
<calculator> </calculator> tags. The calculator output will follow
inside <result> </result> tags. For example,
<calculator> (12 + 6) / 3 </calculator> will produce
<result> 6 </result>. You can use calculator multiple times in
your reasoning process.

<user>:
What is 7 + (4 * 366 + 32287 - 7471)? Output your answer after `####'.

<assistant>:
Let me solve this step by step.

Prompt Example <Calc-Bench: Countdown>

<system>:
You are a helpful assistant. You first think about the reasoning
process in the mind and then provide the user with the answer.

You are allowed to use calculator with the ` calculate' keyword.
For example, you may calculate (12 + 6) / 3 = 6. You can use calculator
multiple times in your reasoning process.

<user>:
Using the numbers [3697, 5655, 1199, 11], create an equation that
equals 74587492. You can use basic arithmetic operations (+, -, *, /)
one or multiple times but each number can only be used once. Output the
final answer after `####'. For example, given numbers [1, 2, 3] and
target number 1, output #### (1 + 2) / 3.

<assistant>:
Let me solve this step by step.

Prompt Example <Calc-Bench: Count>

<system>:
You are a helpful assistant. You first think about the reasoning
process in the mind and then provide the user with the answer.

<user>:
How many times does the digit 2 appear in the number eighty-three
million, seven hundred and forty-five thousand and thirty-nine?
Output your answer after `####'. For example, given the number 121
and digit 1, output #### 2.

<assistant>:
Let me solve this step by step.
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Prompt Example <Calc-Bench: GSM8K∗>

<system>:
You are a helpful assistant. You first think about the reasoning
process in the mind and then provide the user with the answer.

<user>:
Natalia sold clips to 40770 of her friends in April, and then she sold
half as many clips in May. How many clips did Natalia sell altogether in
April and May? Output your final answer after `####'.

<assistant>:
Let me solve this step by step.

Prompt Example <Sorting>

<system>:
You are a helpful assistant. You first think about the reasoning
process in the mind and then provide the user with the answer.

You have access to the following tools:
- compare tool: compare A and B: A > B
- swap tool: swap A and B => B, A

<user>:
Sort the following items in descending order: A, B, C, D, E. While you
do not know the values of the items, you can compare any two items using
the compare tool. Once you know the order of them, you can use the swap
tool multiple times to complete the task. For example, to sort A, B in
descending order, if you find A < B with the compare tool, you can use
the swap tool on A and B to complete the task. Use fewest possible
comparisons and swaps to complete the task. Stop when the sequence is
sorted and do not output any answer.

<assistant>:
Let me solve this step by step.
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Figure 7: Performance comparison on the Calc-Bech
Arithmetic. Arithmetic Operation Out-of-Distribution
(OOD) is shown as bars, and Arithmetic Digit OOD as
lines. Both plots correspond to the lightweight model
Qwen-2.5-0.5B-Instruct.

Arithmetic

Countdown

GSM8K*

Count

Sorting

What is subtraction of 69 divided by 6 plus 7049 plus 13 plus 50 plus 643 from 9936?

Using the numbers [2900, 1205, 5911, 4], create an equation that equals -4212.

Henry made two stops in a 691206-mile trip…How many miles did he go in the first stop?

How many times does the digit 0 appear in the number fifty-eight billion, thirty million…? 

Sort the following items in ascending order: A, B, C, D, E.

Calculator
+−×÷= ()1234567890.

Compare
𝐴, 𝐵, 𝐶, 𝐷, 𝐸

Swap
𝐴, 𝐵, 𝐶, 𝐷, 𝐸
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Figure 8: ExpA training reward vs. iteration.

G Additional Experimental Results

G.1 Calc-Bench

Evaluation on Lightweight Model. Experimen-
tal results in Figure 7 demonstrate that our EARL
can effectively improve the Arithmetic task for a
lightweight model with only 0.5 billion parame-
ters (Qwen-2.5-0.5B-Instruct). In this experiment,
as described in Table 7, we consider two Out-
of-Distribution (OOD) variants, including Oper-
ation OOD and Digit OOD. Due to the limitation
of the model’s capability, we observe that Qwen-
2.5-0.5B-Instruct has almost zero inherent knowl-
edge to handle arithmetic tasks without fine-tuning.
With enough training resources, SFT can achieve
a significant performance gain for both OOD set-
tings. Notably, EARL can effectively benefit the
lightweight model, achieving comparable perfor-
mance on the Operation OOD task, and even better
results on the Digit OOD task.

Evaluation on Collective Tool Learning. In Fig-
ure 4, we compare EARL with three baseline meth-

ods, where the tool learning trajectory of EARL
is represented in yellow. We observed that all the
methods in Figure 4d show a similar trend, demon-
strating a distinct learning behavior with respect to
other tasks. One possible reason is that this task is
relatively easy, which could be well addressed by
the model’s inherent language knowledge spaces;
introducing external action spaces won’t enhance
this task much. For the other three tasks, we ob-
serve that EARL reveals the efficiency and effec-
tiveness of learning, indicating that all tasks are
complementary to achieve enhanced and robust
math reasoning with a better trade-off. Our find-
ings suggest that EARL is a practical and scalable
framework to expand action spaces.

Additional Ablation Study. To validate the ro-
bustness of EARL on different environment con-
figurations, we conduct a comprehensive ablation
study, shown in Table 9. All experimental re-
sults and findings validate that our proposed EARL
achieves the best robustness, indicating that EARL
is an effective framework with the potential to han-
dle diverse external environments. Furthermore, by
eliminating the need for environment-specific con-
figurations, EARL develops a generalized under-
standing of tool interactions that is more naturally
aligned with language.

if A < B if A < C if A < D if B < C if B < D if C < D None
if C > D swap(C,D)

if B > D if C > D swap(B,D) swap(B,C)
if B > C if B < D if C < D swap(B,C)

if B > D if C < D swap(B,C) swap(B,D)
 if C > D swap(B,D)

if A > D if B < C if B > D swap(A,D) swap(A,B) swap(B,C)
if B > C if B > D swap(A,D) swap(A,B)

if A > C if B > C if A < D if B < D swap(A,C) swap(A,B)
if B > D swap(A,C) swap(A,B) swap(B,D)

if A > D if B > D if C < D swap(A,C) swap(B,D)
if C > D swap(A,D) swap(B,C) swap(A,B)

if A > B if A < C if A < D if B < C if B < D if C < D swap(A,B)
if C > D swap(A,B) swap(C,D)

if A > D if B < C if B < D swap(A,B) swap(A,D) swap(A,C)
if B > D swap(A,D) swap(A,C)

if A > C if A < D if B < C if B < D if C < D swap(A,B) swap(A,C)
if B > C if B < D if C < D swap(A,C)

if A > D if B < C if B < D if C < D swap(A,B) swap(A,C) swap(A,D)
if C > D swap(A,B) swap(A,D)

if B > D if C > D swap(A,D)
if B > C if B < D swap(A,C) swap(A,D)

if B > D if C < D swap(A,C) swap(B,D) swap(A,B)
if C > D swap(A,D) swap(B,C)

 

Figure 10: Decision tree induced by EARL on Sort-4.
Red nodes indicate redundant comparisons that can be
pruned to obtain EARL∗.

G.2 Sorting
Figure 10 visualizes the deterministic decision tree
induced by EARL on Sort-4 inputs under greedy de-
coding. Each internal node represents a binary com-
parison, and each leaf corresponds to a sequence
of swaps for producing a sorted output. Red nodes
indicate redundant comparisons that do not affect
the final decision and can be pruned to yield the
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Task Max number (10x) #Operands Lang. portion #Instances

Train Test Train Test Train Test Train Test

Operation OOD 4 4 3 6 5% 70% 20,000 2,000
Digit OOD 3 4 5 5 NA NA 20,000 2,000

Table 7: Statistics of the Arithmetic OOD setting. Language portions refer to the portion of questions where
operations or numbers are written in natural language.
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Figure 9: Comparison of training reward and tool use count under different initialization strategies.

Instruct Base

w/ env.p w/o w/ env.p w/o

ExpA+CPO (EARL) 80.09 76.76 77.31 74.56
ExpA+GRPO 75.10 73.79 76.45 70.27
Prompt+CPO 67.23 - 63.64 -
Prompt+GRPO 58.16 - 51.15 -
SFT+GRPO 62.05 - 61.17 -

Table 8: Ablation on Countdown: CPO vs. GRPO,
training on Qwen-Instruct vs. -Base, and with (w/) vs.
without (w/o) environment prompt (env.p). ExpA+CPO
corresponds to EARL.

simplified variant EARL∗ described in the main
text.

H Additional Analysis

H.1 Action Initialization Analysis

In Section 4.1 we described our policy parame-
terization and initialization strategy for expanded
actions. Here we provide additional empirical evi-
dence supporting this design. As shown in Figure 9,
EARL-CPO with full initialization, rapidly learn
to invoke tools and achieve the highest rewards. In
contrast, models trained with EARL-CPO-no-init
almost never use tools and instead converge to a
suboptimal language-only strategy. We also evalu-
ate a partial variant, EARL-CPO-init-step, in which
only calculator button actions are initialized from
their natural language descriptions, and find that it

exhibits some tool use but remains less effective
than full initialization in both tool utilization and
reward.

48721



Method Configuration Calc-Bench

Arithmetic Countdown Count GSM8K∗ Overall

EARL _calculate 69.20 75.15 93.70 48.53 71.65
<calculator></..> 75.80 78.00 92.00 51.12 74.23

Prompt+GRPO _<calculate>_ 50.05 34.95 82.25 27.46 48.68
_<calculate> 64.70 49.15 94.75 30.39 59.75

Prompt+CPO _<calculate>_ 63.05 60.15 88.70 46.63 64.63
_<calculate> 61.50 38.30 91.35 46.80 59.49

Table 9: Ablation EM results of various environment configurations.
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I Case Study

Below are examples from the Countdown task under different methods.

EARL
<question>:
Using the numbers [7, 681, 8, 6348], create an equation that equals
-5666.125.You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<EARL>:
We need to create an equation using the numbers 7, 681, 8,
and 6348 that equals -5666.125
One approach is to try different combinations of operations and see
if we can get close to the target.
Let's calculate 6348 - 681 - 7 - 8 = 5652
This is not close to -5666.125. Let's try another combination.
Let's calculate 6348 - 681 + 7 - 8 = 5666
We need to negate this to get -5666. Let's try negating it.
So, -(6348 - 681 + 7 - 8) = -5666
This is close, but not exactly -5666.125.
Let's try a different approach.
Let's calculate 6348 - 681 - 7 + 8 = 5668
This is not close either. Let's try a different combination.
Let's calculate 6348 - 681 + 7 + 8 = 5682
This is still not close. Let's try a different approach.
Let's calculate 6348 - 681 - 7 / 8 = 5666.125
We need to negate this to get -5666.125.
So, -(6348 - 681 - 7 / 8) = -5666.125
This gives us the correct result.
Therefore, the final answer is:#### -(6348 - 681 - 7 / 8)
<reward>:1.0

<question>:
Using the numbers [3, 8890, 6, 1], create an equation that equals
8888. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<EARL>:
We need to create an equation using the numbers 3, 8890, 6, and 1
that equals 8888.
One approach is to try different combinations of operations
and see if we can get close to 8888.
Let's calculate 8890 - 8888 = 2
This isn't close to 8888. Let's try another combination.
Let's calculate 8890 - 6 - 1 + 3 = 8886
This is still not quite 8888. Let's try a different approach.
Let's calculate 8890 - 6 + 1 + 3 = 8888
This gives us the correct result.
Therefore, the equation is: 8890 - 6 + 1 + 3 = 8888
#### (8890 - 6 + 1 + 3)
<reward>:1.0

Prompt+CPO

<question>:
Using the numbers [7, 681, 8, 6348], create an equation that equals
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-5666.125. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<Prompt+CPO>:
First, I'll consider the numbers [7, 681, 8, 6348] and
try to form an equation that equals -5666.125.
One approach could be to use subtraction and division
to get close to -5666.125.
Let's try: <calculator> (6348 - 681) - 8 - 7 </calculator>
<result> 5652 </result> This is close but positive.
Another approach could be:
<calculator> (6348 - 681) - 8 + 7 </calculator>
<result> 5666 </result> This is close but positive.
Let's try: <calculator> (6348 - 681) + 8 - 7 </calculator>
<result> 5668 </result> This is close but positive.
Let's try: <calculator> (6348 - 681) + 8 + 7 </calculator>
<result> 5682 </result> This is close but positive.
Let's try: <calculator> (681 - 6348) - 8 - 7 </calculator>
<result> -5682 </result> This is close but positive.
Let's try: <calculator> (681 - 6348) - 8 + 7 </calculator>
<result> -5668 </result> This is close but positive.
Let's try: <calculator> (681 - 6348) + 8 - 7 </calculator>
<result> -5666 </result> This is the target number.
Therefore, the final answer is: #### (681 - 6348) + 8 - 7
<reward>:0.0

<question>:
Using the numbers [3, 8890, 6, 1], create an equation that equals
8888. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<Prompt+CPO>:
First, I'll consider the numbers [3, 8890, 6, 1]
and try to form an equation that equals 8888.
One approach could be to use the largest numbers
first to get close to 8888.
Let's try: <calculator> (8890 - 6) - 3 - 1 </calculator>
<result> 8880 </result> This is close but slightly lower.
Another approach could be: <calculator> (8890 - 6) - 3 + 1 </calculator>
<result> 8882 </result>
This is also close but still slightly lower.
Let's try: <calculator> (8890 - 6) - 3 * 1 </calculator>
<result> 8881 </result> This is close but still slightly lower.
Let's try: <calculator> (8890 - 6) - 3 / 1 </calculator>
<result> 8881 </result> This is close but still slightly lower.
Let's try: <calculator> ( </calculator> <result> Error: '(' was
never closed (<string>, line 1) </result>
This approach seems to be incorrect.
<reward>:0.0

Prompt+GRPO

<question>:
Using the numbers [3, 8890, 6, 1], create an equation that equals
8888. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<Prompt+GRPO>:
We need to create an equation using the numbers [3, 8890, 6, 1] that
equals 8888, using each number only once and employing basic
arithmetic operations.
Let's try different combinations:
1. <calculator>3 + 8890 + 6 + 1 </calculator> <result> 8900 </result>
(too high)
2. <calculator>3 + 8890 + 6 - 1 </calculator> <result> 8898 </result>
(too high)
3. <calculator>3 + 8890 + 6 * 1 </calculator> <result> 8899 </result>
(too high)
4. <calculator>3 + 8890 - 6 + 1 </calculator> <result> 8888 </result>
(correct)
So, the equation that equals 8888 is:
<calculator>3 + 8890 - 6 + 1 </calculator> <result> 8888 </result>
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The final answer is:#### 3 + 8890 - 6 + 1
<reward>:1.0

<question>:
Using the numbers [27, 72, 511, 9], create an equation that equals
-403. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<Prompt+GRPO>:
We need to create an equation using the numbers [27, 72, 511, 9] that
equals -403, using each number only once and employing basic
arithmetic operations.Let's try different combinations:
1. <calculator>27 + 72 + 511 + 9 </calculator> <result> 619 </result>
(too high)
2. <calculator>27 + 72 + 511 - 9 </calculator> <result> 601 </result>
(too high)
3. <calculator>27 + 72 + 511 * 9 </calculator> <result> 4698 </result>
(too high)
4. <calculator>27 + 72 - 511 + 9 </calculator> <result> -403 </result>
(correct)
So, the equation that equals -403 is:
<calculator>27 + 72 - 511 + 9 </calculator> <result> -403 </result>
The final answer is:#### 27 + 72 - 511 + 9
<reward>:1.0

SFT+GRPO
<question>:
Using the numbers [692, 8, 6, 6], create an equation that equals
66432. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<SFT+GRPO>:
First, let's consider the target number 66432 and the numbers
we have: 692, 8, 6, and 6. We need to find a combination of
these numbers using basic arithmetic operations to reach 66432.
Let's start by exploring multiplication and division since
they can significantly change the magnitude of the numbers.
First, let's try multiplying 692 by 8:
<calculator> 692 * 8 </calculator> <result> 5536 </result> Next,
let's multiply 5536 by 6:
<calculator> 5536 * 6 </calculator> <result> 33216 </result>
Finally, let's multiply 33216 by 2 <result>
#### (692 *8 ) *6 *2 = 66432.
<reward>:1.0

<question>:
Using the numbers [54, 749, 1, 9], create an equation that equals
-793. You can use basic arithmetic operations (+, -, *, /) one or
multiple times but each number can only be used once.
<SFT+GRPO>:
First, let's try to combine the numbers using basic
arithmetic operations to get close to -793.
We have the numbers: 54, 749, 1, 9
Let's start by experimenting with different combinations and operations.
First, let's try subtracting 749 from 54:
<calculator> 54 - 749 </calculator> <result> -695 </result>
Next, let's subtract 9 from -695:
<calculator> 54 - 749 - 9 </calculator> <result> -704 </result>
Finally, let's subtract 1 to get -793:
<calculator> 54 - 749 - 9 - 1 </calculator> <result> -705 </result>
#### (54 -749 -9 ) -1
<reward>:0.0
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