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Abstract

We study Latent Recurrent Transformer (LRT),
a lightweight augmentation of autoregressive
transformers that reuses a high-level source-
layer hidden state from the previous token
as recurrent memory for the next token. Be-
cause this state is already computed during or-
dinary decoding, LRT introduces a cross-token,
cross-layer latent pathway while preserving
the standard attention mechanism, KV-cache
interface, and one model forward per gener-
ated token. To pretrain this recurrence without
sequentially unrolling the full sequence, we
introduce interleaved parallel training: one
full-sequence initialization forward constructs
a shared buffer, followed by sequential refine-
ment of disjoint position subsets with parallel
computation within each subset. This provides
every token with recurrent-memory-aware su-
pervision at approximately 2× ideal token
compute. Across 1.3B- and 2.1B-parameter
nanochat-style backbones and a wide range
of training budgets, LRT improves both BPB
and CORE under matched effective compute.
Additionally, LRT outperforms two-forward
PonderLM-2 and matches a three-loop Trans-
former in BPB, while retaining one-forward-
per-token decoding with 9% latency overhead
over the standard Transformer. Our code is
publicly available here.

1 Introduction

Autoregressive transformers are the standard ar-
chitecture for language modeling (Vaswani et al.,
2017; Radford et al., 2019; Brown et al., 2020),
but each generated token is still produced by a
fixed-depth feedforward computation. A natural
way to increase computation is to introduce recur-
rence. Existing approaches often add recurrence
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Figure 1: Overview of Latent Recurrent Transformer
(LRT). (a) Depth-recurrent methods increase compu-
tation by repeatedly applying model blocks to the same
token before emitting an output. (b) LRT reuses a high-
level source-layer state as recurrent memory for the next
token, creating a cross-token latent recurrence without
adding extra autoregressive decoding steps. Each gen-
erated token still uses one normal transformer forward
pass.

either in depth, by repeatedly applying blocks to
the same token (Dehghani et al., 2018; Giannou
et al., 2023), or in time, by inserting pause or think-
ing tokens before emitting each real token (Goyal
et al., 2024). While these methods can enable iter-
ative refinement, they also increase inference cost
through extra block applications or additional de-
coding steps.

We observe that autoregressive decoding already
computes high-level recurrent signals for free: the
hidden states of the previous token. Upper-layer
states are trained toward next-token prediction and
can provide useful latent context for processing the
next position. This motivates a simple question:
can we reuse an already-computed high-level rep-
resentation from the previous tokens as recurrent
memory, without adding extra decoding steps?

We study Latent Recurrent Transformer (LRT),
a lightweight augmentation of standard autoregres-
sive transformers. At token position t, LRT reuses
a source-layer hidden state from the previous po-
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sition as recurrent memory, mt−1 = hℓsrc
t−1, where

ℓsrc is the source layer. It processes the usual token
input with the standard KV cache, while injecting
mt−1 into transformer layers through lightweight
mechanisms such as KV Projection and Residual In-
jection. LRT preserves the decoder-only backbone,
attention mechanism, feedforward layers, and KV-
cache interface; the memory acts as an auxiliary
latent pathway across adjacent autoregressive steps.

This latent pathway gives LRT a cross-layer
route that standard causal attention lacks. In a KV-
cached transformer, layer ℓ at position t can attend
to previous tokens only through cached states from
the same layer ℓ; early layers therefore cannot di-
rectly use higher-layer representations of previous
tokens. By injecting the source-layer memory into
the current token’s layers, LRT lets early compu-
tation at position t access higher-level information
already computed for position t− 1, while still us-
ing the standard KV cache and one normal forward
pass per generated token.

The main challenge is pretraining. At inference
time, LRT naturally forms a token-level recurrent
chain, m1 → m2 → · · · → mT . Exactly repro-
ducing this chain during training would require
sequentially unrolling the transformer over the full
sequence, destroying the parallelism that makes
transformer pretraining efficient. Chunked train-
ing preserves parallelism within chunks, similar to
segment- or block-level recurrent computation (Dai
et al., 2019; Hutchins et al., 2022; Sun et al., 2023),
but recurrent memory is only propagated across
chunk boundaries.

We therefore introduce interleaved parallel
training. An initialization forward first constructs
a full-sequence KV and recurrent-state buffer. The
model then refines disjoint interleaved subsets se-
quentially, with computation remaining parallel
within each subset, and writes their updated states
back to the shared buffer. This gives every posi-
tion a recurrent-memory-aware refinement step at
approximately 2× ideal token compute. The same
formulation also supports full-sequence refinement,
in which all positions are updated synchronously
over one or more refinement forwards, providing an
additional training-compute axis without changing
recurrent decoding.

Empirically, LRT shifts scaling curves toward
lower bits per byte (BPB) and higher CORE un-
der baseline-equivalent training compute across
1.3B- and 2.1B-parameter backbones. Further-
more, LRT outperforms two-forward PonderLM-2

and matches the BPB of a three-loop Transformer,
while requiring only one inference forward per gen-
erated token. In our serving setup, this recurrent
decoding introduces only 9% latency overhead rel-
ative to the standard Transformer.

In summary, we make three contributions. First,
we propose Latent Recurrent Transformer, a
lightweight recurrent extension that passes a high-
level source-layer state from one token to the
next while preserving the standard KV-cache in-
terface and one model forward per generated to-
ken. Second, we introduce interleaved parallel
training and its full-sequence refinement configu-
ration, enabling recurrent-memory-aware pretrain-
ing without exact token-by-token unrolling. Third,
we show that LRT improves the compute quality
trade-off over matched-depth Transformer base-
lines across model sizes and training budgets, while
retaining one-forward-per-token decoding with low
measured latency overhead.

2 Latent Recurrent Transformer
Architecture

Latent Recurrent Transformer (LRT) augments
a standard autoregressive transformer with a
lightweight recurrent memory across adjacent to-
ken positions. Let L be the number of transformer
layers, d the hidden dimension, and hℓ

t ∈ Rd the
hidden state at position t after layer ℓ. We choose a
source layer ℓsrc and define the recurrent memory
as mt = hℓsrc

t . This memory is already computed
during ordinary autoregressive decoding and can
be reused when processing the next token without
adding extra decoding steps.

At position t, LRT processes the current token
with the standard KV cache C<t while additionally
injecting mt−1 into the transformer:

hL
t , zt,mt, C≤t = fθ(xt,mt−1, C<t) , (1)

where zt are the next-token logits, mt = hℓsrc
t

is the updated recurrent memory, and C≤t is the
updated KV cache. At the first position, mt−1 is
initialized to zero.

LRT adds a cross-token, cross-layer pathway
that is not available in a standard KV-cached trans-
former. Standard causal attention lets layer ℓ at
position t attend to cached states from previous po-
sitions at the same layer; LRT lets target layers at
position t access the source-layer memory from po-
sition t−1. Thus, even an intermediate source layer
can provide high-level feedback to earlier layers of

48861



the next token. The standard attention mechanism
and KV-cache interface are preserved: LRT adds
no memory tokens and does not change the cache
shape, but only changes how current-token layer
inputs or key-value vectors are formed.

Our default LRT combines two lightweight in-
jection mechanisms: KV Projection, which injects
memory through the attention key-value pathway,
and Residual Injection, which adds memory to
the residual stream. Architecture ablations in Sec-
tion 4.5 show that the two pathways are comple-
mentary.

2.1 KV Projection
KV Projection injects recurrent memory through
the attention key-value pathway, giving the pre-
vious token’s source-layer representation a direct
route into attention. For layer ℓ, let x(ℓ)

t ∈ Rd be
the layer input, and let k̃(ℓ)

local and v
(ℓ)
local be the lo-

cally computed raw key and value before positional
encoding. We project the recurrent memory into
the layer’s key and value spaces:

k̃(ℓ)
rec = Wk,recmt−1, v(ℓ)

rec = Wv,recmt−1. (2)

Here nkv is the number of key-value heads and
dhead is the head dimension, so Wk,rec,Wv,rec ∈
R(nkvdhead)×d; the outputs are reshaped into nkv

heads of dimension dhead.
We use input-dependent per-head gates to com-

bine local and recurrent pathways:

g
(ℓ)
local,t,g

(ℓ)
rec,t = 2 · σ

(
W (ℓ)

g x
(ℓ)
t

)
, (3)

where σ is sigmoid and W
(ℓ)
g ∈ R2nkv×d. The

output is split into local and recurrent gates, broad-
cast over the head dimension, and initialized to the
neutral value 1 by zero-initializing W

(ℓ)
g .

The local and recurrent keys and values are com-
bined as

k̃
(ℓ)
t = g

(ℓ)
local,t ⊙ k̃

(ℓ)
local + g

(ℓ)
rec,t ⊙ k̃(ℓ)

rec,

v
(ℓ)
t = g

(ℓ)
local,t ⊙ v

(ℓ)
local + g

(ℓ)
rec,t ⊙ v(ℓ)

rec.
(4)

The combined raw key follows the same QK nor-
malization and RoPE pipeline as the standard key,
k
(ℓ)
t = RoPEt(QKNorm(k̃

(ℓ)
t )), so the recurrent

key inherits the position-t encoding. The resulting
keys and values have the same shape as standard
attention KV tensors and use the usual KV-cache
interface. We use additive composition; replacing
local KV features with recurrent projections under-
performs in Appendix C.

2.2 Residual Injection

Residual Injection exposes each transformer block
to recurrent memory through the residual stream.
For block input x(ℓ)

t , we form

x̄
(ℓ)
t = αℓx

(ℓ)
t + γℓmt−1, (5)

where αℓ is the same learnable residual scale used
in the baseline block and is initialized to 1.0, while
γℓ is the LRT memory scale initialized to 0.1. For
the pre-norm backbone, x̄(ℓ)

t is used as the block
input before RMSNorm, attention, and MLP com-
putations.

Residual Injection adds minimal overhead and
gives every block direct access to the recurrent
memory. Unlike KV Projection, it mixes memory
into the general residual stream rather than giving
it a dedicated attention pathway. We combine both
mechanisms in the default LRT, which performs
best in our architecture ablations.

3 Training Latent Recurrent Transformer

At inference time, LRT naturally forms a token-
level recurrent chain: after processing token t, the
model stores mt = hℓsrc

t and reuses it for token
t + 1. Exact training would require sequentially
unrolling this chain over the full sequence, since
each token depends on the recurrent state produced
by its predecessor. This resembles backpropagation
through time (Werbos, 1990) and would eliminate
the parallelism that makes Transformer pretraining
efficient.

We therefore seek a parallel approximation that
gives each token a recurrent-memory-aware train-
ing signal. We introduce interleaved parallel train-
ing, which first builds a full-sequence buffer and
then refines token subsets using recurrent states
stored in the buffer. Figure 2 illustrates configura-
tions with multiple interleaved subsets and with a
single full-sequence subset. We additionally com-
pare with sequential chunk training, which pre-
serves parallelism within contiguous chunks but
propagates recurrent memory only across chunk
boundaries.

3.1 Interleaved Parallel Training

Interleaved parallel training uses one full-sequence
initialization pass followed by sparse refinement
over S disjoint subsets. We partition positions
{1, . . . , T} into subsets I1, . . . , IS . The initial-
ization pass processes all positions in parallel and
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Figure 2: Training approximations for LRT. (a) Interleaved parallel training first performs a full initialization pass
to populate a sequence-level KV and recurrent-state buffer, then refines S disjoint interleaved subsets of positions.
Updated states are written back to the buffer, allowing later subsets to consume recurrent memory refined by earlier
subsets. The S subset forwards jointly recompute the sequence once. (b) With S = 1, the sole subset contains
the entire sequence. We refer to each subsequent update as a full-sequence refinement and use K to denote the
number of refinement forwards following initialization. All positions are updated synchronously from the buffer
produced by the previous forward; the figure illustrates K = 4. (c) Chunked training processes contiguous chunks
sequentially. Computation remains parallel within each chunk, but recurrent memory is propagated only across
chunk boundaries, giving a coarser approximation to token-level recurrence. Each row represents one forward pass.
Blue boxes indicate recomputed positions, gray boxes indicate cached context, and orange arrows indicate recurrent
memory or updated hidden states.

builds a buffer B(0) containing per-layer keys, val-
ues, and source-layer recurrent states. Then, for
s = 1, . . . , S, we recompute only positions in Is
using the buffer B(s−1) and write the refined states
back to form B(s).

The write-back step lets later subsets read recur-
rent memory refined by earlier subsets, forming a
sparse recurrent chain while keeping each subset
forward parallel. Across all refinement steps, every
position is recomputed once with recurrent mem-
ory from the shared buffer. Thus, in ideal token-
compute terms, training costs approximately 2×
a standard Transformer update: one initialization
pass plus one effective refinement pass.

We use S = 2 by default with a strided par-
tition, where subset Is contains positions s, s +
S, s + 2S, . . .. The training objective averages
the initialization and per-subset refinement losses,
L = (Linit +

∑S
s=1 LIs)/(S + 1), where Linit

is the full-sequence cross-entropy and LIs is the
cross-entropy over positions in Is. The initializa-
tion loss preserves a standard training signal, while
the refinement losses train the model to use recur-
rent memory from the shared buffer. We backprop-
agate jointly through the initialization and refine-

ment forwards.

Full-sequence refinement for S = 1. The same
formulation can be used with S = 1, where the
sole subset contains the entire sequence, I1 =
{1, . . . , T}. Each refinement forward therefore
recomputes all positions in parallel. Unlike the
default interleaved schedule, all positions are up-
dated synchronously, so states produced by one
refinement forward become available only in the
next forward.

To allow repeated full-sequence refinement, we
use K to denote the number of refinement for-
wards following initialization. Starting from the
initialization buffer B(0), refinement forward k re-
computes the entire sequence using B(k−1) and
writes the resulting states to B(k). By default,
we compute a loss on the initialization and every
refinement forward and average them uniformly,
L = (Linit+

∑K
k=1 L

(k)
full)/(K +1). We backprop-

agate jointly through all K + 1 forwards without
detaching the intermediate buffers.

With K = 1, full-sequence refinement has the
same ideal 2× token compute as the default in-
terleaved schedule; in general, its cost is approxi-
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mately (K + 1)× that of a standard Transformer
update. Comparisons with interleaved and exact
sequential training, together with the ablation on
K, are provided in Appendix D.1.

3.2 Comparison to Chunked Training

We also consider chunked training as a lower-token-
compute approximation inspired by segment-level
and blockwise recurrent models (Dai et al., 2019;
Hutchins et al., 2022; Sun et al., 2023). As shown
in Figure 2(c), the sequence is split into contigu-
ous chunks that are processed sequentially, while
computation remains parallel within each chunk.

Chunked training is close to standard trans-
former training in ideal token compute because
each token is processed once. However, it gives
a coarse approximation to token-level recurrence:
memory is propagated only across chunk bound-
aries, so tokens inside the same chunk do not re-
ceive recurrent memory from their immediate pre-
decessors. In contrast, interleaved parallel train-
ing refines disjoint token subsets so that every to-
ken receives a recurrent-memory-aware refinement
loss. Moreover, chunked training can be slower
in wall-clock time than its ideal token-compute
estimate suggests, since each sequence requires
multiple sequential chunk forwards. Our experi-
ments show that it remains weaker than interleaved
parallel training.

4 Experiments

We build on nanochat1 (Karpathy, 2025), a repro-
ducible modern GPT-style pretraining stack. To
isolate the effect of LRT, we keep the baseline im-
plementation, data pipeline, tokenizer, optimizer,
batching scheme, and evaluation protocol aligned
with nanochat. LRT modifies only the transformer
through its recurrent memory pathway and inter-
leaved parallel training.

Implementation details. We use the nanochat-
style GPT backbone, including parameter-free RM-
SNorm (Zhang and Sennrich, 2019), RoPE (Su
et al., 2024), squared-ReLU MLPs, multi-head self-
attention with sliding-window attention, value em-
beddings, and logit soft-capping. Unless otherwise
specified, LRT uses combined KV Projection and
Residual Injection, dual gating, zero memory ini-
tialization, and interleaved parallel training with
S = 2. We report two variants: LRT-shared, the

1https://github.com/karpathy/nanochat

default lightweight model with recurrent KV pro-
jections shared across layers, and LRT-layerwise,
a higher-capacity model with separate recurrent
projections per layer. LRT-shared adds 0.3% pa-
rameters; LRT-layerwise adds 4.8% for 20L and
5.4% for 24L. Full implementation details are in
Appendix A.

Training data and optimization. Following
nanochat (Karpathy, 2025), we pretrain on
FineWeb-Edu 100BT (Lozhkov et al., 2024) us-
ing the pre-shuffled nanochat release and nanochat
BPE tokenizer. We train with MuonAdamW (Jor-
dan et al., 2024), global batch 219 tokens, and se-
quence length 2048, holding out the final shard for
validation. Optimizer hyperparameters, precision,
hardware, schedule, and FLOP accounting are in
Appendix A.

Metrics. We report bits per byte (BPB; lower
is better), a tokenization-independent language-
modeling metric used in modern data-scaling eval-
uations (Li et al., 2024; Karpathy, 2025). BPB nor-
malizes total cross-entropy by target bytes, BPB =∑

i ℓi/(ln 2 ·
∑

i bi), where ℓi is token-level cross-
entropy and bi is token byte length. Although BPB
differences may appear small, BPB is already a log-
loss quantity normalized per byte; we therefore re-
port it directly and interpret improvements through
consistent reductions and matched-compute com-
parisons. Appendix G further shows that generic
architectural additions such as gated attention (Qiu
et al., 2026) and layer scaling (Touvron et al., 2021)
yield no gains on the same strong baseline.

We also report CORE using the nanochat imple-
mentation of the DCLM evaluation suite (Li et al.,
2024; Karpathy, 2025). CORE averages centered
scores over 22 few-shot in-context learning tasks
covering language understanding, world knowl-
edge, commonsense reasoning, symbolic problem
solving, and reading comprehension. Following
DCLM, each task score is centered relative to its
random baseline, centered = (a − r)/(1 − r),
where a is task accuracy and r is the random base-
line. CORE is the mean centered score across tasks.
The full task list is in Appendix I. Unless other-
wise specified, BPB and CORE results are means
over three independent runs; standard deviations
are reported in Appendix F.

4.1 Setup
We train two nanochat-style GPT backbones: 20L
with L = 20, d = 1280, and approximately 1.3B
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(a) Language modeling. (b) In-context evaluation.

Figure 3: Scaling behavior of Latent Recurrent Transformers under baseline-equivalent training compute. Left:
BPB versus training compute, where lower is better. Right: CORE versus training compute, where higher is better.
We plot methods by baseline-equivalent training compute: R denotes the tokens-per-parameter training budget. A
standard transformer trained at ratio R is plotted at R, while an LRT trained with interleaved parallel training at
ratio R is plotted at 2R because it uses one initialization pass and one effective refinement pass. LRT-shared is our
default lightweight variant with recurrent projections shared across layers, adding 0.3% parameters. LRT-layerwise
uses separate recurrent projections per layer, adding 4.8% parameters for 20L and 5.4% for 24L. Across both depths,
LRT shifts the scaling curves toward lower BPB and higher CORE, with the layerwise variant providing additional
gains at higher parameter cost.

parameters, and 24L with L = 24, d = 1536, and
approximately 2.1B parameters. Baselines use the
same backbone and training setup but remove the
LRT recurrent memory modules.

We vary the tokens-per-parameter budget R: a
model with N trainable parameters trained at ra-
tio R sees approximately R×N training tokens.
For example, a 1.3B-parameter 20L model trained
at R = 10 sees about 13B tokens. Baselines are
trained up to R = 120, and LRT variants up to
R = 80. Since interleaved parallel training uses
one initialization pass plus one effective refinement
pass, an LRT trained at ratio R costs approximately
the same as a baseline trained at ratio 2R. We
therefore plot baselines at baseline-equivalent com-
pute R and LRT at 2R. Because FineWeb-Edu
100BT (Lozhkov et al., 2024) is larger than our
training budgets, this comparison is conservative
for LRT in unique-token exposure: at the same
baseline-equivalent compute, a baseline trained at
ratio 2R sees roughly twice as many non-repeated
tokens as an LRT trained at ratio R.

4.2 Scaling Results

Figure 3 plots BPB and CORE against baseline-
equivalent training compute. This visualization
aligns methods by approximate training cost rather
than raw tokens-per-parameter ratio: the baseline
has cost 1×, while LRT variants have cost approxi-
mately 2× due to interleaved parallel training. Full

numeric results are provided in Appendix B; here
we focus on the scaling trends.

Across both model depths, LRT shifts the scaling
curve in the favorable direction: lower BPB and
higher CORE at comparable baseline-equivalent
compute. As discussed in the setup, this compar-
ison is conservative for LRT in unique-token ex-
posure, so the gains are unlikely to be explained
by seeing more data. Instead, they suggest that the
recurrent memory pathway helps use each training
example and unit of compute more effectively.

On BPB, both LRT-shared and LRT-layerwise
consistently improve over the matched-depth base-
line across the scaling range. The curves show
that the gain is not confined to a single training
budget: LRT maintains a lower BPB trajectory
as compute increases, even as all methods enter
the slower-improvement regime at larger budgets.
For example, on the 24L backbone, LRT-shared
at baseline-equivalent compute 80 reaches 0.695
BPB, improving over the 24L baseline at the same
compute, which obtains 0.699. The layerwise vari-
ant improves further to 0.693.

CORE shows a similar trend. LRT improves ag-
gregate in-context evaluation across most effective
compute budgets, indicating that the recurrent la-
tent pathway benefits not only token-level language
modeling but also downstream in-context evalua-
tion. For example, on the 20L backbone at baseline-
equivalent compute 80, the baseline obtains 0.271
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CORE, while LRT-shared and LRT-layerwise ob-
tain 0.274 and 0.277, respectively.

The comparison between LRT-shared and LRT-
layerwise highlights the parameter–quality trade-
off. LRT-shared is our default because it captures
most of the benefit while adding only 0.3% pa-
rameters. LRT-layerwise gives additional improve-
ments by using separate recurrent projections per
layer, but increases parameter overhead to 4.8%
for 20L and 5.4% for 24L. We therefore treat LRT-
layerwise as a higher-capacity variant and use LRT-
shared as the default lightweight model.

4.3 Comparison with Depth Recurrent and
Looped Baselines

We compare LRT-layerwise with approaches that
allocate additional model forwards to each gener-
ated token. Loop Transformers repeatedly apply
the model before producing the next token, while
PonderLM-2 (Zeng et al., 2025) generates an in-
termediate continuous thought before token predic-
tion. Both therefore increase inference computa-
tion with the number of loops or latent thoughts. In
contrast, LRT propagates recurrent memory across
tokens while retaining one model forward per gen-
erated token.

As shown in Table 1, the default interleaved
LRT reaches 0.752 BPB with one inference for-
ward per token, slightly outperforming the two-
forward Loop Transformer and PonderLM-2 vari-
ants. LRT trained with full-sequence refinement at
K = 3 further reaches 0.749 BPB, matching the
three-forward Loop Transformer while still using
one inference forward per token. Here, K = 3
introduces additional refinement only during train-
ing: the resulting model uses the same one-forward
recurrent decoding procedure as the default LRT.
This configuration is included to show that addi-
tional training-time refinement can improve LRT
without increasing its inference depth.

4.4 Parallel Prefill and Recurrent Decoding
LRT supports two parallel strategies for prompt
prefill. One-pass prefill processes the prompt in a
single parallel forward, whereas interleaved prefill
applies the same subset-refinement schedule used
during training. In both cases, the source-layer state
at the final prompt position initializes recurrent
decoding. The prefill schedule is not tied to the
model architecture and can be selected according
to the desired latency–quality trade-off.

In our evaluation, the choice of prefill strategy

Method # Fwd./token BPB ↓
Transformer baseline 1 0.767
Loop Transformer (2 loops) 2 0.753
Loop Transformer (3 loops) 3 0.749
PonderLM-2 (1 thought) 2 0.753

LRT, interleaved (S = 2) 1 0.752
LRT, full-seq. (K = 3) 1 0.749

Table 1: Comparison with Depth Recurrent and Looped
Baselines under the same 20-layer pretraining setup.
Both LRT rows use LRT-layerwise. “# Fwd./token” de-
notes the number of complete model forwards required
to generate each new token during inference. Loop
Transformer and PonderLM-2 improve BPB by increas-
ing inference computation, whereas both LRT variants
retain one forward per token. Full-sequence refinement
with K = 3 uses additional refinement forwards only
during training. Lower BPB is better.

has little effect on continuation quality. When
BPB is measured over the 1,024 tokens follow-
ing a 1,024-token prompt, both strategies remain
within 0.001 BPB of exact sequential prefill: in-
terleaved prefill differs by +0.00002, while one-
pass prefill differs by +0.00082. Thus, although
interleaved prefill more closely reproduces exact
recurrence, both strategies provide nearly identical
continuation quality in this setting. One-pass prefill
matches the Transformer baseline in throughput,
latency, and peak memory, whereas interleaved pre-
fill requires additional refinement forwards.

After prefill, LRT decodes autoregressively by
reusing the source-layer state produced for each to-
ken as recurrent memory for the next token. Each
generated token requires one model forward, the
standard KV-cache shape is preserved, and only
one additional d-dimensional recurrent state is
stored per sequence. In our measurements, LRT
achieves 0.92× decoding throughput and 1.09× la-
tency relative to the Transformer baseline, with no
measured increase in peak memory. The complete
evaluation setup and efficiency measurements are
provided in Appendix D.5.

4.5 Ablation Studies

We conduct ablations to understand three design
choices in LRT: (1) which source layer should pro-
vide recurrent memory, (2) which temporal state
should serve as memory, and (3) how this mem-
ory should be injected into the transformer. Unless
otherwise specified, ablations are conducted on the
20L model at ratio 10.
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Source layer ℓsrc BPB ↓
Baseline / no recurrent memory 0.767
Layer 8 0.757
Layer 12 0.754
Layer 16 0.756
Layer 20 (final layer) 0.755
Learned Avg. above 4 layers 0.754

Table 2: Source-layer ablation on the 20L model at
R = 10. An upper-middle source layer performs best,
while the final layer is not optimal. Lower BPB is better.

Memory source BPB ↓
Baseline / no recurrent memory 0.767
mt−4 0.760
mt−3 0.760
mt−2 0.757
mt−1 0.754
Learned avg. of previous four states 0.754

Table 3: Temporal memory-source ablation on the 20L
model at R = 10. The immediately preceding state
mt−1 is the strongest single source and matches a
learned average of four recent states. Lower BPB is
better.

Source layer. We first ablate which hidden layer
from the previous token should provide recurrent
memory. Table 2 shows that an upper-middle layer,
layer 12 in the 20L model, performs best. This
suggests that useful recurrent memory should be
high-level but not overly specialized for logits.

This result also clarifies why an intermediate
source layer is not redundant with standard causal
attention. Standard attention gives layer ℓ at posi-
tion t access to previous positions’ cached states
from the same layer, whereas LRT allows early
target layers to receive a higher-level source rep-
resentation hℓsrc

t−1 from the previous token. Thus,
an intermediate layer can provide useful feedback
to earlier layers at the next position. For the 24L
model, we follow the same relative-depth choice
and use layer 14 as source layer.

Temporal memory source. We next fix the
source layer to ℓsrc = 12 and ablate which past
temporal state should be used as recurrent memory.
Our default choice uses the immediately preceding
source-layer state, mt−1 = hℓsrc

t−1, which is already
available during ordinary autoregressive decoding.
Table 3 compares this choice with older past states
and a learned average of the four most recent states.

Among the evaluated memory sources, mt−1 is

Architecture BPB ↓
Baseline / no recurrent memory 0.767
Residual Injection 0.756
KV Projection 0.755
KV Projection + Residual Injection 0.754

Table 4: Memory-injection ablation on the 20L model
at R = 10. Combining KV Projection and Residual
Injection performs best. Lower BPB is better.

the strongest single state. Performance degrades
as the temporal distance increases, indicating that
the immediately preceding source-layer represen-
tation provides the most useful recurrent signal. A
learned average over multiple recent states does
not improve over mt−1 alone, suggesting that ex-
plicitly aggregating a longer temporal history is
unnecessary in this setting. We therefore use mt−1

as the default memory source.

Memory injection. We next ablate how recurrent
memory enters the transformer. Residual Injection
adds memory to the residual stream, while KV Pro-
jection maps it into the attention key-value pathway.
Both improve over the baseline: KV Projection
gives the previous token’s source representation a
targeted attention route, while Residual Injection
exposes it to the whole block computation. Their
combination performs best, suggesting complemen-
tary attention-level and residual-stream pathways.
Detailed KV variants are provided in Appendix C;
shared versus layerwise projections are compared
in the full scaling tables.

4.6 SFT and Reinforcement Learning
Supervised fine-tuning requires no modification
and follows the same parallel training procedure
as pretraining. Reinforcement learning introduces
a mismatch because recurrent states are produced
autoregressively during rollout but policy proba-
bilities are recomputed using parallel refinement
forwards. We reduce this mismatch by caching the
rollout recurrent states and using them, without gra-
dients, to initialize the recurrent-state buffer during
policy recomputation. On GSM8K with GRPO,
this initialization improves LRT from 12%/41%
to 14%/50% pass@1/pass@16, compared with
7%/38% for the Transformer baseline.

5 Related Work

Depth recurrence and iterative computation.
A common way to increase per-token computa-
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tion is to add extra work before emitting each to-
ken. Depth-recurrent methods, including Universal
Transformers (Dehghani et al., 2018), looped trans-
formers (Giannou et al., 2023), and Huginn (Geip-
ing et al., 2026), repeatedly apply layers or blocks
to the same token. Other methods introduce auxil-
iary discrete or continuous computation (Pfau et al.,
2024; Herel and Mikolov, 2024; Zelikman et al.,
2024; Hao et al., 2024). PonderLM-2 (Zeng et al.,
2025) generates latent thoughts between ordinary
tokens and feeds them back through the model,
whereas PCCoT (Wu et al., 2025) uses Jacobi itera-
tion to refine inserted continuous thought tokens in
parallel. These methods perform additional com-
putation on the current token or auxiliary latent
positions at inference. In contrast, LRT reuses a
high-level representation already computed for the
previous token. Its refinement forwards are used
only to train the recurrent pathway in parallel and
are not required during autoregressive decoding,
which uses one normal Transformer forward per
generated token.

Memory and chunked recurrent transform-
ers. Many transformer variants add recurrence
or memory across time, segments, or blocks. Feed-
back Transformers (Fan et al., 2021) expose high-
level past representations to future computation;
Transformer-XL (Dai et al., 2019) and Compres-
sive Transformers (Rae et al., 2019) reuse or com-
press segment-level states; and memory-augmented
models introduce memory tokens, block-level
states, external retrieval, landmark anchors, or com-
pressive working memory (Bulatov et al., 2022;
Hutchins et al., 2022; Wu et al., 2022; Hwang et al.,
2024; Mohtashami and Jaggi, 2023; Munkhdalai
et al., 2024). Other recent approaches update test-
time memory online (Sun et al., 2024; Behrouz
et al., 2026), while chunked or linear recurrent
architectures balance recurrence and parallelism
through blockwise computation (Pilault et al., 2023;
Sun et al., 2023). These methods often target
longer context, persistent state, or long-sequence
efficiency. LRT instead uses the immediately pre-
ceding token’s source-layer hidden state, mt−1 =
hℓsrc
t−1, as a lightweight token-level latent memory

inside a standard KV-cached autoregressive trans-
former. Our chunked baseline propagates memory
only across chunk boundaries, while interleaved
parallel training refines disjoint token subsets and
writes states back to a shared buffer, giving every
token a recurrent-memory-aware refinement step

while retaining substantial parallelism.

Recurrent sequence models. Another line of
work revisits recurrence as an alternative to atten-
tion. Linear Transformers (Katharopoulos et al.,
2020) express attention as a linear recurrence,
while state-space and convolutional models such as
S4 (Gu et al., 2021), H3 (Fu et al., 2022), S5 (Smith
et al., 2022), Mamba (Gu and Dao, 2023), and
Hyena (Poli et al., 2023) use long-range opera-
tors with efficient recurrent forms. Recent gated
recurrent architectures, including RWKV (Peng
et al., 2023), Griffin/Hawk (De et al., 2024), and
xLSTM (Beck et al., 2024), further improve recur-
rent language modeling, and hybrid models such
as Jamba (Lieber et al., 2024) interleave attention
and recurrence. LRT is complementary: it keeps
the standard transformer backbone and KV cache,
but adds a small recurrent channel that passes high-
level latent features from one token to the next.

6 Conclusion and Future Work

We introduced Latent Recurrent Transformer
(LRT), which reuses a high-level source-layer state
mt−1 = hℓsrc

t−1 as recurrent memory for the next to-
ken while preserving one normal forward pass per
generated token. LRT shifts recurrent refinement
from inference-time extra computation to more par-
allelizable pretraining. Future work could improve
the training efficiency of interleaved parallel train-
ing, and broader downstream evaluation, especially
on tasks that may benefit from cross-token recur-
rent computation, such as mathematical reasoning,
code generation, and long-context question answer-
ing. Finally, LRT could be combined with comple-
mentary forms of additional computation, such as
latent thought tokens.

Limitations

This work is an architectural and training-strategy
exploration evaluated primarily on language-
modeling and in-context learning metrics under
nanochat-style pretraining settings. The experi-
ments do not yet cover larger production-scale
models, broader downstream tasks such as code
generation or mathematical reasoning. Interleaved
parallel training also introduces additional training
compute relative to a standard transformer update,
and its hardware efficiency may depend on imple-
mentation details.
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A Implementation Details

Backbone. We follow the nanochat training
stack (Karpathy, 2025). The baseline is a pre-norm
decoder-only Transformer (Vaswani et al., 2017;
Radford et al., 2019; Brown et al., 2020) with un-
tied input embeddings and LM head, parameter-
free RMSNorm (Zhang and Sennrich, 2019), RoPE
positional encodings with base 10,000 (Su et al.,
2024), QK normalization, and standard multi-
head self-attention. Attention uses a tiled sliding-
window pattern with an “SSSL” schedule, where
the final layer always uses full context. MLPs use
two bias-free linear layers with hidden width 4d
and a squared-ReLU activation, and the model uses
no biases or dropout. Logits are soft-capped as
z ← c tanh(z/c) with c = 15, following recent
large-model practice (Team et al., 2024). The vo-
cabulary is padded to 32,768 tokens for efficient
matrix multiplication.

Residual stream and value embeddings. Each
block applies learnable residual scaling and a skip
connection to the initial embedding. Nanochat
value embeddings are mixed into attention val-
ues on all layers, through an input-dependent gate.
These baseline components are kept fixed across
the baseline and LRT variants, so the comparison
isolates the effect of the LRT recurrent memory
pathway.

Model scaling. We follow nanochat’s constant-
aspect-ratio scaling rule, setting d = 64L with
head dimension 128. We report results at 20L (L =
20, d = 1280, 10 heads) and 24L (L = 24, d =
1536, 12 heads).

LRT variants. The default LRT variant, LRT-
shared, shares recurrent KV projection matrices
across layers and adds 0.3% parameters. LRT-
layerwise uses separate recurrent projections per
layer and adds 4.8% parameters for 20L and 5.4%
for 24L. Unless otherwise specified, LRT uses com-
bined KV Projection and Residual Injection, dual
gating, zero memory initialization, source-layer
recurrent memory selected by validation ablation,
and interleaved parallel training with S = 2.

Data. We pretrain on FineWeb-Edu
100BT (Lozhkov et al., 2024) using the pre-
shuffled nanochat release (Karpathy, 2025). The
final shard is held out as validation and the
remaining shards are used for training. Documents
are tokenized on the fly with the nanochat BPE

tokenizer with vocabulary size 32,768. We
train with MuonAdamW following nanochat
defaults (Jordan et al., 2024), using a global batch
of 219 tokens, sequence length 2048, bfloat16
mixed precision, and 8 H100 GPUs. We use no
warmup and linearly warm down over the final half
of training.

Optimization. We optimize all models with
MuonAdamW, following the nanochat training
recipe (Karpathy, 2025) and Muon optimizer
setup (Jordan et al., 2024). Muon is applied to
all two-dimensional weight matrices, including at-
tention projections, MLP matrices, and LRT pro-
jection matrices when present. AdamW is used
for token embeddings, the LM head, value embed-
dings, and scalar parameters such as residual and
input-skip coefficients, layer scales, and LRT gat-
ing or scaling parameters.

At the reference width d = 768 and reference
batch size 219 tokens, we use matrix learning rate
0.02 for Muon, embedding and value-embedding
learning rate 0.3, LM-head learning rate 0.004,
and scalar learning rate 0.5 (with the residual co-
efficients further scaled down by 0.01). Adam
uses β = (0.8, 0.95), except the input-skip co-
efficients, which use β = (0.96, 0.95). The em-
bedding, value-embedding, and LM-head learning
rates are scaled by (d/768)−1/2, and all learning
rates are scaled by

√
batch/219 when the global

batch size differs from the reference batch. We use
no warmup and linearly warm down the learning
rate to zero over the final half of training. Muon
momentum is linearly increased from 0.85 to 0.95
over the first 300 steps, and weight decay is scaled
by (12/L)2 and linearly annealed to zero over train-
ing.

Evaluation. Validation BPB is computed on the
held-out FineWeb-Edu shard (Lozhkov et al., 2024)
and normalized by UTF-8 byte count. CORE evalu-
ation follows the DCLM evaluation suite (Li et al.,
2024) as implemented in nanochat. Full CORE
task details are provided in Appendix I.

B Compute Budget and Full Scaling
Results

We report full BPB and CORE scaling results in
Tables B.1 and B.2. The training budget is set by
the tokens-per-parameter ratio R: a model with N
trainable parameters is trained on approximately
R×N tokens. In the main figures, baseline points
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Model Schedule Training Cost ∆ Param. Raw tokens per parameter, R

5 10 20 40 60 80 120

20L Base – 1× – 0.789 0.767 0.751 0.739 0.734 0.731 0.726
20L LRT-shared Interleaved (S = 2) ∼ 2× 0.3% 0.777 0.754 0.739 0.727 0.721 0.717 –
20L LRT-layerwise Interleaved (S = 2) ∼ 2× 4.8% 0.775 0.752 0.735 0.725 0.719 0.715 –

24L Base – 1× – 0.753 0.733 0.719 0.709 0.703 0.699 0.694
24L LRT-shared Interleaved (S = 2) ∼ 2× 0.3% 0.742 0.722 0.706 0.695 0.689 0.685 –
24L LRT-layerwise Interleaved (S = 2) ∼ 2× 5.4% 0.739 0.720 0.704 0.693 0.687 0.683 –

Table B.1: Full BPB scaling results. All LRT results in this table use interleaved parallel training with S = 2;
full-sequence refinement configurations are reported separately. Cost denotes approximate training compute
relative to a standard Transformer update, and ∆ Param. denotes additional trainable parameters relative to the
corresponding baseline. LRT-shared uses recurrent projections shared across layers, whereas LRT-layerwise uses
separate projections for each layer. Because interleaved training costs approximately 2×, an LRT model trained at
raw ratio R is plotted at 2R in baseline-equivalent compute comparisons. Lower BPB is better.

Model Schedule Training Cost ∆ Param. Raw tokens per parameter, R

5 10 20 40 60 80 120

20L Base – 1× – 0.217 0.242 0.252 0.261 0.267 0.271 0.276
20L LRT-shared Interleaved (S = 2) ∼ 2× 0.3% 0.226 0.251 0.263 0.274 0.280 0.285 –
20L LRT-layerwise Interleaved (S = 2) ∼ 2× 4.8% 0.228 0.254 0.266 0.277 0.284 0.289 –

24L Base – 1× – 0.233 0.276 0.291 0.304 0.309 0.312 0.316
24L LRT-shared Interleaved (S = 2) ∼ 2× 0.3% 0.251 0.283 0.301 0.313 0.317 0.320 –
24L LRT-layerwise Interleaved (S = 2) ∼ 2× 5.4% 0.254 0.285 0.303 0.315 0.319 0.322 –

Table B.2: Full CORE scaling results. All LRT results in this table use interleaved parallel training with S = 2;
full-sequence refinement configurations are reported separately. Cost denotes approximate training compute
relative to a standard Transformer update, and ∆ Param. denotes additional trainable parameters relative to the
corresponding baseline. LRT-shared uses recurrent projections shared across layers, whereas LRT-layerwise uses
separate projections for each layer. Because interleaved training costs approximately 2×, an LRT model trained at
raw ratio R is plotted at 2R in baseline-equivalent compute comparisons. Higher CORE is better.

are plotted at baseline-equivalent compute R, while
LRT points are plotted at 2R because interleaved
parallel training costs approximately two standard
transformer updates.

C Additional Architecture Ablations

We provide additional ablations of the recurrent
memory-injection mechanism on the 20L model at
ratio R = 10. These experiments compare three de-
sign choices: whether memory is injected through
keys, values, or both; whether recurrent KV fea-
tures are added to or replace local KV features; and
whether KV Projection is combined with Residual
Injection.

The results support three design choices. First,
value-only projection is stronger than key-only pro-
jection, while full KV Projection performs best
among KV-only variants; we therefore project re-
current memory into both keys and values. Second,
additive KV Projection outperforms replacing lo-
cal KV features, suggesting that recurrent memory
should augment rather than substitute local token

features. Third, combining KV Projection with
Residual Injection gives the best BPB, indicating
that attention-level and residual-stream pathways
expose recurrent memory to complementary parts
of the transformer computation.

D Training Strategy Ablations

D.1 Full-Sequence Refinement

Training details. When S = 1, each refinement
forward recomputes the entire sequence in paral-
lel. We use K to denote the number of refinement
forwards following initialization. Starting from
the initialization buffer B(0), refinement forward
k reads B(k−1) and writes the updated states to
B(k). All positions are updated synchronously, so
states produced in one refinement forward become
available only in the next forward.

By default, we apply language-modeling super-
vision to the initialization and every refinement
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Architecture BPB ↓
Baseline / no memory 0.767

Value-only projection 0.756
Key-only projection 0.762
KV Projection 0.755
KV replace, early 1/3 layers 0.760

Residual Injection 0.756
KV Projection + Residual Injection 0.754

Table C.3: Detailed architecture ablations on the 20L
model at ratio R = 10. BPB is lower better. “KV
replace” denotes replacing local KV features with recur-
rent projections in the early one-third of layers. Injecting
recurrent memory into values is stronger than injecting
it into keys alone, suggesting that recurrent memory is
especially useful as attention content. Adding recurrent
key-value features to local features outperforms replac-
ing local KV features, indicating that recurrent memory
is more useful as an auxiliary pathway than as a substi-
tute for local token features. Combining KV Projection
with Residual Injection performs best, suggesting that
attention-level and residual-stream memory pathways
are complementary.

forward:

L =
1

K + 1

(
Linit +

K∑

k=1

L(k)full

)
. (6)

We backpropagate jointly through all K + 1 for-
wards without detaching the intermediate buffers.
We also evaluate a weighted variant, L =∑K

k=0wkL(k)/
∑K

k=0wk, which places greater
weight on later refinement forwards. For the
weighted-loss variant with K = 2, we assign
weights 0.1, 0.3, and 0.6 to the initialization, first-
refinement, and second-refinement losses, respec-
tively.

Number of refinement forwards. Table D.4
studies the effect of increasing K. A single re-
finement forward reaches 0.753 BPB. Increasing
K further improves BPB, but the gains dimin-
ish and saturate around three refinement forwards.
The weighted-loss variant reaches the best BPB of
0.748 with K = 2, suggesting that emphasizing
the more refined representations can be beneficial.

D.2 Interleaved versus Full-Sequence
Refinement

Table D.5 compares interleaved and full-sequence
refinement across pretraining data budgets. At
matched approximately 2× training compute, inter-
leaved refinement with S = 2 slightly outperforms

full-sequence refinement with K = 1 at R = 5
and R = 10, while the two schedules perform iden-
tically from R = 20 onward. This suggests that
the immediate write-back between interleaved sub-
sets may be most useful in the low-data regime,
whereas the difference between the two schedules
disappears with more training data.

Additional full-sequence refinement forwards
provide consistent but incremental improvements.
Increasing K from 1 to 3 reduces BPB across all
data budgets, with training cost increasing linearly
from approximately 2× to 4×. We therefore use in-
terleaved refinement with S = 2 as our default con-
figuration, while full-sequence refinement provides
a simple way to trade additional training compute
for improved performance.

D.3 Comparison with Exact Sequential
Training

Exact recurrent training follows the inference-time
dependency exactly, processing each token only
after obtaining the recurrent state of its predeces-
sor. This removes sequence-level parallelism and
requires T dependent forward stages for a length-T
sequence, making it prohibitively slow at our main
scale. We therefore conduct a controlled compari-
son on smaller 8- and 12-layer models trained for
4,000 steps with sequence length 256.

As shown in Table D.6, exact sequential train-
ing performs best, but interleaved training remains
within 0.004 BPB at both depths. Relative to the
Transformer baseline, interleaved training recovers
75.0% and 76.5% of the improvements achieved
by exact recurrence for the 8- and 12-layer models,
respectively, while reducing the number of depen-
dent forward stages from 256 to 3. Full-sequence
refinement with K = 3 further reduces the gap
to 0.002 BPB and recovers approximately 88%
of the exact-recurrence improvement, although it
uses more training compute than the default inter-
leaved schedule. These results suggest that parallel
refinement captures most of the benefit of exact
token-level recurrence while remaining substan-
tially more parallel.

D.4 Chunked Training
Chunked training is a low-token-compute approx-
imation to recurrent training. It splits a sequence
into contiguous chunks and processes chunks se-
quentially, carrying recurrent memory across chunk
boundaries. Within each chunk, computation re-
mains parallel. Thus, in ideal token-compute terms,
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Training setting K Init Refine 1 Refine 2 Refine 3 Refine 4 Decoding

Transformer baseline 0 0.767 – – – – 0.767
Full-sequence refinement 1 0.762 0.753 – – – 0.753
Full-sequence refinement 2 0.763 0.751 0.751 – – 0.751
Full-sequence refinement, weighted loss 2 0.773 0.750 0.748 – – 0.748
Full-sequence refinement 3 0.766 0.751 0.749 0.749 – 0.749
Full-sequence refinement 4 0.769 0.753 0.751 0.749 0.749 0.749

Table D.4: Ablation on the number of full-sequence refinement forwards using the 20-layer model. Each intermediate
column reports BPB after the corresponding forward, and “Decoding” reports BPB under recurrent autoregressive
inference. Lower BPB is better. Additional refinement initially improves performance, but the gain saturates as
K increases. The weighted-loss configuration uses weights (0.1, 0.3, 0.6) for the initialization and two refinement
forwards.

Model Schedule Cost ∆ Param. Raw tokens per parameter, R

5 10 20 40 60 80 120

Transformer – 1× – 0.789 0.767 0.751 0.739 0.734 0.731 0.726
LRT-layerwise Interleaved (S = 2) ∼ 2× 4.8% 0.775 0.752 0.735 0.725 0.719 0.715 –
LRT-layerwise Full-seq. (K = 1) ∼ 2× 4.8% 0.777 0.753 0.735 0.725 0.719 0.715 –
LRT-layerwise Full-seq. (K = 2) ∼ 3× 4.8% 0.774 0.751 0.733 0.723 0.717 0.713 –
LRT-layerwise Full-seq. (K = 3) ∼ 4× 4.8% 0.772 0.749 0.731 0.721 0.716 0.711 –

Table D.5: Comparison of interleaved and full-sequence refinement across pretraining data budgets using the same
20-layer backbone. At matched approximately 2× training compute, interleaved refinement with S = 2 slightly
outperforms full-sequence refinement with K = 1 in the low-data regime and matches it as R increases. Additional
full-sequence refinement forwards provide incremental gains at linearly increasing cost. Here, S denotes the number
of interleaved subsets, while K denotes the number of full-sequence refinement forwards following initialization.
Cost is approximate training compute relative to the Transformer baseline, and ∆ Param. denotes additional trainable
parameters. Lower BPB is better.

Training strategy Stages 8L BPB ↓ 12L BPB ↓
Transformer 1 1.082 1.040
LRT, interleaved (S = 2) 3 1.070 1.027
LRT, full-seq. (K = 3) 4 1.068 1.025
LRT, exact sequential 256 1.066 1.023

Table D.6: Comparison with exact token-by-token recur-
rent training on smaller models trained for 4,000 steps
with sequence length 256. “Stages” denotes the number
of dependency-ordered forward stages per sequence. Ex-
act recurrence achieves the lowest BPB but requires one
stage per token, whereas the parallel refinement sched-
ules recover most of its improvement using only three
or four stages. Full-sequence refinement with K = 3
uses more training compute than interleaved refinement
with S = 2 and is included as an accuracy–compute
reference rather than a matched-compute comparison.
Lower BPB is better.

each token is processed once and the cost is close
to a standard transformer update.

However, chunked training gives a coarse ap-
proximation to token-level recurrence. Recurrent
memory is updated only across chunk boundaries
rather than after every token, so tokens inside the
same chunk do not receive recurrent memory from

their immediate predecessors. Smaller chunks cre-
ate more frequent recurrent updates, but require
more sequential chunk forwards; larger chunks im-
prove parallelism, but make the recurrent signal
sparser.

This trade-off is visible in Table D.7. With chunk
size C = 64, chunked training slightly improves
over the baseline, but remains far behind inter-
leaved parallel training. With C = 256, the re-
current signal becomes too sparse and the result is
nearly identical to the baseline. Moreover, small
chunks are inefficient in wall-clock training: with
sequence length 2048, C = 64 requires 32 sequen-
tial chunk forwards per sequence, while C = 256
still requires 8. This makes chunked training diffi-
cult to scale efficiently without specialized systems
support.

D.5 Measured Efficiency and Parallel Prefill

We measure the training and serving efficiency of
LRT against a Loop Transformer with a matched
backbone configuration. All methods use Py-
Torch 2.9, FlashAttention-3, BF16 precision, and
H100-80GB GPUs. Training is measured on eight
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Training strategy Ideal cost R10 R20

Baseline 1× 0.767 0.751
Interleaved training ∼ 2× 0.754 0.739
Chunked (C = 64) ∼ 1× 0.765 0.750
Chunked (C = 256) ∼ 1× 0.767 0.751

Table D.7: Chunked training ablation on the 20L model.
BPB is lower better. Chunked training has low ideal
token compute, but its recurrent signal is coarse be-
cause memory is propagated only across chunk bound-
aries. Smaller chunks provide more frequent recurrent
updates but require many sequential chunk forwards,
while larger chunks improve parallelism at the cost of
sparser recurrence. Interleaved training gives stronger
gains by providing recurrent-memory-aware refinement
for all positions.

Stage
Loop Transformer

(2 loops) LRT-shared

Training 0.45/2.24/1.09 0.36/2.96/1.19

Prefill 0.44/2.26/1.70 1.00/1.00/1.00

Decoding 0.44/2.27/1.81 0.92/1.09/1.00

Table D.8: Measured efficiency relative to the Trans-
former baseline. Each entry reports throughput / la-
tency / peak memory. The Loop Transformer uses two
loops. LRT training uses interleaved parallel training
with S = 2, while the reported LRT prefill entry uses
one-pass prefill. Measurements for interleaved prefill
are reported below.

H100 GPUs with 524,288 tokens per optimization
step. Serving is measured on a single H100 with
batch size 128, a prompt length of 1,024 tokens,
and 1,024 generated tokens per sequence. Each
entry in Table D.8 reports throughput, latency, and
peak memory relative to the Transformer baseline.
Higher throughput and lower latency and memory
are better.

For reference, the absolute Transformer mea-
surements are 1,183,622 tokens/s and 442.9 ms per
training step, 198,389 tokens/s and 0.66 s per prefill
batch, and 11,934 tokens/s and 10.73 ms per decod-
ing step. For LRT, the measured training overhead
is higher than the ideal 2× token-compute estimate
because the initialization and subset-refinement for-
wards are executed sequentially and the smaller
subset forwards have lower hardware utilization.

Parallel prefill. LRT supports both training-
matched interleaved prefill and one-pass prefill. In-
terleaved prefill applies the same refinement sched-
ule used during training and obtains 0.35× through-

put, 2.98× latency, and 1.11× peak memory rel-
ative to the Transformer. One-pass prefill instead
has baseline-equivalent throughput, latency, and
peak memory.

In our evaluation, the choice between these
strategies has little effect on continuation quality.
When BPB is evaluated over the 1,024 tokens fol-
lowing a 1,024-token prompt, both remain within
0.001 BPB of exact sequential prefill: interleaved
prefill differs by +0.00002, while one-pass prefill
differs by +0.00082. Thus, interleaved prefill more
closely reproduces exact recurrence, but both strate-
gies provide nearly identical continuation quality
in this setting. The prefill strategy can therefore
be selected according to the desired latency quality
trade-off. In either case, the source-layer state at
the final prompt position initializes recurrent de-
coding.

During decoding, LRT performs one forward
per generated token and stores only one additional
d-dimensional recurrent state per sequence. Un-
der our measurement setting, this results in 0.92×
throughput, 1.09× latency, and no measurable in-
crease in peak memory relative to the Transformer.

D.6 Number of Interleaved Subsets
Interleaved Training refines S disjoint subsets of
positions after one full-sequence initialization pass.
Increasing S creates a longer sparse recurrent re-
finement chain: later subsets can consume recur-
rent states updated by more earlier subsets. How-
ever, because only one subset is refreshed at each
refinement step, larger S also means later subsets
rely on a buffer that is only partially updated from
the initialization pass. Thus, increasing S may not
necessarily improve the approximation to the full
token-level recurrent chain.

We evaluate S ∈ {2, 4, 8} on the 20L model at
ratio R = 10. Since the subsets together cover
the sequence exactly once, the ideal token com-
pute is approximately unchanged across S: one
full initialization pass plus one effective refinement
pass, or about 2× a standard transformer update. In
practice, larger S can introduce more sequential re-
finement steps and may reduce hardware efficiency,
even if the ideal token count is unchanged.

The results show that increasing the number of
interleaved subsets does not improve BPB: all LRT
variants obtain 0.754. This suggests that, under our
current approximation, the benefit mainly comes
from giving each token one recurrent-memory-
aware refinement step rather than from increasing
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Setting Training cost BPB ↓
Baseline / no memory 1× 0.767
LRT, S = 2 ∼ 2× 0.754
LRT, S = 4 ∼ 2× 0.754
LRT, S = 8 ∼ 2× 0.754

Table D.9: Ablation on the number of interleaved sub-
sets S on the 20L model at ratio R = 10. Lower BPB is
better. Increasing S creates a longer sparse refinement
chain, but does not improve BPB in this setting. We
therefore use S = 2 by default, which is the simplest
and most parallel option that matches the best observed
BPB.

Evaluation length

Model 64 128 256

Transformer 5 5 5
LRT 24 24 24

Table E.10: pos@90 on A5 prefix group multiplication.
Both models are trained on length-64 sequences; LRT
uses interleaved training with S = 2. LRT extends the
reliable state-tracking horizon from 5 to 24 positions,
and the result is unchanged across evaluation lengths.
Higher is better.

the number of sparse write-back stages. We there-
fore use S = 2 as the default setting because it
provides the same BPB as larger S while requiring
fewer sequential refinement stages and preserving
more parallelism.

E Non-Commutative State Tracking

We evaluate LRT on A5 prefix group multiplica-
tion, a non-commutative state-tracking task over
a group of order 60. At each position, the model
must predict the cumulative group product of the
observed prefix. We train depth-4, d = 256 Trans-
former and LRT models under identical settings
using length-64 training sequences. LRT uses in-
terleaved parallel training with S = 2.

We report pos@90, defined as the largest posi-
tion p such that accuracy remains at least 90% at
every position from 1 through p. As shown in Ta-
ble E.10, the Transformer reaches pos@90 = 5,
whereas LRT reaches pos@90 = 24, correspond-
ing to a 4.8× longer reliable state-tracking hori-
zon. LRT additionally maintains 100% accuracy
through position 16.

The position-wise accuracy curves are identical
over their shared prefixes when evaluated at lengths
64, 128, and 256. Thus, the measured reliable hori-

zon is not an artifact of the selected evaluation
length. As a control, the same Transformer con-
figuration reaches 99.6% accuracy on prefix multi-
plication over the cyclic group Z60, which has the
same number of group elements as A5 but is com-
mutative. This result indicates that the difficulty
of A5 is not simply caused by the 60-way output
space or the evaluation pipeline, and that LRT pro-
vides a substantial advantage on non-commutative
state tracking.

F Statistical Reliability

All BPB and CORE results reported in this paper
are means over three independent runs. The ob-
served improvements are consistently larger than
the corresponding run-to-run variation. These gains
are also obtained over a strong nanochat baseline,
for which common architectural additions such as
gated attention, layer scaling, and residual mixing
provide little or no improvement (Table G.12).

Because interleaved LRT training uses approxi-
mately 2× the compute of a standard Transformer
update, a matched-compute comparison pairs LRT
trained at raw tokens-per-parameter ratio R with
the baseline trained at ratio 2R. Table F.11 reports
results at three such baseline-equivalent compute
budgets.

Across all three matched-compute budgets, LRT
consistently improves both BPB and CORE. The
improvement grows with compute and remains
larger than the reported standard deviations, sup-
porting that the observed gains are reproducible
rather than explained by run-to-run variation.

G Baseline Strength and Negative
Ablations

To contextualize the BPB improvements reported
in the main paper, we evaluate several generic ar-
chitectural additions on the same nanochat-style
transformer backbone. These variants add extra
flexibility, such as residual scaling, gated attention,
input residual mixing, or value-side residual paths,
but do not introduce the LRT recurrent memory
pathway. The goal is to verify that the gains from
LRT are not simply explained by adding small mod-
ules or gates to the baseline.

The strongest non-recurrent baseline combines
value embeddings with input residual mixing,
reaching 0.767 BPB. Adding another generic gate
on top of this baseline does not improve perfor-
mance. We therefore use this strong nanochat-style
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Equivalent compute Base BPB ↓ LRT BPB ↓ Base CORE ↑ LRT CORE ↑
40 0.7394± 0.0002 0.7387± 0.0002 0.2608± 0.0007 0.2627± 0.0008
80 0.7308± 0.0002 0.7272± 0.0002 0.2707± 0.0007 0.2742± 0.0007
120 0.7261± 0.0001 0.7213± 0.0001 0.2760± 0.0006 0.2803± 0.0006

Table F.11: Matched-compute BPB and CORE results, reported as mean± standard deviation over three independent
runs. At equivalent compute C, the Transformer baseline is trained at raw ratio C, while LRT is trained at raw ratio
C/2 because its interleaved training schedule costs approximately 2×. LRT consistently improves both metrics by
margins larger than the observed run-to-run variation.

Variant BPB ↓
Vanilla baseline 0.784
Layer-scaled attn./MLP 0.782
Gated attention (GA) 0.782
Input residual mixing (IRM) 0.779
Dense residual mixing 0.783
Value residual 0.779
Projected value residual 0.780
Value embedding (VE) 0.770
VE + IRM (final baseline) 0.767
VE + IRM + GA 0.767

Table G.12: Baseline-strength and negative ablations on
the 20L model. BPB is lower better. VE denotes value
embedding, IRM denotes input residual mixing, and GA
denotes gated attention. Generic additions such as gated
attention, layer scaling, and residual mixing yield only
marginal improvements, and adding gated attention on
top of the final baseline does not further improve BPB.
This suggests that the gains reported for LRT are not
simply due to adding extra parameters, gates, or residual
pathways, but instead come from the recurrent memory
mechanism.

configuration as the baseline in the main exper-
iments, and compare LRT against it rather than
against the weaker vanilla transformer.

For reference, layer-scaled attention/MLP uses
x← x+ αAttn(x) + βMLP(x); gated attention
uses x ← x + αAttn(x); input residual mixing
uses x ← αx + βx0; and dense residual mixing
additionally incorporates earlier residual states.

H Training Algorithm

We show the full interleaved parallel training algo-
rithm in Alg. H.

I CORE Evaluation Details

CORE is computed over 22 in-context learning
tasks from the DCLM evaluation suite (Li et al.,
2024). The tasks are grouped into five categories:
language understanding, world knowledge, com-

Algorithm 1 Interleaved Parallel Training Step
1: Inputs: token sequence x1:T , subset count S,

partition {Is}Ss=1

2: B(0) ← Forwardfull(x1:T ) // init forward:
parallel over T

3: compute Linit on B(0)
4: for s = 1 to S do
5: B(s) ← Refine(Is,B(s−1)) // compute |Is|

positions; write back
6: compute LIs on refined positions
7: end for
8: L ← 1

S+1

(
Linit +

∑
s LIs

)

9: backpropagate L through all S+1 forwards

monsense reasoning, symbolic problem solving,
and reading comprehension. Each task contributes
a centered score, centered = (a − r)/(1 − r),
where a is the task accuracy and r is the random
baseline. The final CORE metric is the mean cen-
tered score across all tasks. In the implementation,
random baselines stored as percentages are con-
verted to probabilities before centering.
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Category Task Shots Type

Language understanding hellaswag_zeroshot 0 multiple choice
Language understanding hellaswag 10 multiple choice
Language understanding lambada_openai 0 language modeling
Language understanding winograd 0 schema
Language understanding winogrande 0 schema
Language understanding bigbench_language_identification 10 multiple choice

World knowledge jeopardy 10 language modeling
World knowledge bigbench_qa_wikidata 10 language modeling
World knowledge arc_easy 10 multiple choice
World knowledge arc_challenge 10 multiple choice

Commonsense reasoning copa 0 multiple choice
Commonsense reasoning commonsense_qa 10 multiple choice
Commonsense reasoning piqa 10 multiple choice
Commonsense reasoning openbook_qa 0 multiple choice

Symbolic problem solving bigbench_dyck_languages 10 language modeling
Symbolic problem solving agi_eval_lsat_ar 3 multiple choice
Symbolic problem solving bigbench_cs_algorithms 10 language modeling
Symbolic problem solving bigbench_operators 10 language modeling
Symbolic problem solving bigbench_repeat_copy_logic 10 language modeling

Reading comprehension squad 10 language modeling
Reading comprehension coqa 0 language modeling
Reading comprehension boolq 10 multiple choice

Table I.13: CORE task list. The benchmark contains 22 tasks: 12 multiple-choice tasks, 8 language-modeling tasks,
and 2 schema tasks.
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