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Abstract

Designing academic posters is a labor-intensive
process requiring the precise balance of high-
density content and sophisticated layout. While
existing paper-to-poster generation methods au-
tomate initial drafting, they are typically single-
pass and non-interactive, and often fail to
align with complex, subjective user intent. To
bridge this gap, we propose APEX (Academic
Poster Editing agentic eXpert), the first agen-
tic framework for interactive academic poster
editing, supporting fine-grained control with
robust multi-level API-based editing and a
review-and-adjustment mechanism. In addi-
tion, we introduce APEX-Bench, the first sys-
tematic benchmark comprising 514 academic
poster editing instructions, categorized by a
multi-dimensional taxonomy including opera-
tion type, difficulty, and abstraction level, con-
structed via reference-guided and reference-
free strategies to ensure realism and diversity.
We further establish a multi-dimensional VLM-
as-a-judge evaluation protocol to assess instruc-
tion fulfillment, modification scope, and visual
consistency & harmony. Experimental results
demonstrate that APEX significantly outper-
forms baseline methods. Our implementation is
available at https://github.com/Breesiu/
APEX.

1 Introduction

Academic posters are a critical medium for dissemi-
nating research ideas at conferences, requiring con-
cise content selection, clear visual structure, and
careful layout design under high information den-
sity. Due to the substantial manual effort required
to design posters, recent studies (Pang et al., 2025;
Sun et al., 2026; Zhang et al., 2026; Choi et al.,
2026) on paper-to-poster generation aim to auto-
matically distill long-form academic papers into
visually structured posters, often leveraging large
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language models (LLMs) and multi-agent frame-
works to extract key content and generate layouts
or rendering code (e.g., HTML/CSS or PPT-based
representations).

However, these existing paper-to-poster meth-
ods treat the task as a single-pass, non-interactive
generation problem, where a complete poster is pro-
duced in one step. This formulation is misaligned
with real-world poster design workflows for two
reasons: (i) Due to inherent limitations in current
model capabilities, posters generated by existing
paper-to-poster agents often exhibit substantial dis-
crepancies from user-designed posters (Pang et al.,
2025). As a result, significant and non-trivial mod-
ifications are still required, highlighting the neces-
sity of leveraging LLMs for subsequent iterative
editing and refinement. (ii) User requirements for
poster design are often complex and subjective, as
poster design itself is a highly intricate task. Conse-
quently, it is difficult for users to clearly and com-
prehensively articulate all their intentions within a
single round of interaction.

Several paradigms can be considered to address
this limitation, which broadly fall into two cate-
gories. (i) Regeneration-based approaches are
exemplified by the Regenerate-All strategy, which
leverages multi-modal foundation models (e.g.,
Gemini) to reconstruct the entire poster at each
interaction. For example, upon each modification
request, the system feeds the original poster image
together with the user’s text instruction into a multi-
modal generative model, and regenerates the entire
poster. However, due to inherent model hallucina-
tions and the nature of global rewriting, such ap-
proaches often introduce erroneous modifications
or unnecessary changes beyond the user’s intended
scope. (ii) Generic slide editing approaches per-
form slide editing on academic poster, as many of
them are authored in slide formats (e.g., . pptx).
One line of work prompts LLMs to directly gen-
erate editing scripts, but these scripts frequently
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suffer from high execution error rates and unsatis-
factory editing quality. Another line of work em-
ploys generic slide-editing agents (Jung et al., 2026;
Guo et al., 2024) to manipulate posters. However,
these generic slide-editing agents lack the domain-
specific understanding required for academic poster
design, which demands comprehension of the un-
derlying paper content as well as tightly coupled
layout and visual element organization.

To address these issues, in this paper, we pro-
pose APEX, the first academic poster editing agent
framework, which is built upon two core designs.
(i) Robust multi-level API-based editing. Un-
like regeneration-based strategies, which are prone
to global hallucinations, we formulate poster edit-
ing as a sequence of operations, where each op-
eration is mapped to a specific API. This design
enables localized modifications, supporting fine-
grained control while avoiding unintended global
changes. Compared to generic slide editing ap-
proaches, our design is better suited for complex
academic poster editing scenarios involving nu-
merous, diverse and densely arranged element
groups (e.g. sections). This advantage stems from
our multi-level API design, which includes both
low-level APIs (e.g., insert a single image) and
high-level APIs that enable group-level and multi-
attribute operations. In addition, we introduce a
robust fault-tolerant execution mechanism for API
sequences, ensuring that failures at intermediate
steps do not invalidate the entire editing process.
(ii) Review-and-adjustment mechanism. Beyond
basic planning and execution of API sequences, our
agent framework incorporates an additional review-
and-adjustment module. This module mitigates
the impact of instruction-following deficiencies
in academic poster editing that stem from insuf-
ficient domain-specific capabilities of the under-
lying foundation models, which are prevalent in
both regeneration-based and generic slide editing
approaches. Specifically, the system reviews the
edited poster, focusing on the modified elements, to
verify instruction fulfillment and detect redundant
or incorrect modifications, triggering adjustments
when necessary.

Further, to systematically evaluate academic
poster editing, we introduce APEX-Bench, the first
comprehensive benchmark for this emerging task.
Our benchmark comprises 514 poster editing in-
structions associated with 59 paper—poster pairs,
collected from top-tier international Al conferences
between 2023 and 2025, including ICLR, ICML,

and NeurIPS. To ensure that these instructions re-
flect realistic academic poster editing scenarios,
we adopt a rigorous and systematic instruction de-
sign process. In particular, we treat Al-generated
academic posters as initial drafts and synthesize
editing instructions using Vision—Language Mod-
els (VLMs) (Yin et al., 2024) through two comple-
mentary strategies: (i) reference-guided synthesis,
which uses author-designed posters as references
and derives instructions by analyzing differences
between Al-generated and human-authored posters;
and (ii) reference-free synthesis, which directly
prompts VLMs to propose improvement instruc-
tions based on content, structure, and aesthetics,
serving as a complementary source to enhance in-
struction diversity. All synthesized instructions are
subsequently reviewed and refined through human
verification to ensure quality and correctness. We
further introduce a multi-dimensional taxonomy
that categorizes instructions by operation type, pa-
per relevance, difficulty level, and abstraction level,
to support fine-grained evaluation.

To accompany our benchmark dataset, we pro-
pose a VLM-as-a-judge (Chen et al., 2024; Zheng
et al., 2023) evaluation protocol that assesses poster
quality under a given editing instruction from three
aspects: (i) instruction fulfillment, which mea-
sures how completely the instruction is fulfilled and
whether the modified or newly integrated content
remains faithful to the source paper; (ii) modifica-
tion scope, which evaluates whether unnecessary
or unintended changes are introduced beyond the
intended editing scope; and (iii) visual consistency
& harmony, which assesses whether the newly
integrated or modified elements are visually co-
herent and natural within the overall design (e.g.,
layout and style). Collectively, these criteria enable
a comprehensive evaluation of instruction compli-
ance, editing scope control, and visual coherence.
Overall, the main contributions of this work are
summarized as follows:

e To the best of our knowledge, we present the
first systematic study of interactive academic poster
editing.

e We propose APEX, an agent-based framework
that enables interactive and fine-grained academic
poster editing.

e We introduce APEX-Bench, the first comprehen-
sive benchmark for academic poster editing.

e Experimental results show that our approach
significantly outperforms competitors, producing
more reliable and intent-aligned poster edits.
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2 Related Work

Academic poster generation. Transforming full-
length scientific papers into visually structured
posters is an important and emerging research direc-
tion, as it requires joint reasoning over long-context
text, figures, and layout. P2P (Sun et al., 2026)
and Paper2Poster (Pang et al., 2025) are among
the earliest representative works in this area, both
introducing the first batch of benchmarks for paper-
to-poster generation and addressing the task with
multi-agent frameworks. Building on this line of
work, PosterGen (Zhang et al., 2026) further ad-
vances the field by explicitly incorporating aes-
thetic design principles such as narrative structure,
layout balance, color harmony, and typography into
specialized agents, thereby improving visual qual-
ity and readability. Further, from a structural per-
spective, PosterForest (Choi et al., 2026) introduces
a hierarchical Poster Tree representation that jointly
encodes document structure and visual—textual re-
lationships, enabling multi-agent collaboration be-
tween content and layout agents to iteratively refine
logical consistency and visual coherence. However,
these existing paper-to-poster methods primarily
focus on fully automated, single-pass generation,
producing a complete poster in one step without
iterative user feedback, which limits their ability to
correct errors or flexibly adjust content and layout
in practice. This limitation highlights the need for
interactive poster generation, where users can iter-
atively guide and refine the output through direct
interaction with the model.

Agent-based slide editing. Research on auto-
matic slide editing provides useful insights for in-
teractive poster editing, as most poster generation
methods output PPTX slides. Existing benchmarks
such as PPTC (Guo et al., 2024), PPTC-R (Zhang
et al., 2024), PPTBench (Huang et al., 2025) and
PPTArena (Ofengenden et al., 2025) define a range
of slide editing tasks and operations. However,
these benchmarks primarily focus on generic slide-
level edits and do not evaluate quality in the aca-
demic poster domain, where correctness depends
on understanding and preserving the semantic struc-
ture of the source academic paper, rather than ex-
ecuting generic slide-level operations only. Most
existing slide editing approaches adopt agent-based
frameworks, such as Talk-to-Your-Slides (Jung
et al., 2026) and AUTO-SLIDES (Yang et al.,
2025). Despite the effectiveness for basic slide
operations, these systems are not specifically de-

signed for academic posters, whose editing capa-
bility is thus restricted. Moreover, these works
rely exclusively on textual instructions and lack
explicit feedback and refinement mechanisms. Re-
cent work on layout reasoning (Shi et al., 2025;
Guerreiro et al., 2024; Shen et al., 2025) and con-
current slide editing research (Ofengenden et al.,
2025; Jung et al., 2026; Yun et al., 2025) demon-
strates that review and refinement play a critical
role in improving instruction-following accuracy
and layout quality. These findings further highlight
the importance of incorporating feedback-driven re-
finement for layout-centric tasks requiring precise
instruction following in academic poster editing.

3 Problem Definition

The task of interactive academic poster editing con-
cerns revising an existing poster according to natu-
ral language instructions while preserving editabil-
ity for subsequent human-in-the-loop refinement.

Let P, M and Z denote source poster set, source
paper set and user instruction set, respectively. For-
mally, given a source academic poster Py, € P in
an editable format (e.g., . pptx), a corresponding
source paper M € M, and a user instruction I € 7
(e.g., content revision or layout reconfiguration),
the goal of automated poster editing is to generate
an edited target poster Py in an editable format
that satisfies the user’s editing needs.

We model the poster editing process as a param-
eterized editing policy:

]Dtgt:ﬂ—e(PsrmM’I)a (1)

where g denotes an editing policy with parameters
6 that maps the source poster, the paper content,
and the user instruction to an edited poster.

The quality of the edited poster is evaluated by a
parameterized scoring function S, (-), where the
score is induced by an evaluation policy 7, with
parameters ¢. This scoring function assigns higher
values to edits that better align with user intent
while avoiding unnecessary or unintended modifi-
cations. The objective of the system is to generate
an edited poster that maximizes this quality score:

mea‘x Sﬂ¢(PSICaPtgt7I) M) (2)

Accordingly, the task requires a well-defined
editing policy 7y, an evaluation policy 7 together
with its induced scoring function Sy, as well as
a collection of editing instances ( Py, M, I) for
validation and evaluation.
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Figure 1: Overview of the Multi-Agent Poster Editing Pipeline. The framework comprises three collaborative
stages: (1) Parsing and Element Serialization: The source poster Py is parsed into structured JSON data
PS{C, extracting all element attributes for fine-grained control. (2) Planning and Execution: A centralized agent
synthesizes user instructions I, visual representation PY,, and JSON data P, to generate an execution plan. It
optionally invokes a paper understanding tool to extract content from the paper M before calling multi-level APIs
to modify the .pptx file. (3) Review and Adjustment: A quality assurance agent evaluates the edited visual

output PY. ., against the original Py, and the user’s instruction , specifically verifying the modified elements, and

performs adjustments through additional API calls to ensure visual fidelity and instruction compliance.

4 APEX
4.1 Core Design

To achieve robust and aesthetically pleasing edit-
ing, our system employs two core strategies: Ro-
bust multi-level API-based editing and Review-
and-Adjustment mechanism. These designs are
specifically engineered to enhance the system’s ca-
pacity for manipulating high-density elements in
academic poster while mitigating the risks of “one-
go” editing deviations in scenarios such as complex
layout edit.

Robust multi-level API-based editing. We pro-
pose a robust multi-level API architecture de-
signed to handle the high-density information con-
tained in academic posters. While retaining low-
level APIs (e.g., moving a single element or set-
ting a single attribute) for fine-grained control,
we develop a compact and orthogonal suite of
high-level APIs to manipulate the complex and
numerous element group (e.g., section) in aca-
demic poster. For instance, move_group() and
batch_delete_elements() APIs facilitate group-
level editing, while text_format_brush() en-
ables batch updates to multiple attributes (e.g., font
size, color, bolding, etc.). Further, different from
executing all edits in one single step, our system
processes API calls individually to ensure fault tol-
erance. When an API call fails, the system contin-
ues executing the remaining operations, preventing

a single failure from invalidating the entire editing
process. Conversely, if an editing script is gener-
ated to edit a poster, a single line error will lead to
code execution interruption.

Review-and-Adjustment Mechanism. We de-
vise a multi-modal review-and-adjustment mech-
anism that functions as a quality assurance layer
to rectify potential errors from the initial editing
phase. Specifically, when initial edits are com-
pleted, this mechanism reviews the edited poster to
validate instruction fulfillment and identify redun-
dant and incorrect modification. If the initial edits
fall short of the requirement, an adjustment phase
will be triggered to refine edited poster further;
otherwise, the poster is finalized, mitigating unnec-
essary manipulations. Moreover, this mechanism
prioritizes the modification parts that are made in
the initial editing phase, ensuring the whole pro-
cess to be effective and focused, avoiding full-scale
poster review and modification.

4.2 Overall Framework

Our system operates as a multi-agent pipeline with
three distinct stages, as shown in Figure 1.

Parsing and Element Serialization. The pro-
cess commences by transforming the raw .pptx
file into a structured, manipulable format to en-
able fine-grained observation and control. Us-
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Figure 2: The data construction pipeline of APEX-Bench. Adopting a “Model-assisted, Human-refined” strategy,
the workflow consists of three phases: (1) Data Sources Preparation, where initial drafts are synthesized from
source papers via PosterGen; (2) Al Instruction Generation, where a VLM performs gap analysis and aesthetic
optimization to derive preliminary editing commands; and (3) Human Refinement, where experts verify and adjust

instructions to ensure feasibility and high quality.

ing python-pptx library', the system parses the
source poster Py, to extract attributes (e.g., IDs,
text content, font sizes, positions, colors, borders,
images, etc.) for all elements and serializes them
into JSON data P;, providing fine-grained infor-
mation about each element for following editing
steps to reference and modify specific elements

accurately.

Planning and Execution. This stage serves as
the system’s central engine for planning and execu-
tion. The planner-and-execution agent, powered by
a VLM, comprehensively analyzes all multimodal
inputs to orchestrate the editing workflow. It begins
by analyzing user’s instructions I, the parsed JSON
data P;, and the source poster image P... Based
on this analysis, the agent determines whether the
instruction requires content from the associated pa-
per. If paper content is required, the agent invokes
the paper understanding tool to extract relevant
content from the source paper M using a VLM,
together with metadata (e.g., paths, aspect ratios)
of figures and tables pre-processed by the static
parsing toolkit Docling (Livathinos et al., 2025) 2,
Using this information and provided API document,
the agent then generates the plan and a sequence
of multi-level API calls. Otherwise, when no paper
content is needed, the planner directly generates a
plan and an API sequence without relying on the
associated paper. These API calls are executed se-
quentially by the execution program to modify the
poster Py, resulting in the updated version Pgiteq

"https://python-pptx.readthedocs.io/
2https://github.com/docling-project/docling

with corresponding image P, dited-

Review and Adjustment. The final stage is de-
signed to guarantee visual fidelity and instruction
adherence. The review-and-adjustment agent pow-
ered by a VLM reviews the initially edited poster
image Pe‘gited by cross—referencing it with origi-
nal poster image P)., the executed API sequence,
user’s instruction I and the JSON representation of
original and modified elements. This process aims
to identify any mistakes, omissions or redundant
modifications. If errors or unnecessary modifica-
tions are notable, this agent will generate a correc-
tive API sequence to rectify these issues, thereby
producing the finalized poster Fig.

5 APEX-Bench

5.1 Data Construction

To comprehensively evaluate model performance in
academic poster editing, we curate APEX-Bench,
a dataset comprising 514 editing instructions Z
derived from 59 high-quality papers M. Each in-
struction I € 7 is associated with a paper M € M,
a human-authored reference poster P, and an Al-
generated initial poster Py... Formally, the dataset
is represented as D = {(M, Py, Pret, I)}. We em-
ploy a systematic ‘“model-assisted, human-refined”
strategy to generate these instructions, ensuring the
coverage of diverse complexities and cross-modal
dependencies. The construction pipeline, as illus-
trated in Figure 2, consists of three phases:

Data Preparation and Initialization. To cover
diverse academic styles and topics, we curate a
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dataset M consisting of 59 source papers pub-
lished between 2023 and 2025 in the top-tier Al
conferences ICLR, ICML and NeurIPS. For each
paper, we synthesize an initial poster draft Py
using PosterGen (Zhang et al., 2026), powered by
GLM-4.5V (Team et al., 2026) and Gemini-3-Flash.
We select PosterGen primarily due to its ability to
output native, editable .pptx files and its hierar-
chical layout generation mechanism, which yields
well-aligned and coherent layouts, providing a ro-
bust and structured starting point.

VLM-Driven Analysis and Optimization. To
derive preliminary editing commands, we em-
ploy the VLM Gemini-3-Flash-Preview via a dual-
branch prompting strategy designed to balance re-
alism and diversity. First, to ensure realism, we
conduct a reference-guided gap analysis, where the
VLM compares the draft Py against the human-
authored reference Py to identify critical discrep-
ancies, such as missing key figures, over-simplified
text, and logical incoherence. However, relying
solely on fixed references constrains the range of
potential edits. Therefore, to enhance diversity, we
further utilize a reference-free optimization as a
supplementary approach. In this independent anal-
ysis, the model evaluates Py to propose additional
instructions for optimizing content, structure, and
aesthetics that are not bounded by the reference,
thereby enriching the dataset with a wider variety
of editing intents. This dual-path strategy ensures
comprehensive coverage of both content revisions
and visual improvements.

Expert Verification and Refinement. To ensure
the high quality of our dataset, we recruit a team of
five expert annotators to conduct a rigorous human
review. Details regarding recruitment and anno-
tation procedures are provided in Appendix A.1.
We adopt a review mechanism where each instruc-
tion is independently reviewed by at least two ex-
perts, with discrepancies resolved through discus-
sion. The verification process strictly follows two
phases: (i) Filtering based on Validity and Pro-
fessionalism: Experts first inspect instructions for
factual and academic standards. Instructions are
discarded if they exhibit Validity Issues (e.g., hallu-
cinations or factual errors) or violate Professional
Rationality (e.g., aesthetically degrading or non-
academic requests). (i) Refining instructions: Ex-
perts then refine the instructions to ensure APEX-
Bench consists of comprehensive, logically com-
plete and executable editing tasks. For instance,

if instructions are valid in intent but spatially con-
flicted (e.g., a request to “insert a figure” into a
fully occupied region), experts rewrite them into
precise, multi-step instructions involving necessary
layout adjustments.

5.2 Dataset Statistics and Analysis

We establish a multi-dimensional taxonomy to fa-
cilitate fine-grained evaluation. Detailed definitions
and examples are provided in Appendix A.2.

Operation Category. To systematically charac-
terize the editing requirements of information-
dense academic posters, we classify instructions
into four primary categories. Text-related opera-
tions are the most prevalent (79.77%), followed
by overall layout (59.34%), image adjustments
(47.67%), and shapes and elements (33.27%). No-
tably, the cumulative percentage exceeds 100%
because real-world editing instructions are com-
posite. Unlike operations in generic slide editing,
academic poster revision often requires simultane-
ous multi-aspect manipulation. For example, the
instruction “Move the image in the Method section
to the left side and rearrange the text on the right”
involves three dimensions: image adjustment, text
rearrangement, and layout optimization.

Difficulty Levels. We classify instructions into
four levels: Low, Medium, High, and Very High,
based on two dimensions: (i) Structural Com-
plexity & Scope, which measures the granular-
ity and extent of the required modifications, rang-
ing from localized attribute updates (e.g., “Adjust
font styles) to complex global layout reconfigura-
tions requiring multi-group coordination, and (ii)
Semantic Understanding & Reasoning Depth,
which evaluates the cognitive demand to interpret
and execute editing commands. This spans from
straightforward, explicit operations (e.g., “Center
align the title”) to handling complex scenarios in-
volving abstract composite instructions or paper-
dependent reasoning, where the agent must ex-
tract semantic contents from the paper and perform
multi-step reasoning to derive the optimal editing
strategy.

Paper Related. A salient feature of APEX-
Bench is that paper-related instructions constitute
57.2% of the dataset. Unlike generic editing tasks
solvable via visual cues alone, these instructions
mandate deep cross-modal reasoning, requiring
agents to align editing decisions with the semantic
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Methods Error Rate () LE. () M.S. (1) V.C.(1) Cost($)
Direct Image Generation - 6.48 3.22 2.78 0.248
XML Generation 0.39% 5.47 4.77 3.72 0.051
Direct Script-based Editing 34.05% 4.90 9.20 4.21 0.012
PPTC 2.14% 0.63 5.05 0.45 0.002
Talk-to-Your-Slides 3.50% 2.37 6.83 2.22 0.022
APEX 0.00 % 7.97 9.04 7.18 0.022

Table 1: Performance comparison on APEX-Bench. LF.: Instruction Fulfillment, M.S.: Modification Scope, V.C.:
Visual Consistency & Harmony. Cost denotes the average dollar cost per edit.

context and factual details of the source paper.

5.3 Evaluation

Given the complex and visual nature of academic
posters, we leverage a VLM-as-a-judge paradigm
to evaluate the performance of the editing sys-
tem. Specifically, the evaluation policy 7y (im-
plemented via a VLM) is provided with the target
poster image Ptgt, the source poster image PV,
the user instruction I, and the source paper M.
The evaluation is conducted across three dimen-
sions—Instruction Fulfillment, Modification Scope,
and Visual Consistency & Harmony—to ensure a
comprehensive assessment of the editing quality
Srs(Poe; Pag, I, M). Each dimension has its own
evaluation checklist and scoring rubric (see Ap-
pendix D.2). The detailed evaluation metrics are
given as follows: (i) Instruction Fulfillment. This
metric evaluates the edited poster’s compliance
with specific user instructions as well as the factual
integrity of content integrated from the source pa-
per. (ii) Modification Scope. This metric evaluates
whether there are unnecessary or unintended modi-
fications (e.g., hallucinations or collateral damage)
in regions irrelevant to the instruction 7. (iii) Visual
Consistency & Harmony. This metric® evaluates
whether the newly integrated or modified elements
align logically with the design (e.g., layout, ty-
pography, and style) of Py.. This dimension is
particularly critical for handling abstract or under-
specified instructions (e.g., “Add method section
to top-right of the poster”), where the system has
to infer fine-grained visual details to maintain a
professional and visually unified appearance.

3This metric is based on instruction fulfillment and modi-
fication scope metrics. High scores in instruction fulfillment
and modification scope are prerequisites for a high score in
this metric.

6 Experiments

This section evaluates APEX through overall per-
formance comparison, difficulty-wise analysis, and
ablation studies. Additional implementation de-
tails, analyses of statistical significance, multi-turn
editing, human-ranking validation, baseline fair-
ness, and detailed case studies are provided in Ap-
pendices B.2, B.3, B.4, B.5, B.6, and C.

6.1 Experimental Setup

Baselines. We compare our method with rep-
resentative baselines from two categories. (i)
Regeneration-based methods reformulate poster
editing as regeneration, including XML Generation
and Direct Image Generation. (ii) Generic slide
editing methods perform slide editing on poster,
including Direct Script-based Editing and agent-
based approaches Talk-to-Your-Slides (Jung et al.,
2026) and PPTC (Guo et al., 2024). More details
are provided in the Appendix B.1.

Implementation Details. Unless otherwise spec-
ified, all methods in our experiments are built
upon advanced base models from the Gemini fam-
ily (Team, 2023). More implementation details are
provided in Appendix B.2.

6.2 Main Results

Overall Performance. Table 1 reports the per-
formance of different methods, along with their
execution error rate* and monetary cost. APEX
achieves the best performance on instruction ful-
fillment and visual consistency, outperforming the
strongest baseline by 1.49 and 2.97 points. It also
demonstrates comparable performance on modi-
fication scope. The key insights are as follows.
(i) Regeneration-based approaches, including di-
rect image generation and XML generation, obtain

“For PPTC and APEX, since API errors don’t halt editing,
“Error Rate” denotes portion of samples where all generated
API calls fail.
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Figure 3: Performance across varying difficulty levels on three evaluation metrics. LF.: Instruction Fulfillment,

M.S.: Modification Scope, V.C.: Visual Consistency.

Method LE () MS.(1) V.C.(1) Cost($)
APEX (Full) 7.97 9.04 7.18 0.022
w/o Review 7.32 8.58 6.13 0.015
w/o Review & APIs 5.12 9.14 4.51 0.017

Table 2: Ablation study on the review-and-adjustment module and operation-to-API mapping.

significantly lower scores on modification scope,
indicating their tendency to introduce unintended
edits and hallucinations. (ii) PPTC and Talk-to-
Your-Slides, despite being advanced slide editing
agents, perform substantially worse in this setting,
mainly due to the lack of explicit paper content
extraction modules as well as limited capability in
handling high-density information and compact lay-
outs. (iii) Direct script-based editing achieves the
highest modification scope score but shows much
lower performance on instruction fulfillment and
visual consistency, suggesting that many intended
edits fail to be executed, as reflected by a high code
execution error rate. (iv) APEX demonstrates a
favorable trade-off between performance and cost.

Difficulty-wise Performance. Figure 3 shows
that APEX outperforms all baselines across diffi-
culty levels, with larger gains on harder instructions.
Scores generally decrease as annotated difficulty
increases, indicating that the taxonomy captures
task complexity. Additional results are provided in
Appendix B.7.

6.3 Ablation Study

Table 2 presents the ablation results on two core de-
sign components: the review-and-adjustment mod-
ule and the multi-level API-based editing mech-
anism. Three settings are considered: (i) the
full model, (ii) a variant without the review-and-
adjustment module, and (iii) a further ablated vari-
ant that additionally removes the operation-to-API

sequence mapping and instead directly outputs
python-pptx code for poster editing. Removing
the review-and-adjustment module leads to a clear
performance degradation, with the most substantial
drop observed in visual consistency, indicating that
incorporating visual feedback helps the model im-
prove both instruction adherence and layout-level
adjustments. Further removing the operation-to-
API sequence mapping results in pronounced de-
clines in instruction fulfillment and visual consis-
tency, while leading to increased execution cost,
underscoring that the multi-level API-based editing
mechanism is both more cost-efficient and more
effective in enforcing instruction following. In this
setting, the modification scope score slightly in-
creases, which can be attributed to the reduced
editing capability: fewer modifications are applied,
making unintended changes less likely to occur.
Overall, the ablation results demonstrate that the
two core designs play complementary roles in im-
proving instruction-following accuracy and visual
quality. Ablation results for the choice of base
model are provided in Appendix B.8.

7 Conclusion

In this paper, we presented APEX, the first agen-
tic framework dedicated to interactive academic
poster editing. Our framework consists of two
core designs, namely, a robust multi-level API suite
and a review-and-adjustment mechanism, excelling
at manipulating high-density layouts of academic
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posters while ensuring localized, precise control.
To support systematic research in this domain, we
further introduced APEX-Bench, a benchmark of
514 editing instructions, and established a multi-
dimensional VLM-as-a-judge evaluation protocol.
Experimental results show that APEX significantly
outperforms both regeneration-based and generic
slide-editing baselines in instruction fulfillment and
visual consistency, while preserving modification
scope. Our work provides a reliable foundation for
bridging the gap between automated drafting and
professional-grade research dissemination.

Limitations

Despite the promising results, our work has cer-
tain limitations that suggest directions for future
research.

First, due to constraints on computational re-
sources, we did not explore more powerful frontier
models (e.g., Gemini-3-Pro) for the agentic frame-
work. Future work could conduct a more compre-
hensive exploration using these models to further
enhance performance of the editing process.

Second, our current framework lacks a mecha-
nism to handle instructions that require external
visual assets not present in the provided paper or
poster. Extending the agent’s capability to retrieve
and integrate external multi-modal resources re-
mains an important open challenge for academic
poster editing task.

Ethical considerations

We take ethical considerations seriously in the de-
velopment of APEX and APEX-Bench.

Data Sourcing and Intellectual Property. All
research papers and their accompanying official
posters used in APEX-Bench were collected from
top-tier Al conferences, including ICLR,’ ICML,°
and NeurIPS.” Authors retain the copyright to their
works and grant the respective conference a non-
exclusive, perpetual, royalty-free, fully-paid, fully-
assignable license to copy, distribute, and publicly
display all or part of their submissions. Our use
of these materials is limited to non-commercial
research purposes, consistent with the licenses
granted by these venues. We provide proper at-
tribution to the original authors in our dataset. The

5https ://iclr.cc/FAQ/Copyright.
6https ://icml.cc/FAQ/Copyright.
"https://neurips.cc/FAQ/Copyright.

collected posters and the subsequent editing instruc-
tions are intended solely for research purposes to
advance the field of academic poster editing.

Annotator Recruitment and Ethics. To ensure
the high quality and reliability of the benchmark,
we establish a rigorous annotation and verification
protocol. We recruit a team of five master’s and
Ph.D. students as annotators, all proficient in En-
glish and possessing relevant expertise in academic
publishing and design tools (e.g., PowerPoint).

They are recruited as Research Assistants (RAs)
and remunerated in accordance with the wage stan-
dards prescribed by local laws.

Before the annotation process, all annotators are
informed about the task objectives and are required
to strictly adhere to the annotation guidelines.

Furthermore, three of these annotators were as-
signed the supplementary responsibility of manu-
ally evaluating the subset of results based on our
predefined metrics.

Potential for Misuse. While our system is de-
signed to assist researchers in the labor-intensive
process of poster creation, we acknowledge the
potential risk of using such tools to generate mis-
leading academic materials. We advocate for the
responsible use of Al in scientific communication
and emphasize that APEX should be used as a col-
laborative assistant under human supervision rather
than a tool for fully autonomous, unverified content
generation.
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A Benchmark Construction Details

A.1 Annotation Process

Annotator Recruitment and Ethics. To ensure
the high quality and reliability of the benchmark,
we establish a rigorous annotation and verifica-
tion protocol. We recruit a team of five master’s
and Ph.D. students as annotators, all proficient in
English and possessing relevant expertise in aca-
demic publishing and design tools (e.g., Power-
Point). They are recruited as Research Assistants
(RAs) and remunerated in accordance with the
wage standards prescribed by local laws. Before
the annotation process, all annotators are informed
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about the task objectives and are required to strictly
adhere to the annotation guidelines.

Task Decomposition. The annotators are tasked
with two primary objectives: (i) Refining and Vali-
dating the Al-generated instructions to ensure exe-
cutability, and (ii) Labeling the instructions accord-
ing to our proposed taxonomy.

Detailed Annotation Guidelines. To standard-
ize the verification process, we provide annotators
with explicit operational definitions for acceptance
and rejection. The guidelines for the checklist are
defined as follows:

* Validity Criteria: Annotators verify the fac-
tual consistency between the instruction and
the source paper. An instruction is marked as
Invalid if it requests the generation of informa-
tion, data points, or conclusions not explicitly
supported by the text or figures in the source
paper. This strict verification criterion guar-
antees that the dataset remains hallucination-
free.

* Layout Feasibility Protocol: This criterion
assesses the spatial viability of an instruction.
Annotators are required to reject or rewrite
instructions that necessitate placing elements
in already fully occupied coordinates with-
out a preceding “clearing” operation. When
rewriting instructions involving spatial con-
flicts, annotators are instructed to decompose
the target instruction into a logical sequence
incorporating necessary prerequisite spatial
adjustments to ensure non-overlapping place-
ment.

¢ Professional Rationality Standards: This
criterion ensures academic appropriateness
through the following refinement processes.
First, annotators leverage their domain ex-
pertise to systematically filter out requests
that are casual, overly decorative, or inconsis-
tent with professional academic norms. Sub-
sequently, for the retaining instructions, an-
notators perform a comprehensive semantic
refinement to ensure that they are logically
sound, executable and aligned with authentic
academic editing practices.

Quality Assurance. To ensure data quality, we
adopt a rigorous collaborative review protocol.
Each instruction is independently reviewed by at

least two annotators. For the taxonomy labeling,
we measure inter-annotator agreement and resolve
discrepancies through discussion, ensuring that
only high-quality and executable instructions are
retained in the final benchmark.

A.2 Detailed Taxonomy

Operation Category Details. Academic posters
typically feature a distinct header and multiple log-
ical sections containing dense text and figures. To
systematically characterize the diverse editing re-
quirements of such information-dense artifacts, we
establish a taxonomy of operation categories:

» Text-Related: This covers font attribute ad-
justments (e.g., size, color, bolding) and
content-driven modifications, such as summa-
rizing, rephrasing, or expanding specific text
blocks, to highlight key scientific contribu-
tions.

Image Adjustments: This encompasses inte-
gration of specific visual contents or diagrams
from the source paper as well as the spatial
manipulation of existing poster images, such
as resizing and repositioning.

* Shapes and Elements: This category in-
cludes the addition of new graphical elements
and the modification of existing ones (e.g., ad-
justing color or size) to better define visual
boundaries and enhance the overall visual aes-
thetics.

Overall Layout: Key operations include
defining global whitespace, managing ele-
ment hierarchy, and Section-level Manage-
ment (e.g., “swapping Method and Results”),
which requires a deep understanding of aca-
demic poster structures.

Difficulty Levels. To systematically characterize
task complexity, we classify instructions into four
levels based on edit complexity:

* Low: Operations with explicit steps and
straightforward execution logic, requiring lim-
ited spatial reasoning or semantic interpreta-
tion. (e.g., “increase font size of all bullet
heading, which are in front of *: °, to make
them more prominent.”)

* Medium: Multi-step operations involving
spatial adjustments, element coordination, or
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paper-dependent content extraction, with mod-
erate reasoning complexity. (e.g., “Create a
new section summarizing the main contribu-
tion of the paper in left-bottom blank, aligning
the content with the main argument presented
in the paper.”)

» High: Complex operations involving substan-
tial layout reconfiguration or deep reasoning.
(e.g., “Consolidate the ‘Problem Context’ and
the ‘RNAInterAct Dataset’ sections into a sin-
gle ‘In a nutshell’ section. Briefly summarize
the key problems and introduce the dataset.
Then add a dark blue background bar under
this section title and set appropriate text color
to improve contrast. Add light color back-
ground bar to the other section headings.”)

* Very High: Composite operations requiring
the orchestration of global planning and fine-
grained manipulation, guided by long-horizon
reasoning. (e.g., “Restructure the layout from
a 3-column format to a 4-section modular lay-
out (Introduction — Architecture — Experi-
ments — Results/Summary) to improve narra-
tive flow and navigation.”)

Abstraction Level. To systematically evaluate
performance of the system across varying levels of
instruction abstraction, we classify them into two
distinct levels:

* Concrete Instructions: These instructions
provide clear directional guidance or target
specific elements for modification, leading to
relatively determined outcomes.

* Abstract Instructions: These instructions re-
flect subjective user intents or high-level aes-
thetic goals, admitting multiple valid solutions
and requiring the agent to infer specific visual
operations.

Paper Dependency. To distinguish between
purely visual edits and content-aware edits, we
label instructions based on their reliance on the
source paper:

* Paper-Related: Instructions that mandate
cross-modal reasoning to align editing deci-
sions with the source paper’s semantic context
and factual details.

* Paper-Independent: Instructions that can be
resolved solely using the visual information
present on the poster canvas.

Table 3 summarizes the distribution of instruc-
tions across all four taxonomic dimensions, high-
lighting the dataset’s diversity.

Dimension Subset Ratio (%)
Operation Category Text-related 79.77
Overall layout 59.34
Image adjustments 47.67
Shapes and elements 33.27
Difficulty Medium 36.19
High 29.77
Low 21.98
Very High 12.06
Abstraction Concrete 71.60
Abstract 28.40
Dependency Paper-related 57.20
Paper-independent 42.80

Table 3: Detailed statistics of APEX-Bench. The dataset
contains a total of 514 instructions. Operation categories
are not mutually exclusive.

Table 4 positions APEX-Bench relative to ex-
isting benchmarks for slide editing and paper-to-
poster generation, highlighting the differences in
scenario focus and evaluation coverage.

B More Experiment Details

B.1 Detailed Baseline Description

* XML Generation: This approach manip-
ulates the document’s underlying OOXML
structure. The model is provided with a multi-
modal context, including user instructions, a
JSON-formatted poster representation, visual
states, and raw XML snippets. The task is
to regenerate the entire Office Open XML
(OOXML) payload for the affected compo-
nents. By generating complete, syntactically
valid XML blocks that reflect the requested
edits, the agent performs structural modifica-
tions before re-packaging them into the slide.

* Direct Script-based Editing: This approach
generates a single, monolithic Python script
utilizing the python-pptx library. It incor-
porates multi-modal inputs, including JSON-
formatted metadata and base64-encoded vi-
sual representations of the existing slides. The
generated code is executed within a sand-
boxed environment to produce the final PPTX
file and its corresponding preview image.
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Benchmark

Scenario Focus

Evaluation Coverage and Gaps

PPTC (Guo et al.,
2024)

PPTC-R
et al., 2024)

(Zhang

TSBench
et al., 2026)

(Jung

Paper2Poster (Pang
etal., 2025)

P2P (Sun et al.,
2026)

PPTBench (Huang
etal., 2025)

Multi-turn instruction completion
for PowerPoint (PPT) creation
and editing.

Robustness of PPT task comple-
tion against adversarial instruc-
tions and software versioning.

Efficient, low-cost slide editing
by leveraging structured applica-
tion objects.

End-to-end automated generation
of academic posters from scien-
tific papers (extreme compres-
sion).

Automated generation of re-
sponsive, high-quality HTML-
rendered academic posters.

Holistic evaluation of layout and
design understanding for PPT

PPTArena (Ofen-
genden et al., 2025)

APEX-Bench
(Ours)

tasks.

Reliable in-place editing of
real-world decks under natural-
language instructions.

High-density academic posters
represented by native PPTX ob-
jects, with 514 human-verified
instructions that include paper-
related instructions for content-
aware poster refinement.

Evaluates functional API accuracy via the PPTX-Match
system. Gap: Overlooks design aesthetics and visual logic.

Covers sentence, semantic, and multi-language robustness.
Gap: Performance significantly degrades in low-resource
languages.

Focuses on instruction fidelity, processing latency, and
operational cost. Gap: Primarily targets localized edits;
lacks macro-structural planning.

Visual quality (CLIP), textual coherence, and “Paper Quiz”
for knowledge transfer. Gap: Serial refinement limits
generation efficiency.

Universal evaluation (e.g., whitespace balance) and fine-
grained human-annotated checklists. Gap: Format limited
to Web-based rendering.

11 sub-tasks from detection to generation using dual-
modality inputs (JSON & Image). Gap: Highlights a
major “semantic-spatial gap” in layout reasoning.

Over 1300 edits across text, charts, tables, and styles us-
ing a dual VLM-as-a-judge for visual and semantic intent.
Gap: General domain focus; limited deep context reason-
ing from scientific documents.

Evaluates instruction fulfillment, modification scope, and
visual consistency & harmony using a VLM-as-a-judge.
Strength: Bridges the gap between automated drafts and
professional author-level standards.

Table 4: Comparison of various benchmarks for automated presentation and poster generation/editing.

Direct Image Generation: This method
frames the task as a direct image synthesis
problem. An image generation and editing
model (e.g., Gemini-3-Pro-Image) receives
user instructions, the original poster image,
and relevant paper content as visual and tex-
tual context. The model then generates a flat-
tened, high-fidelity PNG image of the updated
poster in a single pass.

Talk-to-your-slides (Jung et al., 2026): This
method is an agent-based framework designed
for efficient slide editing. Departing from
traditional GUI-based agents that rely on
pixel-level interactions, it converts Power-
Point slides into a structured JSON represen-
tation. It utilizes a hierarchical architecture:
a high-level planner for instruction decompo-
sition and a low-level executor that generates

Python code for object manipulation. This de-
sign ensures high precision in text, layout, and
formatting while minimizing computational
latency and costs.

* PPTC (Guo et al., 2024): PPTC employs
a logic-driven pipeline to transform natural
language instructions into executable API se-
quences. A key strength lies in its dual-mode
processing: (1) Single-Turn Instruction Map-
ping, which maps specific intents to discrete
API sequences for isolated tasks; and (2)
Multi-Turn Session Reasoning, which main-
tains a “session state” for incremental edits.
This allows the agent to interpret instructions
within the context of previous operations, en-
suring cumulative modifications remain con-
sistent.
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Method Metric  After Turn1 After Turn2 After Turn3  One-Shot
APEX LFE 8.90 7.90 8.07 7.33
M.S. 8.53 7.83 8.27 8.63
V.C. 7.77 6.47 6.93 6.53
Average 8.40 7.40 7.76 7.50
Direct Script-based Editing LF. 3.53 4.13 3.57 3.30
M.S. 8.97 6.90 6.60 8.50
V.C. 2.73 3.13 2.63 2.23
Average 5.08 4.72 4.27 4.68
Direct Image Generation LE 6.10 6.50 6.33 6.07
M.S. 4.87 5.03 4.67 3.20
V.C. 4.43 4.83 4.40 3.00
Average 5.13 5.46 5.13 4.09

Table 5: Multi-turn editing results over 30 three-turn sessions. L.F.: Instruction Fulfillment; M.S.: Modification

Scope; V.C.: Visual Consistency & Harmony.

B.2 More Implementation Details

The Direct Image Generation baseline uses Gemini-
3-Pro-Image-Preview, while all other methods, as
well as the judge model, are based on Gemini-
3-Flash-Preview. The temperature of the judge
model is set to 0 to ensure deterministic evalua-
tions, whereas a temperature of 0.1 is used for all
other models.

B.3 Multi-turn Editing Evaluation

Poster editing is inherently interactive, and many
complex APEX-Bench instructions contain interde-
pendent editing steps. To directly evaluate cumula-
tive editing with cross-turn dependencies, we con-
struct 30 three-turn sessions by decomposing each
selected complex instruction into three sequentially
dependent sub-instructions. We preserve every re-
quested operation and make only the pronoun and
conjunction changes needed for coherence. APEX
and the two strongest baselines are evaluated on
the same sessions.

“After Turn k™ reports performance after sequen-
tially executing the first k£ instructions; “One-Shot”
reports execution of the original complex instruc-
tion in a single turn. As shown in Table 5, APEX
obtains an average score of 7.76 after Turn 3, com-
pared with 4.27 for Direct Script-based Editing and
5.13 for Direct Image Generation. Relative to its
one-shot execution, APEX improves L.F. from 7.33
to 8.07 and V.C. from 6.53 to 6.93, while M.S. de-
creases modestly from 8.63 to 8.27. These results
show that APEX can preserve and edit poster state
across dependent turns.

B.4 Statistical Significance Analysis

To assess statistical significance, we conduct a
paired non-parametric analysis over all 514 bench-
mark instances. For each instance, APEX and the
two strongest baselines (Direct Script-based Edit-
ing and Direct Image Generation) are evaluated
on the same source poster—instruction pair, yield-
ing matched observations. A Friedman omnibus
test identifies a significant method effect on all
three metrics (all p < 0.01). We then apply Holm-
corrected paired Wilcoxon signed-rank tests be-
tween APEX and the strongest baseline for each
metric, using o = 0.01.

Metric Baseline APEX PHolm
LE 6.48 7.97 1.12 x 10718
M.S. 9.20 9.04 0.144
V.C. 421 7.18 6.87 x 10731

Table 6: Holm-corrected paired tests over 514 instances.
“Baseline” is the strongest baseline for each metric.

Table 6 shows that APEX significantly outper-
forms the strongest baseline on I.F. and V.C. For
M.S., APEX obtains a slightly lower score, but
the analysis does not establish a statistically sig-
nificant difference at @ = 0.01 (Holm-corrected
p = 0.144). These results confirm that APEX sig-
nificantly improves L.F. and V.C. while achieving
M.S. comparable to the strongest baseline.
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Correlation LF. M.S. V.C.  Agreement LF. M.S. V.C.
Spearman p 0.78 0.73 0.77 Mean Spearman p 0.86 0.91 0.91
Kendall 7 0.67 0.67 0.66  Mean Kendall 7 0.78 0.88 0.83

Table 7: Correlation between Gemini-3-Flash-Preview
judgments and mean human scores on 97 randomly
sampled instructions.

Judge LF. M.S. V.C.
Gemini-3-Flash-Preview 8.11 9.09 7.28
GPT-5.1 7.84 9.61 7.54
Human 7.75 8.95 6.81

Table 8: Average evaluation scores from two VLM
judges and expert human annotators on the same 97-
sample subset.

B.5 Additional Validation and Fairness
Analyses

Human Validation of VLM-as-a-Judge. To val-
idate the reliability of our VLM-based evaluation,
we randomly sampled 97 instructions, covering ap-
proximately 19% of APEX-Bench, and collected
independent scores from three expert human an-
notators on the corresponding posters edited by
APEX. Table 7 reports the correlation between
Gemini-3-Flash-Preview judgments and the mean
human scores. The consistently high correlations
(Spearman > 0.73) indicate that our automated eval-
uation provides a reliable proxy for human assess-
ment.

Cross-Model Judge Validation. To examine po-
tential self-enhancement bias caused by using
Gemini-3-Flash-Preview for both editing and evalu-
ation, we additionally evaluate the same 97-sample
subset using GPT-5.1 as an independent judge. As
shown in Table 8, Gemini-3-Flash-Preview yields
only slightly higher instruction fulfillment scores,
while GPT-5.1 assigns higher scores on modifi-
cation scope and visual consistency. This result
suggests no evident systematic inflation caused by
using the same model family for editing and evalu-
ation.

Inter-Annotator Agreement and Metric Inter-
pretation. We further measure agreement among
expert human annotators on the same subset. As
reported in Table 9, annotators achieve high agree-
ment (Spearman > 0.86) across all evaluation di-
mensions.

Table 9: Mean inter-annotator agreement among three
human annotators.

Method LF. M.S. V.C.
H.R.] VS.+ H.R.| VS.t HR.| VS.
APEX 148 811 130 9.09 136 7.28
Image 197 6.52 286 3.08 243 273
Script 222 575 138 924 2.03 4.96

Table 10: Human ranking and VLM scores on 97 in-
stances. H.R.: human average rank (lower is better);
V.S.: VLM score (higher is better). Image denotes
Direct Image Generation; Script denotes Direct Script-
based Editing.

Human Evaluation of Ranking. We addition-
ally compare APEX, Direct Image Generation, and
Direct Script-based Editing through human rank-
ing on the same 97-instance subset, with the com-
plete comparison reported in Table 10. Human and
VLM rankings agree on 8 of 9 pairwise compar-
isons, with identical orderings for I.F. and V.C. The
only discrepancy is the near tie between APEX and
Direct Script-based Editing on M.S.: their mean hu-
man ranks are 1.30 and 1.38, respectively, whereas
their VLM scores are 9.09 and 9.24. Together with
the sample-level correlations in Table 7, this rank-
ing agreement provides further evidence for the
reliability of our VLM-as-a-Judge evaluation pro-
tocol

B.6 Baseline Fairness Analysis

PPTC and Talk-to-Your-Slides do not originally
accept research papers as inputs. To enable a fairer
comparison on paper-related instructions, we aug-
ment both methods with content extracted by our
paper understanding module. As shown in Ta-
ble 11, this augmentation yields only limited im-
provements, and both methods remain substantially
behind APEX. These findings demonstrate that the
performance advantages of APEX extend beyond
mere access to the paper’s content.

Explanation of PPTC Performance. The lim-
ited performance of PPTC on APEX-Bench mainly
arises from a mismatch between its design and
academic poster editing. First, PPTC includes
slide-level navigation operations intended for
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Method LE (1) M.S. (1) V.C.(1)
PPTC 0.63 5.05 0.45
PPTC + Paper 1.59 4.72 0.98
Understanding Tool

Talk-to- Your-Slides 2.37 6.83 2.22
Talk-to-Your-Slides + 2.38 7.05 2.29
Paper Understanding Tool

APEX 7.97 9.04 7.18

Table 11: Baseline fairness analysis after equipping
slide-editing agents with extracted paper content.

multi-slide presentations, which are largely ir-
relevant for single-page posters. Second, its
choose-then-edit workflow may require reliable
object selection before modification. In dense
poster layouts without standardized placehold-
ers, selection failures prevent subsequent opera-
tions from being correctly executed. Therefore,
providing paper content alone does not resolve
its limitations in poster-specific layout manipula-
tion.

B.7 Difficulty-wise Performance

Figure 4 further analyzes the performance of three
additional baselines across different difficulty lev-
els. For PPTC and Talk-to-Your-Slides, perfor-
mance generally decreases as instruction difficulty
increases, indicating a negative correlation be-
tween task difficulty and editing quality. In con-
trast, Direct Image Generation exhibits an un-
expected increasing trend on both modification
scope and visual consistency & harmony as dif-
ficulty increases. It may stem from the model’s
tendency to perform global modifications: as in-
struction difficulty rises, editing requests typically
involve a larger number of poster elements, mak-
ing it less likely for unnecessary changes to be
introduced beyond the specified edits. As a re-
sult, fewer unintended modifications are made
for higher-difficulty instructions, leading to higher
modification scope scores. Moreover, because vi-
sual consistency & harmony is partly related to
modification scope, it exhibits a similar upward
trend.

B.8 The Impact of Base Model Choice

Table 12 shows that Gemini-3-Flash-Preview
consistently outperforms the other base models
across all three metrics. In contrast, Qwen3-VL-
Plus (Team, 2025) and Qwen3-VL-30B-A3B ex-
hibit notably lower performance, with the largest

gaps observed in visual consistency, indicating
a higher tendency to introduce visually inco-
herent edits. These results suggest that base
model capability significantly influences editing
quality, particularly for maintaining coherent lay-
outs.

Model LE (1) MS. () V.C.(D
Gemini-3-Flash-Preview 7.97 9.04 7.18
Qwen3-VL-Plus 5.92 7.27 4.55
Qwen3-VL-30B-A3B 4.44 5.99 3.05

Table 12: Performance of APEX with different base
models.

C Case Study

C.1 Comparison Study

Here is a case of editing a poster generated by
PosterGen (Figure 5a) according to a complex user
instruction® involving swapping sections, restruc-
turing content into columns, removing specific im-
ages, and adjusting vertical spacing. As shown in
Figure 5, the Direct Image Generation approach
(Figure 5b) fails to restructure the “Key Findings’
section into two columns as requested and leaves
inappropriate gaps in the middle column. Further-
more, we observe that images generated via this
method suffer from severe text distortion and visual
artifacts, as shown in Figure 5e. The XML Gener-
ation method (Figure 5c) exhibits significant visual
artifacts: it distorts the ICLR logo size, loses the
affiliation logos, and fails to correctly swap the sec-
tion positions or follow the layout constraints. In
contrast, our method, APEX (Figure 5d), not only
accurately satisfies complex requirements, includ-
ing section swapping, column restructuring, and
content insertion, but also preserves the integrity
of unrelated elements like logos and header infor-
mation without any overlap or overflow. A minor
residual typographic inconsistency is discussed in
Section C.2.

>

8Details of this user instruction: Swap the positions of
the “Semantics-Aware Method” section and the “Key Find-
ings” section. Then restructure the “Key Findings” section
into two equally wide left and right columns: place the textual
content of the “Key Findings” section in the left column and
the images in the right column. Remove the images from
the “Theoretical Results” section. Insert a new section named
“Semantic-Aware Robustness” between the two sections in the
middle column, using two separate lines of text to introduce
“Adversarial Example” and “Over-robust Example” respec-
tively. Finally, adjust the spacing of the middle column so that
it is visually appropriate, with no overlap or overflow.
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Difficulty Level
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Medium
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Talk-to-Your-Slides

Direct Image Generation
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V.C.

M.S.

Metric
(c)

Figure 4: Performance across varying difficulty levels on three evaluation metrics.
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C.2 Case Study on the
Review-and-Adjustment Mechanism

The review-and-adjustment mechanism is critical
for adhering complex instruction relation to intri-
cate layout adjustment. As seen in the comparison
between the initial edit result (Figure 6a) and the fi-
nal result (Figure 6b) under the same instruction in
previous subsection, the adjustment phase corrects
severe alignment issues and ensures the visual hier-
archy remains professional. Despite these improve-
ments, a minor localized imperfection remains: the
title of the newly added section is not bolded to
match the other section headings. This residual
issue suggests room for further improvement in
detecting subtle typographic inconsistencies.

C.3 Significant Hallucinations In
Regeneration-Based Methods

Regeneration-based methods (Direct Image and
XML) often suffer from significant hallucinations.
Figure 7(a) and Figure 7(b) shows their results of
editing the poster generated by PosterGen (Fig-
ure 5a) according to the user’s instruction: “Re-
move theoretical results section, expand semantics-
aware method section to fill the middle column,
specifically, illustrate ¢ and d figure in the middle
column more detailed by adding appropriate text
and then revise original text to reach an appropri-
ate logical flow”. In this case, these methods fail
to maintain the textual integrity and layout consis-
tency of the original poster.

D Prompts

D.1 APEX Prompts

We present the detailed prompts used in our APEX
multi-agent workflow as follows. Planning & Ex-
ecution Agent: This agent handles task planning
and the generation and execution of API sequences;
its prompts are shown in Figures 8 and 9. Paper
Understanding Tool: This tool is invoked by the
Planning & Execution Agent when instructions in-
volve papers to extract paper content and images
relevant to the instructions. Its prompts are shown
in Figures 10 and 11. Review-and-Adjustment
Agent: This agent generates and executes adjust-
ment plans; its prompt is shown in Figure 12.

D.2 VLM-as-Judge Evaluation Prompt

The prompt for VLM-as-Judge Evaluation is given
in Figures 13 and 14.

D.3 Baseline Prompts

Here we provide the prompts for Direct Script-
based Editing (Figure 15), Direct Image Generation
(Figure 16), and XML Generation (Figure 17).

E API Document

We list all 14 feasible APIs and their descriptions
in Figure 18.

F The Use of LLMs

This paper employed LLMs solely for grammat-
ical correction and stylistic refinement, with the
purpose of more effectively communicating our
results and conclusions.
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Planning & Execution Agent Prompt

You are expert Planning and editing function-calling agent for scientific poster
editing, Specifically, you should make a concrete execution plan and call functions
provided about ppt editing based on the user instruction to satisfy user's editing
requirement, furthermore, the editing operations you made should inherently fits
naturally with the poster's visual and semantic context unless incompatible with
user's intention. When the user instruction are relation with the paper content while
poster content is not enough, you should call paper understanding tool first to extract
the needed content from the paper.

Available Tools : paper understanding tool: Use this when the task requires
content from the research paper (e.g., adding new sections, expanding text, inserting
new figures).
input information: A academic poster usually contains title and authors in header,
multiple independent sections in body including section title and content(text and
images) from paper, with background shapes and some decorative elements etc and
footer. In body part, sections are usually arranged in multiple columns and rows
layout. To follows the reading order, the order of sections are from left to right and
top to bottom.
* Current Poster JSON: Parsed json of original poster, including all elements
with their features, the left and top position of each element denotes its x and

y coordinates of left-top corner, respectively, the space occupied by each

element are rectangular area determined by its left-top position and its width and
height. $(0,0)$ is the top-left corner of the poster. Increasing 'left' moves right;
increasing 'top' moves down. the unit of position, slide width and slide height is
'inch’, and unit of font size is 'pt'. {poster json}associated png format of the
original poster: See Image : Poster before editing:

* User Instruction: {user instruction}

* Provided Python functions details: {python functions api}

Your task: You are provided with a png format image of the poster, its parsed
JSON metadata, and user editing instructions, do the following steps:

If additional content is needed while poster content is not enough for satisfying user
instruction, call paper understanding tool with appropriate params first.

Then based on poster, user’s instruction and extracted content from paper (if
extracted by tool), you should think step by step, figure out all elements in each
section and identify the involved and reference elements in sections, then generate a
sequence of concrete edit steps (e.g. move, insert, remove, formatting...) as plan,
which will be executed later to satisfy user's requirement. When involving positions,
you can reason spatially and make some calculations based on the poster to
determine appropriate positions, movement, height or width. You should provide
priority for each operation to avoid conflicts. You should focus on the user's
instruction and the element involved, make accurate plan to satisfy user's
requirement.

According to the plan and png image of poster, you can try to get a rough idea about
editing, when you are figuring out accurate editing detail, you can refer to the paper
content extracted (if necessary), poster json for and python functions api provided

\ for help. /

Figure 8: Prompt for Planning & Execution Agent to plan and execute API.
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Planning & Execution Agent Prompt (continue)

You should focus on the specific content relevant to plan and user instruction, and

reason to choose appropriate function call and fill in with appropriate accurate

params according to the plan and poster information to edit the poster content.

Especially for position params, you may need spatially reason and make some

calculation based on the json and png image of poster.

For each operation in plan that requires content generation:

* Generate appropriate text based on paper content (if needed) or existing poster text;
* Ensure content not only fits the original academic poster style, but also are concise,
clear, impactful, and spatially reasonable (e.g., avoid overly long text boxes that

disrupt layout, appropriate padding, balanced text-image ratio);

* Provide specific element IDs and positions for insertion;

* When generating long text, please explicitly add a newline character {'\n'}.

Note that:

* Every element in the poster has its unique element id in the JSON metadata; when
you refer to an element, you can use its element id to avoid ambiguity. When
making a concrete plan, you can watch the poster image to get visually intuitive
understanding, then you should refer to the JSON for more detailed information
about poster image.

* Inrare cases, if the plan is not compatible with the user's instruction, you can
execute a step that deviates from the plan, but you should ensure that the final result
is consistent with the user's instruction.

More Guidelines:

* High-level instructions require multiple coordinated operations (e.g., "Make the
poster more visually appealing" may involve color adjustments, font changes,
layout tweaks), while Low-level instructions map directly to specific operations
(e.g., "Change the title font size to 36pt").

* Consider operation dependencies and execution order.

* A section always contains the text and images under the heading, along with the
section marker preceding the heading. All these elements are contained within a
text box, which may have a fill color. Therefore, when moving elements, this outer
text box must also move accordingly.

* Provide your analysis and plan with function calls. If you need paper content, call
the tool first.

* The units for the slide and its elements in the provided JSON data are inches. When
generating position params, please use inches as the unit.

* Review the overall information of the poster in the incoming JSON, make sure all
inserted or modified elements are contained within the boundaries of the slide.
When inserting images or tables, ensure the aspect ratio (width and height) is
consistent with the original information.

You should strictly adhere to the provided API documentation and only use the

functions listed there.

The plan and function-calling list should be as few steps as possible to complete the

\ task.

/

Figure 9: Prompt for Planning & Execution Agent to plan and execute API (continue).
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Paper Understanding Tool Prompt

You are a Paper Understanding Agent specialized in extracting relevant
information needed to be integrated to original academic poster from research papers
according to query, which will be used for academic poster editing later .

input context: images/tables info in Paper Content (you can extract relevant images
and tables in paper if queried. When you need image/table x in paper, you should
extract the path that has caption contain Figure/Table x): { images tables_info}
query: {query}

Current Poster: {see the image below:}

Your task: Given a research paper with images/tables info, poster, and associated
query, extract the specific content in paper needed for the current poster, then provide
the extracted content in a structured format. You can follow the steps below to
complete your task:

1. Intent Analysis & Location:

Analyze the query to understand the editing intent (e.g., Summarization, Expansion,
New Section, Data Extraction).

2. Locate the specific source sections (such as Introduction, Methods, Results,
Discussion, Conclusion, or specific section name in paper) or targets (References,
Authors' associated information) in the paper_ content.

Section (target) Mapping:

3. Identify the section or target on the poster where these contents located above
belongs.If the section does not exist (e.g., for "INSERT SECTION", "Authors'
associated information"), create an appropriate academic heading.

Contextual Understanding and Content Extraction & Adaptation: When extracting
contents, you should consider current poster content to avoid redundancy and ensure
coherence.

* For TEXT_EXPANSION related requests: Provide more detailed content
(around 100 words).

* For TEXT_SUMMARIZATION related requests: Create concise summaries
(below 50 words).

* For TEXT _INSERTION related requests: Extract required content from paper
(around 100 words).

* For INSERT_SECTION related requests: Structure content to fit poster format.

* For REPLACE or INSERT IMAGE/TABLE related requests: Identify specific
figures/tables with metadata.

* For SECTION_CONTENT_MODIFICATION related requests: Considering
current poster content, to extract content needed further modification later, you
should ensure the extracted content provides new information relative to the
Current content. Modify existing content based on extracted content, then fit them
with poster style.

Figure 10: Prompt for paper understanding tool to extract paper-related content.
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Paper Understanding Tool Prompt (continue)

Critical Rules:

* Keep extracted text concise and suitable for poster format (no full paragraphs) and
query; the length should follow the content adaptation rules above and be fit with
original poster content; it should not be too long to be redundant.

* Ensure the extracted content provides new information relative to the Current
poster content.

* Prioritize visual data (figures, tables) over text when both are available.

Output: Provide extracted content in a structured format, including:

* Sections (or targets) names for poster and Content to insert/modify in these
sections (or targets).

* Relevant figure and table; key and value of this output dict should be name of
section and key (file path) of images_info/tables info in paper content
respectively.

* output json schema:

{

"extracted_text_contents": {
"section namel or target namel": "extracted content for target 1",
"section name2 or target name2": "extracted content for target 2", ...
1
"extracted_figures_tables": {
"section namel": "image_path or table_path for section 1",
"section name2": "image_path or table_path for section 2", ...

}
}

Figure 11: Prompt for paper understanding tool to extract paper-related content (continue).
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Review-And-Adjustment Agent Prompt

Role: You are a Review and Adaption Agent specializing in scientific poster edit
evaluation, specifically measuring how well the edited poster meets the user's
instruction, then identify issues and dynamic adjust the poster (pptx format) using
python function APIs provided.

Note that the execution plan may not follow user's instruction completely; in this
case, you should focus on user's instruction primarily rather than the execution plan.
An academic poster usually contains title and authors in header, multiple independent
sections in body including section title and content (text and images) from paper,
with background shapes and some decorative elements etc and footer. In the body
part, sections are usually arranged in multiple columns and rows layout. To follow
the reading order, the order of sections are from left to right and top to bottom.
Input: python functions API available: {python functions api};user instruction:
{user_instruction};original poster JSON: (Parsed JSON including features like left,
top, width, height. Unit of position is 'inch’, unit of font size is 'pt'. Origin (0,0) is
top-left). {poster json};original poster image: [See Image #1: Original Poster before
editing];paper content: {paper content extracted} visual details extracted:
{extracted visuals_ details};plan and executed api list: {plan};revised positions of
elements: (after executing api list) {revised json_increment};edited poster image:
[See Image #2: Edited Poster after executing api list]

Your Tasks: Think step by step and complete the following:Review and make
an adjustment plan:
1. Focus on visually checking elements in poster images. Identify omissions,
mistakes, and unnecessary changes that are not in line with user's instruction. Cross -
reference with original JSON and API list for precise measurements using element
IDs.
2. If issues are identified, make a plan with concrete operations. Spatially reason
about coordinates and sizes based on JSON.
Decide if adjustment is needed (needs_adaption: True/False). If no severe issues exist,
set needs_adaption=False.
Adjustment (only if needed): Fix identified issues to better meet user's instruction.
Use omissions/mistakes strategy: modify specific elements; Use unnecessary changes
strategy: revert specific elements to original state.
When NOT to adapt (needs_adaption=False): Minor cosmetic issues that don't affect
functionality.
Critical Rules: Strict Focus: Only fix omissions or mistakes relative to user
instructions. Do not change unrelated parts. Exact Calculation: Always calculate
exact coordinates from poster JSON; do not use estimated values. Conflict Prevention:
Mentally verify that one fix doesn't create new issues. Coordinate multiple operations
with sequential priorities. Minimalism: Prefer minimal changes (adjust
spacing/position over resizing).
The additional API list should be as short as possible.Example Output:
{"review_and_plan": "(str)",
"needs_adaption": (bool),
\ "api_list": [functionl(paraml=.., param2=..,...), .. 1} )

Figure 12: Prompt for the Review-and-Adjustment Agent.
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VLM-as-a-judge Prompt

You are an expert evaluator for academic poster editing systems . Evaluate how well
the edited poster follows the user's instruction. Focus on the user's instruction and
difference between original and edited posters.

You should consider : text length, format, style, Text/image content; size, position

and style of each element; Overall layout and visual effect.

You can refer to the relevant content in the paper if needed.

User Instruction: {user_instruction} Evaluation Task: Provide a score from 0 to 10 and

a thorough justification for each of the three dimensions below, ensuring the final

output is formatted as JSON.

L.Instruction Fulfillment: Does the edited poster fulfill all specific requests? If the

instruction requires extracting information from the paper, is the content integrated

accurately? Evaluation Checklist:

* Completeness: What percentage of the instruction addressed? (e.g., if asked to "add
a graph and change the title," were both done?)

* Data Accuracy: If text/image was integrated into original poster, is it 100%
hallucination-free and contextually accurate? Are text/image faithfully based on the
paper/source? Are these text/images appropriate for the poster context and aligned
with user's intent?

Score Rubric:

10 (Perfect): Every single requirement in the instruction is met. Content extracted from

the paper is 100% factually and contextually accurate.

7-9 (Excellent): All major requirements are met. Content is accurate, but there might be

a very minor omission or a tiny typo.

4-6 (Partial): Followed the main part of the instruction, but missed specific details or

sub-tasks. Content integration might be slightly generalized or incomplete, not fully

capturing the specifics from the paper.

1-3 (Poor): Failed to meet the primary objective. Major factual errors or significant

parts of the instruction were ignored. Content extracted from the paper contains

noticeable hallucinations or inaccuracies, or is not aligned with user's intent.

0 (Failed): The edited poster does not reflect the user's instruction at all. Content

extracted from the paper is entirely fabricated or irrelevant with respect to the

instruction.

2.Modification Scope Were there any unnecessary or unauthorized modifications to

other parts of the poster? Evaluation Checklist:

* Unintended Additions/Modifications/Deletions: Did unrelated images, or text
blocks or other elements get added/removed/modified? Did the system randomly
change fonts, colors, text/image content, element positions or backgrounds in
unrequested areas?

* Global Stability: Is the overall content/theme of the other parts that are not relevant
to the instruction preserved?

Score Rubric:

10 (Perfect): No unauthorized changes to unrelated text, images, layout or other

\ elements. )

Figure 13: Prompt for VLM-as-a-judge to evaluate the edited poster.
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VLM-as-a-judge Prompt (continue)

7-9 (Minor Over-edit): Changed something small that wasn't requested (e.g., a slight

font change elsewhere) but it doesn't detract from the poster

4-6 (Moderate Over-edit): Made noticeable changes to parts of the poster the user did

not mention, potentially confusing the original message, such as changes to unrelated

text/image content.

1-3 (Severe Over-edit): Redesigned major sections or deleted original content that

was supposed to remain untouched.

0 (Total Deviation): The original poster's theme, structure or content was

discarded/replaced without permission.

3.Visual Consistency and Harmony (This is additional evaluation metric based on

instruction fulfillment and the modification scope metrics. If score of instruction

fulfillment or modification scope is low, this dimension should receive very low
score regardless of the visual consistency and harmony. You should Focus on the
modification parts that are relevant with user's instruction, Especially for abstract
instructions) Evaluation Checklist:

* accurate instruction fulfillment and modification scope: Does the edited poster
reflect the user's instruction accurately? Are the modifications clearly identifiable
and relevant to the instruction?

* Layout Fit: Does the new placement/font/content fit logically with original poster
content/style without overlapping, cropping issues, or awkward whitespace? Does
the position and size of newly added content fit well within the overall layout of
original poster?

* Style Match: Does the style of newly added content such as fonts, colors, and
graphics match the overall original poster style?

* Content Form Appropriateness: Does the newly added or integrated content
form suit the academic and professional context of the original poster?

Score Rubric:

10 (Professional): Accurate instruction fulfillment and modification scope; The part

of edit looks like it was designed by a human. Perfect alignment, no overlaps, and

excellent use of space. Style matches perfectly.

7-9 (Good): The layout is clean and logical. Minor issues with padding or alignment.

The style mostly matches with only slight deviations.

4-6 (Mediocre): The changes caused some visual clutters. Style has noticeable

inconsistencies. Content form shows several inconsistencies with the academic poster

context.

1-3 (Broken): Major layout failures: severe position misalignment, text overlapping

with images severely, or broken visual hierarchy.

0 (Unusable): The edited poster fails to follow the user's instruction at all.

Output Requirements: Please provide your evaluation in the following JSON format:

{"instruction_fulfillment": { "justification": "...","score": .. },
"modification_scope": "justification":"...","score": .. },
\ "visual_consistency": {"justification": "...","score": ..}} /

Figure 14: Prompt for VLM-as-a-judge to evaluate the edited poster (continue).
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Direct Script-based Editing Prompt

You are an expert at editing PowerPoint academic posters using the python-pptx
library.

paper content: figures, and tables meta information (when inserting images from the
paper, you can use the path provided in the paper content) in paper:
{figures_tables_info}

Current Poster Structure (JSON): {poster json}

png image of the original poster: #see below#

User Instruction: {instruction}

Your Task: Generate Python code using the python -pptx library that edits the poster
according to the user's instruction.

Important Requirements:

The code must work on a file named "poster_v1.pptx" in the current directory.

Load the presentation with: prs = Presentation("poster vi.pptx").

Save the modified presentation with: prs.save("poster vi.pptx").

Use the poster JSON structure above to locate elements by their IDs.

If the instruction requires content from the paper, extract and integrate it
appropriately.Handle element positioning carefully (use inch units).

Add necessary imports (from pptx import Presentation, from pptx.util import Inches,
Pt, etc.).

When insert figure/table, use the path provided in the paper meta information.

Output Format: Your response must contain ONLY valid Python code wrapped in
triple backticks with the 'python' language tag:

# Your complete Python code here

from pptx import Presentation

from pptx.util import Inches, Pt

# Load presentation

prs = Presentation("poster _vi.pptx")

slide = prs.slides[0]

# Your editing code here

# Save modified presentation

prs.save("poster vi.pptx")

Do not include:

* Explanations outside the code block

* Multiple code blocks

* Incomplete code snippets

Generate the complete, executable Python code now:

Figure 15: Prompt for Baseline: Direct Script-based Editing.
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Direct Image Generation Prompt

You are an expert academic poster editor specialized in precise image

manipulation. Your task is to apply specific edits to an original academic poster

based on user instructions, while strictly preserving the integrity of the rest of the

image. I will provide you with the original paper below if I think it is needed to fulfill

user's instruction, therefore you can refer to it when necessary.

* Original Poster: #Imagel: See the poster image provided below

* User Instruction: {instruction}

* Your Task: Generate a NEW poster image that implements only the requested
changes.

CRITICAL Execution Guidelines:

Targeted Editing Only: Modify ONLY the specific elements or regions that are

relevant with User Instruction.

Strict Preservation: All other elements (layout, text, figures, background, fonts, and

positions) must remain 100% IDENTICAL to the Original Poster. Do not redesign,

rephrase, or move any element unless explicitly asked.

Seamless Integration: If adding new figures or text from the paper, fit them

naturally into the designated space without disrupting the surrounding layout.

Visual Consistency: Ensure the style (colors, fonts) of any new content matches the

existing poster design perfectly if user instruction is not specific.

Output: First, provide a brief reasoning plan identifying exactly what will change

and confirming what will stay the same. Then, generate the edited poster image.

J

Figure 16: Prompt for Baseline: Direct Image Generation.

XML Generation Prompt

You are the XML Agent. Generate full PowerPoint XML that reflects the user's
instruction.

* Instruction: {instruction}

* Poster JSON context: {poster json}

* Figures and tables context: {figures tables info}

* Existing slide/theme XML snippets (read -only reference): {slide xml snippets}
Task requirements:

Output complete XML for every PPTX part you change. Always regenerate each
ppt/slides/slide1.xml referenced by the instruction.

Preserve namespaces, relationship IDs, and geometry so the file remains valid.

If you add shapes or media, ensure the surrounding XML remains consistent (no
placeholders or ellipses).

Return results strictly in this format:

MODIFIED _XML_FILE: ppt/slides/slidel.xml:

<?xml version="1.0" encoding="UTF -8" standalone="yes"?> ...full xml content...
MODIFIED XML _FILE: ppt/presentation.xml ...full xml content...

Do not include explanations outside the MODIFIED XML FILE blocks.

Figure 17: Prompt for Baseline: XML Generation.
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API Doc

Text Content & Formatting

1. insert_textbox(): Creates a new text box at specified coordinates and inserts text.
2. set_text content(): Replaces the entire text content of an element and
simultaneously updatesits formatting attributes.

3. append_text(): Appends a string to the existing content of an element,
automatically inheritingthe preceding text’s format.

4. text _format_brush(): A comprehensive tool to batch-update multiple
styles(font_size, color,bold, italic, underline, font name). It can also target specific
substrings via the words parameter.

5. set text _alignment(): Sets the horizontal alignment of text within a frame

(e.g., ’left’, *center’,’right’, ’justify’).

Shapes & Geometry

1. insert_shape(): Inserts a geometric shape (Rectangle, Arrow, Oval, etc.) with
optional filland border customization.

2. insert_line(): Draws a straight line between two coordinate points with specified
dashstyles.

3. set_shape_style(): Modifies the background fill, border, or geometry type of an
existingshape element.

Positioning & Layout

1.set_element size(): Resizes an element by defining its absolute width and height in
inches.

2. set_element position(): Moves an element to a specific absolute location on the
sliderelative to the top-left corner.

3. move_group(): Translates one or multiple elements simultaneously using relative
offsets.

4. send_to_back by id(): Adjusts the Z-order by moving the specified element to the
bottomlayer, preventing it from obscuring other objects.

Media & Utility

1. insert_image(): Inserts an external image file onto the slide at the designated
position and size.

2. batch_delete_elements(): Removes multiple elements from the slide in a single
operationto clean up or restructure the layout.

Figure 18: The reference API file.

48932



