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Abstract

Retrieval-Augmented Generation (RAG) en-
hances large language models with ex-
ternal knowledge but often suffers from
query—evidence mismatch due to inappropriate
retrieval granularity. Chunk-level retrieval can
introduce substantial noise, while graph-based
retrieval may suffer from overly fine-grained or
densely connected structures that hinder effec-
tive multi-hop reasoning. To address this issue,
we propose Atom-RAG, a retrieval-augmented
framework based on atomic fact—centric knowl-
edge representation and granularity-aligned
retrieval. Atom-RAG represents documents
as collections of atomic facts and aligns re-
trieval with the fine-grained information needs
of complex queries. By decomposing queries
into fact-level subqueries, the framework re-
trieves and aggregates evidence in a manner
aligned with the information requirements of
multi-hop reasoning, producing a compact and
evidence-aligned context for generation. Ex-
periments on benchmarks covering different
reasoning depths show that Atom-RAG consis-
tently outperforms strong iterative and graph-
based RAG baselines, achieving improved
multi-hop QA performance and stronger evi-
dence retrieval. These results highlight the im-
portance of aligning the granularity of queries
and retrieval units for reliable multi-hop reason-
ing within a unified retrieval pipeline. Code and
data are available at https://github.com/
RAGcody628/Atom-RAG.

1 Introduction

Retrieval-Augmented Generation (RAG) enhances
large language models (LLMs) by integrating ex-
ternal knowledge retrieval into the generation pro-
cess (Karpukhin et al., 2020; Lewis et al., 2020).
By enabling models to access information beyond
their parametric knowledge, RAG has shown strong
performance on knowledge-intensive tasks (Lewis
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Figure 1: Retrieval granularity comparison: chunk-level,
entity-level, and atomic fact-level retrieval.

et al., 2020). In its most common form, often re-
ferred to as Naive RAG, the corpus is decomposed
into fixed-length text chunks, and relevant chunks
are retrieved based on similarity between the input
query and chunk representations (Gao et al., 2023).
The retrieved chunks are then provided to the LLM
as additional context for answer generation. How-
ever, conventional chunk-level retrieval primarily
relies on similarity matching and typically treats
each chunk independently. As a result, it fails to
capture relationships across multiple pieces of evi-
dence, making it ineffective for multi-hop queries
that require compositional or sequential reason-
ing (Trivedi et al., 2023; Yasunaga et al., 2021).
To address these limitations, recent RAG ap-
proaches have introduced iterative and graph-based
retrieval paradigms. Iterative RAG interleaves rea-
soning with intermediate retrieval (Khattab et al.,
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Figure 2: Recall comparison of chunk-, entity-, and atomic fact-level retrieval on HotpotQA and MultiHopRAG.

2022), decomposing complex queries into sequen-
tial steps and progressively accumulating evidence
for multi-hop reasoning (Press et al., 2023; Shao
et al., 2023; Trivedi et al., 2023). In contrast, graph-
based RAG organizes knowledge as graphs of en-
tities and relations, enabling structured multi-hop
reasoning through node matching and relational
traversal (Edge et al., 2024; Guo et al., 2025; Chen
et al., 2026; Luo et al., 2025a; Gutiérrez et al.,
2025).

Despite their advantages, both iterative RAG and
graph-based RAG share a fundamental limitation:
a mismatch between the query intent and the gran-
ularity of retrieved information. As illustrated in
Figure 1(a), iterative RAG typically performs re-
trieval at the chunk level, where coarse-grained
passages often contain mixed or partially irrele-
vant information, introducing substantial contex-
tual noise (Cuconasu et al., 2024) during multi-step
reasoning (Press et al., 2023). As illustrated in
Figure 1(b), many graph-based RAG methods rep-
resent knowledge through fine-grained entities and
relations, which can introduce redundant or loosely
relevant information during retrieval (Chen et al.,
2026). This mismatch between query requirements
and retrieval granularity can negatively affect the
quality of retrieved evidence. As shown in Fig-
ure 2, retrieval performance varies substantially
across different retrieval units. In our preliminary
analysis, atomic fact—level retrieval consistently
achieves higher recall than chunk- and entity-level
retrieval on both HotpotQA and MultiHopRAG,
motivating the use of atomic facts as the primary
retrieval unit. Atomic facts provide a proposition-
level representation of factual information (Min
et al., 2023; Chern et al., 2023). Atomic facts pro-
vide an intermediate granularity between coarse
passages and isolated entity-level representations:

they preserve a complete factual proposition while
remaining more focused than chunks. We there-
fore target fact-centric QA settings requiring fine-
grained evidence composition rather than claiming
atomic facts as universally optimal retrieval units.

Building on this insight, we introduce Atom-
RAG, a framework that aligns retrieval granularity
with the information needs of multi-hop reason-
ing. Atom-RAG represents documents as atomic
facts and decomposes queries into fact-aligned sub-
queries, enabling more precise evidence retrieval
while filtering loosely relevant evidence. Experi-
ments on diverse single-hop and multi-hop bench-
marks show that Atom-RAG consistently outper-
forms strong baselines across different evaluation
settings.

2 Related Work

2.1 Iterative RAG

Iterative RAG methods have been proposed to
overcome the limitations of single-step retrieval
in Naive RAG for multi-hop queries by interleav-
ing reasoning and retrieval across multiple steps.
Self-Ask (Press et al., 2023) decomposes complex
questions into follow-up queries to progressively re-
trieve evidence, while ITER-RETGEN (Shao et al.,
2023) and IRCoT (Trivedi et al., 2023) further
strengthen the interaction between generation and
retrieval by using intermediate reasoning outputs to
guide subsequent retrieval. Despite these advances,
many iterative RAG implementations perform re-
trieval over passage- or chunk-level units, which
can contain irrelevant or mixed information and
lead to a mismatch between query intent and re-
trieved evidence (Mavi et al., 2024). In addition,
iterative reasoning can propagate early-stage er-
rors and increase query-time cost due to repeated
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Figure 3: Overview of Atom-RAG, including atomic fact-centric structuring, granularity-aware query reformulation,

and evidence-centric context construction.

retrieval and generation (Shao et al., 2023).

2.2 Graph-based RAG

Graph-based RAG approaches aim to support
multi-hop reasoning by modeling relational struc-
tures between pieces of knowledge. Instead of
retrieving isolated text chunks, these methods
organize information as structured graphs and
perform retrieval using graph-structured repre-
sentations or traversal-based mechanisms (Han
et al.,, 2024). GraphRAG (Edge et al., 2024)
constructs entity—relation graphs from documents
to enable structured retrieval over interconnected
knowledge. LightRAG (Guo et al., 2025) con-
structs graph-structured knowledge representations
from entities and relations extracted from text,
while PathRAG (Chen et al., 2026) extends graph-
based retrieval by explicitly searching and rank-
ing relational paths within the graph. Hyper-
GraphRAG (Luo et al., 2025a) introduces hyper-
graph structures to capture higher-order relation-
ships and alleviate graph fragmentation. Hip-
poRAG?2 (Gutiérrez et al., 2025) improves graph
construction and retrieval strategies to better cap-
ture semantic relationships across documents. De-
spite these advances, fine-grained graph represen-
tations can introduce challenges when the resulting
retrieval structure becomes overly dense or con-
tains many weakly relevant connections. In such
cases, graph traversal may expose loosely relevant
nodes or relations, making it more difficult to iden-
tify evidence that is closely aligned with the query

intent (Edge et al., 2024; Chen et al., 2026).

3 Method

We propose Atom-RAG, a retrieval framework de-
signed to mitigate the granularity mismatch be-
tween queries and retrieved evidence. Atomic facts
are used as proposition-level retrieval units for set-
tings requiring precise composition of factual evi-
dence. Atom-RAG consists of three components:
Atomic Fact-Centric Structuring, Granularity-
Aware Query Reformulation, and Evidence-Centric
Context Construction. Figure 3 illustrates the over-
all architecture.

3.1 Atomic Fact-Centric Structuring

Atomic Fact Extraction. Given a corpus seg-
mented into fixed-length chunks, we decompose
each chunk into a set of atomic facts, where
each atomic fact represents a minimal and seman-
tically self-contained verifiable statement. Let
C ={c1,¢a,...,¢|} denote the set of all chunks
in the corpus. For each chunk ¢; € C, we ex-
tract a corresponding set of atomic facts, denoted
as F(ei) = {fix, fizs -+ fi|F(e) }- To preserve
provenance and enable faithful evidence recovery,
each atomic fact is explicitly linked to its source
chunk. This chunk—fact association enables fact-
level retrieval while preserving access to the origi-
nal textual context. The extraction process is imple-
mented using an LLM-based prompt that instructs
the model to generate single-claim and minimally
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overlapping facts; the full prompt is provided in Ap-
pendix A.1. We treat the collection of all extracted
atomic facts as the core knowledge structure of the
system:

Icl

F=JF). (1)
=1

Initial retrieval and query—evidence alignment are
performed over F, making atomic facts the primary
units for fine-grained knowledge access. Impor-
tantly, atomic facts serve as the primary alignment
units for retrieval. Queries are matched directly
with atomic facts, and only their associated source
chunks are recovered at later stages to construct an
evidence-centric context. This design helps miti-
gate granularity mismatch in settings where chunk-
level retrieval is too coarse or graph-based repre-
sentations introduce unnecessarily fine-grained evi-
dence units.

Chunk and Atomic Fact Storage. Our frame-
work performs initial retrieval at the atomic fact
level, while retaining source chunks for provenance
preservation and subsequent context construction.
We denote the set of chunks by C = {c1,..., ¢}
and the set of atomic facts by F = {fy,..., J17| }.
Each atomic fact maintains an explicit link to its
source chunk through a mapping 7 : F — C,
where 7 ( f;) returns the chunk from which f; was
extracted. For efficient semantic retrieval, we em-
bed only atomic facts and store their representa-
tions in a fact-level vector index Vr using a text
embedding model Enc(+):

vy, = Enc(f;). )

Once query-relevant atomic facts are identified,
their associated source chunks are recovered via
7(+) to construct an evidence-centric context. By
separating fine-grained retrieval from context re-
covery, this design aims to limit irrelevant infor-
mation from coarse chunk-level retrieval while pre-
serving access to the original document context. A
step-by-step description of the Atomic Fact-Centric
Structuring process is provided in Appendix C.1.

3.2 Granularity-Aware Query Reformulation

Query Reformulation. Given an input query g,
we first decompose it into a set of atomic fact—
level query representations. This decomposition
aligns the query representation with the atomic
fact—centric knowledge structure introduced in Sec-

tion 3.1. We denote the resulting set as

QY = AF(q) = {¢'" &3, qBar )}, 3)
where each q,?F represents a minimal and semanti-
cally self-contained query expression derived from
q. Based on these representations, we generate a
corresponding set of subqueries, where each sub-
query targets a specific information need implied
by the original query:

S={st|sk=g(@"), ¢t € 2} @

The number of subqueries is determined dynam-
ically by the LLM during decomposition rather
than being fixed in advance, allowing the frame-
work to accommodate queries with different reason-
ing requirements. The atomic fact decomposition
and subquery generation are implemented using an
LLM-based prompt provided in Appendix A.2.

Query-to-Fact Retrieval. To retrieve relevant ev-
idence, each subquery s; € S is matched against
the atomic fact knowledge base F. Specifically, we
compute the cosine similarity between the embed-
ding of subquery s and each atomic fact f; € F:

sim(sg, f;) = cos (Enc(sg), Enc(f;)),  (5)

where Enc(-) denotes the shared embedding model
used for both queries and atomic facts. For each
subquery sg, we select the top- K atomic facts with
the highest similarity scores, forming a subquery-
specific candidate set

]-“;gK) = TopK ;e 7 sim(sg, fj)- ©

By retrieving evidence directly at the atomic fact
level, the framework mitigates the granularity mis-
match between queries and retrieved evidence. Be-
cause both subqueries and knowledge units are ex-
pressed in the same representation, semantic match-
ing can be performed in a uniform and fine-grained
manner. This design also generalizes naturally
across both single-hop and multi-hop queries. A
step-by-step description of the Granularity-Aware
Query Reformulation process is provided in Ap-
pendix C.2.

3.3 Evidence-Centric Context Construction

Evidence Recovery. Given the set of atomic facts
selected during query-to-fact retrieval, we recover

their corresponding source chunks to construct can-

(K)

didate evidence. Let F}, " denote the top- K atomic
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facts retrieved for subquery si. Using the prove-
nance mapping 7(-), we recover the associated
chunks as

Cr = {n(f) | f e F}. (7)

The recovered chunks from all subqueries are then
merged into a unified candidate set, with duplicates
removed while preserving the original textual con-
tent. This delayed recovery avoids retrieving entire
chunks during the initial retrieval stage.

Context Reranking. To prioritize relevant ev-
idence, we rerank the recovered chunks based
on their semantic relevance to the generated sub-
queries. Let e;, = Enc(sy) and ey = Enc(f) de-
note the embedding representations of subquery sy,
and atomic fact f, respectively. For each chunk c,
we compute a representative score using the max-
imum cosine similarity between any atomic fact
f € F(c) contained in the chunk and any subquery

Sk-

- ef). (8
score(c) max frg]z_j}é) cos (es,,€ef).  (8)

Chunks are then ranked according to score(c), and
only the top-K . chunks are retained to construct
the final evidence-centric context. This reranking
strategy promotes chunks that contain highly rele-
vant atomic facts while filtering out loosely related
or noisy evidence.

Evidence-Grounded Answer Generation. Fi-
nally, the answer is generated by conditioning a
large language model on the reranked chunks and
the original query. Let C" denote the top-K,
chunks selected after context reranking. The gen-
eration input is constructed by concatenating Cfi"!
with the original query ¢, which is then provided
to the LLM through a generation prompt. This
design encourages the model to generate answers
grounded in the retrieved evidence. The full gen-
eration prompt is provided in Appendix A.3. A
step-by-step description of the Evidence-Centric
Context Construction process is provided in Ap-
pendix C.3.

4 Experimental Setup

4.1 Datasets

We evaluate Atom-RAG on a diverse set of question
answering benchmarks covering both single-hop
and multi-hop settings. These datasets are selected

to examine how effectively the proposed frame-
work aligns queries with relevant evidence under
varying reasoning requirements and evidence ag-
gregation patterns.

Single-Hop Datasets. Single-hop benchmarks
generally require answering questions without
multi-step evidence composition and therefore
provide a relatively direct setting for evaluating
query—evidence alignment. TriviaQA (Joshi et al.,
2017) contains factoid questions associated with
long and potentially noisy documents, providing
a challenging setting for retrieving relevant evi-
dence. Natural Questions (NQ) (Kwiatkowski
et al., 2019) consists of real search queries with
answers grounded in Wikipedia articles, reflecting
realistic information-seeking scenarios.

Multi-Hop Datasets. Multi-hop benchmarks re-
quire aggregating multiple pieces of evidence
across documents, evaluating compositional rea-
soning and evidence integration. HotpotQA (Yang
et al., 2018) requires connecting two supporting
facts to answer a question and is widely used
to evaluate explicit multi-hop reasoning. 2Wiki-
MultiHopQA (Ho et al., 2020) extends this set-
ting to cross-document reasoning across multiple
Wikipedia articles. MuSiQue (Trivedi et al., 2022)
focuses on compositional questions that require
reasoning over multiple implicit evidence steps.
MultiHopRAG (Tang and Yang, 2024) requires
evidence aggregation over a larger and more di-
verse corpus, emphasizing both retrieval accuracy
and evidence integration.

Corpus Construction and Preprocessing. We
construct the knowledge corpus directly from raw
text. For each dataset, all documents are concate-
nated into a unified corpus and segmented into
fixed-length chunks of 1200 tokens. We use the
same chunk size across datasets to maintain a con-
sistent preprocessing and atomic fact extraction
procedure. Knowledge structuring is applied uni-
formly across benchmarks. Details of the dataset
sampling procedure are provided in Appendix D,
and corpus statistics are reported in Appendix E.

4.2 Baselines
We compare Atom-RAG against representative

baselines spanning three categories.

Standard RAG. These baselines retrieve rele-
vant text passages and generate answers condi-
tioned on the retrieved context (Lewis et al., 2020).
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Single-Hop QA

Multi-Hop QA

Method TriviaQA NQ HotpotQA 2Wiki MuSiQue MultiHopRAG
Acc F1 Acc F1 Acc F1 Acc F1 Acc F1 Acc F1

Standard RAG

Pure LLM 0.678 0.625 0.636 0.526 0.464 0.408 0.331 0.334 0.149 0.139 0.668 0.605

Naive RAG 0.735 0.670 0.758 0.597 0.627 0.531 0.442 0408 0.349 0.283 0.739 0.680
Iterative RAG

Self-Ask 0.729 0.632 0.723 0.562 0.614 0.497 0.587 0487 0.367 0.311 0.752 0.488

ITER-RETGEN 0.721 0.675 0.756 0.591 0.598 0.501 0.689 0.624 0.308 0.276 0.744 0.696

IRCoT 0.724 0.671 0.746 0.584 0.712 0.542 0.351 0.292 0.341 0.292 0490 0.372

Graph-Based RAG

GraphRAG 0.702 0.645 0.625 0472 0.720 0.668 0.474 0435 0.273 0.247 0.752 0.699

LightRAG 0.700 0.647 0.660 0.479 0.590 0.496 0.443 0.404 0.265 0.217 0.529 0.464

PathRAG 0.701 0.649 0.684 0494 0.655 0.551 0463 0411 0310 0.248 0.590 0.468

HyperGraphRAG  0.699 0.644 0.692 0.533 0.775 0.674 0.566 0.499 0.459 0.360 0.629 0.526

HippoRAG2 0.725 0.683 0.720 0.563 0.781 0.663 0.646 0.559 0.431 0.385 0.764 0.708

Atom-RAG (ours) 0.743 0.686 0.760 0.599 0.861 0.700 0.714 0.651 0.498 0.385 0.792 0.754

Table 1: Performance comparison on single-hop and multi-hop QA datasets using Acc (LLM-as-a-judge) and F1.

Pure LLM (Petroni et al., 2019; Brown et al.,
2020) answers questions using only the parametric
knowledge of the language model, without exter-
nal retrieval. Naive RAG (Karpukhin et al., 2020;
Lewis et al., 2020) represents the standard retrieval-
augmented framework that retrieves fixed-length
text chunks via dense similarity and conditions gen-
eration on the retrieved context.

Iterative RAG. These baselines explicitly per-
form multi-step reasoning by interleaving retrieval
and generation. Self-Ask (Press et al., 2023) de-
composes complex queries into sequential follow-
up questions and retrieves evidence iteratively.
ITER-RETGEN (Shao et al., 2023) further tight-
ens this interaction by using intermediate genera-
tions to guide subsequent retrieval. IRCoT (Trivedi
et al., 2023) integrates chain-of-thought reasoning
with iterative retrieval, using intermediate reason-
ing steps to guide evidence acquisition.

Graph-based RAG. These baselines leverage
structured knowledge representations for multi-hop
retrieval. GraphRAG (Edge et al., 2024) con-
structs entity—relation graphs from documents and
uses the resulting graph structure to support re-
trieval and generation. LightRAG (Guo et al.,
2025) constructs graph-structured representations
from extracted entities and relations and retrieves
relevant graph-based knowledge for generation.
PathRAG (Chen et al., 2026) extends graph-based
retrieval by explicitly searching and ranking reason-
ing paths. HyperGraphRAG (Luo et al., 2025a)
uses hypergraph structures to represent higher-

order, n-ary relationships among multiple entities,
while HippoRAG2 (Gutiérrez et al., 2025) extends
memory-inspired graph retrieval using Personal-
ized PageRank, deeper passage integration, and
online LLM reasoning. Implementation details are
provided in Appendix F, while additional compar-
isons with recent baselines and embedding config-
urations are provided in Appendix H.

4.3 Metrics

We evaluate performance using both answer-level
and retrieval-level metrics. Answer quality is eval-
uated using an LLLM-as-a-judge protocol, reported
as Acc in the main result tables, together with
token-level F1 as a complementary lexical over-
lap metric (Zheng et al., 2023; Rajpurkar et al.,
2016). To evaluate retrieval independently of gen-
eration, we also report Retrieval Recall@7, mea-
suring the proportion of gold supporting evidence
covered by the top-7 retrieved evidence chunks,
following standard practice in retrieval-augmented
QA (Karpukhin et al., 2020; Lewis et al., 2020).
Detailed definitions and evaluation procedures for
all metrics are provided in Appendix G.1.

4.4 Implementation Details

We use GPT-40-mini (gpt-40-mini-2024-07-18)
for all LLM-dependent components across Atom-
RAG and the baselines, including construc-
tion, intermediate reasoning, query reformula-
tion, and generation when applicable.  We
use text-embedding-3-small for all embedding-
based retrieval components. Retrieval budgets are
aligned as closely as possible while preserving each
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MultiHop

Method HotpotQA 2Wiki MuSiQue RAG
Standard RAG

Naive RAG 0.825 0.610 0.624 0.641
Iterative RAG

Self-Ask 0.893 0.825 0.654 0.646

ITER-RETGEN 0.835 0.894  0.569 0.743

IRCoT 0.835 0.644 0.765 0.532

Atom-RAG (ours) 0.964 0914 0.792 0.771

Table 2: Retrieval performance across multi-hop QA
benchmarks, measured by Recall@7.

method’s original retrieval structure. Atom-RAG
retrieves the top-10 atomic facts per subquery and
retains the top-7 source chunks after reranking. De-
tailed settings are provided in Appendix F.

5 Main Results

5.1 QA Performance

Table 1 reports QA performance on both single-hop
and multi-hop QA benchmarks. Overall, Atom-
RAG achieves the best or tied-best performance
across all datasets in terms of Acc and F1. On
single-hop datasets, Atom-RAG performs compet-
itively with strong baselines. For example, Atom-
RAG achieves an Acc of 0.743 on TriviaQA and
0.760 on NQ, outperforming Naive RAG and other
retrieval-based baselines while also achieving the
highest F1 scores. These results indicate that
atomic fact-level retrieval remains competitive on
simple factoid questions despite using finer-grained
retrieval units. The advantages of Atom-RAG be-
come more pronounced on multi-hop benchmarks.
On HotpotQA, Atom-RAG achieves 0.861 Acc
and 0.700 F1, outperforming HippoRAG2 (0.781
Acc, 0.663 F1) and other graph-based baselines.
Similarly, on 2Wiki, Atom-RAG achieves an Acc
of 0.714, outperforming HyperGraphRAG (0.566)
and HippoRAG?2 (0.646). On MuSiQue and Mul-
tiHopRAG, Atom-RAG also achieves the best or
tied-best performance across both metrics. These
improvements are consistent with the benefits of
Atom-RAG’s atomic fact—centric retrieval and evi-
dence construction design. By retrieving evidence
at a finer granularity, Atom-RAG can avoid intro-
ducing entire passages during initial retrieval and
does not require traversal over potentially dense
graph structures. Aligning queries with atomic
facts enables more targeted evidence selection,
which is associated with improved performance on
multi-hop QA tasks. Overall, these results are con-

2Wiki MultiHopRAG
Method
Acec F1 Acc F1
Atom-RAG (ours) 0.714 0.651 0.792 0.754
w/o Atomic Fact 0.418 0.420 0.692 0.689
w/o Query Reformulation 0.624 0.617 0.723  0.718
w/o Context Reranking ~ 0.576 0.572 0.704  0.698

Table 3: Ablation results of Atom-RAG on 2Wiki and
MultiHopRAG.

sistent with the benefit of aligning complex queries
with fine-grained atomic fact retrieval, particularly
on multi-hop QA. Additional experimental results
using alternative evaluation metrics are provided in
Appendix G.2.

5.2 Retrieval Performance

Table 2 reports retrieval performance across mul-
tiple multi-hop QA benchmarks measured by Re-
call@7. Graph-based RAG methods are excluded
because their retrieved graph units cannot be re-
liably mapped to source chunks for chunk-level
Recall@7 evaluation. Naive RAG shows relatively
lower retrieval performance with its flat chunk-
level retrieval strategy. Iterative RAG methods im-
prove retrieval on some datasets but exhibit incon-
sistent performance across benchmarks. In contrast,
Atom-RAG achieves the best retrieval performance
among the evaluated methods on all datasets, reach-
ing 0.964 on HotpotQA, 0.914 on 2Wiki, 0.792
on MuSiQue, and 0.771 on MultiHopRAG. These
results indicate that atomic fact—guided retrieval
improves evidence alignment and enables more re-
liable multi-hop retrieval across diverse QA bench-
marks.

6 Discussions

6.1 Ablation Study

We conduct an ablation study on the 2Wiki and
MultiHopRAG datasets to examine the contribu-
tion of each component in Atom-RAG. Table 3
shows that the full model consistently outperforms
all ablated variants across both datasets. Remov-
ing atomic fact modeling (w/o Atomic Fact) re-
sults in the largest performance drop, especially
on 2Wiki. This suggests that atomic fact-level
representations provide a more effective retrieval
unit than the chunk-level alternative used in the ab-
lated variant. Eliminating granularity-aware query
reformulation (w/o Query Reformulation) also de-
grades performance, indicating that reformulating
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Figure 4: Sensitivity analysis on subquery-based atomic
fact retrieval with varying top-K.

the query helps better align the query with the infor-
mation to be retrieved. Similarly, removing context
reranking (w/o Context Reranking) leads to lower
scores, indicating that prioritizing more relevant
candidate evidence improves the quality of the fi-
nal context. Notably, removing atomic fact model-
ing causes the largest degradation, particularly on
2Wiki (0.714—0.418 Acc and 0.651—0.420 F1),
indicating that the atomic fact representation itself
is the core contributor. Query reformulation and
context reranking provide additional, complemen-
tary gains.

6.2 Sensitivity on Subquery-based Atomic
Retrieval

We analyze the sensitivity of Atom-RAG to the
number of atomic facts retrieved per subquery by
varying top-K . Figure 4 shows the results on 2Wiki
and MultiHopRAG. Performance improves up to
K = 10 on both datasets, where the best results are
observed (0.714 Acc on 2Wiki and 0.792 Acc on
MultiHopRAG). Beyond K = 10, performance de-
clines but remains relatively stable. On 2Wiki, Acc
is 0.621, 0.625, and 0.627 at K = 20, 40, and 80,
respectively; on MultiHopRAG, the correspond-
ing scores are 0.735, 0.734, and 0.732. Overall,
K = 10 provides the best observed performance.

6.3 Sensitivity to Final Context Size

We study the sensitivity of Atom-RAG to the fi-
nal context size by varying the number of source
chunks retained for answer generation, denoted as
K. Figure 5 reports performance measured by
Acc. Across datasets, performance improves or re-
mains stable as K increases from 3 to 7, indicating
that a moderate increase in context size helps in-
clude sufficient supporting evidence. In particular,
K. = T achieves the best performance on Hot-
potQA, MuSiQue, and MultiHopRAG, while main-
taining competitive performance on 2Wiki. How-
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Figure 5: Sensitivity analysis of final context size (Top-
K.) using Acc (LLM-based accuracy).

ever, further increasing the context size to K, = 10
results in a slight performance drop across most
benchmarks, suggesting diminishing benefits from
adding more context. Overall, these results show
that Atom-RAG is robust to reasonable variations
in K., with K. = 7 providing the best observed
overall performance. Accordingly, we use K. =7
as the default final context size in all experiments.

6.4 Efficiency, Cost Performance, and
Stability Analysis

Table 4 compares construction and inference ef-
ficiency across methods. Although Atom-RAG
requires atomic fact extraction, this cost is in-
curred once during offline corpus construction and
reused across queries. Its construction overhead
remains comparable to graph-based RAG methods,
while achieving the lowest inference latency among
the evaluated iterative and graph-based baselines.
Atom-RAG also achieves the highest Acc/$ and
Acc/s within this group, demonstrating a favorable
cost—performance trade-off. Table 5 further shows
only small variations across three runs, indicating
stable performance under the same configuration.

6.5 Atomic Fact Extraction Quality and Error
Analysis

Atomic fact extraction errors mainly affect retrieval
because atomic facts are used to identify relevant
source chunks, while the original chunks are pro-
vided to the generator. We inspect atomic facts
from 100 sampled HotpotQA chunks against their
source chunks and observe three recurring errors:
omitted modifiers, unresolved references, and miss-
ing relation details, all of which can weaken query—
fact matching. We evaluate extraction quality using
support precision, which measures source support;
decontextualization, which measures whether a fact
is self-contained; and incomplete fact rate, which
measures missing information needed to preserve
the original claim. As shown in Table 6, improv-
ing the extraction prompt and applying evaluation-
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Construction

Generation Efficiency

HotpotQA Cost-Effectiveness

Method Build Time Build Cost Latency Cost Acc Acc/$ Acc/s
/1k Tokens /1k Tokens /Query /1k Queries (HotpotQA)
Pure LLM 0s 0$ 0.970 s 0.059 $ 0.464 7.864 0.478
Naive RAG 0s 0$ 1.089 s 1.016 $ 0.627 0.617 0.576
Self-Ask 0s 0$ 3267 s 3.048 $ 0.614 0.201 0.188
ITER-RETGEN 0s 0$ 2478 s 2.032 % 0.598 0.294 0.241
IRCoT 0s 0$ 29135 24418 0.712 0.292 0.244
GraphRAG 63.18 s 0.0108$ 3.482s 3241% 0.720 0.222 0.207
LightRAG 46.34 s 0.0079$% 2.659s 2959 % 0.590 0.199 0.222
PathRAG 46.34 s 0.0079$% 3.230s 3.116 $ 0.655 0.210 0.203
HyperGraphRAG 27.651 s 0.0058$ 1.896s 2724 $ 0.775 0.285 0.409
HippoRAG2 41.73 s 0.0072$ 2214s 2.6818% 0.781 0.291 0.353
Atom-RAG (ours) 37.22s 0.0063$ 1.717s 2.114 $ 0.861 0.407 0.501

Table 4: Efficiency and cost—performance comparison across RAG methods. Acc/$ and Acc/s are computed using
HotpotQA Acc and the corresponding generation cost and inference latency, respectively.

HotpotQA 2Wiki

Acc F1 Acc F1
Ours (runl) 0.861 0.700 0.714 0.651
Ours (run2) 0.859 0.710 0.713 0.639
Ours (run3) 0.855 0.696 0.715 0.644

Table 5: Run stability of Atom-RAG across multiple
executions.

Setting Support Decontext. Incomplete
Precision Rate

Original Prompt 0.9346 0.9419 0.0409

Improved Prompt  0.9651 0.9702 0.0206

+ Refinement 0.9726 0.9803 0.0145

Table 6: Atomic fact extraction quality. Higher is better
except for incomplete fact rate.

guided refinement before indexing improve all
three dimensions. Refinement checks source sup-
port, self-containedness, and relation completeness,
increasing support precision from 0.9346 to 0.9726
and decontextualization from 0.9419 to 0.9803,
while reducing incomplete fact rate from 0.0409
to 0.0145. These improvements also yield down-
stream gains on a 100-example HotpotQA sub-
set in Acc (LLM-as-a-judge) (0.830—0.840), F1
(0.672—0.677), indicating that higher-quality facts
improve query—fact matching and source-chunk
recovery. Additional extractor comparisons are
provided in Appendix 1.

6.6 Failure Analysis of Query Reformulation

Atom-RAG performs query reformulation once be-
fore retrieval, avoiding sequential dependence but
making the initial decomposition critical. We ob-

serve three failure modes: aspect-shift, where a
subquery targets the wrong aspect; missing-step,
where a required information need is omitted; and
over-broad subqueries, which retrieve diffuse or
weakly relevant evidence. For example, a question
asking what Kdt'a Kabanovd and Der ferne Klang
have in common was decomposed around their
themes rather than work type, causing retrieval to
miss that both are operas. Thus, even accurate
fact-level retrieval can fail when the reformulated
subqueries do not preserve the original information
need. Lightweight feedback after initial retrieval
may mitigate such errors while retaining one-shot
reformulation efficiency.

7 Conclusion

We proposed Atom-RAG, an atomic fact—centric
retrieval framework that aligns retrieval granular-
ity with multi-hop reasoning requirements. Atom-
RAG decomposes documents into atomic facts and
retrieves evidence at finer granularity, enabling pre-
cise query—evidence alignment. Experiments on
single-hop and multi-hop QA benchmarks show
that Atom-RAG consistently achieves strong per-
formance, outperforming or matching iterative and
graph-based RAG baselines across evaluated set-
tings. These results highlight the effectiveness of
aligning query and retrieval granularity for improv-
ing evidence retrieval and multi-hop QA perfor-
mance in retrieval-augmented generation systems.

Limitations

Atom-RAG has several limitations. First, atomic
fact extraction introduces offline construction cost
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and may produce incomplete or context-dependent
facts, although Section 6.5 shows that refinement
can reduce these errors. Second, Atom-RAG
primarily targets fact-centric QA; tasks requir-
ing discourse-level, narrative, procedural, or long-
context reasoning may benefit from hybrid or larger
retrieval units. Third, one-shot query factorization
can miss required reasoning steps, motivating fu-
ture lightweight corrective feedback. Finally, com-
parison with concurrent RAG methods remains use-
ful as the field evolves.
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A Prompts Used in Ours

A.1 Atomic Fact-Centric Structuring Prompt

To extract atomic facts from document chunks, we
employ an LLM-based prompt designed for fact-
centric knowledge decomposition. The prompt in-
structs the model to decompose an input text chunk
into a list of minimal, self-contained, and verifiable
atomic facts, with instructions for single-claim de-
composition, minimizing content overlap, explicit
pronoun resolution, and consistent output format-
ting. The full prompt template used in our frame-
work is shown in Figure 6.

A.2 Granularity-Aware Query Reformulation
Prompt

To perform granularity-aware query reformulation,
we employ an LLM-based prompt that decomposes
an input query into atomic reasoning units and gen-
erates one independent sub-query for each unit.
The prompt specifies minimal and self-contained
decomposition, explicit resolution of ambiguous
references, and strict JSON-formatted output to im-
prove output consistency and facilitate downstream
retrieval. The full prompt template is shown in
Figure 7.

A.3 Evidence-Grounded Answer Generation
Prompt

To generate the final answer, we employ a
reasoning-oriented prompt that conditions a large
language model on the retrieved context and the
input query. The prompt explicitly specifies a struc-
tured response format consisting of a reasoning
process (Thought) followed by a concise final an-
swer (Answer), encouraging step-by-step inference
while maintaining a consistent answer format. A
representative example of the answer generation
prompt is shown in Figure 8.

B Pipeline Example

Figure 9 illustrates an example execution of Atom-
RAG, showing how query factorization and answer-
generation prompts are applied within the pipeline.
These prompts support structured decomposition
of input queries and structured reasoning during
answer generation.

C Algorithm Detail

C.1 Atomic Fact-Centric Structuring

Algorithm 1: Atomic Fact-Centric Struc-
turing

Input: Document corpus segmented into
chunks C = {e1,..., ¢}
Output: Atomic fact set F, provenance
mapping , fact-level vector index
Vi
Initialize atomic fact set F < 0);
Initialize provenance mapping 7;

for each chunk c; € C do
Extract atomic facts F(c;) from ¢; using

an LLM-based extraction prompt;
for each atomic fact f; j € F(c;) do
L Add f; j to F and set w(f; ;) < ¢i;

for each atomic fact f; € F do
Compute embedding v, < Enc( 1)

and insert it into Vp;

return F, 7, Vr;

C.2 Granularity-Aware Query Reformulation

Algorithm 2: Granularity-Aware Query Re-

formulation
Input: Input query ¢, atomic fact

knowledge base F
Output: Subquery set S and

subquery-specific atomic fact sets
K)4 S|

AN
Query Decomposition:;
Decompose the input query g into atomic
fact-level query representations
QAF = Lo ... ,q|AQ€,F|} using an
LLM-based prompt;
Generate subqueries
S={sk=glax") | gt € Q)
for each subquery si, € S do
Compute

sim(sy, fj) = cos(Enc(sg), Enc(f;))
forall f; € F;
Select top- K atomic facts to form F IEK);

return S, {}',EK) ‘kS:ll;
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C.3 Evidence-Centric Context Construction

Algorithm 3: Evidence-Centric Context
Construction
Input: Subquery set S, subquery-specific
atomic fact sets {]—'IEK) ‘,i'l,
provenance mapping 7(+), atomic
fact set F, input query ¢
Output: Final evidence-centric context
Cinal and generated answer a
Evidence Recovery:;

for each subquery s, € S do
L Retrieve associated chunks

Ce={n()| f € 7™y
Merge all recovered chunks to form a
unified candidate set C* = |J,, Cy;
Remove duplicate chunks while preserving
original content;
Context Reranking:;

for each chunk c € C* do
Identify the atomic facts associated with

cas F(c)={f e Fln(f)=ck
Compute score(c) =
maxy, max se 7 () cos(Enc(sg), Enc(f));

Rank all chunks according to score(c) and
select the top- K, chunks to form Cfiral;
Evidence-Grounded Answer Generation:;
Generate answer a = LLM(q, ") using
the evidence-grounded generation prompt;
return Cinal q;

D Dataset Construction

We sample datasets to evaluate Atom-RAG across
different QA paradigms, including single-hop fac-
tual QA and multi-hop QA.

TriviaQA. We randomly sample 1,000 questions
from TriviaQA for evaluation. TriviaQA is typi-
cally regarded as a single-hop open-domain QA
benchmark, where questions generally do not re-
quire explicit multi-step evidence composition.

Natural Questions (NQ). For single-hop factual
QA evaluation, we randomly sample 1,000 queries
from the Natural Questions (NQ) dataset. The sam-
pled questions cover a wide range of real user infor-
mation needs and are used without any additional
filtering. We retain the original Wikipedia-derived
documents associated with the sampled queries
and construct the retrieval corpus from these docu-
ments.

HotpotQA. For multi-hop QA evaluation, we
randomly sample 1,000 queries from HotpotQA.
These questions require reasoning over multiple
supporting passages. We follow the sampling pro-
tocol used in HippoRAG, retaining the Wikipedia-
based corpus and gold supporting documents asso-
ciated with each sampled question.

2WikiMultiHopQA. From the 2WikiMulti-
HopQA dataset, we randomly select 1,000 queries.
These questions require reasoning across multiple
Wikipedia articles, and we preserve the original
retrieval corpus and gold evidence annotations.

MuSiQue. We randomly sample 1,000 queries
from the MuSiQue dataset. MuSiQue is specif-
ically designed for multi-hop reasoning through
compositional question construction, making it suit-
able for evaluating compositional evidence retrieval
and reasoning. No additional constraints are im-
posed during sampling, and the original corpus is
retained.

MultiHopRAG. We randomly sample 1,000
queries from the MultiHopRAG dataset. These
questions require retrieving and integrating evi-
dence across multiple passages to derive the final
answer.

E Statistics of Knowledge Construction

Table 7 reports statistics of the datasets and the
structured knowledge representations constructed
by different RAG frameworks. LightRAG and
PathRAG use the same underlying entity—relation
(triple-based) graph in our experiments, while em-
ploying different retrieval strategies. Iterative RAG
methods such as Self-Ask and ITER-RETGEN do
not rely on explicitly structured knowledge repre-
sentations; instead, they retrieve evidence as fixed-
length text chunks and perform step-wise reasoning
over these chunks. HyperGraphRAG introduces hy-
peredges to capture higher-order relations, result-
ing in a larger structured knowledge representation
in terms of the reported knowledge units. In con-
trast, Atom-RAG represents knowledge directly as
atomic facts, using fine-grained factual statements
as its fundamental knowledge units. Across all
datasets, Atom-RAG constructs more atomic fact
units than the combined number of entities and re-
lations in the triple-based representations used by
LightRAG and PathRAG. This difference reflects
the finer granularity of Atom-RAG’s knowledge
representation, which preserves factual statements

49884



TriviaQA NQ HotpotQA 2WikiMultiHopQA MuSiQue MultiHopRAG
Dataset Statistics
# Queries 1,000 1,000 1,000 1,000 1,000 1,000
# Chunks 653 432 1,176 606 1,207 909
Graph-based Knowledge Statistics
GraphRAG
# Entities 10,842 5,973 49,812 12,906 22,681 12,094
# Relations 5,219 2,941 57,335 4,728 9,402 7,201
LightRAG / PathRAG (shared graph)
# Entities 12,328 6,851 57,235 14,718 27,043 14,253
# Relations 6,507 3,534 69,203 5,512 11,511 8,900
HyperGraphRAG
# Entities 64,969 35,322 107,705 53,535 107,697 73,392
# Hyperedges 54,511 28,305 84,503 39,872 91,176 56,716
HippoRAG?2
# Entities 14,105 7,812 61,427 16,504 29,816 15,604
# Relations 7,012 3,968 72,551 6,193 12,983 9,764
Atom-RAG (ours)
# Atomic Facts 67,067 40,640 112,031 60,085 121,336 62,201

Table 7: Statistics of datasets and constructed knowledge structures across RAG frameworks.

as independent retrieval units rather than decompos-
ing them solely into entities and relations. Despite
its finer granularity, Atom-RAG maintains a knowl-
edge representation of a scale comparable to Hy-
perGraphRAG in terms of the reported number of
knowledge units. Overall, these statistics highlight
the distinct granularity of Atom-RAG’s fact-centric
representation compared with entity—relation and
hypergraph-based knowledge structures.

F Baseline Details

Table 8 summarizes the method-specific re-
trieval and generation settings. All LLM-
dependent stages use GPT-40-mini, and all
embedding-based retrieval components use
text-embedding-3-small. Because retrieval
units differ across methods, Top-K values are
method-specific and should not be interpreted
as directly equivalent retrieval capacities. We
preserve each method’s original retrieval structure
while aligning the retrieval budget as closely as
possible.

G Evaluation Details

This section describes the evaluation protocols used
in our experiments. We first present the primary
evaluation metrics used in the main results, fol-

lowed by additional metrics and results reported
for supplementary analysis.

G.1 Primary Evaluation Metrics

Acc (LLM-Judged Accuracy) In addition to
automatic string-based metrics, we evaluate an-
swer correctness using an LL.M-as-a-judge proto-
col, which serves as the primary accuracy metric
in the main results. Specifically, we employ GPT-
4o0-mini as an external evaluator to assess whether
a predicted answer correctly conveys the essential
factual information required by the question. The
evaluation prompt instructs the model to classify
each prediction as either CORRECT or INCORRECT,
allowing for paraphrasing and minor wording vari-
ations as long as the core fact is preserved. For
questions with multiple acceptable gold answers,
a prediction is considered correct if it is judged
semantically consistent with any one of the accept-
able answers. A representative example of the eval-
uation prompt is shown in Figure 10. To reduce
variability in the judgments, the decoding tempera-
ture is set to zero. The final LLM-based accuracy is
computed as the proportion of predictions labeled
CORRECT by the judge model.

F1 Score We additionally report the token-level
F1 score following the standard SQuAD-style eval-
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Method Retrieval Type Top-K Units Final Generation Input Generation Model
Pure LLM None - - GPT-40-mini
Naive RAG Chunk 7 chunks 7 chunks GPT-40-mini
Self-Ask Chunk 7 chunks 7 chunks GPT-40-mini
ITER-RETGEN Chunk 7 chunks 7 chunks GPT-40-mini
IRCoT Chunk 7 chunks 7 chunks GPT-40-mini
GraphRAG Entity + Relation Graph 60 Graph Context GPT-40-mini
(Entities/Relations)
LightRAG Entity + Relation 60 Entity/Relation Info GPT-40-mini
PathRAG Graph Path 60 Path Info GPT-40-mini
HyperGraphRAG Entity + Hyperedge 60 Entity/Hyperedge Info GPT-40-mini
HippoRAG2 Entity Graph 60 Entity Memory Context GPT-40-mini
(Memory-based)
Atom-RAG (ours) Atomic Fact 10 7 chunks GPT-40-mini

Table 8: Comparison of retrieval and generation configurations across different RAG frameworks. Top-K units
indicate the number of knowledge units retrieved at inference time, while the final generation input specifies the
information provided to the language model for answer generation.

uation. Both predicted and gold answers are first
normalized by lowercasing, removing articles (a,
an, the), punctuation, and extra whitespace. Let
P and G denote the multisets of tokens in the pre-
dicted and gold answers, respectively. Token over-
lap is computed using multiset intersection. Preci-
sion and recall are defined as:
|P NG|

Precision = ————, Rec
Pl

IPNG]
all=""_"1 (9
G|

The F1 score is then computed as:

Fl — 2 - Precision - Recall

. 10

Precision + Recall (10)
For datasets with multiple gold answers, we report
the maximum F1 score across all gold candidates
for each question.

Recall@7 We additionally report Recall@7 to
evaluate retrieval effectiveness. Recall@7 mea-
sures whether the retrieved evidence set contains
the gold-standard chunks within the top-7 retrieved
results. For each query, let G denote the set of
gold evidence chunks and R7 denote the set of re-
trieved chunks truncated to the top 7. Recall@7 is
computed as:

|G N Ry

Recall@7 = ——.
|G

1D
This metric captures the coverage of required evi-
dence under a fixed retrieval budget and is partic-
ularly relevant for multi-hop question answering,
where missing a single critical evidence chunk can
lead to reasoning failure.

G.2 Additional Evaluation Metrics and
Results

To provide a more comprehensive analysis of QA
performance, we additionally report Accuracy and
Exact Match (EM) metrics across all datasets.

Accuracy (Substring Match) Accuracy mea-
sures whether any normalized gold answer string is
contained within the normalized predicted answer.
A prediction is considered correct if at least one
acceptable gold answer appears as a substring of
the normalized prediction. This metric captures
cases where the model produces a correct answer
embedded within a longer explanatory output. The
final accuracy is computed as the ratio of correct
predictions over all evaluated questions.

Exact Match (EM) Exact Match (EM) evaluates
whether the normalized predicted answer exactly
matches a normalized gold answer. Let § and y
denote the normalized predicted and gold answer
strings, respectively. Formally, EM is defined as:

1, ifyg=
EM={ "YTY (12)
0, otherwise.

For datasets with multiple gold answers, we take
the maximum EM score over all gold candidates.

Additional QA Performance Results Table 9
summarizes the performance of all methods on
both single-hop and multi-hop QA benchmarks
using Accuracy and EM metrics. These results pro-
vide complementary perspectives on answer cor-
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Single-Hop QA

Multi-Hop QA

Method TriviaQA NQ HotpotQA 2Wiki MuSiQue MultiHopRAG
Accuracy EM Accuracy EM Accuracy EM Accuracy EM Accuracy EM Accuracy EM
Standard RAG
Pure LLM 0.618 0.562 0.512 0412 0351 0287 0311 0.273 0.089 0.038 0.623 0.593
Naive RAG 0.677 0.601 0.596 0432 0481 0401 0.399 0.336 0.223 0.161 0.704 0.658
Iterative RAG
Self-Ask 0.682 0.577 0.532 0.404 0456 0345 0549 0376 0.254 0.196 0.705 0.447
ITER-RETGEN 0.661 0.614 0.580 0.436 0428 0372 0.625 0533 0.197 0.132 0.699 0.688
IRCoT 0.668 0.609 0.561 0433 0.533 0411 0362 0.229 0.281 0.241 0.558 0.374
Graph-Based RAG
GraphRAG 0.651 0.607 0492 0.363 0.553 0.515 0423 0338 0.184 0.145 0.691 0.689
LightRAG 0.655 0.583 0.504 0.340 0439 0370 0.392 0335 0.165 0.112 0.526 0412
PathRAG 0.654 0.581 0.508 0.340 0.488 0.414 0401 0347 0.199 0.134 0.525 0.422
HyperGraphRAG 0.652 0.577 0.544 0412 0599 0.523 0.505 0403 0310 0211 0.621 0.446
HippoRAG2 0.683 0.615 0.587 0432 0592 0512 0556 0472 0.331 0.234 0.702 0.697
Atom-RAG (ours) 0.699 0.617 0.640 0.460 0.675 0.524 0.658 0.585 0.332 0.247 0.757 0.747

Table 9: Additional QA performance comparison using Accuracy and Exact Match (EM) metrics.

Method Dataset EM F1
. HotpotQA 0.627 0.755
HIppoRAGZ  2Wiki  0.650 0.710
MuSiQue 0.372 0.486

HotpotQA 0.516 0.669

OFM-RAG 2Wiki 0.698 0.777
MuSiQue 0.302 0.404

HotpotQA 0.553 0.728

GRS M6y 2Wiki 0.659 0.739
MuSiQue 0.332 0.461

HotpotQA 0.631 0.762

Alom-RAG - owiki 0710 0.781
MuSiQue 0.373 0.488

Table 10: Additional comparison with recent graph-
based RAG methods. Embedding models are shown
below each method.

rectness beyond the primary LLM-based evaluation
reported in the main results.

H Additional Comparison with Recent
Baselines

To further position Atom-RAG against recent
graph-based RAG methods, we provide an ad-
ditional comparison with HippoRAG2, GFM-
RAG (Luo et al., 2025b), and C2RAG (Ma et al.,
2026) on three multi-hop QA benchmarks. Un-
like the controlled comparison in Table 1, these
results use the embedding backbone associated
with each setting, as indicated in Table 10. We
additionally evaluate Atom-RAG with NV-Embed-
v2 to facilitate comparison with the original Hip-
poRAG2 configuration. Atom-RAG with NV-

Embed-v2 achieves competitive or stronger perfor-
mance across the three benchmarks. In particular,
it improves over the NV-Embed-v2 HippoRAG2
setting on both EM and F1 across all three datasets,
while also remaining competitive with GFM-RAG
and C2RAG. These results provide additional evi-
dence that the effectiveness of Atom-RAG is main-
tained under a stronger embedding backbone.

I Additional Atomic Fact Extraction
Analysis

We additionally examine whether atomic fact ex-
traction behavior is sensitive to the choice of extrac-
tor LLM. Specifically, we use Qwen/Qwen3.5-27B,
google/gemma-4-31B, and GPT-40-mini as extrac-
tor LLMs. Table 11 shows a qualitative comparison
of atomic facts generated by the three models from
the same source passage. Across this example,
all three extractors preserve the major factual con-
tent of the source. Qwen3.5-27B produces mostly
correct and source-supported facts but omits some
role-specific details. Gemma-4-31B generates con-
cise and well-grounded facts, while GPT-40-mini
provides more complete and self-contained state-
ments with greater consistency in preserving rela-
tional details. This qualitative result suggests that
atomic fact extraction is not restricted to a single
LLM, although extraction completeness can vary
with model capability.
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Extractor Example Atomic Facts Observation

LLM

Qwen3.5- (1) Family Joules is the fourteenth studio album by Foghat. (2) Mostly correct and source-

27B Family Joules was released in 2003. (3) Family Joules was supported, but some role in-
Foghat’s first album without Dave Peverett. formation is less detailed.

Gemma-4- (1) Family Joules is Foghat’s fourteenth studio album. (2) The Concise and well-grounded;

31B album was released in 2003. (3) It was the first Foghat album sufficiently reliable for prac-

without founding member Dave Peverett. (4) The album first tical indexing.
featured Charlie Huhn and Bryan Bassett.

GPT-40-mini (1) Family Joules is the fourteenth studio album by Foghat. (2) More complete and self-
Family Joules was released in 2003. (3) Family Joules is the contained, with high consis-
first Foghat album without founding member Dave Peverett. (4) tency.

Family Joules is the first Foghat album to feature Charlie Huhn
and Bryan Bassett.

Table 11: Qualitative comparison of atomic fact extraction across different extractor LLMs. Qwen3.5-27B and
Gemma-4-31B correspond to Qwen/Qwen3.5-27B and google/gemma-4-31B, respectively.

You are an assistant specialized in decomposing text chunks into atomic facts.

Given a text chunk, your task is to:
Decompose the input into a list of atomic facts. Each atomic fact should be a concise, indivisible unit of meaning that captures a basic proposition
or event.

Requirements:

1. Atomic facts must be decomposed into independent units of meaning that are explicitly supported by the chunk, ensuring that no meaningful
unit is duplicated or omitted.

2. If multiple topics appear in the chunk, separate their atomic facts clearly.

3. Replace pronouns with specific noun references when applicable (e.g., "he" — "Einstein").

4. Ensure that atomic facts are presented in {language}.

5. Each output line must follow the format: ("Atomic fact"){record_delimiter}

6. When finished, output {completion_delimiter}

-Examples-

{examples}

-Real Data-

User: {input_text}
HithHH R R
Assistant:

Figure 6: Atomic fact extraction prompt used to decompose document chunks into fact-centric knowledge units.
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---Role---

You are a query decomposition assistant.
Your task is to take a given query, break it down into atomic facts, and then generate independent sub-queries based on those atomic facts.

---Goal---

1. First, decompose the input query into a list of atomic facts.

2. From each atomic fact, generate one sub-query.

3. The final output must be in JSON format with only one top-level key: ‘sub_queries’.
4. ‘sub_queries’ should map to a list of strings.

5. Do not include extra text, explanations, or fields outside the JSON.

---Instructions---

- Always preserve the original meaning of the query.

- Atomic facts must be concise, indivisible units of meaning.

- Replace pronouns or ambiguous references (e.g., "this director") with explicit descriptive phrases from the query so that each sub-query is self-
contained.

- Sub-queries must collectively cover the full scope of the original query.

- Keep the sub-queries in the same language as the input query.

-Example-

{examples}

-Real Data-

Current Query: {query}

Output:

Figure 7: Prompt used for reasoning-aware query decomposition and sub-query generation. The prompt decomposes
an input query into atomic facts and generates corresponding independent sub-queries in a structured JSON format.

SYSTEM:

As an advanced reading comprehension assistant, your task is to analyze text passages and corresponding questions meticulously.

Your response start after "Thought: ", where you will methodically break down the reasoning process, illustrating how you arrive at conclusions.
Conclude with "Answer: " to present a concise, definitive response, devoid of additional elaborations.

USER:

The Last Horse

The Last Horse (Spanish:El ultimo caballo) is a 1950 Spanish comedy film directed by Edgar Neville starring Fernando Fernan Goémez.
Southampton

The University of Southampton, which was founded in 1862 ...

Stanton Township, Champaign County, Illinois

Question: When was Neville A. Stanton's employer founded?
Thought: The employer of Neville A. Stanton is University of Southampton. The University of Southampton was founded in 1862.
Answer: 1862.

USER:
{retrieved_context}

Question: {question}
Thought:
Answer:

Figure 8: Answer generation prompt used in Atom-RAG. The prompt conditions the language model on retrieved
evidence and the input query, and enforces a structured reasoning format with explicit Thought and Answer fields.
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Fact-Centric Knowledge Extraction Example

Chunk:

Charlie Nicholas

Charles "Charlie" Nicholas (born 30 December 1961 in Cowcaddens, Glasgow, Scotland) is a former professional footballer from Scotland who
played as a forward. His playing career is best known for his spells at Celtic and Arsenal. He was also capped by Scottish national team, and
played for them at the 1986 FIFA World Cup.

Atomic Fact:

("Charlie Nicholas was born on December 30, 1961.")

("Charlie Nicholas was born in Cowcaddens, Glasgow, Scotland.")
("Charlie Nicholas is a former professional footballer from Scotland.")
("Charlie Nicholas played as a forward.")

("Charlie Nicholas played for Celtic.")

("Charlie Nicholas played for Arsenal.")

("Charlie Nicholas was capped by the Scottish national team.")
("Charlie Nicholas played at the 1986 FIFA World Cup.")

Granularity-Aware Query Reformulation Example

Query:
A man who played in the 1986 FIFA World Cup played for what team during the 1982 Scottish League Cup Final?

Atomic Fact:
("A man played in the 1986 FIFA World Cup.")
("The same man played for a team during the 1982 Scottish League Cup Final.")

Sub-Query:
"Who played in the 1986 FIFA World Cup?"
"Which team did the man play for during the 1982 Scottish League Cup Final?"

Evidence-Centric Context Construction Example

Sub-Query: Sub-Query:

"Who played in the 1986 FIFA World Cup?" "Which team did the man play for during the 1982 Scottish League Cup
Final?"

Extracted Atomic Facts: Extracted Atomic Facts:

("A man played in the 1986 FIFA World Cup.") ("Charlie Nicholas played for Celtic.")

("The 1982 Scottish League Cup Final was contested by Celtic.")

Extracted Source Chunk: Extracted Source Chunk:

Charles "Charlie" Nicholas (born 30 December 1961 in Cowcaddens, The 1982 Scottish League Cup Final was played on 4 December 1982, at
Glasgow, Scotland) is a former professional footballer from Scotland Hampden Park in Glasgow and was the final of the 37th Scottish League
who played as a forward. His playing career is best known for his spells | Cup competition. The final was contested by the Old Firm rivals, Celtic
at Celtic and Arsenal. He was also capped by Scottish national team, and Rangers. Celtic won the match 21 thanks to goals by Charlie

and played for them at the 1986 FIFA World Cup. Nicholas and Murdo MacLeod. Rangers goal was scored by Jim Bett.

Figure 9: Example execution of Atom-RAG, illustrating atomic fact extraction, query reformulation, evidence
retrieval, and source-chunk recovery for a multi-hop question.

Instruction:
You are an expert evaluator for question-answering systems. Your task is to determine whether the predicted answer correctly conveys the essential
factual information required to answer the given question.
Input:
« Question: {The input question}
« Gold Answer(s): {One or more reference answers}
« Predicted Answer: {The answer generated by the model}
Evaluation Guidelines
« Label the prediction as CORRECT if it contains the core factual information needed to answer the question.
« Differences in wording, paraphrasing, or additional explanatory context are acceptable as long as the essential fact is preserved.
« Label the prediction as INCORRECT if it contradicts the gold answer or fails to include the key factual content.
« When multiple gold answers are provided, matching any one of them is sufficient to be considered correct.
Output Format (JSON only)

{"verdict": "CORRECT or INCORRECT","confidence": "HIGH or MEDIUM or LOW","reason": "Brief explanation of the judgment"}

Figure 10: LLM-as-a-judge evaluation prompt used to assess answer correctness.
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