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Abstract

Fine-grained credit assignment is a central
challenge in reinforcement learning for long-
horizon LLM agents. Standard objectives of-
ten train from programmatically verifiable ter-
minal rewards by broadcasting each sparse out-
come to every action in a trajectory. Exist-
ing methods typically seek finer credit from
the rollout side, constructing auxiliary trajec-
tory signals or additional comparisons to es-
timate action importance. Although useful,
these approaches still treat the verifier that
judged success as a scalar reward, discard-
ing its internal task structure. Our key in-
sight is that many verifiable tasks already
encode the relevant checks inside their ter-
minal verifier. We propose VICT (Verifier-
Instrumented Credit Tracing), a training-time
interface that exposes executable or evidence-
backed atoms and traces them back to ac-
tions through dependency-valid proof edges.
VICT redistributes group-relative advantage
only along those edges, shifting credit assign-
ment from rollout-side inference to verifier-
side tracing. It preserves the original ter-
minal reward, abstains when evidence is in-
complete or ambiguous, and changes only
the training-time advantage tensor, requiring
no learned critic, process labels, branch roll-
outs, or inference-time verifier access. On
ALFWorld and WebShop, VICT improves
substantially over outcome-only training and
achieves strong performance alongside recent
fine-grained credit methods; ablations rule out
dense atom rewards, final-commit credit, tem-
poral proximity, and sparsity as sufficient ex-
planations.

1 Introduction

Large language models (LLMs) are increasingly
trained as agents that interact with external envi-
ronments over multiple turns, where success de-
pends on making a sequence of decisions rather
than producing a single response (Yao et al., 2023;

Schick et al., 2023; Shridhar et al., 2021; Yao et al.,
2022). Reinforcement learning (RL) is a natural fit
for such agents because many tasks expose verifi-
able outcome rewards, and group-based methods
such as RLOO and GRPO make this setting prac-
tical by estimating advantages from rollout groups
without a learned critic (Ahmadian et al., 2024;
Shao et al., 2024). Yet in long-horizon interaction,
a sparse terminal reward is usually assigned to ev-
ery action in the trajectory, even though only a few
decisions may determine success or failure.

The central challenge is therefore not only that
rewards are sparse, but that terminal outcomes
erase the reason why a trajectory succeeded or
failed (Zhang et al., 2026a,b). To recover finer
credit, recent methods construct comparison units
from repeated states, trajectory graphs, seman-
tic proximity, hindsight or process-level feedback,
and dynamic branches (Feng et al., 2025; Li et al.,
2026; Fang et al., 2026; Tan et al., 2026; Light-
man et al., 2024; Xi et al., 2025; Ji et al., 2026;
Dong et al., 2025; Wu et al., 2026). These meth-
ods improve over uniform trajectory-level credit,
but they typically recover credit from rollout-side
proxy signals rather than from the verifier that de-
fined the terminal outcome. State or trajectory sim-
ilarity can miss verifier-relevant history or merge
states with different task-critical facts; hindsight
or process feedback can depend on auxiliary judg-
ments; and branching buys information with ex-
tra sampling cost. In all cases, the actual rule that
judged the task remains mostly outside the credit
assignment mechanism.

This limitation suggests a different source of
credit: instead of reconstructing action importance
from the scalar outcome, we can inspect how the
outcome was produced. In many verifiable agent
tasks, the terminal reward is computed by a pro-
grammatic verifier that checks concrete facts, such
as required state changes, forbidden operations,
observed evidence, and final commitments. Prior
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Figure 1: Overview of verifier-instrumented credit

tracing. A long-horizon flight-booking trajectory is
checked by verifier atoms such as booking completion,
budget satisfaction, and route correctness; VICT traces
evidence from concrete actions to these atoms and as-
signs sparse verifier-backed credit only to supported
steps.

work on reward shaping, reward machines, and re-
ward decomposition shows that reward structure
can provide useful learning signal (Ng et al., 1999;
Icarte et al., 2018; Juozapaitis et al., 2019); here,
the structure already exists inside the terminal ver-
ifier. Standard RL interfaces discard these checks
and expose only the final number. This motivates
our central question: can the terminal verifier be
used not merely as an outcome oracle, but as a
training-time credit tracer?

We propose VICT, Verifier-Instrumented
Credit Tracing, which turns instrumentable ter-
minal verifiers into sparse, auditable action-level
credit. VICT instruments a programmatic verifier
into executable or evidence-backed atoms, links
these atoms to observable trajectory evidence,
and redistributes group-relative advantage only
through verified action-to-atom proof edges.
In this paper, verifier-backed credit means an
eligibility guarantee rather than a causal proof: a
correction is emitted only when the verifier inter-
face conforms, a dependency-valid core identifies
the relevant atom, and a fixed witness relation
links that atom to an action. The method keeps the
original terminal reward as the outcome anchor,
changes only the training-time advantage tensor,
and abstains when no reliable verifier proof exists.
It does not assume automatic decompilation of
arbitrary black-box judges; the verifier interface is
an explicit engineering object whose conformance
and cost must be audited.

This framing shifts the problem from invent-

ing intermediate rewards to exposing the struc-
ture of existing verifiers. We evaluate VICT on
long-horizon verifiable agent benchmarks against
outcome-only and fine-grained RL baselines. On
ALFWorld and WebShop, VICT improves sub-
stantially over GRPO and remains competitive
with recent fine-grained methods, while 7-bench
provides suggestive service-agent validation under
a different backbone and protocol. We also audit
the verifier interface through reconstruction, mu-
tation conformance, eligibility, coverage, sparsity,
abstention, core-size, and cost diagnostics (Sun
et al., 2026). Our contributions are:

* We formulate verifier instrumentation as a
training-time credit interface for programmat-
ically verifiable LLM agent RL.

* We introduce dependency-core attribution
and proof-edge-constrained advantage cor-
rection with an explicit eligibility invariant.

* We provide experiments, ablations, and in-
terface diagnostics showing when verifier-
backed credit improves over outcome-only
training and recent credit-assignment base-
lines.

2 Related Work
2.1 Reinforcement Learning for LLM Agents

LLM agents extend language models from static
generation to interactive decision making, where
policies must use observations, tools, and external
feedback over multiple turns. Prompting, tool-use
training, and supervised agent tuning have enabled
strong zero-shot and imitation-based agents (Yao
et al., 2023; Schick et al., 2023; Zeng et al., 2024).
Reinforcement learning further allows agents to
optimize verifiable outcomes directly, and has
been applied to web, embodied, search, tool-use,
and application-control settings (Yao et al., 2022;
Shridhar et al., 2021; Jin et al., 2025; Trivedi et al.,
2024; Yao et al., 2024).

Most scalable LLM RL pipelines build on
policy-gradient objectives (Li et al., 2025). PPO-
style training uses a value model, while RLOO
and GRPO avoid a learned critic by normalizing
rewards within rollout groups (Schulman et al.,
2017; Ahmadian et al., 2024; Shao et al., 2024).
This critic-free design is attractive for long-context
agent trajectories, but it still leaves the key ques-
tion of how a terminal outcome should be assigned
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to individual actions. VICT keeps the group-
based optimization setting and changes only the
training-time advantage signal.

2.2 Credit Assignment under Sparse
Outcome Rewards

Sparse terminal rewards make long-horizon agent
training inefficient because the same trajectory-
level advantage is often broadcast to every action.
Recent and concurrent methods refine this signal
by changing the comparison unit. GiGPO com-
pares actions from repeated environment states,
SALT uses trajectory graphs to distinguish shared
and divergent steps, ProxMO replaces hard state
groups with semantic proximity, and HCAPO es-
timates action utility through hindsight reason-
ing (Feng et al., 2025; Li et al., 2026; Fang et al.,
2026; Tan et al., 2026). Several of these references
are recent preprints. Hierarchical and subgoal-
based methods assign credit at coarser temporal
abstractions (Peng et al., 2026; Wang et al., 2026;
Xue et al., 2026).

Another line changes the rollout distribution
rather than the credit rule. Tree- and branch-based
methods sample continuations from shared pre-
fixes or uncertain decision points to expose local
preferences (Ji et al., 2026; Dong et al., 2025;
Zhao et al., 2026; Wu et al., 2026). These ap-
proaches are effective when useful comparisons
can be created from states, prefixes, branches, or
prompted hindsight. VICT targets a complemen-
tary source of supervision: the structure of the ter-
minal verifier itself. It assigns extra credit only
when an action can be linked to a verifier atom
through an observable proof edge.

2.3 Structured Verifier Supervision and
Rubric-Based Evaluation

Prior RL work has shown that structure inside the
reward can be useful for learning and interpreta-
tion. Return redistribution, potential-based shap-
ing, reward machines, and reward decomposition
expose delayed or composite rewards in more in-
formative forms (Arjona-Medina et al., 2019; Ng
et al., 1999; Icarte et al., 2018; Juozapaitis et al.,
2019). Process supervision and PRMs similarly
provide step-level feedback, but they typically re-
quire labels, learned reward models, or search-
generated supervision (Uesato et al., 2022; Light-
man et al., 2024; Luo et al., 2024; Xi et al., 2025).
VICT is best viewed as verifier-grounded advan-
tage redistribution: it changes the policy-gradient

update signal, but it uses the programmatic veri-
fier that already defines the environment outcome
rather than introducing a separate progress reward
or reward model.

Rubric and criteria-based evaluation decom-
poses holistic judgments into interpretable dimen-
sions, and recent work uses such criteria as op-
timization signals (Xie et al., 2026; Yu et al,,
2025a; Gunjal et al., 2025). However, natural-
language atomic decomposition can be unreli-
able when criteria are not executable or evidence-
grounded (Zhang, 2026). VICT therefore treats
verifier decomposition as a constrained instru-
mentation problem: atoms must be executable
or evidence-backed, reconstruct the terminal ver-
ifier, and attach to actions through proof edges.
This makes its advantage correction auditable and
verifier-aligned without turning rubric criteria into
dense rewards.

3 Method
3.1 Problem Setup and Design Goal

We consider long-horizon interactive RL where a
language-agent policy my solves a task instance x
through observations and actions. A rollout is

chim) (D

where h;; is the history before action a;;, and
the environment returns a terminal verifier score
R; = V,(7;). Standard group-based optimization
yields a task-level base advantage AE’ase and usu-
ally broadcasts it to all actions, so it cannot dis-
tinguish state-changing, evidence-revealing, vio-
lating, or merely co-occurring actions.

VICT keeps the outcome signal but changes the
verifier-optimizer interface. It treats V, as an in-
strumentable audit interface: verifier atoms expose
checked facts, dependencies expose valid combi-
nations, and trajectory witnesses decide which ac-
tions may receive additional credit. Rollout col-
lection and inference-time policy behavior are un-
changed.

The central object is a verifier-derived credit
trace:

i =(2i,Gi,C5Pi),  zi=(2zije)ie (2

Here z; is the temporal atom trace, GG; is an
action-to-atom proof graph, C7* is a dependency-
closed verifier core, and P; stores proof records.
The trace supports verifier faithfulness, proof-edge
eligibility, and clipped advantage correction an-
chored by the original outcome.

7 = (hi0, a0, hi1, ait,. ..
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Figure 2: VICT pipeline. The verifier is first exposed as atoms, dependencies, evidence extractors, and commit
predicates; trajectories are then converted into proof graphs that link actions to verifier atoms. Dependency cores
estimate which atoms matter to success or failure, and the final step redistributes normalized credit only to proof-

supported actions.

3.2 Verifier-Instrumented Interface

For each task instance, VICT represents the
verifier with executable atoms, an atom-to-score
aggregator, dependency rules, state or evidence
bindings, evidence extractors, and commit pred-
icates. Each atom has a typed status z;;; €
{sat, unsat, unk, viol}. The aggregator F, maps
terminal atom assignments to the verifier score,
D, encodes dependency validity, M, links atoms
to state or evidence variables, ®, extracts observ-
able evidence for write and reveal witnesses, and
C, identifies commit actions. We require the de-
pendency closure clp, to be deterministic; other-
wise the affected atoms are not used for credit.

The interface is accepted only if it passes veri-
fier conformance. Let z(7) be the terminal atom
assignment and S, = T, U 9M,(7;) include vali-
dation rollouts and verifier-relevant mutations. De-
fine

2 = max| Fy(2(7)) — Va(7)|

T€S,

€

3)

The interface is accepted when egonf < 7. For ex-
act verifiers 1, = 0; for graded verifiers the toler-
ance is fixed before training. When conformance
fails for a task or atom, VICT abstains from us-
ing that atom. The adapter may reveal atoms from
final-state differences, verifier branches, rule pred-
icates, or evidence extractors, but it cannot intro-
duce policy-visible subgoals or new preferences.

Concrete domain instantiations and a WebShop
proof trace are provided in Appendices C and F.

3.3 Credit Trace and Core Attribution

Given a trajectory and a conforming interface,
VICT evaluates {z; };: and constructs G; =
(A;, Z;, E;). Edges are created only when a wit-
ness predicate certifies that an action wrote, re-
vealed, committed, or violated an atom. Let
A;+(v) denote a change in extracted evidence,
D, (hit+1)[v] # Py(hiy)v]. Two primitive wit-
nesses are

erite = 1{31} € Mz(zj) : Ai,t(”) = 1} (4

. )
Weommit = l{ai,t € Cxa J € Scopex(ai,t)}

The commit scope includes the verifier atoms fi-
nalized by the action. Other witnesses use the
same pattern: they must be computed from logged
history, extracted evidence, and verifier metadata,
rather than from a learned relevance model. The
proof graph contains each action-atom-relation
triple whose witness predicate is true, and P; ; ;
stores the matched relations together with core and
conformance tags. Terminal-only atoms with no
reliable writer or commit action create no edge;
unsupported attribution is treated as missing infor-
mation.

The proof graph determines where credit may
go, but not how much an atom matters to the

terminal verifier. Let z; = (217, -, %m,T))
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and let ¢, be the pre-specified tie margin in base-
advantage units. Rather than introducing a sepa-
rate success/failure heuristic, VICT uses the sign
of the same group-normalized base advantage
used by the underlying optimizer:

L1, Abese s ¢
_17 A?ase < —eq, (5)
0, |Al?ase] < g

When ¢; = 0, the verifier correction abstains.
Positive-sign rollouts search for success cores
whose removal would lower the verifier score,
while negative-sign rollouts search for correction
cores whose repair would raise it. This uses the
optimizer’s own preference signal rather than a
separate median heuristic. The functional form
of p; is fixed before training, while its value is
computed from the current rollout group’s base
preference magnitude (Appendix D). Counterfac-
tuals are verifier-assignment edits, not new envi-
ronment rollouts, and ambiguous dependency pro-
jections trigger abstention. For readability, write
AL(C) = Az(C;z4,¢). The verifier displace-
ment is

A(C) = i [Fo(2:) — Fo(cfh (2:,C))]  (6)

The core C is a compact dependency-closed
set returned by budgeted greedy search such that
A,(CF) > p; under budget B; details and local-
minimality scope are in Appendix D. If no valid
core reaches p;, the budget is exhausted, or the dis-
placement lies inside the conformance uncertainty
band, VICT abstains. Core atoms receive leave-
one-out marginals, while atoms outside the core
receive zero marginal.

3.4 Proof-Edge-Constrained Advantage
Optimization

Core marginals are normalized within the same-
task rollout group G, used by the base group op-
timizer; historical rollouts are not mixed into the
statistics. We use a robust group scale defined in
Appendix D. If the scale is zero or the group has
too few supported rollouts, the normalized value is
set to zero. The normalized signal is used only if
the atom has both core membership and proof sup-
port. If conformance, core search, or proof support
fails, the corresponding eligibility mask is zero, so
VICT falls back to AP2°. Let Z; ; denote the total
witness weight for atom j plus smoothing. The eli-
gible core signal is redistributed through the proof

graph:
AT =N " bijwin g/ Zig (M
jecs
Here w;; = Zr:(t7j77")EEi 5, where (3, is a fixed

nonnegative relation weight set before training;
the default uses 3, = 1 for direct verifier witnesses
and splits evidence-path credit uniformly over the
support path. Thus w;; ; = 0 when no witness
edge links (¢, j), and the denominator bounds each
atom’s total contribution.

The correction is eligible by construction in the
following verifier-backed sense:

AT £ 0= 3j,r: Gaterjr =1. (8)

Proposition 1 (Eligibility soundness). For any
task instance x, rollout 7;, and action a;;, if
AYICT 2 0, then there exists at least one atom j
and witness relation r such that: (i) the verifier in-
terface reconstructs the terminal verifier within tol-
erance; (ii) j belongs to a dependency-valid core
Cr, (i) (t,j,r) is an observed proof edge; (iv)
the atom marginal is non-zero; and (v) the proof
record satisfies the dependency constraints in D,.
This proposition does not claim causal necessity or
optimality of the action; it guarantees only verifier-
backed eligibility. Appendix D gives the proof
sketch.

The final action advantage keeps the outcome
signal as the anchor and adds only a clipped
verifier-derived correction:

Afnal = pbase ) clip(AY]9T, —¢,c)  (9)

The same interface composes with a rollout-side
method M when it exposes an action-aligned ad-
vantage A% and a separate rollout-level outcome
component A", We set ¢; = sign,(A?"") and use

AMIVICT 403 clip(AVICT, g, enp),

(10)
where \y; and ¢y, are calibrated from AM be-
fore adding VICT. This calibrates numerical scale
without assuming that the two credit signals are
statistically independent. This advantage is
plugged into the standard clipped policy-gradient
objective with KL regularization. VICT changes
only the advantage tensor: it trains no critic, re-
quires no process labels, adds no branch rollouts,
and exposes no verifier atoms at inference time.
Every non-zero correction is logged with its action,
atom, witness, evidence source, core marginal,
witness weight, and assigned correction. The
reward-shaping scope is discussed in Appendix D.
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Table 1: Main performance on ALFWorld and WebShop. ALFWorld reports task-wise and average success rate
(%), while WebShop reports normalized score and strict success rate (%). Subscripts denote standard deviations

where available.

Method ALFWorld WebShop
Pick Look Clean Heat Cool Pick2 All Score Succ.
Closed-Source LLMs
GPT-40 75.3 60.8 31.2 56.7 21.6 49.8 48.0 31.8 23.7
Gemini-2.5-Pro 92.8 63.3 62.1 69.0 26.6 58.7 60.3 42.5 35.9
Qwen2.5-1.5B-Instruct
Base 59 5.5 3.3 9.7 4.2 0.0 4.1 23.1 52
ReAct 17.4 20.5 15.7 6.2 7.7 2.0 12.8 40.1 11.3
Reflexion 353 22.2 21.7 13.6 194 3.7 21.8 55.8 21.9
RLOO 88.3130 52.8i86 71.0:59 62.8.87 66.4is5 569147 69705 73.9i56 52.1.67
GRPO 85.3415 53.7:80 845168 782479 59.7i50 53.5i56 72.8436 758435 56.8i33
GiGPO 94.4i59 67516 94838 944178 798147 T76.4i54 867117 83.1i16  65.0132
SALT 96.2:17 65.2:108 93.1:47 81.8:83 85.0:69 77.0147 85.2:05 869+06 747124
HCAPO 88.6:70 75.0:00 97.6:18 90.7:69 84.2:00 T4.2:i69 87.0:41 83.8:07 68.5:10
VICT (ours) 95.211_0 84.0¢2,2 96.011‘4 92.012_4 89.012,0 89.812‘4 91-010.9 90.6¢0,7 81.71,1‘1
Qwen2.5-7B-Instruct
Base 334 21.6 19.3 6.9 2.8 3.2 14.8 26.4 7.8
ReAct 48.5 354 34.3 13.2 18.2 17.6 31.2 46.2 19.5
Reflexion 62.0 41.6 449 30.9 36.3 23.8 427 58.1 28.8
RLOO 87.6:43 782:83 873158 813476 71.9i50 48.9.:84 755146 803432 65.7140
GRPO 90.8451  66.1:67 893454 T47169 T2.5i54 64773  T7.6150 793108 66.1:37
GiGPO 977416 82.7+79 98.8i16 83.7172 893.80 79.2i66 90.8:13 84419 72.8.32
SALT 87.5i4,9 58.8i]4.7 893{;6 753i43 70-2i5.5 68.5i5,8 77.8i],7 84.7i1,7 762{;4
HCAPO 99.143 90300 97.3:19 81.8:88 90.8:66 81.9:100 914103 851113 73.8:238
VICT (ours) 99-210.6 91-5t1.8 98.5i1_0 92.212,0 93.811,6 86.8i2‘4 93.710,3 91-2t0.6 83.6i0‘9

4 [Experiments

4.1 Experimental Setup

Benchmarks and metrics. We evaluate on three
programmatically verifiable agent benchmarks.
ALFWorld tests text-based household tasks and
reports success across six task types and their av-
erage (Shridhar et al., 2021). WebShop tests prod-
uct search and purchase under category, attribute,
option, and budget constraints, reporting normal-
ized score and strict success (Yao et al., 2022). 7-
bench tests service-domain tool-agent-user inter-
action, reporting Retail/Airline pass@1 (Yao et al.,
2024).

Baselines. For ALFWorld and WebShop, we
compare against closed-source LLMs, Qwen2.5-
Instruct prompting, ReAct (Yao et al., 2023),
Reflexion (Shinn et al., 2023), outcome-level
RLOO/GRPO (Ahmadian et al., 2024; Shao et al.,
2024), and fine-grained credit baselines GiGPO,
SALT, and HCAPO (Feng et al., 2025; Li et al.,
2026; Tan et al., 2026). For 7-bench, we compare
Qwen3-8B variants from the Fission-GRPO proto-
col: Base, GRPO, DAPO, Dr.GRPO, AWPO, and
Fission-GRPO (Yu et al., 2025b; Liu et al., 2025;

Lin et al., 2025; Zhang et al., 2026c¢).

Training and instrumentation. For VICT on
ALFWorld and WebShop, we use Qwen2.5-
1.5B/7B-Instruct, group size N = 8, learning rate
1x1075, KL coefficient 0.01, and 50/15-step caps;
VICT rows report mean and standard deviation
over three seeds. On 7-bench, Qwen3-8B pass@1
uses simulated-user interaction. VICT changes
only training-time advantages and exposes no ver-
ifier atoms at inference. Its adapters require 118—
238 LoC and 6.5-11.5 hours, with 11.9-16.7%
training-time overhead on the two primary bench-
marks (Appendix Figure 4).

4.2 Main Results on ALFWorld and
WebShop

Table 1 summarizes performance on ALFWorld
and WebShop. With Qwen2.5-1.5B, VICT im-
proves over GRPO by 18.2 points on ALFWorld
average success and 24.9 points on WebShop strict
success. With Qwen2.5-7B, where several ALF-
World subtasks are near saturation, VICT reaches
93.7 average success and 83.6 WebShop strict suc-
cess, corresponding to gains of 16.1 and 17.5
points over GRPO. The largest gains appear on
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Table 2: Compatibility with rollout-side credit methods
using Qwen2.5-7B. Each cell reports the method alone
/ with VICT; comparisons are descriptive.

Setting ALFWorld All  WebShop strict

VICT alone 93.7:08 83.6x09
GiGPO alone / +VICT 90.811_3 /94.610_7 72.813_2 / 84.711_1
HCAPO alone / +VICT 91.443 /943400 -

SALT alone / +VICT - 76.243.4 /852408

task types where the verifier exposes delayed or
commit-sensitive facts: Look, Cool, and Pick2 in
ALFWorld, and final purchase correctness in Web-
Shop. This pattern supports the main hypothe-
sis: when a failed trajectory contains useful search
or state-changing actions before a wrong commit,
verifier-backed credit can reward the supported ac-
tions without reinforcing the final mistake. Fig-
ure 3(a) further shows that the final gains coincide
with higher validation AUC over the same 300-
update budget; Appendix B.1 reports the exact val-
ues.

The task-wise pattern also matches verifier-
backed credit: ALFWorld’s 7B setting is near
saturation on Pick, Clean, and Heat, while im-
provements concentrate on Look, Cool, and Pick2,
where observations or transformations are easy
to overwrite. WebShop is less saturated because
strict success penalizes one wrong hard attribute
or premature purchase, so separating evidence-
gathering from commits yields a larger gain. This
keeps the claim tied to training-time credit assign-
ment rather than policy access to more inference-
time information.

Relative to the strongest fine-grained baseline
in each primary block, the margin is smaller than
against GRPO but remains positive at both model
scales. With Qwen2.5-1.5B, VICT is 4.0 points
above HCAPO on ALFWorld average and 7.0
points above SALT on WebShop strict success.
With Qwen2.5-7B, the corresponding margins are
2.3 and 7.4 points. The narrower ALFWorld mar-
gin at 7B is consistent with the benchmark nearing
saturation, whereas WebShop retains room for er-
rors in product identity and hard attributes. We
therefore read the primary result as consistent im-
provement across scale and benchmark, not as evi-
dence that one credit rule dominates every task or
subcategory.

Compatibility with rollout-side credit. Table 2
evaluates Eq. 10. Each combination is above both
VICT alone and the corresponding rollout-side

method alone. We treat this result as descriptive
and scope compatibility to methods that expose
both an action-aligned advantage and an indepen-
dent rollout-level outcome component.

The increments over the standalone rollout-side
methods are 3.8/11.9 points for GiGPO on ALF-
World/WebShop, 2.9 points for HCAPO on ALF-
World, and 9.0 points for SALT on WebShop.
The gains over VICT alone are smaller, ranging
from 0.6 to 1.6 points. This asymmetry is con-
sistent with the two signals sharing some useful
trajectory information while correcting different
errors. Because the table does not contain every
method—domain pair or a factorial interaction anal-
ysis, it supports practical compatibility rather than
a claim of universal additivity.

4.3 Additional Evidence on 7-Bench

The service-agent setting tests a different veri-
fier structure: reward depends on satisfying user
requests while preserving backend state and do-
main policies. Under the Fission-GRPO 7-bench
protocol, VICT reaches 56.6/45.1 Retail/Airline
pass@1, compared with 51.3/40.0 for Fission-
GRPO; Table 3 gives the full comparison. Because
this comparison uses a different backbone and pro-
tocol from the primary experiments, we treat it as
supplemental evidence. The pattern is consistent
with verifier tracing: database edits, confirmations,
forbidden updates, and final-response checks cre-
ate atoms whose witnesses localize to API calls.
The Airline degradation of DAPO relative to Base
should not be over-interpreted.

The improvement over Fission-GRPO is simi-
lar in Retail and Airline, at 5.3 and 5.1 points.
This agreement is useful as a cross-domain check
of the verifier interface because the two domains
emphasize different API and policy constraints. It
should not be read as a direct comparison with the
Qwen2.5 experiments: the backbone, simulated-
user setting, and protocol all differ, so only the
within-table comparisons are informative.

4.4 Ablations and Diagnostics

Figure 3(b) isolates the choices that distinguish
VICT from dense verifier rewards and heuris-
tic step credit. ALFWorld and WebShop use
Qwen2.5-7B-Instruct to match the 7B block in
Table 1; 7-bench is excluded because it uses a
different backbone and protocol. Every alterna-
tive reduces both primary metrics. Outcome-only
GRPO and randomized proof edges produce the
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Table 3: Supplemental service-agent evidence on 7-
bench. Pass@1 (%) is measured with Qwen3-8B under
simulated-user interaction; the VICT row reports mean
and standard deviation over three seeds.

Method Retail Airline
Base 35.7 232
GRPO 39.1 36.0
DAPO 45.2 20.0
Dr.GRPO 47.0 28.0
AWPO 435 30.0
Fission-GRPO 51.3 40.0
VICT (ours) 56.6.03 451,40

Table 4: Ablation and negative-control results with
Qwen2.5-7B. Values are mean with standard deviation
over three seeds.

Variant ALFWorld WebShop
Outcome-only GRPO 77.6452 66.1437
Dense atom reward 88.6+17 782415
Commit-only verifier credit 86.1422 75.4418
Temporal-nearest atom credit 88.0+20 771417
Randomized proof-edge placebo ~ 79.4439 673434
w/o dependency core 90.4415 80.1412
w/o proof edges 89.2418 78716
VICT (ours) 93.7+05 83.6:09

largest drops, while dense atom rewards, commit-
only credit, and temporal-nearest credit show that
simply exposing verifier facts, crediting final ac-
tions, or using temporal proximity is insufficient.
Removing the dependency core or proof edges
also costs 3.3—4.9 points. These controls reuse the
same adapters, atoms, and evidence extractors and
change only the credit rule. Their consistent degra-
dation suggests that the gain comes from combin-
ing verifier relevance with observed evidence and
group-normalized correction; Table 4 reports the
exact three-seed values.

The controls also form a coherent severity order-
ing. Outcome-only GRPO and randomized proof
edges lose 14.3—17.5 points, indicating that both
localized verifier information and correct action—
atom alignment matter. Commit-only, temporal-
nearest, and dense-atom variants lose 5.1-8.2
points, while removing only the dependency core
or proof edges loses 3.3-4.9 points. These val-
ues do not isolate statistically independent causal
effects because the components interact, but they
argue against the simpler interpretation that any
dense verifier-derived signal or any sparse final-
action signal is sufficient.

We audit the verifier interface before policy up-
dates. Table 5 reports high reward reconstruc-

(a) Matched-budget efficiency

® GRPO ® Bestnon-VICT 4 Dense * VICT
ALFWorld WebShop
95 * 85 *
= 90 'A 80
=4 - A
S 85 75
2
=
g 80 70
= °
75 654
T T T I T T
60 70 80 50 60 70
Validation AUC (%) Validation AUC (%)

(b) Ablation sensitivity

——
Outcome GRPO .o |

I X
Random edge B

Commit-only W
Temporal
Dense atom
No proof
No core B ALFWorld WebShop
T T T
10 15 20

Performance drop from VICT (points)

Figure 3: Core evidence with Qwen2.5-7B. (a) Final
score versus normalized validation AUC over the same
300 updates; arrows connect outcome-only GRPO to
VICT, and upper right is better. “Best non-VICT” is
HCAPO for ALFWorld and SALT for WebShop. (b)
Point decrease from full VICT for each ablation or
negative control. Exact mean and standard deviation
values are in Table 4 and Appendix Table 8.

tion and mutation conformance, indicating that the
atom aggregator matches the original terminal ver-
ifier rather than an auxiliary rubric. The eligibility-
invariant pass rate is 100% because non-zero cor-
rections are emitted only after Eq. 8 passes; lower
values would indicate an implementation error,
not causal accuracy. Proof coverage is lower
than atom coverage because VICT abstains on
terminal-only facts without a reliable writer or
commit action. This abstention is intentional: un-
supported atoms should not become action-level
gradients. We therefore read the diagnostic table
as a safety gate rather than a performance proxy:
high conformance makes the credit interface ad-
missible, while coverage and abstention indicate
how often the method can use that interface with-
out guessing about unsupported actions across do-
mains and training stages, not just whether imple-
mentations satisfy invariants. Appendices C-E re-
port credit sparsity, trigger rate, core size, budget-
hit rate, and runtime overhead, which better char-
acterize training behavior than the invariant pass
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Table 5: Verifier-interface diagnostics before policy
updates. Reconstruction and mutation conformance
test agreement with the original verifier; eligibility-
invariant pass rate, coverage, and abstention audit
whether verifier facts can be safely attached to actions.

Domain Atoms Recon. Mutation Elig. pass Proof cov. Abstain
ALFWorld 5.8 100.0 99.6 100.0 92.4 8.1
WebShop 6.3 99.8 98.9 100.0 88.7 11.6
7 Retail 9.7 100.0 99.2 100.0 86.5 14.3
7 Airline 11.2 99.7 98.6 100.0 84.9 15.8

rate alone. The average atom counts remain mod-
est, keeping the interface tractable.

The domain pattern provides an additional
check on this interpretation. ALFWorld/WebShop
have 5.8/6.3 atoms on average, proof coverage
of 92.4/88.7%, and abstention of 8.1/11.6%; T
Retail/Airline have 9.7/11.2 atoms, coverage of
86.5/84.9%, and abstention of 14.3/15.8%. Thus,
the more structured service domains expose more
atoms but also leave more facts without safe action
witnesses. VICT responds by abstaining more of-
ten rather than forcing denser credit, which is the
intended behavior of the proof gate. These are in-
terface diagnostics, not independent evidence that
the attributed actions are causally necessary.

Qualitative behavior. Across the three bench-
marks, VICT changes the learned behavior in the
places predicted by the proof graph. In WebShop,
agents delay purchase until hard attributes and op-
tions are observed, rather than buying a semanti-
cally close product after the first relevant search
result. In ALFWorld, agents more reliably pre-
serve intermediate achievements such as acquiring
the correct object before transformation and place-
ment. In 7-bench, agents learn to request missing
confirmation and avoid irrelevant database writes
before committing API updates. These behav-
iors align with the actions that receive verifier-
backed credit: evidence-revealing actions, direct
state-changing actions, and commit actions whose
verifier atoms are satisfied at the moment of com-
mitment.

5 Conclusion

This paper introduced VICT, a verifier-
instrumented credit tracing method for long-
horizon LLM agent reinforcement learning with
instrumentable programmatic verifiers. VICT
exposes verifier atoms, dependencies, evidence
maps, and commit predicates, then assigns sparse
action-level advantage corrections only through

dependency-valid proof edges. It preserves the
original outcome reward, needs no critic or
process labels, and keeps non-zero corrections
auditable. Across embodied, web, and tool-use
settings, experiments and diagnostics show that
verifier-backed credit improves fine-grained
training while satisfying reconstruction, mutation,
eligibility-invariant, sparsity, and abstention
checks.

Limitations

VICT is limited to settings where terminal re-
wards come from verifiers that can be exposed as
executable or evidence-backed atoms, and where
relevant state changes, evidence reveals, commits,
or violations are observable in trajectory logs. It
is less direct for holistic learned judges, hidden
verifier state, or tasks dominated by exploration
failure. Extending it to LLM-as-a-judge settings
would require auditable, evidence-grounded atom
construction rather than prompt-generated criteria
alone.

Verifier instrumentation also has a real engineer-
ing cost. Level-0 state-diff atoms are often cheap,
but Level-1 branch instrumentation and Level-2
deterministic adapters may require domain knowl-
edge and maintenance as verifiers evolve. Each de-
ployment should therefore report adapter lines of
code, person-hours, atom coverage, and the Level-
0/1/2 atom mix.

VICT further depends on small, dependency-
closed verifier cores. Large atom sets or ambigu-
ous dependencies can make greedy search return
larger local cores or abstain, preserving the proof-
edge invariant but reducing credit recall. Proof
edges certify verifier-defined eligibility rather than
causal necessity: redundant or correlated support
can receive credit, and witness-mapping errors can
survive conformance tests. Finally, because VICT
only changes the training-time advantage tensor,
it is not a policy-invariant shaping guarantee and
still requires strong exploration, stable optimiza-
tion, careful verifier design, and matched-budget
diagnostics.
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Algorithm 1 Detailed Training Procedure of
VICT

Require: Policy my, reference policy 7ret, task distribution
D
Require: Group size N, interface builder BuildInterface,
tolerance 7,
Require: Tie margin ¢4, core threshold p;, budget B, rela-
tion weights {3, }, scale A, clip ¢
1: foriterationk =1,..., K do
2: Set 0,14 < 0 and sample a task batch x ~ D
3: Collect rollouts {7;}_; ~ m,,,(-|=) with the base
prompt and rollout budget
4: Evaluate R; = V(7:) and compute base advantage
Allpase
Build or retrieve Z, = (24, F, Dy, Mg, ®4,Cy)
Evaluate temporal atom traces z; = (2ij.¢);j,t
Run reconstruction and mutation conformance; mask
failed atom families
8: Construct proof graph G; = (A;, Z;, E;) from write,
reveal, commit, and violation witnesses
9: Set ¢; by the sign of A?*° using Eq. 5; abstain when
¢ =0
10: Run dependency-core search for C; with budget B

N

and threshold p;

11: if no dependency-valid core reaches p; then

12: Set all verifier corrections for 7; to zero

13: else

14: Compute leave-one-out marginals d;, ; and group-
normalize supported atoms

15: Redistribute atom marginals to proof-bearing ac-
tions with Eq. 7

16: end if

17: Form Alﬁf;al = Abase 4 ) clip(zﬁlz\-gCT7 —c,¢)

18: Update 7o using the base clipped policy-gradient ob-
jective and KL regularization

19: Log each non-zero correction with action, atom, wit-
ness, evidence source, marginal, weight, and proof tag

20: end for

Yubao Zhao, Weiquan Huang, Sudong Wang, Ruochen
Zhao, Chen Chen, Yao Shu, and Chengwei Qin.
2026. BranPO: Scalable contrastive branch sam-
pling for long-horizon agentic reinforcement learn-
ing. Preprint, arXiv:2602.03719.

A Training Algorithm Details

Algorithm 1 outlines the detailed execution flow
of VICT. The procedure follows the same roll-
out and policy-update loop as the base group opti-
mizer, but inserts verifier tracing before the advan-
tage tensor is passed to the clipped policy-gradient
objective. Verifier atoms and proof logs are never
included in the policy prompt or exposed at infer-
ence time.

Training configuration. Table 6 lists the VICT
configuration for ALFWorld and WebShop; 7-
bench uses Qwen3-8B under simulated-user inter-
action.

Prompt handling and statistical reporting.
The base agent prompt follows the ReAct-style

Setting ALFWorld WebShop
Backbones Qwen2.5-1.5B/7B  Qwen2.5-1.5B/7B
Group size 8 8
Max episode steps 50 15
Max prompt length 2048 4096
Max response length 512 512
Actor learning rate 1x1076 1x107°
KL coefficient 0.01 0.01
Rollout temperature 1.0 1.0
Evaluation temperature 0.4 0.4
Clip ratio 0.2 0.2

Table 6: VICT training configuration for ALFWorld
and WebShop.

format used by the baselines: the policy observes
the task instruction, recent history, current obser-
vation, and admissible actions, then emits a rea-
soning block and one action. VICT performs evi-
dence extraction outside the policy context by de-
terministic adapters over logs, state diffs, observa-
tions, and verifier metadata. The VICT rows re-
port mean and standard deviation over three ran-
dom seeds.

Because online RL samples training prompts re-
peatedly, Table 7 reports task groups and rollouts
per update rather than treating training as a single
pass over a static dataset.

B Additional Experimental Results
B.1 Sample-Efficiency Summary

This section summarizes final scores and normal-
ized validation AUC over the same 300 updates.

C Verifier Interface and Domain
Instantiations

Atom schema. Each verifier atom stores a sta-
ble id, executable predicate, evaluability condition,
dependency metadata, state/evidence variables, ir-
reversibility flag, score role, and audit source. The
executable predicate is the source of truth; natural-
language descriptions are only metadata for in-
spection. This schema keeps atom decomposition
stricter than a natural-language rubric because an
atom must be executable, evidence-backed, or ex-
plicitly terminal-only.

Three-level instrumentation. Level O creates
atoms from exposed final-state or goal-state dif-
ferences, such as field equality, record existence,
and forbidden non-modification. Level 1 instru-
ments explicit verifier branches, assertions, policy
checks, or score terms when their truth values can
be recomputed from the trajectory, terminal state,
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Benchmark Task groups/update Eval tasks Updates

Rollouts/update Train rollouts/seed Checkpoint rule

ALFWorld 16 134 300
WebShop 16 500 300

128 38.4k
128 38.4k

last-five average
last-five average

Table 7: Training scale used for VICT on ALFWorld and WebShop. Each task group contains 8 rollouts.

Method ALF final ALF AUC Web final Web AUC
GRPO 77.615_2 58.4i3j§ 66.1t3_7 52.7i2A9
Best non-VICT 91.4ﬁ_3 71.8i2,1 76.25_4 61.4¢2,(,
Dense atom reward ~ 88.6+17 72.6119 782415 649418
VICT 937403 78.9:14 83.6409 70.8.1 >

Table 8: Sample-efficiency summary over 300 training
updates. AUC is computed from validation success
curves and normalized to the same percentage scale
as final performance. The best non-VICT row uses
HCAPO for ALFWorld and SALT for WebShop.

T Airline

24 118 LoC 95.4% cov.
238 LoC T Retail
22 96.1% cov.
S
; 20
5]
2
5 181
g WebShop
95.2% cov.
%" 161
g
S 144
H
ALFWorld
12 ® 96.8% cov.
101
T T T T T T T
6 7 8 9 10 11 12

Adapter engineering hours

Figure 4: Adapter engineering cost and training-time
overhead across domains. Marker size encodes adapter
lines of code, and labels report atom coverage.

or logged evidence. Level 2 uses small determinis-
tic adapters to expose verifier-relevant metadata or
semi-structured observations; such adapters may
only expose facts already used by the terminal ver-
ifier or required to reproduce it.

Domain instantiations. Table 10 summarizes
example atom families, witness sources, and mu-
tation tests. ALFWorld relies heavily on simula-
tor state diffs, WebShop relies on product evidence
and purchase commits, and 7-bench uses API logs,
database diffs, user turns, and policy checks.

D Attribution, Core Search, and
Normalization

Conformance tests. An interface is accepted
only when it reconstructs the original terminal ver-
ifier within a fixed tolerance. For held-out rollouts
and verifier-relevant mutations S, = T, UM, (7,),

we compute
ex(7) = |Fp(z(7)) — Vi(1)]. an

Reward reconstruction and mutation conformance
are the fractions of examples whose error is at
most 7,,. For exact Boolean verifiers we set 1, =
0; for graded scores, 7, is fixed before RL train-
ing. If one atom family fails conformance while
the rest reconstructs correctly, only that family is
masked; if the aggregator fails, all VICT correc-
tions for the task are zeroed.

Witness relations and proof gates. VICT cre-
ates action-to-atom edges only through fixed wit-
ness predicates: direct writes, evidence reveals,
commits, and violations. A direct-write relation is
created when an action changes a verifier-relevant
variable mapped to an atom:

erite(i7taj) = 1{3/0 € M$(Z]) :
Dy (higt1)[v] # Pu(hiy)[v]}

Evidence-reveal edges credit actions that make
previously unavailable verifier evidence visible;
commit edges attach finalizing actions such as
buy, answer submission, database update, or ob-
ject placement; violation edges attach irreversible
forbidden changes. Terminal-only atoms are at-
tached only when a reliable last writer or final com-
mit action exists.

Every non-zero correction is emitted only if the
proof gate passes:

Gate;tjr =1 = egonf < Ny,
jECZa (t,j,T’) 6Ei7 (12)
0ij 70, Pirj = Ds.

Proof records store the action id, atom id, witness
type, evidence source, core id, marginal, witness
weight, and assigned correction.

Eligibility-soundness proof sketch. Eq. 7 can
be non-zero only when &-J # 0 and w;; ; > 0 for
a core atom. By construction, this requires verifier
conformance, membership in C}, an observed wit-
ness edge, a non-zero marginal, and a proof record
satisfying D,. These are exactly the conditions
summarized by Gate;; ;. = 1 in Eq. 8.
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Examples

Field Meaning
atom_id Stable identifier for the checked fact.
predicate Executable function mapping

evaluable_when
evaluated.

trajectory
state/evidence to {sat, unsat, unk, viol}.
Earliest point at which the atom can be safely

webshop.price_under_budget,
tau.confirmation_obtained.

Product price comparison; database-field equality;
ALFWorld object-state predicate.

Online state, evidence revealed, commit action, or
terminal only.

dependencies Parent atoms or clauses required for valid “field update allowed” depends on “confirmation
counterfactual edits. obtained”.

state_vars Variables used by M, and &, to attach wit- Product id, selected option, object location,
nesses. database record field.

score_role / Effect on I, and evidence saved for audit. Hard conjunction, penalty, prerequisite; state diff,

audit_source

observation span, API log.

Table 9: Verifier atom schema used by VICT.

Domain Atom families

Witness sources

Mutation tests

ALFWorld Target object identity; object held;
transformation; receptacle found;
final placement;  second-object
requirement; wrong-object  or

premature-placement violation.

Simulator
changes; temperature or cleanliness
transitions;
final placement actions.

state diffs; inventory Move final object to wrong
receptacle; remove transfor-
mation flag; swap target ob-

ject; drop second object.

receptacle transitions;

WebShop Product identity; category match;
hard attribute match; option selected;
price under budget; purchase com-

mitted; wrong-purchase violation.

data;

Search results; product page meta-

product state; final buy action.

Change price; remove re-
quired attribute; change se-
lected option; replace pur-
chased product id.

option-click logs; selected

T-bench Target record identified; required
information collected; confirmation
obtained; policy precondition; tar-
get field updated; forbidden field un-

changed; final response consistent.

API call logs; database diffs; user
turns; policy-rule checks; final assis-
tant response.

Delete confirmation; alter
target field; add extra
database write; change
policy precondition.

Table 10: Example VICT instantiations.

Budgeted greedy search. The greedy core
search prioritizes validity and auditability over
global optimality. Starting from C©) = (), at it-
eration / it selects
jo = argmax A, (clp, (C U {j}); 2i, ¢:),

j¢Cc®

C = elp, (CY U e}
(13)

The search stops when Ax(C(e); Zi,q;) > p; or
when budget B is exhausted. A backward deletion
pass removes any atom whose deletion preserves
both closure and the displacement threshold. We
do not claim a global approximation ratio: a sub-
optimal search can reduce credit recall or return a
larger locally minimal core, but the proof-edge el-
igibility invariant is preserved. Ties are broken by
a fixed atom index, so the search is deterministic
for a fixed trace.

Counterfactual validity and cost. The depen-
dency closure clp, is implemented as the least
fixed point of the verifier dependency rules; am-
biguous closures are marked unsupported. Coun-

terfactual scores use F), and bounded confor-
mance error implies

[AZ(C) = AL (O) < 2ma (14
Cores inside [p; — 21, p; + 27m,] are abstained
unless exact conformance is available. The per-
rollout overhead is

O(Tim|Ry|ew + Bmer), (15)
where the first term constructs proof edges and the
second evaluates candidate dependency cores.

Robust normalization and abstention. The ro-
bust normalization is computed over the current
rollout group for the same task instance:

5i7j — mede’

Normy ;(d;,5) = i
x7]

(16)
If fewer than two supported rollouts contain atom

j, or if the robust scale is zero, the normalized
marginal is set to zero. Abstention is implemented
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Hyperparameter Default

Core budget B

Core threshold p;

Tie margin ¢, for g;
Conformance tolerance 7,

8 atom additions
0.5 sr| AP
10~° base-advantage units
0 for exact verifiers

Direct-write / commit / violation weight 1.0
Evidence-path total weight 1.0 split over support path
Correction scale yx 0.5

Numerical e 1076

Table 11: Default values for the verifier correction.

by zeroing the eligible core signal for confor-
mance failures, near ties, failed core search, zero
robust scale, or missing proof support; in all cases,
Afpal — Abase when all verifier corrections are
Zero.

Policy-invariance and reward-shaping scope.
VICT does not claim the policy-invariance guar-
antee of potential-based reward shaping. The
terminal verifier V, remains the outcome target,
but Eq. 9 changes the stochastic gradient update
through a clipped verifier-derived correction. The
correction can introduce useful bias through A,
clipping, greedy core search, dependency design,
and proof coverage. The safeguards are opera-
tional: corrections are clipped, missing or ambigu-
ous evidence abstains to A?ase, and every non-zero
correction is logged through the verifier interface.
The empirical question is whether this verifier-
grounded bias improves learning under matched
rollout budgets.

Here sp is the current rollout group’s reward
scale used by the base optimizer. For standard-
ized GRPO-style advantages, sg|AP®°| recovers
the unnormalized preference magnitude in verifier-
score units; for RLOO-style advantages, the same
principle uses the reward scale implicit in the base
advantage.

The correction scale is calibrated to the base ad-
vantage scale:

median; ;| AP

median; ;| AYICT| + €’

=

¢ = qo.5(| A7)

(17)
E Diagnostics and Ablation
Interpretation
Faithfulness metrics. We report reward re-

construction, mutation conformance, eligibility-
invariant pass rate, proof coverage, abstention rate,
and credit sparsity. The eligibility-invariant pass

rate is the fraction of non-zero corrections satisfy-
ing Eq. 8; it is primarily an implementation invari-
ant, so a non-zero violation rate indicates an error
rather than a meaningful empirical tradeoff. Let
Dij = 1{51'7]‘ # 0,3t,r : (t,j, ’I“) S El} Proof
coverage is

Zi,j Pij
Zi,j 1{6;; # 0} + €

Credit sparsity is the fraction of trajectory actions
with |AXtICT] > 0. We separately log abstention
from conformance failure, near ties, core-search
failure, uncertainty-band failure, zero robust scale,
and missing proof support.

ProofCov =

Core and hyperparameter diagnostics. Ta-
ble 12 reports the mean and standard deviation
of returned core size together with the budget-hit
rate. The default B = 8 is intended for the small
per-instance atom sets in Table 5; larger atom sets
should report core-size distributions and a sensi-
tivity sweep over B. The correction scale ) is
calibrated against the base advantage scale, but
its sweep should be reported when verifier score
ranges change substantially.

Ablation interpretation. The dense atom re-
ward ablation tests whether gains come merely
from exposing intermediate verifier facts. It does
not prove that VICT is not return redistribution;
instead, it tests whether the dependency core,
proof edge, and abstention constraints add value
beyond direct dense atom rewards. The no-core
ablation tests whether all satisfied facts can be
treated as relevant. The no-proof-edge ablation
tests whether temporal proximity is enough to as-
sign credit. The full method requires all three
conditions simultaneously: an atom must affect a
dependency-valid verifier core, have an observable
proof edge, and survive group-normalized mask-
ing.

Targeted negative controls. Table 4 includes
three targeted controls that probe simpler explana-
tions for the gains. Commit-only verifier credit
attaches verifier credit only to finalizing actions
such as buy, object placement, or API update.
Temporal-nearest atom credit assigns each atom
marginal to the nearest preceding action with any
lexical or state overlap. Randomized proof-edge
placebo preserves sparsity by permuting proof
edges within the same rollout group while keeping
the number of credited actions fixed.
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Sparsity NZ acts/traj Core size Budget hit Abstain

Top abstention reason

Domain Trigger

ALFWorld 61 .Siz,] % 18.6i|,0% 4«7i0.4 2.9i()42
WebShop 57-211,8% 15.3109% 2.210‘2 3.4103
7 Retail 52.9:4% 12.8+1.1% 31403 4.6:04
7 Airline 49-512.6% 11.711_0% 3.41()_4 5.110_5

1.4:03%  8.1:06% terminal-only fact
2.1504% 11.6:03% ambiguous product evidence
4.8.06% 14.3:10% missing confirmation witness
5.6:07%  15.8+1.1% unresolved policy precondition

Table 12: Credit behavior diagnostics computed on final training rollouts before policy update.

ALF-

World/WebShop values are averaged over three training seeds; 7-bench values are averaged over final service-
validation rollout batches because that setting is treated as supplemental validation. Trigger is the fraction of
rollouts with at least one non-zero verifier correction; sparsity is the fraction of actions with non-zero verifier cor-

rection.

F Illustrative Proof Traces and
Benchmark Case Studies

This section illustrates the verifier interface with
benchmark cases. The ALFWorld and WebShop
examples follow their task and observation for-
mats; the 7-bench examples use released Retail
and Airline task records. The sign columns are
schematic: they indicate whether the illustrated
evidence supports, opposes, or does not support
an action-level correction before group-dependent
scaling, rather than constituting additional quanti-
tative results.

F.1 ALFWorld: Heat an Egg and Place It on
the Countertop

The ALFWorld case is a Heat task: heat some
egg and put it in countertop. The terminal veri-
fier checks object identity, transformation, and fi-
nal placement. Table 13 shows how VICT sepa-
rates useful search, state-changing actions, and fi-
nal commitment. Opening the fridge is not itself
rewarded as progress when no verifier atom enters
the dependency core; taking the egg, heating it,
and moving the heated egg to the countertop are
credited because they write verifier-relevant state.

The same interface also explains common fail-
ures more precisely than outcome-only credit. Ta-
ble 14 shows four near-miss continuations from
the same task. A failed trajectory that finds and
holds the egg is not treated as uniformly bad: the
object-acquisition edge can keep positive correc-
tion, while the premature or wrong final placement
receives negative commit credit.

F.2 WebShop: Premature Purchase with
Correct Options but Wrong Product

The WebShop case uses the instruction: Find me
loose fit, slim fit men’s tuxedo shirts with long
sleeve, short sleeve, polyester cotton, elastic waist,
regular fit for gym workout with color: b-blue, and

size: xx-large, and price lower than 40.00 dol-
lars. The observed rollout searches with many re-
quested fields, clicks product B09Q67H373, selects
b-blue and xx-large, and then buys. The prod-
uct page exposes color and size options and a price
below the budget, but the title describes a T-shirt
rather than the requested tuxedo shirt with the re-
quired material and fit constraints. Table 15 shows
why this is an informative failure for VICT.

Table 16 shows the behavior that this proof trace
encourages. The model should not learn only “buy
after selecting color and size”; it should learn to de-
lay purchase until product-page evidence supports
all hard atoms. This is where VICT differs from
dense atom reward: a page that satisfies cheap
price and selectable options is still not a positive
terminal core if the purchased product violates the
hard instruction.

F.3 7-Bench Retail: Multi-Item Exchange
with Fallback Preferences

The Retail case is a released 7-bench task in-
volving a delivered order and an exchange of
a mechanical keyboard and a smart thermo-
stat. The order record contains keyboard item
1151293680 with linear/RGB/full size
options and thermostat item 4983901480 with
Apple HomeKit/black. The target exchange
is keyboard item 7706410293 (clicky/no
backlight/full size) and thermostat item
7747408585 (Google Assistant/black), paid
with credit_card_9513926. The keyboard
choice is subtle: the exact clicky/RGB/full
size variant exists as item 9025753381, but it
is unavailable, so the user’s fallback preference
selects the available no-backlight full-size variant.

This task illustrates why policy and database
atoms must be part of the verifier core. Table 18
lists failure modes that a scalar terminal reward
would collapse into the same zero outcome. VICT
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Step Observation / action Evidence used by adapter Verifier atom status after action Proof edge Sign
0  Initial kitchen contains countertop Receptacle and heating-device receptacle_candidate=seen; evidence reveal 0
1, countertop 2, fridge 1, and candidates are visible. heat_tool=seen; target  object
microwave 1. unknown.
1-2 go to fridge 1;open fridge 1. Fridge contains bowl, pan, plate, No target-object atom is satisfied; the reveal, no core 0
and potato, but no egg. negative observation is logged but not
a success core atom.
3-4 go to countertop 2;observation lists The target object is now grounded target_object_visible=sat. evidence reveal +
egg 3,egg 2,and egg 1. to visible egg instances.
5 take egg 1 from countertop 2. Inventory changes from no target target_object_held=sat. direct write +
object to holding egg 1.
6-7 go to microwave 1;open microwave The heating device is reachable Dependency for heated_egg is pre- support path 0/+
1. and usable. pared, but no transformation has hap-
pened yet.
8 heat egg 1 with microwave 1. Simulator state marks egg 1 as transformation_heated=sat. direct write +
heated.
9 go to countertop 1. Target receptacle is reached. Placement is still unsatisfied, but the support path 0/+
next commit scope is valid.
10 move egg 1 to countertop 1. Final location of heated egg 1 be- final_placement=sat; all parents direct write + com- +

comes countertop 1.

satisfied.

mit

Table 13: ALFWorld proof trace for an illustrative Heat task. VICT credits the actions that write target identity,
heating, and placement atoms, while search actions only receive credit when they lie on a proof-supported evidence

path.

Near miss

Verifier diagnosis

Action receiving correction

Why this is different from

outcome-only RL

Takes potato 1 from the
fridge after failing to find an
egg.

Moves egg 1 to the counter-
top before heating.

placement.

Heats the egg, then places it
in the sinkbasin.

Loops through look and re-
peated container openings af-
ter the egg is held.

wrong_object_held=viol; target egg atoms

transformation_heated=sat;
final_receptacle=viol.

No additional atom changes; no reveal edge
adds new verifier evidence.

remain unsatisfied. tive
core.

target_object_held=sat, but

transformation_heated=unsat at final

€gg

credit.
The wrong move or put action receives
negative placement credit.

The wrong take action receives nega-

move egg 1 to countertop 1 receives
negative premature-commit credit; take

Repeated no-op actions receive no veri-
fier correction.

violation credit if it enters the failure

The model is not told that all
early navigation was wrong;
the blame is attached to the

first wrong-object write.

1 may still receive positive object

A partially useful failed trajec-
tory is decomposed into a cor-
rect object choice and an incor-
rect final commitment.

The heating action remains
supported even though the ter-

minal reward is zero.

VICT does not create dense
progress rewards for merely

longer successful-looking his-
tories.

Table 14: ALFWorld failure contrasts. The dependency core allows useful predecessor actions and harmful commit
actions to receive different signs inside the same failed rollout.

Step Action Observation / evidence Verifier atom status Proof edge Sign
1 Search with color b-blue, size Search query contains color, size, budget, Query covers several hard constraints, reveal path +
xx-large, budget 0-40, product product type, fit, and sleeve constraints.  but no product atom is yet evaluable.
type, fit, and sleeve slots.
2 click[b@9g67h373] Result title: “JSPOYOU 2022 Newly price_under_budget=sat; evidence reveal +/—

3 click[b-bluel
4 click[xx-large]

5  click[buy now]

T-Shirt... Short Sleeve Tees...”; price
$1.99-$8.99.

Product page exposes color options in-
cluding b-blue.

Product page exposes size options in-
cluding xx-large.

Final purchase commits the current
product, whose page lacks the tuxedo-
shirt, polyester-cotton, elastic-waist, and
requested-fit evidence.

product_type_tuxedo=unsat/unk;
material and elastic-waist evidence
absent.
color_option_selected=sat.

size_option_selected=sat.

purchase_committed=sat; hard prod-
uct atoms missing.

direct write

direct write

commit violation

Table 15: WebShop proof trace for an illustrative failed purchase. Option-selection actions can receive positive
correction, but the final purchase receives negative commit credit because dependency-core atoms for product type
and hard attributes remain unsatisfied.
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Continuation

Satisfied atoms

Missing or violated atoms VICT effect

Select b-blue and xx-large, then
buy BO9Q67H373.

Price, color option, and size option are sup-
ported by page evidence.

Positive option writes are pre-
served, but the buy now action

Product category, material, elastic
waist, and requested fit are not sup-

Click a cheap, semantically
clothing-related result without
checking product details.

Return to search after detecting
missing product-type evidence.

Buy after all hard product atoms
and required options are observed.

Search result may reveal a low price and
some lexical overlap.

The failed candidate contributes negative
evidence for the current product.

Product type, hard attributes, options, bud-
get, and commit are all satisfied.

ported.

ness.

Hard attributes are unknown, so the
core cannot certify purchase correct-

No terminal purchase is committed.

No missing hard atom remains in the
dependency core.

is penalized as a wrong pur-
chase.

Evi

the

dence is insufficient; VICT

either abstains or credits only

evidence-reveal edge, not a

commit.

ful

The click can be treated as use-

evidence gathering rather

than as a failed purchase.

Evi

mit

dence-revealing clicks, op-

tion writes, and the final com-

all receive positive correc-

tion.

Table 16: WebShop continuation contrasts. The decisive distinction is whether the final buy action commits a
product whose hard verifier atoms are all supported.

Step Action / turn Evidence source Verifier atom status Proof edge Sign

1 Name+zip  authentication  via Tool returns the matching benchmark user identity_authenticated=sat. evidence reveal +
find_user_id_by_name_zip. record.

2 Retrieve order #W2378156 with Order status is delivered; target item ids delivered_order=sat; target items evidence reveal +
get_order_details. and original payment method are visible. identified.

3 Check keyboard product Keyboard variants show 9025753381 is ex- Keyboard replacement valid; fallback evidence reveal +
1656367028. act but unavailable; 7706410293 is clicky, condition satisfied.

no-backlight, full-size, and available.

4 Check thermostat product Thermostat variant 7747408585 is Google Thermostat replacement valid. evidence reveal

4896585277. Assistant compatible, black, and available.

5 Assistant lists both exchanges and
obtains explicit user “yes”.

Retail policy requires confirmation before
any database-changing exchange.
Database changes status to exchange
requested and records exact old/new item
lists.

confirmation_obtained=sat.

exchange_status=sat;
no_extra_write=sat;
atoms satisfied.

all  item

user-turn reveal

direct write + com-
mit

6 Call the exchange API with
order  #W2378156, old ids
1151293680/4983901480, new

ids 7706410293/7747408585, and
credit_card_9513926.

Table 17: T-bench Retail proof trace for an illustrative multi-item exchange task. The product-detail calls reveal
the unavailable exact keyboard variant, the valid fallback, and the valid thermostat replacement.

Failure continuation Failed atom

Credited or penalized action Training signal

confirmation_obtained=unsat;
policy_precondition=viol.
replacement_available=viol;
would reject unavailable item.

Calls the exchange tool before obtain-
ing explicit user confirmation.
Chooses  exact  keyboard
9025753381.

item

Chooses thermostat item 4953074738.

Assistant.
Exchanges only the thermostat and
omits the keyboard in this task variant.

thermostat_compatibility=viol be-
cause it is Amazon Alexa, not Google

keyboard_exchange_included=unsat.

Learn to ask for confirma-
tion before database writes.
Learn that an unavailable
exact variant triggers the

The mutating API call receives nega-
tive violation credit.

The product-detail evidence is useful,
but the exchange call is penalized.

tool

fallback branch.
The wrong new-item id in the exchange Learn to bind replacement
call receives negative commit credit. ids to checked option
atoms.

Learn to batch all requested
delivered-order exchanges
into one mutating call.

The final exchange call receives omis-
sion credit for the missing item id.

Table 18: 7-bench Retail failure contrasts. The verifier core localizes whether the error is a policy violation, an
unavailable item, a wrong replacement option, or an incomplete database update.

distinguishes missing confirmation, unavailable re-
placements, wrong preference resolution, and in-
complete exchange lists.

F.4 7-Bench Airline: Same-Day Return

Change and Baggage Update

The Airline case is a released reservation-
modification task. The user wants to modify reser-
vation OBUT9V: keep the Houston-to-Denver out-
bound trip on May 27, change the return to the
fastest same-day return, stay in economy, add one

checked bag, and pay with the smallest usable
gift card. The reservation record shows the out-
bound segments HAT@78 and HAT118, an original
next-day return HAT@84/HAT266, one checked bag,
and no insurance. The user is a silver member, so
two economy checked bags are free. The profile
contains gift cards with balances 157, 113, and
6 dollars; the 6-dollar card is too small for the
flight price difference, so the smallest usable card
is gift_card_6276644 with 113 dollars.

The Airline task also shows the value of
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Step Action / evidence Database or search fact Verifier atom status Proof edge Sign
1 Retrieve user and reservation de- OBUT9V: IAH-DEN round trip, economy; Target reservation identified; econ- evidence reveal +
tails. outbound is HAT@78/HAT118 on May 27 and omy booking is modifiable.
return is HAT@84/HAT266 on May 28.
2 Search return flights from DEN to The task record specifies HAT290 DEN-LAS  same_day_return=sat; evidence reveal +
IAH on May 27. 14:00-16:00 and HAT175 LAS-IAH 17:00- return_route_selected=sat.
20:00.
3 Compare payment methods. gift_card_7480005 has $6; smallest_usable_gift_card=sat. evidence reveal +
gift_card_6276644 has $113 and is
the smallest sufficient gift card.
4 Obtain explicit user confirmation Airline policy requires confirmation before confirmation_obtained=sat. user-turn reveal +
for flight and baggage changes. updating flights or baggage.
5 Flight-update API call for The whole new reservation is written, retain- flight_update=sat; outbound pre- direct write + com-
OBUT9V:  economy itinerary ing outbound segments and replacing the re- served. mit

HATQ78/HAT118/HAT290/HAT175,

turn with same-day flights.

paid with gift_card_6276644.

6  Baggage-update API call for
OBUT9V: total=2, nonfree=0,
payment gift_card_6276644.

Total checked bags becomes 2; silver econ- free al-

omy allowance keeps nonfree bags at 0.

baggage_update=sat;
lowance respected.

direct write + com- +
mit

Table 19: 7-bench Airline proof trace for an illustrative reservation-modification task. The proof core combines
itinerary search, payment sufficiency, user confirmation, and two database writes.

dependency-aware attribution. Calling the flight-
update APl with only the return legs omits
unchanged outbound segments even if the de-
sired return is correct; using the 6-dollar gift
card violates the payment sufficiency atom; set-
ting nonfree_baggages=1 contradicts the silver-
member free-baggage rule; and any mutating call
before confirmation violates the policy precon-
dition. VICT assigns the negative signal to
the specific API call that writes the inconsis-
tent field, while still crediting earlier evidence-
gathering calls that identified the correct reserva-
tion, route, or payment candidate.
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