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Abstract

Large language models are increasingly used
to simulate social and political audiences, but it
remains unclear whether persona-conditioned
generations provide coherent reception patterns
or align with real public opinion. We study
audience reactions to morally salient political
messages, using Trump’s posts as a relevant
case in point, through two theory-grounded
human value frameworks, Inglehart–Welzel
cultural map and Moral Foundations Theory.
Across issue-specific message bundles, we an-
alyze stance together with agreement, legiti-
macy, offensiveness, and endorsement, asking
whether synthetic personas produce systematic
reception differences, which persona dimen-
sions explain those differences, and whether
aggregate synthetic distributions align with
matched Pew public-opinion patterns. The
paper examines three related dimensions of
synthetic-audience evaluation: internal differ-
entiation, explanatory structure, and external
plausibility. It contributes a reproducible study
design for political audience simulation and an
empirical account of where synthetic moral au-
diences are informative, and where they should
not be treated as calibrated population proxies.

1 Introduction

Political messages are not evaluated only by what
they say, but also by who receives them. The
same message can be read as legitimate, offen-
sive, persuasive, or unacceptable depending on
the audience’s moral and cultural orientation (Ent-
man, 1993; Chong and Druckman, 2007). NLP
research has made substantial progress in identify-
ing moral language and moral frames in political
discourse (Johnson and Goldwasser, 2018; Hoover
et al., 2020; Roy et al., 2021), but tells us less about
how different audiences receive the same morally
salient message.

*These authors contributed equally to this work and are
corresponding authors.

Large language models (LLMs) make audience-
conditioned reception studies easier to scale, and
have been used to simulate respondents or predict
opinion distributions (Argyle et al., 2023; Suh et al.,
2025). Yet, persona-steered models can misrep-
resent public opinion, amplify stereotypes, or re-
spond unevenly to persona specifications (Bisbee
et al., 2024; Liu et al., 2024). Evaluation should
distinguish internal differentiation, interpretable
explanatory structure, and external plausibility.

Within this view, we examine morally salient
social-media posts by the polarizing political actor
Donald Trump across five issue domains, repre-
senting a challenging case of elite political com-
munication (Ott, 2017). By anonymizing the posts
and organizing them into topic-specific bundles, we
prompt LLM-generated personas to produce struc-
tured judgments on stance, agreement, perceived
legitimacy, offensiveness, and endorsement. These
personas are constructed from Inglehart–Welzel
cultural values (Inglehart and Baker, 2000; Ingle-
hart and Welzel, 2005) and Moral Foundations
Theory (Graham et al., 2011, 2013). We then com-
pare the resulting aggregated synthetic distributions
with weighted Pew public-opinion distributions for
corresponding Trump-related issue areas.

Research questions and contributions. We ask
whether synthetic personas systematically differ in
their reception of the same messages (RQ1), which
persona dimensions explain supportive, rejecting,
or ambivalent responses (RQ2), and whether syn-
thetic audience distributions align with matched
Pew patterns (RQ3). By addressing these re-
search questions, our work contributes a controlled
synthetic-audience design with structured reaction
labels beyond stance, a comparison of cultural-
value and moral-foundation persona constructions,
and an external Pew-based validation layer.

Overall, this study supports a bounded view
of synthetic moral audiences: theory-grounded
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personas reveal interpretable, topic-sensitive dif-
ferences in political-message reception, espe-
cially for morally polarized domains such as
Immigration/border. At the same time, the Pew
comparison shows that external alignment is par-
tial rather than calibrated, underscoring the need
to evaluate internal structure and public-opinion
validity separately.

Reproducibility. Code, rule specifications, and
publishable audit artifacts are available in the
project repository.1

2 Related Work

2.1 Persona-Conditioned Generation and
Synthetic Audiences

LLMs have recently been used as synthetic respon-
dents, simulated publics, and persona-conditioned
generators. Argyle et al. (2023) argue that con-
ditioning models on human backstories can re-
cover meaningful variation in survey-like answers,
while later NLP work targets distributional public-
opinion prediction more directly through survey-
data fine-tuning (Suh et al., 2025). Adjacent work
shows that language models often reflect uneven
social and political defaults rather than neutral
opinion distributions (Santurkar et al., 2023), and
that persona-steered generation can be less reli-
able for incongruous or non-stereotypical profiles
(Liu et al., 2024). Wang et al. (2025) go further,
arguing that models used as substitutes for hu-
man participants cannot capture positionality and
therefore misportray and flatten identity groups.
Prompt interpretation itself is also fragile, which
cautions against treating a persona description as
a transparent behavioral intervention (Webson and
Pavlick, 2022). Our setting uses personas differ-
ently: not as replacements for human respondents,
but as theory-grounded analytical instruments for
comparing how the same political messages are
received across structured audience constructions.

2.2 Moral and Cultural Structure in Political
Interpretation

Our persona design draws on two established tradi-
tions. Moral Foundations Theory models moral
judgment through partially distinct intuitive do-
mains and has been used to explain systematic po-
litical differences in moral evaluation (Haidt and

1https://github.com/VictorMYeste/
trump-moral-audiences-pipeline

Joseph, 2004; Graham et al., 2009, 2011, 2013).
Inglehart–Welzel value theory provides a sepa-
rate cultural account organized around traditional
versus secular-rational and survival versus self-
expression orientations (Inglehart and Baker, 2000;
Inglehart and Welzel, 2005). We use these frame-
works as complementary coordinates for persona
construction, not as exhaustive representations of
real individuals; cross-cultural comparability and
measurement validity remain contested, especially
for broad value dimensions (Alemán and Woods,
2016). Closest to our use of MFT, Smith-Vaniz
et al. (2025) administer the MFQ to LLMs directly
and report that models do not reproduce human ide-
ological groups, and that stereotyped biographical
role-play pushes responses toward more extreme
positions. We use MFT in the opposite direction,
as a selection variable for constructing contrastive
audiences rather than to measure the model’s own
moral profile.

The message side of our study is connected to a
growing literature on moralized political language.
NLP work has modeled moral foundations and
morality frames in political microblogs (Johnson
and Goldwasser, 2018, 2019; Roy et al., 2021),
and dedicated corpora support finer-grained study
of moral sentiment in social media (Hoover et al.,
2020). Political-communication research likewise
shows that moral language matters in elite rhetoric
and online diffusion (Brady et al., 2017; Wang and
Inbar, 2021; Hackenburg et al., 2023). We build on
this work by shifting attention from moral content
in messages to persona-conditioned moral recep-
tion of those messages.

2.3 Validation of LLM-Based Public-Opinion
Simulation

LLM-based public-opinion simulation increasingly
emphasizes validation beyond face-valid fluency.
Prior work shows that synthetic responses can re-
produce coarse averages while failing on correla-
tional structure, prompt robustness, or demographic
and topic-specific bias (Bisbee et al., 2024; Qu and
Wang, 2024; Lee et al., 2024; Boelaert et al., 2025).
We follow this cautionary line by treating matched
Pew distributions as a bounded external plausibility
check, not evidence that synthetic personas repro-
duce real publics.
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Anonymized Trump
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Figure 1: Overview of the proposed methodological flow: topic-filtered Trump posts are paired with IW and MFT
personas, evaluated with structured LLM judgments, and compared with matched Pew topic distributions.

3 Study Overview

3.1 Task Definition

Figure 1 provides an overview of the study pipeline.
We model political-message reception as a con-
trolled audience-simulation task. Let T denote the
set of issue topics, and Bt the set of anonymized
message bundles associated with topic t ∈ T . Each
input pairs a topic-specific bundle b ∈ Bt with a
persona profile drawn from one of two theoretical
frameworks: Inglehart–Welzel (IW) cultural values
or Moral Foundations Theory (MFT). The model
is asked to judge both each post and the bundle
as a whole. For every judgment, we record stance
together with agreement, legitimacy, offensiveness,
and endorsement; free-text reasons and emotional
reactions are retained as qualitative support but are
not the main quantitative outcomes. Appendix B
reports the definitions of these response labels.

Each data object target for the evaluation is
hence defined as a tuple (f, t, p, b), where f de-
notes a persona’s selection strategy within the IW
or MFT framework, t the issue topic, p the selected
persona, and b ∈ Bt the message bundle. The con-
crete persona-selection strategies for each frame-
work and the topic-conditioned persona positions
are introduced in Section 4.2.

The study covers five issue domains:
COVID/public health, Economy/jobs/trade,
Foreign policy/national security,
Immigration/border, and Judiciary/courts.
These topics are used throughout the synthetic-
response analysis and the Pew comparison so that
the internal and external evaluations refer to the
same issue space. We study modeled reception of
political messages, not the factual accuracy of the
posts, the normative correctness of any response,
or the psychological reality of synthetic personas.

3.2 Three-Layer Evaluation Design

The paper separates three levels of evidence that are
often conflated in synthetic-audience work: inter-
nal differentiation, whether distinct personas react
differently to the same messages; explanatory struc-
ture, whether response types can be related to in-
terpretable persona dimensions; and external plau-
sibility, whether aggregate synthetic distributions
correspond directionally to weighted Pew topic dis-
tributions.

Table 5 in Appendix A summarizes the data, vari-
ables, and analytical procedures associated with
each research question, which are described in de-
tail in the following sections.

4 Data and Materials

4.1 Political Message Corpus

We use two post corpora derived from public
Trump social-media archives, spanning the period
from 2009 to 2024. The 2009–2021 window comes
from the Kaggle Trump Twitter Archive (Heads or
Tails, 2021) which itself reproduces The Trump
Archive, and the 2022–2024 extension was manu-
ally prepared from The Trump Archive (The Trump
Archive, 2026). The raw inputs contain 31,366 up-
stream morally relevant posts: 22,822 from 2009-
05-12 to 2021-01-08 and 8,544 from 2022-04-29
to 2024-11-04.

We first applied ME2-BERT (Zangari et al.,
2025) to the raw post corpus to identify morally
relevant messages. We then applied deterministic
filtering for quality, topic assignment, anonymiza-
tion, and prompt readiness. Topics come from a
fixed, auditable registry rather than from a taxon-
omy induced over the corpus, which keeps the map-
ping to Pew items reproducible; LLM-based tax-
onomy induction is the natural alternative when
no predefined scheme is available (Brady and Is-
lam, 2025). The full rule table, topic registry,
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Topic Posts Pew items

COVID/public health 251 5
Economy/jobs/trade 1,116 7
Foreign policy/security 1,112 5
Immigration/border 539 4
Judiciary/courts 300 4

Total 3,318 25

Table 1: Final issue-topic overlap used for the synthetic-
response and Pew-alignment analyses.

moderation-status handling, and anonymization au-
dit are in Appendix C.

After preprocessing, the prompt-ready pool con-
tains 5,270 posts across seven canonical issue top-
ics. For our study, we restrict both posts and Pew
items to the five topics with overlap in the exter-
nal benchmark. This yields 3,318 posts, organized
into topic-specific bundles so that personas react
to issue-level evidence rather than isolated posts.
Table 1 reports the final overlap counts.

4.2 Synthetic Personas

Our synthetic audience is drawn from the culturally
grounded persona resource introduced in (Greco
et al., 2026). This resource was constructed by
generating LLM-based persona profiles from a con-
trolled configuration space of ten cultural variables
derived from the World Values Survey (WVS)2: re-
ligiosity, child-rearing values, moral acceptability,
social trust, political participation, national pride,
happiness, gender equality, materialism orienta-
tion, and tolerance toward outgroups. Each per-
sona is associated with demographic metadata, a
short biographical description, an explicit cultural-
variable specification, IW coordinates, and moral-
foundation scores. The IW coordinates are derived
from persona-conditioned responses to the WVS
indicators underlying the Inglehart–Welzel map,
whereas the moral-foundation profiles are obtained
by eliciting persona-conditioned responses to the
36 items of the Moral Foundations Questionnaire-2
(MFQ-2) (Atari et al., 2023) and aggregating them
into six foundation scores. The resulting persona re-
source was evaluated in Greco et al. (2026) through
its organization in the IW space, demographic-level
alignment with human WVS-derived response dis-
tributions, and the relationship between cultural
configurations and MFQ-2 moral profiles.

For each topic t, we select personas un-
der three topic-conditioned positions pos ∈

2https://www.worldvaluessurvey.org/

{high,mid, low}. These labels denote selection
positions within a topic-specific cultural or moral
space. Note that they should not be interpreted as
normative or ideological labels, or as direct sup-
port for or opposition to the political actor. Rather,
their purpose is to construct contrastive audiences
that occupy different positions along the cultural or
moral dimensions considered relevant for a given
topic, before observing their reactions to the mes-
sages.

For each topic, Table 6 in Appendix E spec-
ifies the relevant IW dimensions or MFT foun-
dations and provides the corresponding topic-by-
topic rationale. This topic-to-dimension mapping
is a theory-informed operationalization fixed be-
fore persona selection and response generation.
Appendix F then formally defines the high, mid,
and low positions and the corresponding persona-
selection procedures. Persona reaction (e.g., sup-
port, neutrality, or rejection) is empirical and not
encoded in the high/mid/low labels.

For each ⟨t, pos⟩ pair, we build a fixed-size au-
dience of five personas using one of three selection
strategies F = {IW-neigh, IW-contour,MFT}.
The two IW strategies operate in the IW cultural-
value space. In IW-neigh, the audience is formed
by selecting personas near a topic-specific IW an-
chor, i.e., the highest-ranked persona for the corre-
sponding topic-position pair. This strategy priori-
tizes local similarity by selecting personas from the
anchor’s immediate neighborhood. In IW-contour,
the audience is selected to cover a broader region
of the corresponding IW contour. Rather than con-
centrating around the anchor, IW-contour selects
high-ranked personas from different regions along
the same topic-relevant IW direction, providing
broader cultural coverage while preserving the in-
tended topic-conditioned position. The two vari-
ants therefore contrast a local audience around the
anchor with a less local audience spanning the same
topic-relevant region. Appendix F (Section F.1, Fig-
ure 5) provides the complete selection procedure
and visualization. The MFT strategy instead op-
erates in the six-dimensional MFT space, ranking
personas by distance to topic-specific moral target
profiles and retaining the closest ones.

For each selection strategy f ∈ F , topic t,
and topic-conditioned position pos , we denote by
Pf,t,pos the set of the top-5 personas used in the
experiments.
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4.3 Pew Public-Opinion Benchmark

For external comparison, we use Pew Research
Center American Trends Panel (ATP) datasets (Pew
Research Center, 2026). From 157 ATP wave fold-
ers, we build an inventory of 981 Trump-related
candidate rows and retain only Trump-targeted,
issue-specific items that use supported response
scales and map to exactly one canonical topic. The
final Pew subset contains 25 confidence-style items
from seven ATP waves in 2020 and 2024. We
compare their weighted response distributions with
aggregate synthetic topic distributions as an issue-
level benchmark. Inclusion rules and excluded-
item diagnostics are reported in Appendix D.

5 Experimental Setup and Analysis

For all generated contents, we prompt
gpt-oss-20b, served through vLLM via an
OpenAI-compatible API; we selected this model
for its favorable trade-off between reasoning and
generation capabilities, instruction following,
and practical deployability, as well as for the
transparency and reproducibility enabled by its
open weights. We use low-temperature decoding,
T = 0.01, and set the maximum generation length
to 4096 tokens. This setting is intended to reduce
stochastic variation while still allowing complete
structured JSON outputs.

All experiments were executed on a server with
8× NVIDIA A30 GPUs (24GB VRAM each),
764GB system RAM, and 2× Intel Xeon Gold
6248R processors (96 CPU cores total), running
Ubuntu Linux 20.04.6 LTS.

5.1 Prompting Procedure and Output Labels

The prompting procedure requires that each request
contains a persona profile, the institutional role of
the message author (e.g., ‘candidate_2024’), the
topic-specific anonymized message bundle, and the
output JSON schema.

The persona profile varies by framework: IW
prompts include the persona biography, cultural
grounding, and IW coordinates; MFT prompts in-
clude the biography, MFT foundation scores, and
item-level MFQ-2 responses. We remove explicit
cultural grounding from MFT prompts so that the
condition is driven by moral-profile information
rather than additional cultural descriptors.

The output JSON schema contains message-
level and bundle-level judgments over the same
set of labels. In particular, stance is a categorical

label in {support, neutral, reject} and refers to the
persona’s reception of the underlying topic-related
claim or policy direction. The remaining quantita-
tive labels—agreement, legitimacy, offensiveness,
and endorsement—are valued as 1–5 ratings. The
labels operationalize theoretically distinct layers of
reception. Stance and agreement capture substan-
tive reception of the inferred topic-related claim or
policy direction (Mohammad et al., 2016; Küçük
and Can, 2020); legitimacy captures whether that
claim is acceptable or justified from the persona’s
viewpoint, which is distinct from agreeing with it
(Tyler, 2006; Gibson et al., 2003); offensiveness
captures rhetorical rejection of tone and wording
(Mutz and Reeves, 2005; Zampieri et al., 2019);
and endorsement captures willingness to share the
message as written, combining substance and style
(Brady et al., 2017; Mosleh et al., 2020). A per-
sona may therefore agree with a policy direction
yet reject its style, or the reverse. The prompt tem-
plate, output schema and more details about the
operational rules given to the model are reported in
Appendix B.

5.2 RQ1: Reception Differences Across
Personas

We use the stance labels as the primary RQ1 out-
come, since it directly captures whether the persona
supports, rejects, or remains neutral toward the sub-
stantive position expressed by the message. We
map stance labels to ordinal scores, with support
coded as 1, neutral as 0, and reject as −1.

For each (f, t, pos), we aggregate evaluations
for personas p ∈ Pf,t,pos on bundles b ∈ Bt. We
compute the mean stance score over all the stance
labels, both at message level and bundle level.

We perform the same descriptive analysis for
the best-profile subset and the top-5 persona sets.
The best-profile subset contains the highest-ranked
persona for each (f, t, pos); the top-5 analysis ag-
gregates over all personas p ∈ Pf,t,pos. Bundle-
level results are used as the main RQ1 presentation
layer, with message-level summaries retained as a
robustness check.

For the four scalar labels, agreement, legitimacy,
offensiveness, and endorsement, we compute mean
ratings and high-minus-low contrasts within each
(f, t) condition; detailed results are reported in Ap-
pendix H. Higher values for agreement, legitimacy,
and endorsement indicate more favorable substan-
tive reception, whereas higher offensiveness indi-
cates stronger rhetorical or normative rejection; we
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therefore interpret offensiveness as a separate style-
sensitive dimension rather than as another support
score.

5.3 RQ2: Persona Dimensions Associated
with Response Types

We operationalize RQ2 as a descriptive associa-
tion analysis between persona-level attributes and
bundle-level response types. Since the original
persona sets are too small for stable pattern min-
ing, we construct an expanded RQ2-specific set
of personas, namely P̃f,t,pos. For the IW frame-
work, we expand the neighbor-based method to
100 personas for each ⟨t, pos⟩ pair. For the MFT
framework, we use 80 personas for each ⟨t, pos⟩
pair. The expanded personas are selected to remain
close to the original top-5 profiles while increasing
demographic variation. Details of this expanded
sampling procedure are reported in Appendix G.

The expanded personas are queried similarly as
RQ1 but with reduced profiles: only demographic
metadata and a short biography are included, while
cultural-variable mappings, IW coordinates, MFT
scores, and MFQ-2 item responses are omitted.
By omitting these fields, we prevent the model
from directly conditioning its RQ2 responses on
the same cultural and moral variables that were
used upstream to select the personas. For each
selection strategy f , topic t, and observed bundle-
level stance s, we define Gf,t,s as the set of unique
personas assigned to f and t that produced stance
s at least once. This persona counting is carried
out at the strategy–topic–persona–stance level, so
that repeated bundle records from the same per-
sona do not inflate itemset support. Each of these
personas is represented as a transaction of categor-
ical items covering demographics, WVS-derived
cultural variables, and discretized theory-specific
scores; the demographic attributes used for the ex-
panded RQ2 sample are described in Appendix G.
To avoid explaining responses with the same rep-
resentation used for selection, we add cross-theory
items: IW-selected personas receive binned MFT
foundation scores, whereas MFT-selected personas
receive binned IW coordinates.

We mine frequent itemsets separately within
each response group Gf,t,s, using FP-growth over
the transactions Xp. The support of an itemset I is
the fraction of personas in Gf,t,s whose transaction
contains all items in I . An itemset is frequent if
its support σ is here regarded at least 0.20. We
retain only closed itemsets to remove redundant

sub-patterns while preserving shared persona at-
tributes. We then apply an adaptive top-support
filter within each response group. Let smax be the
maximum support among closed itemsets in Gf,t,s.
We retain only itemsets whose support is at least
σtop = σ + ρ(smax − σ), with ρ = 0.50. Thus,
retained patterns must be frequent in the response
group and close to the most supported closed pat-
terns in that same group. Finally, we compute lift 3

against personas from the same selection strategy
and topic that produced a different stance.

5.4 RQ3: External Alignment with Pew

RQ3 is an aggregate topic-level comparison be-
tween synthetic responses and Pew ATP public-
opinion distributions. We retain only Pew items
that are Trump-targeted, issue-specific, use sup-
ported response scales, and map to exactly one of
the five shared topics. Generic approval, broad
favorability, trait or affective ratings, knowledge
items, and ambiguous multi-topic questions remain
only in diagnostic inventories.

For each retained item, respondent answers are
weighted, mapped to positive, negative, neutral,
or missing, and aggregated by topic. Missing and
non-substantive answers are excluded from valid
denominators. We summarize Pew opinion as
net(t) = %positivet − %negativet; because re-
tained Pew items lack true neutral midpoints, Pew
neutral mass is zero in the benchmark.

Minimum-temperature RQ1 outputs are mapped
into the same response-label space, with support,
reject, and neutral as the synthetic counterparts,
and we compute topic-level percentages and net
scores for bundle- and message-level outputs under
all three selection strategies. Alignment is assessed
using Pearson and Spearman correlations, mean
absolute error, and Pew top-ranked topic recovery.

6 Results

6.1 RQ1: Theory-Grounded Personas
Produce Distinct Reception Profiles

Table 2 reports the main RQ1 results at bundle
level. Within each cell, the mean stance of the
Top-5 persona group is reported first, followed by
that of the corresponding Best persona. Unless
otherwise specified, we discuss the Top-5 groups,

3Lift is the support of an itemset in the response group
divided by its support among same-strategy, same-topic per-
sonas with a different stance. Values above 1 indicate that the
itemset is more characteristic of the response group.
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IW-neigh IW-contour MFT

Topic t high mid low high mid low high mid low

COVID 0.08/0.65 0.08/-0.27 -0.15/-0.12 -0.01/0.65 -0.14/-0.23 -0.10/-0.04 0.61/0.42 0.23/0.04 0.11/-0.15
Economy 0.20/0.96 0.29/0.75 -0.56/-0.45 -0.07/0.97 0.56/0.76 -0.50/-0.53 0.82/0.62 0.39/0.04 -0.34/-0.35
Foreign -0.10/0.05 -0.26/-0.36 -0.45/-0.54 -0.09/0.02 -0.30/-0.38 -0.53/-0.51 0.52/0.49 -0.09/-0.30 -0.33/-0.35
Immigration -0.08/0.67 -0.13/-0.48 -0.74/-1.00 0.14/0.72 -0.27/-0.35 -0.97/-0.98 -0.95/-0.94 -0.10/-0.52 0.93/0.80
Judiciary -0.73/-0.47 -0.65/-0.63 -0.69/-0.77 -0.59/-0.37 -0.53/-0.63 -0.67/-0.80 -0.29/-0.17 -0.65/-0.87 -0.81/-0.80

Table 2: RQ1 bundle-level mean stance by topic and persona-selection condition. Within each cell, values
are reported as Top-5/Best. Topic labels abbreviate COVID/public health, Economy/jobs/trade, Foreign
policy/security, Immigration/border, and Judiciary/courts.

which provide the main audience-level estimate for
each topic-conditioned position.

Overall, persona-conditioned reception varies
across topic-conditioned positions, but the strength
of this separation depends on the topic and the
selection strategy. The MFT strategy yields
the largest separations. The clearest case is
Immigration/border: in MFT, the top-5 mean
stance shifts from strong rejection for the high pro-
file (−0.95) to strong support for the low profile
(0.93), corresponding to a maximum separation of
1.88 across persona positions.

This is consistent with the MFT mapping (Ap-
pendix F, Figure 6): the immigration-high target
emphasizes Care, whereas the immigration-low tar-
get emphasizes Loyalty and Authority. The same
strategy also separates Economy/jobs/trade and
Foreign policy/security, where high pro-
files are more supportive than low profiles.
COVID/public health shows a weaker but or-
dered pattern, while Judiciary/courts remains
broadly negative across positions. Best-persona
values generally follow the Top-5 pattern.

The IW strategies produce more conservative
separations. IW-neigh shows moderate differences
for Economy/jobs/trade, Immigration/border,
and Foreign policy/security, but weak or
near-zero separation for COVID/public health
and Judiciary/courts. Top-5 groups are of-
ten less extreme than their best personas: for ex-
ample, in Immigration/border, the maximum
separation in mean stance across persona posi-
tions decreases from 1.67 for the Best persona
to 0.66 for the Top-5 group. IW-contour of-
ten yields a larger maximum separation in mean
stance across persona positions than IW-neigh, es-
pecially for Immigration/border (1.12 vs. 0.66)
and Economy/jobs/trade (1.06 vs. 0.85).

Appendix H reports the corresponding tweet-

level stance diagnostics. The tweet-level stance
results are consistent with the bundle-level results,
although bundle-level scores are generally more
polarized, as expected when the judgment summa-
rizes a coherent topic-matched bundle rather than
isolated posts.

6.2 RQ2: Persona Dimensions and Response
Types

Table 3 reports a sample of frequent closed item-
sets associated with bundle-level response types.
We focus on non-singleton itemsets since combina-
tions of persona characteristics are more informa-
tive than single attributes. A broader version of the
table is in Appendix H, Table 14.

The main result is that explanatory struc-
ture is sparse and topic-dependent. The
strongest multi-item patterns concentrate on
Immigration/border. Among IW-selected per-
sonas, supportive responses combine high Author-
ity and Proportionality, low generalized trust, and
tertiary education; the strongest retained pattern
has support 0.63 and lift 1.37. Related patterns
link high Authority with low social trust, or high
Loyalty with high Proportionality, suggesting that
support among IW-selected personas also reflects
moral orientations toward order, rule enforcement,
fairness, and in-group protection.

Among MFT-selected personas, the clearest
patterns for the same topic concern rejecting re-
sponses: these are associated with urban settlement
combined with either postmaterialist orientation
or age 30–39, with lift up to 1.17. These cross-
theory associations show that, even when personas
are selected in moral-foundation space, response
types remain partly characterized by cultural and
demographic attributes.

Outside Immigration/border, associations
are weaker. The clearest secondary case is
Judiciary/courts. Among IW-selected per-
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Strategy f Topic t Stance s Closed frequent itemset I |Gf,t,s| supp(I) Lift

IW-neigh Immigration support education = tertiary; Authority = high; Proportionality = high; social trust =
cannot trust people

200 0.63 1.37

IW-neigh Immigration support education = tertiary; Authority = high; social trust = cannot trust people 200 0.64 1.35
IW-neigh Immigration support Loyalty = high; Proportionality = high 200 0.60 1.34
MFT Immigration reject materialism orientation = postmaterialist; settlement = urban 225 0.54 1.15
MFT Immigration reject age = 30–39; settlement = urban 225 0.54 1.17

IW-neigh Judiciary support education = tertiary; Authority = high 219 0.63 1.11
IW-neigh Judiciary support education = tertiary; Authority = high; Proportionality = high 219 0.60 1.10
MFT Judiciary neutral education = tertiary; IW Traditional–Secular = secular-rational 221 0.48 1.09
MFT Judiciary reject education = tertiary; IW Traditional–Secular = secular-rational 225 0.48 1.07
MFT Judiciary neutral education = tertiary; settlement = urban 221 0.58 1.06

MFT COVID neutral IW Traditional–Secular = secular-rational; settlement = urban 220 0.51 1.02
IW-neigh Economy reject age = 30–39; education = tertiary; Proportionality = high; settlement = urban 221 0.60 1.01

Table 3: Selected non-singleton closed frequent itemsets associated with RQ2 response types. Support is computed
within the ⟨framework strategy, topic, observed response⟩ group. The first block reports the strongest cross-
dimensional patterns; subsequent blocks include weaker but interpretable patterns.

sonas, support is associated with tertiary edu-
cation and high Authority, sometimes also high
Proportionality. This is consistent with the in-
stitutional character of the topic: support is
more characteristic of personas combining formal-
education signals with authority-oriented and rule-
based moral profiles. Among MFT-selected per-
sonas, non-supportive responses are associated
with tertiary education and secular-rational IW
positioning, with neutral responses also includ-
ing urban settlement. For COVID/public health
and Economy/jobs/trade, retained non-singleton
patterns have lift only slightly above one and
should be read as weak diagnostics. No compa-
rable multi-item structure is retained for Foreign
policy/security.

6.3 RQ3: Synthetic Audiences Show Limited
but Informative External Alignment

Table 4 reports weak aggregate alignment over
the five matched issue domains. The Pew base-
line is compressed: only Economy/jobs/trade is
clearly net-positive (+8.12), while COVID/public
health is the most negative (−17.02) and the re-
maining topics are near balanced. Across syn-
thetic configurations, correlations are near zero
and mean absolute errors remain large, at 21.08–
29.28 % points. IW-contour is the only condi-
tion that recovers Pew’s top net-positive topic,
Economy/jobs/trade, but it still misses the full
ranking; MFT at tweet level has the lowest MAE
yet not the correct top-ranked topic.

Panel (b) of Table 4 decomposes this result
by topic and makes the severity explicit. At
message level, MFT reproduces the Pew net
score for Foreign policy/security to within

(a) Aggregate alignment
Strategy Level Pearson Spearman MAE Top-1

IW-neigh bundle -0.003 -0.100 29.14 no
IW-neigh tweet -0.089 -0.100 29.28 no
IW-contour bundle 0.112 0.300 26.91 yes
IW-contour tweet 0.070 0.300 26.59 yes
MFT bundle 0.015 -0.100 26.33 no
MFT tweet -0.022 -0.100 21.08 no

(b) Per-topic net scores
Topic t Pew Synthetic range Best |∆|
COVID −17.02 −8.21 to 31.54 8.81
Economy 8.12 −4.84 to 28.38 8.47
Foreign policy −3.29 −30.61 to 3.34 0.06
Immigration −0.38 −36.67 to −4.08 3.70
Judiciary −5.71 −68.89 to −53.16 47.45

Table 4: Pew–synthetic alignment over topic-level net
scores. (a) Aggregate metrics; MAE is in percentage
points and Top-1 marks recovery of Pew’s most net-
positive topic. (b) The underlying per-topic net scores
(percentage points): Synthetic range spans the six con-
figurations (three selection strategies × bundle and mes-
sage level), and Best |∆| is the smallest absolute dis-
tance to the Pew net score over those configurations.
Table 15 in Appendix H gives the full decomposition.

0.06 percentage points (−3.34 vs. −3.29); at
bundle level it matches Immigration/border to
within 3.70 points; and IW-contour preserves
the negative direction for COVID/public health.
Judiciary/courts, by contrast, fails severely:
Pew is only mildly negative (−5.71), whereas ev-
ery synthetic configuration lies between −53.16
and −68.89, so even the closest is off by 47.45
points. External alignment is thus a topic-
structured failure rather than uniform noise; aggre-
gate correlations average over this heterogeneity.
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Why external alignment fails. Two mechanisms
account for the pattern. The first is a construct gap:
the retained Pew items measure confidence in the
actor’s ability to handle a policy domain, whereas
personas judge concrete messages; where the con-
structs nearly coincide the fit is close, and where
they diverge it is not. Judiciary/courts is the
extreme case, because its bundles are dominated by
attacks on courts and judges rather than by judicial
policy. The reception labels corroborate this: the
topic carries the highest mean offensiveness and
the lowest legitimacy and endorsement, yet shows
almost no persona separation on any label (Tables 9
and 10), so the response is message-driven rather
than persona-driven and cannot recover a mildly
negative actor-competence judgment. The second
is structural: synthetic outputs place 8–33% of their
mass on the neutral category, whereas the retained
Pew items have no neutral midpoint. Both are prop-
erties of the comparison design rather than of the
personas.

7 Discussion

7.1 What Synthetic Moral Audiences Capture

Culturally grounded synthetic personas capture sys-
tematic reception differences, but these differences
are not uniform across topics or selection strate-
gies. The clearest case is Immigration/border,
where care-oriented profiles tend to reject the mes-
sages’ content, whereas loyalty- and authority-
oriented profiles tend to support them. More gen-
erally, MFT produces the sharpest separations,
while IW-contour often reveals stronger varia-
tion than the more local IW-neigh strategy. Con-
versely, Judiciary/courts elicits broadly nega-
tive responses across persona groups, suggesting
that some message bundles lead otherwise distinct
personas toward similar receptions. Where per-
sonas do separate, they do so more sharply than
the survey baseline, which is consistent with Smith-
Vaniz et al. (2025): persona role-play pushes moral
responses toward more extreme positions, and in
our setting, this surfaces as synthetic net scores far
more polarized than Pew.

The strongest patterns are also interpretable, re-
lating to combinations of moral foundations, cul-
tural values, and demographic attributes. Synthetic
moral audiences are therefore most useful when
the issue itself activates a clear moral or cultural
contrast.

7.2 What the Pew Benchmark Does and Does
Not Validate

The Pew benchmark validates only a limited claim:
whether aggregate synthetic reactions preserve
some topic-level public-opinion structure across
matched issue domains. The benchmark therefore
does not validate personas as substitutes for respon-
dents, nor does it equate persona positions with
survey groups. Its value is boundary-setting: inter-
nal differentiation is not population validity, and
synthetic audiences are analytic instruments rather
than estimates of the U.S. public.

7.3 Implications for Future
Audience-Simulation Research

Respondent-to-persona mapping and subgroup-
matched benchmarks are usually named as the
route to external validity, but they require
respondent-level linkage and therefore a different
study design. What the present evaluation con-
tributes is the boundary condition such a design
must satisfy, together with the three failure modes
it has to address: the construct gap between item-
level and message-level judgments, the dominance
of message tone on topics where personas do not
separate, and the neutral-mass mismatch between
generated and survey response formats. What re-
mains genuinely open is whether all three can be
satisfied at once, and whether the patterns reported
here persist across other models and political ac-
tors.

8 Conclusion

Across Trump message bundles, theory-grounded
IW and MFT personas produced systematic but
topic-dependent differences in stance and related
reception labels, with the strongest separation
for Immigration/border and sparser explanatory
structure elsewhere. The RQ2 analysis shows that
some response types can be linked to interpretable
combinations of moral, cultural, and demographic
attributes, but these patterns are not universal. The
Pew benchmark adds complementary boundary evi-
dence: matched topic distributions show a few local
correspondences, while also exposing systematic
mismatches. Together, the results argue for eval-
uating synthetic audiences along separate axes of
internal differentiation, explanatory structure, and
external plausibility.
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Limitations

Persona conditioning should not be interpreted as
real respondent identity. The personas provide
controlled theoretical profiles for comparing re-
ception patterns, but they are not sampled from a
real human-population and cannot substitute for hu-
man survey respondents. This caution is consistent
with broader concerns about social and representa-
tional harms in LLM deployment (Blodgett et al.,
2020; Weidinger et al., 2021), and with evidence
that models standing in for human participants mis-
portray and flatten identity groups (Wang et al.,
2025). Relatedly, our Pew comparison is aggregate
and topic-level rather than subgroup-matched. It
tests whether synthetic topic distributions resemble
weighted public-opinion patterns, not whether a
specific synthetic persona corresponds to a specific
type of voter or survey respondent.

The corpus of posts used for the evaluation is
shaped by upstream and deterministic filtering de-
cisions. We started from posts identified as morally
relevant by an MFT scoring model and then applied
conservative topic regular expressions, anonymiza-
tion rules, and prompt-readiness filters. These
choices improve auditability and reduce leakage,
but they also narrow the set of messages analyzed.

The study focuses on public posts from one po-
litical actor, therefore the findings should not be
generalized to political communication as a whole
without replication on other actors, platforms, and
countries. We also emphasize that the study is
about reception, not factual truth or normative cor-
rectness.

We set low-temperature decoding to reduce
stochastic instability of the LLM, but it does not
eliminate model-specific biases or prompt sensitiv-
ity. Since all reception generations are produced
with a single LLM, the extent to which the ob-
served patterns generalize across models remains
an open question. Different models may exhibit
different political defaults, social-desirability ten-
dencies, and degrees of persona adherence; future
work should therefore assess the robustness of these
findings through cross-model replication. A small
number of malformed outputs were skipped, and al-
though the parse-error rate is low, JSON-generation
failures remain part of the operational uncertainty
of this setup.

RQ2 is descriptive rather than causal. The item-
set analysis identifies persona attributes associated
with support, rejection, or neutrality in the ex-

panded synthetic sample, but these associations
should not be read as universal audience typologies
or as causal effects of individual persona dimen-
sions. They are best interpreted as interpretable
patterns within this controlled synthetic-audience
design.

Ethical Considerations

The study uses public posts by a prominent politi-
cal figure and public-opinion data from Pew ATP
releases. We nevertheless anonymized message bun-
dles before prompting by replacing explicit iden-
tity, campaign, and user-handle cues where possi-
ble. This is intended to reduce direct speaker-name
effects in model judgments and to avoid prompt-
ing personas to reason from the hidden identity
of the author rather than from message content.
Anonymization is not a claim that the original posts
are private or impossible to identify; it is a task-
control procedure.

The main ethical risk is overinterpreting syn-
thetic persona labels as claims about real groups.
Persona labels such as high, mid, and low are topic-
conditioned selection positions, not moral evalua-
tions of real people or demographic groups. Claims
about public opinion are restricted to the weighted
Pew benchmark, and we do not infer the beliefs of
demographic or partisan groups from model out-
puts alone. Moreover, personas are not proxies for
Democrats/Republicans or real voters.

We are also committed not to redistribute
raw Trump archive files or Pew respondent-level
datasets.
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analyze, and the procedures applied to them. RQ1
and RQ2 both operate on synthetic responses alone,
but at different persona scales: RQ1 compares
the Top-5 persona groups selected for each topic-
conditioned position, whereas RQ2 relies on the
expanded IW-neigh and MFT samples required to
make itemset support estimates stable. RQ3 is the
only layer that introduces an external reference,
pairing the RQ1 responses with the matched Pew
ATP items. The table is intended as a compact
reference for Sections 4–5, which describe each
component in detail.

B Prompt Template and Output Schema

Figure 3 reports the prompt template used to obtain
persona-conditioned reactions to political-message
bundles. The prompt is designed to separate two
levels of evaluation: the persona’s assessment of
the underlying substantive position expressed by
the message, and the persona’s reaction to the
rhetorical style of the message. This distinction
is necessary because a persona may agree with the
policy direction of a message while rejecting its
tone, or may disagree with the substantive claim
without finding the message especially offensive.

Each request contains four components: (i)
the persona profile, including either IW cultural-
positioning information or MFT moral-profile in-
formation; (ii) the institutional role of the author
at the time the messages were written; (iii) a topic-
specific bundle of anonymized political messages,
each with an identifier, date, role, and text; and
(iv) the required JSON output schema. The prompt
instructs the model not to infer the hidden identity
of the author and to base judgments only on the
persona profile, message content, and author role.

The placeholder {RULES FOR
DISTINGUISHING...} in Figure 3 summa-
rizes the operational instructions used to separate
substantive evaluation from rhetorical-style evalu-
ation. In the full prompt, these rules require the
model to first infer the most plausible topic-related
claim or policy direction expressed by each mes-
sage, and to base stance and agreement primarily
on that content. By contrast, offensiveness is
reserved for tone, hostility, insults, or disrespectful
wording, while endorsement captures whether
the persona would share the message in its exact
written form. The rules also constrain label
consistency: supportive stances should normally
correspond to higher agreement, rejecting stances

to lower agreement, and neutral stances to mixed,
weak, or ambiguous substantive content.

The response schema contains both message-
level and bundle-level judgments. The output for-
mat is summarized in Figure 2.

C Corpus Construction and Topic
Filtering

The post corpus is built from two Trump archive
inputs: the 2009–2021 Kaggle Trump Twitter
Archive (Heads or Tails, 2021) and a 2022–2024
manually prepared extension from The Trump
Archive (The Trump Archive, 2026). The pipeline
starts from posts marked as morally relevant by
ME2-BERT (Zangari et al., 2025) and then applies
deterministic preprocessing rules. These rules re-
move retweets, decode HTML entities, remove
URLs, normalize whitespace, discard very short
or low-information posts, and assign an author-role
label from the posting date. Deleted or flagged
posts are retained in a moderation-status archive
but are excluded from the prompt-ready pool when
the source explicitly provides that status. Posts
from sources without deletion or flag metadata are
marked as unknown rather than excluded solely for
missing metadata.

Topic assignment uses a shared high-precision
keyword registry for both post preprocessing
and Pew selection. Each post is assigned to a
topic only when exactly one issue-topic pattern
matches. Posts with no topic hit are assigned to
other_campaign_generic; posts with multiple
topic hits are assigned to review_needed and
excluded from prompt-ready prompting unless
manually overridden. The canonical topics are
Immigration/border, Economy/jobs/trade,
election_integrity_democracy,
Foreign policy/security,
crime_policing_criminal_justice,
covid_public_health, and Judiciary/courts.
The keyword policy favors precision and
auditability over maximal recall.

Anonymization is applied after topic labeling.
The procedure replaces explicit references to the po-
litical actor with [POLITICAL_ACTOR], campaign
slogans with [CAMPAIGN_TAG], and remaining user
handles with [USER], while preserving selected in-
stitutional names where they are needed for con-
tent interpretation. Prompt-ready posts are then
checked for remaining identity leaks, anonymiza-
tion degradation, topic ambiguity, context depen-
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RQ Data / sample Variables Analysis / metrics

RQ1 Top-5 personas from IW-neigh,
IW-contour, and MFT for each
topic-conditioned position, evaluated
on topic-specific message bundles.

Primary outcome: stance. Additional
collected ratings: agreement,
legitimacy, offensiveness, and
endorsement.

Mean stance at bundle and message
level; profiles separation; Best vs.
Top-5 comparison.

RQ2 Expanded IW-neigh (100 personas)
and MFT (80 personas) samples for
each topic-position pair, queried with
reduced persona profiles.

Observed bundle-level stance;
demographic attributes; WVS-derived
cultural variables; cross-theory MFT
or IW attributes.

Closed frequent itemsets;
support-based within-group filtering;
lift against personas with a different
stance.

RQ3 RQ1 synthetic responses and 25 Pew
ATP issue-specific items across the
five matched topics.

Synthetic stance distributions and
weighted Pew positive/negative
response distributions.

Topic-level net scores; Pearson and
Spearman correlations; mean absolute
error; top-ranked topic recovery.

Table 5: Mapping of each research question to the corresponding data, variables, and analytical procedures.

{
"bundle_id": "<topic>_bundle_<id>",
"responses": [
{

"tweet_id": "<message_id>",
"stance": "support|neutral|reject",
"agreement": 1,
"legitimacy": 1,
"offensiveness": 1,
"endorsement": 1,
"emotional_reaction": "short text",
"brief_reason": "short text"

}
],
"bundle_overall_stance": "support|neutral|reject",
"bundle_overall_agreement": 1,
"bundle_overall_legitimacy": 1,
"bundle_overall_offensiveness": 1,
"bundle_overall_endorsement": 1,
"bundle_overall_emotional_reaction": "short text",
"bundle_overall_reason": "short text"

}

Figure 2: JSON output schema for persona-conditioned message-bundle reactions. Each message receives structured
judgments over stance, agreement, legitimacy, offensiveness, endorsement, emotional reaction, and brief reason.
The same labels are also collected at bundle level.

dence, and duplicate anonymized text.

The preprocessing stage in this work pro-
duces 23,230 cleaned posts after the ini-
tial moral-relevance and quality filters. Of
these, 5,270 are prompt-ready across the seven
canonical topics. The main experiments
use the five topics that overlap with the
Pew benchmark: COVID/public health (251
posts), Economy/jobs/trade (1,116), Foreign
policy/security (1,112), Immigration/border
(539), and Judiciary/courts (300).

The preprocessing rule list, topic registry, and
anonymization rules are retained as audit artifacts
for reproducibility.

D Pew Matching Protocol

The Pew benchmark is constructed from Pew Re-
search Center American Trends Panel wave fold-
ers (Pew Research Center, 2026). For each wave,
we extract wave metadata, field dates, dataset file-
names, candidate variable names, and question text
from available documentation and .sav metadata.
The merged inventory used here contains 981 can-
didate rows.

Each candidate row is then passed through a
deterministic selector. A Pew item is eligible for
RQ3 only if it targets Trump directly or through a
constrained presidential context, uses a supported
judgment family, and matches exactly one canon-
ical issue topic. Supported judgment families are
approval, confidence, and policy support. The
selector excludes thermometer ratings, personal-
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Persona Reaction Prompt Template

SYSTEM MESSAGE:

You must role-play the person described in the provided persona profile. Adopt that person’s values, disposi-
tions, trust level, moral intuitions, and likely judgments as consistently as possible. You will evaluate a set of anonymized
political messages. For each message, evaluate it on two distinct layers: (A) the underlying topic-related position,
policy direction, or moral claim expressed by the message; (B) the rhetorical style, wording, hostility, and civility of the
message. Do not collapse layer A into layer B.
{RULES FOR DISTINGUISHING SUBSTANTIVE POLITICAL EVALUATION FROM RHETORICAL-STYLE EVALUATION
AND FOR ENSURING COHERENT STANCE, AGREEMENT, OFFENSIVENESS, LEGITIMACY, AND ENDORSEMENT
JUDGMENTS}.
Base your evaluation only on: (1) the persona profile, (2) the message content, and (3) the institutional role of the
message author at the time it was written. Do not use outside knowledge about any real politician, party, or historical
event beyond what is explicitly stated. Return only valid JSON and no extra text.

USER MESSAGE:

Your task is to evaluate each message exactly as this persona profile would likely evaluate it. Use the per-
sona profile consistently across all judgments.

[RESPONSE SCALE]
Use the following scales exactly:
- stance: one of ["support", "neutral", "reject"], referring to the underlying topic-related position or policy direction,
not to tone alone
- agreement: 1..5 where 1 strongly disagree and 5 strongly agree with the underlying substantive claim or direction of
the message
- legitimacy: 1..5 where 1 = completely illegitimate and 5 = completely legitimate from the persona’s point of view; do
not use this as a generic external fact-check score
- offensiveness: 1..5 where 1 = not offensive at all and 5 = extremely offensive in wording, hostility, or disrespect
- endorsement: 1..5 where 1 = would definitely not endorse/share and 5 = would definitely endorse/share the full
message as written, considering both substance and tone
- emotional_reaction: short string, max 20 words
- brief_reason: short string, max 60 words; mention both substance and style when relevant
- After evaluating individual messages, also provide an overall evaluation of the whole bundle using the same logic.

[PERSONA PROFILE]
{Full persona profile, including demographic metadata, short biography, cultural-variable mapping, and cultural-
positioning score in the IW map or MFQ-2 responses. }

[CONTEXT]
At the time these messages were written, the author was: {author institutional role }

[MESSAGES]
{Anonymized political messages with ID, date, role, and text }

[OUTPUT JSON SCHEMA]
{JSON output structure for message-level and bundle-level evaluations }

Figure 3: Persona reaction prompt template used to obtain structured message-level and bundle-level judgments.

ity or trait batteries, affective reaction questions,
knowledge or awareness items, broad favorabil-
ity, generic presidential job approval, unsupported
judgment forms, no-topic matches, and ambiguous
multi-topic matches. Broad Trump job-approval
questions are kept in the audit inventory but ex-
cluded from RQ3 because they measure global
evaluation rather than issue-specific opinion.

This selection leaves 25 Pew rows across
five topics and seven ATP waves. All retained

rows are issue-specific confidence items about
Trump’s ability to handle a policy domain. The
final Pew subset contains five COVID/public-
health rows, seven Economy/jobs/trade rows,
five foreign-policy/national-security rows,
four Immigration/border rows, and four
Judiciary/courts rows.

For each retained item, respondent-level an-
swers are extracted from the corresponding .sav
file and weighted using the wave weight vari-
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able. Response labels are mapped into positive,
negative, neutral, and missing buckets. For
confidence scales, very confident and somewhat
confident are positive, while not too confident and
not at all confident are negative. Missing, refused,
don’t-know, blank, and non-substantive values are
excluded from the valid denominator but retained
in diagnostics. The selected Pew items do not con-
tain a true neutral midpoint, so the Pew neutral
bucket is zero in the main RQ3 benchmark.

Topic-level Pew distributions are computed by
pooling weighted positive, negative, and neutral
counts across retained questions within each topic
and then calculating valid percentages. The main
comparison statistic is the net score, defined as pos-
itive percentage minus negative percentage. Each
included or excluded Pew row receives an exclu-
sion code and a rule trace for auditability, and the
full selection audit is retained as part of the repro-
ducibility materials.

E Persona Mapping Rationale and MFT
Profiles

We define the persona-selection space by mapping
each topic to a restricted set of theoretically rele-
vant Inglehart–Welzel dimensions and Moral Foun-
dations Theory dimensions. This mapping does not
assign a single “correct” cultural or moral interpre-
tation to a topic. Rather, it identifies the cultural-
value dimensions and moral foundations that are
theoretically most likely to organize contrasting
audience interpretations of each topic. These di-
mensions are then used by the selection procedure
in Appendix F to construct high, mid, and low per-
sona groups for each topic. Table 6 summarizes the
topic-level mapping, reporting which dimensions
are treated as relevant for each topic.

Inglehart–Welzel mapping. Since the IW space
is defined by two bipolar axes, a topic can be associ-
ated with more than one dimension when different
audience interpretations plausibly emphasize differ-
ent poles of the same axis. The mapping is therefore
used to define the relevant selection directions in
the IW space, not to claim that all messages in a
topic express the same cultural orientation. The fol-
lowing list gives the rationale for each topic-to-IW
association:

• COVID/public health: Survival is rele-
vant because the topic concerns health risk,
physical protection, and collective security.

Secular-rational is relevant because the topic
is often organized around science, expertise,
institutions, and public policy.

• Economy/jobs/trade: Survival is relevant
because the topic concerns material security,
employment, income, prices, trade protection,
and economic stability. Self-expression is
relevant when economic claims are framed
in terms of individual autonomy, opportunity,
entrepreneurship, quality of work, or the ca-
pacity to pursue a preferred way of life beyond
basic material security.

• Foreign policy/security: Survival is rel-
evant because the topic involves threat per-
ception, war, defense, military protection, and
national security. Traditional is relevant be-
cause foreign-policy rhetoric often invokes
duty, loyalty to the national community, re-
spect for order, collective continuity, and the
defense of established institutions or alliances.

• Immigration/border: Survival is relevant
because immigration and border politics are
frequently framed through security, control,
resource pressure, and perceived social threat.
Traditional is relevant when the issue is in-
terpreted through national identity, borders,
cultural cohesion, and social order. Self-
expression is also relevant because contrast-
ing interpretations may emphasize openness,
inclusion, minority rights, pluralism, and tol-
erance toward outgroups.

• Judiciary/courts: Secular-rational is rel-
evant because courts are associated with legal
procedure, institutional rationality, impersonal
rules, and rule-of-law reasoning. Traditional
is relevant because judicial authority can also
be interpreted through respect for order, hier-
archy, legitimacy of established institutions,
and obedience to socially recognized author-
ity.

Moral Foundations mapping. For the MFT rep-
resentation, we map each topic to the moral foun-
dations that are most likely to structure audience
judgments. As with the IW mapping, this does not
mean that every message in a topic expresses all of
these foundations, nor that other foundations are
irrelevant. Rather, the selected foundations define
the dimensions along which high, mid, and low
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Topic IW dimensions MFT foundations

COVID/public health Survival; Secular-rational Care; Authority; Purity
Economy/jobs/trade Survival; Self-expression Proportionality; Equality; Care
Foreign policy/security Survival; Traditional Loyalty; Authority; Care
Immigration/border Survival; Traditional; Self-expression Loyalty; Authority; Care
Judiciary/courts Secular-rational; Traditional Authority; Care

Table 6: Topic-level mapping used for persona selection. IW dimensions specify the cultural-value axes used for
topic-conditioned selection; MFT foundations specify the moral dimensions used to define topic-specific target
profiles.

moral target profiles are constructed. The follow-
ing list gives the rationale for each topic-to-MFT
association:

• COVID/public health: Care is relevant be-
cause the topic centrally concerns suffering,
vulnerability, harm prevention, and the protec-
tion of fragile individuals. Authority is rele-
vant because public-health discourse often in-
volves compliance with rules, expert guidance,
institutional trust, and coordinated policy. Pu-
rity is relevant because the topic can involve
contagion, contamination, hygiene, bodily in-
tegrity.

• Economy/jobs/trade: Proportionality is
relevant because economic discourse often in-
vokes merit, contribution, deserved reward,
productivity, and fair exchange. Equality is
relevant when the issue is framed around re-
distribution, wages, opportunity, inequality, or
unequal access to economic security. Care is
relevant when the frame emphasizes poverty,
precarity, unemployment and social harm.

• Foreign policy/security: Loyalty is rel-
evant because the topic often invokes national
belonging, alliances, sacrifice for the group,
patriotism, and defense of the national interest.
Authority is relevant because foreign policy
and security discourse involve state power,
command, hierarchy, military institutions, and
legitimate use of force. Care is relevant when
the frame emphasizes victims, civilian suffer-
ing, humanitarian protection, or the preven-
tion of harm.

• Immigration/border: Loyalty is relevant
when immigration is framed through in-group
protection, national community, belonging,
and the boundary between “us” and “them.”
Authority is relevant when the issue is framed
around legality, border control, enforcement,

and respect for rules. Care is relevant when
the discourse emphasizes refugees, family sep-
aration, vulnerability, humanitarian protec-
tion, or harm to migrants.

• Judiciary/courts: Authority is relevant
because courts and rulings embody institu-
tional legitimacy, legal order, procedural au-
thority, and respect for binding decisions.
Care is relevant when legal controversies are
interpreted through harm, victim protection,
or the consequences of judicial decisions for
vulnerable groups.

F Persona Selection Details

F.1 Inglehart–Welzel selection
In the IW condition, each persona p is represented
by its coordinates (xp, yp), where xp denotes the
Survival–Self-expression axis and yp denotes the
Traditional–Secular-rational axis. We standardize
both axes over the full persona pool and refer to
the standardized IW position of persona p as zp.

For each topic-position pair ⟨t, pos⟩, we first se-
lect an anchor persona at,c. Let ut,c be the unit
vector corresponding to the topic-specific IW direc-
tion defined by Table 6.

High-low positions. For high and low positions,
personas are ranked with a directional IW score:

sIWt,c (p) = z⊤p ut,c + γ∥zp∥2+
−λ

∥∥∥zp − (z⊤p ut,c)ut,c

∥∥∥
2
.

The dot product z⊤p ut,c measures how strongly
persona p is aligned with the topic-specific IW di-
rection. The Euclidean norm ∥zp∥2 measures how
far the persona is from the center of the IW map.
The final norm term measures lateral deviation,
namely how far the persona lies from the selected
topic direction rather than along it. We use fixed
selection hyperparameters λ = 0.22 and γ = 0.18.
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Figure 4: Inglehart–Welzel anchor personas selected for each topic-position pair. Background points show the full
persona pool in the IW space; highlighted markers indicate the highest-scoring anchor persona for each topic and
position. Colors denote topic-conditioned positions and marker shapes denote topics.

These values are chosen to keep directional align-
ment as the dominant criterion while softly discour-
aging lateral outliers and mildly favoring peripheral
profiles.

The anchor for each high or low topic-position
pair is then defined as the highest-scoring persona:

at,c = argmax
p∈P

sIWt,c (p), c ∈ {high, low},

where P denotes the full persona pool.

Mid positions. Mid-positioned anchor personas
are intended to provide a non-polarized contrast,
and are therefore ranked by

sIWt,c (p) = −
(
∥zp∥2 + α|z⊤p ut,high |

)
, c ∈ {mid}

with α = 0.8.
The Euclidean norm penalizes personas far from

the center of the IW space, while the second term
measures the magnitude of the projection on the
high topic-specific direction ut,high . We use the
absolute projection because a mid profile should
be weakly aligned with both the high direction and

its opposite. The minus sign makes higher scores
correspond to more central and less topic-aligned
profiles. The mid anchor is analogously defined as

at,c = argmax
p∈P

sIWt,c (p), c ∈ {mid}.

Inglehart–Welzel personas. Figure 4 shows the
resulting IW anchor personas for all topic-position
pairs before they are expanded into top-5 audi-
ences.

The anchor identifies the single best-matching
persona for a given topic-position pair. However,
using only one profile would make the audience rep-
resentation too sensitive to a single generated per-
sona. We therefore expand each anchor into a top-5
audience using two selection variants (Figure 5)
that differ in how the remaining four personas
are chosen: the neighbor-based variant (IW-neigh)
prioritizes local similarity to the anchor, while
the contour-based variant (IW-contour) prioritizes
broader coverage of the same topic-relevant IW
region.

The IW-neigh condition expands each anchor
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Figure 5: Inglehart–Welzel top-5 persona-selection variants: neighbor-based (Left) and contour-based (Right).
Background points show the full persona pool in the IW space; highlighted markers show selected personas, with
colors denoting topic-conditioned positions and marker shapes denoting topics.

with four local neighbors. We fit a K-means parti-
tion of the full standardized IW space with K = 80.
For each anchor at,c, we identify its cluster and
select the four personas in the same cluster with
smallest Euclidean distance to the anchor.

In IW-contour, we use the same topic-specific
ranking but divide the IW map into cells and select
high-ranked personas from distinct cells along the
topic-relevant contour. This variant therefore repre-
sents a less local audience than the neighbor-based
selection. Together, the two IW variants let us
compare reception patterns around the best-profile
neighborhood with patterns obtained from a wider
topic-relevant cultural contour.

F.2 Moral Foundations selection

In the MFT condition, persona profiles are selected
from the same underlying pool, but the selection
is performed in the six-dimensional MFT space.
Each persona p is represented by a vector mp ∈
R6. We denote by mp,j the score of persona p
on foundation j ∈ M, where M contains the six
moral foundations: Care, Equality, Proportionality,
Loyalty, Authority, and Purity.

For each topic-position pair ⟨t, pos⟩, we define
a target profile τt,c over the same six dimensions.
The core dimensions of each target are given by
the topic-to-foundation mapping in Table 6. For
high and low positions, these core foundations are
assigned high or low target values according to
the intended topic-specific moral contrast. For in-
stance, COVID/public health high profiles target
high Care, Authority, and Purity, whereas the corre-
sponding low profiles target low values on the same
dimensions. Non-core foundations are targeted to-

ward the neutral midpoint of the MFT scale with
lower weight, so that selected personas possibly
match the intended moral contrast without becom-
ing unnecessarily extreme on foundations that are
not central to the topic.

Personas are then ranked by weighted Euclidean
distance from the target profile:

dMFT
t,c (p) =

√∑

j∈M
wt,c,j (mp,j − τt,c,j)

2,

where wt,c,j is the weight assigned to foundation
j for topic t and position pos , which is defined
as follows: core foundations receive weight 1.0,
while non-core foundations are assigned the neutral
target value 3.0 with lower weight 0.50, so that
they regularize the selection without dominating
the topic-specific moral contrast. For mid profiles,
all six foundations are targeted to 3.0 and weighted
equally.

For each ⟨t, pos⟩ pair, we retain the five per-
sonas with the smallest dMFT

t,c . The closest persona
is used as the corresponding MFT best profile. Fig-
ure 6 shows the corresponding best profiles for each
topic. Table 7 summarizes the MFT scores of the
selected top-5 personas, showing that the retained
profiles instantiate the intended topic-conditioned
contrasts.

G Expanded Persona Selection for RQ2

RQ2 requires substantially more within-group vari-
ation than the RQ1 top-5 setup, because the goal
is to associate response types with persona-level
attributes. We therefore construct an expanded
persona sample. The original top-5 personas re-
main fixed, and additional personas are selected to
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Position Care Equality Proportionality Loyalty Authority Purity

COVID/public health

High 5.00 ± 0.00 2.93 ± 0.09 3.17 ± 0.17 2.77 ± 0.15 4.93 ± 0.09 4.93 ± 0.09
Mid 3.10 ± 0.09 2.73 ± 0.25 3.23 ± 0.15 2.83 ± 0.39 3.13 ± 0.22 2.77 ± 0.19
Low 1.63 ± 0.43 2.90 ± 1.28 3.23 ± 0.49 2.40 ± 0.69 1.87 ± 0.18 1.73 ± 0.42

Economy/jobs/trade

High 1.10 ± 0.22 1.17 ± 0.12 4.86 ± 0.08 2.80 ± 0.22 3.20 ± 0.32 2.30 ± 0.25
Mid 3.10 ± 0.09 2.73 ± 0.25 3.23 ± 0.15 2.83 ± 0.39 3.13 ± 0.22 2.77 ± 0.19
Low 5.00 ± 0.00 4.97 ± 0.08 2.03 ± 0.18 3.03 ± 0.48 2.94 ± 0.25 3.03 ± 0.38

Foreign policy/security

High 1.83 ± 0.47 2.50 ± 0.86 3.63 ± 0.27 4.77 ± 0.19 4.90 ± 0.15 3.53 ± 0.43
Mid 3.10 ± 0.09 2.73 ± 0.25 3.23 ± 0.15 2.83 ± 0.39 3.13 ± 0.22 2.77 ± 0.19
Low 5.00 ± 0.00 3.33 ± 0.43 3.40 ± 0.51 1.80 ± 0.22 1.73 ± 0.25 2.47 ± 0.51

Immigration/border

High 5.00 ± 0.00 3.33 ± 0.43 3.40 ± 0.51 1.80 ± 0.22 1.73 ± 0.25 2.47 ± 0.51
Mid 3.10 ± 0.09 2.73 ± 0.25 3.23 ± 0.15 2.83 ± 0.39 3.13 ± 0.22 2.77 ± 0.19
Low 1.83 ± 0.47 2.50 ± 0.86 3.63 ± 0.27 4.77 ± 0.19 4.90 ± 0.15 3.53 ± 0.43

Judiciary/courts

High 1.80 ± 0.36 2.20 ± 0.36 3.83 ± 0.24 2.77 ± 0.34 4.90 ± 0.15 2.97 ± 0.22
Mid 3.10 ± 0.09 2.73 ± 0.25 3.23 ± 0.15 2.83 ± 0.39 3.13 ± 0.22 2.77 ± 0.19
Low 5.00 ± 0.00 3.30 ± 0.34 3.50 ± 0.26 2.63 ± 0.36 1.60 ± 0.19 2.57 ± 0.19

Table 7: MFT scores of top-5 selected personas by topic-conditioned position. Values are reported as mean ±
standard deviation. Cell shading is proportional to the mean score: lighter gray indicates lower values, darker gray
indicates higher values.

stay close to the corresponding topic-position pro-
file while increasing demographic diversity. More
specifically, each candidate is assigned a represen-
tative demographic signature combining: demo-
graphic triple (continent, settlement, education),
age band, gender, occupation group, and country
group. The signature space is restricted to the most
frequent values in the persona pool (Greco et al.,
2026):

• five demographic triples, covering about
78% of the pool: ("Europe", "Urban", "Ter-
tiary"), ("North America", "Urban", "Ter-
tiary"), ("Asia", "Urban", "Tertiary"), ("South
America", "Urban", "Tertiary"), ("North
America", "Rural", "Tertiary").

• two age bands, covering about 98%:"30-39",
"40-49". Together, these bands cover about
98% of the full persona pool.

• two gender categories, covering about 97%:
"Man", "Woman".

• five occupation groups, covering about 62%:
"Education & Academia", "Social Services &
Nonprofit", "Sales & Marketing", "Tech / IT /
Data", "Management / Operations / Admin"

• twenty country groups, covering about 75%:
"United States", "Poland", "Mexico", "Ger-
many", "Netherlands", "Philippines", "Brazil",
"Sweden", "India", "Canada", "Spain", "Italy",
"Turkey", "Czechia", "United Kingdom",
"Saudi Arabia", "Pakistan", "Portugal", "Rus-
sia", "Indonesia".

IW expansion. For the IW condition, we ex-
pand only the main neighbor-based selection
(IW-neigh), since this variant provides a local
anchor neighborhood around the best-matching
IW profile. For each topic-position pair ⟨t, pos⟩,
we keep the original top-5 personas and then add
nearby candidates from the full persona pool until
reaching 100 personas.

Added IW personas are selected in order of Eu-
clidean distance to the anchor, but only if they intro-
duce a new representative demographic signature
within the same topic-position cell. This yields a
top-100 IW expanded sample that remains local
to the original IW anchor while broadening demo-
graphic coverage. Figure 7 shows the resulting
expanded samples in the Inglehart–Welzel space.

MFT expansion. For the MFT condition, the fi-
nal RQ2 sample uses the top-80 selection. For each
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topic-position group ⟨t, pos⟩, we keep the origi-
nal top-5 personas and add 75 additional personas,
yielding 80 personas per group. Candidates are
first ranked by weighted Euclidean distance to the
corresponding topic-specific MFT target profile in
the six-dimensional MFT space. Thus, the primary
selection criterion is proximity in moral-foundation
scores.

We then apply two filters to the added candi-
dates. First, we use a consistency filter to avoid
adding personas whose moral profiles are close in
overall distance but inconsistent with the intended
direction of the target on the relevant foundations.

Second, we impose a demographic-diversity con-
straint. Figure 8 reports boxplots for these final top-
80 MFT samples. We can see that the expanded
samples preserve the main target-relevant contrasts
most clearly for binding foundations such as Loy-
alty, Authority, and Purity, while exact target match-
ing is more limited for Care, which is high across
much of the underlying persona pool. Thus, the
top-80 selection should be interpreted as a feasi-
ble proximity-based expansion rather than an exact
replication of the target moral profiles.

H Additional Results and Diagnostics

This appendix reports additional results and diag-
nostics supporting the main analyses. For RQ1,
Table 8 expands the stance analysis by separating
tweet- and bundle-level results and comparing the
best persona with the corresponding top-5 persona
group.

Table 9 reports the four scalar labels at bundle
level. Agreement, legitimacy, and endorsement
decrease across topics as offensiveness increases,
and the high-minus-low contrasts move with stance
within every condition, positively for agreement,
legitimacy, and endorsement and negatively for
offensiveness (Table 10). The label set therefore
behaves as the design intends, with offensiveness
oriented as a rejection signal rather than as a second
support score. The message-level means preserve
the same topic ordering with less polarized values
(Table 11).

Level and separation nevertheless dissociate
across topics. Judiciary/courts combines the
highest mean offensiveness (3.49) with the low-
est agreement (1.68), legitimacy (1.80), and en-
dorsement (1.32), yet shows almost no persona
separation on any label: under IW-neigh every
high-minus-low contrast falls within ±0.11. Re-

jection is also topic-dependent in tone, not only
in substance: mean offensiveness among reject-
ing responses rises from 2.70 for COVID/public
health and 2.80 for Economy/jobs/trade to
3.69 for Immigration/border and 3.86 for
Judiciary/courts (Table 12). This order-
ing holds within each selection strategy taken
separately, so it is not an artifact of pooling.
Judiciary/courts thus combines weak stance
differentiation with strongly patterned rhetorical
rejection, a message-driven rather than persona-
driven response, which Section 6.3 draws on to
explain the RQ3 mismatch.

Table 13 summarizes skipped malformed gener-
ations; the total parse-error rate is low.

Table 14 expands the RQ2 frequent closed item-
set analysis reported in the main text. It excludes
singleton itemsets and reports representative multi-
item patterns across topics, together with support
within the relevant response group and lift against
personas from the same strategy and topic that pro-
duced a different response.

Table 15 gives the topic-level Pew and synthetic
net scores behind the aggregate RQ3 metrics in
Table 4. Finally, Table 16 provides qualitative ex-
amples from IW-neigh best-profile outputs. Each
row reports one bundle-level response for a topic-
position pair, including the observed stance, emo-
tional reaction, and brief reason.
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Topic Condition Level High Best High Top-5 High ∆ Mid Best Mid Top-5 Mid ∆ Low Best Low Top-5 Low ∆

COVID/public health IW-neigh Tweet 0.55 0.07 -0.47 -0.14 0.09 +0.23 -0.06 -0.09 -0.02
Bundle 0.65 0.08 -0.58 -0.27 0.08 +0.35 -0.12 -0.15 -0.03

IW-contour Tweet 0.51 -0.02 -0.53 -0.18 -0.11 +0.07 -0.07 -0.09 -0.02
Bundle 0.65 -0.01 -0.66 -0.23 -0.14 +0.09 -0.04 -0.10 -0.06

MFT Tweet 0.34 0.51 +0.17 -0.01 0.15 +0.16 -0.12 0.04 +0.16
Bundle 0.42 0.61 +0.18 0.04 0.23 +0.19 -0.15 0.11 +0.26

Economy/jobs/trade IW-neigh Tweet 0.71 0.11 -0.60 0.50 0.14 -0.36 -0.33 -0.39 -0.07
Bundle 0.96 0.20 -0.75 0.75 0.29 -0.46 -0.45 -0.56 -0.12

IW-contour Tweet 0.77 -0.08 -0.85 0.46 0.35 -0.12 -0.38 -0.34 +0.04
Bundle 0.97 -0.07 -1.04 0.76 0.56 -0.20 -0.53 -0.50 +0.02

MFT Tweet 0.35 0.55 +0.20 -0.01 0.22 +0.23 -0.21 -0.22 -0.01
Bundle 0.62 0.82 +0.19 0.04 0.39 +0.35 -0.35 -0.34 +0.01

Foreign policy/security IW-neigh Tweet -0.02 -0.17 -0.14 -0.34 -0.27 +0.07 -0.42 -0.39 +0.03
Bundle 0.05 -0.10 -0.16 -0.36 -0.26 +0.10 -0.54 -0.45 +0.08

IW-contour Tweet -0.06 -0.14 -0.08 -0.39 -0.31 +0.08 -0.41 -0.46 -0.05
Bundle 0.02 -0.09 -0.11 -0.38 -0.30 +0.08 -0.51 -0.53 -0.02

MFT Tweet 0.32 0.36 +0.04 -0.30 -0.15 +0.16 -0.30 -0.31 -0.02
Bundle 0.49 0.52 +0.03 -0.30 -0.09 +0.22 -0.35 -0.33 +0.01

Immigration/border IW-neigh Tweet 0.47 -0.13 -0.60 -0.46 -0.19 +0.27 -0.90 -0.68 +0.22
Bundle 0.67 -0.08 -0.74 -0.48 -0.13 +0.35 -1.00 -0.74 +0.26

IW-contour Tweet 0.48 0.05 -0.44 -0.38 -0.27 +0.11 -0.88 -0.85 +0.03
Bundle 0.72 0.14 -0.58 -0.35 -0.27 +0.08 -0.98 -0.97 +0.01

MFT Tweet -0.81 -0.83 -0.02 -0.45 -0.15 +0.30 0.57 0.74 +0.17
Bundle -0.94 -0.95 -0.01 -0.52 -0.10 +0.42 0.80 0.93 +0.14

Judiciary/courts IW-neigh Tweet -0.45 -0.65 -0.20 -0.63 -0.60 +0.03 -0.75 -0.63 +0.12
Bundle -0.47 -0.73 -0.27 -0.63 -0.65 -0.01 -0.77 -0.69 +0.08

IW-contour Tweet -0.44 -0.54 -0.11 -0.66 -0.53 +0.13 -0.79 -0.61 +0.19
Bundle -0.37 -0.59 -0.22 -0.63 -0.53 +0.11 -0.80 -0.67 +0.13

MFT Tweet -0.19 -0.28 -0.09 -0.70 -0.59 +0.11 -0.69 -0.72 -0.04
Bundle -0.17 -0.29 -0.13 -0.87 -0.65 +0.22 -0.80 -0.81 -0.01

Table 8: Extended RQ1 mean stance table. Results are reported separately at tweet level and bundle level. For each
topic-conditioned persona position, Best is the highest-ranked persona, Top-5 is the average over the five selected
personas, and ∆ is Top-5 minus Best.

Topic t n Agr. Leg. Off. End.

COVID 1,170 2.85 2.89 2.25 2.28
Economy 5,023 2.81 2.88 2.26 2.26
Foreign policy 5,031 2.38 2.42 2.77 1.79
Immigration 2,424 2.19 2.27 3.16 1.59
Judiciary 1,350 1.68 1.80 3.49 1.32

Table 9: Mean secondary reception ratings by topic at
bundle level (1–5 scales), pooled over the three selec-
tion strategies and the three persona positions. Agr. =
agreement, Leg. = legitimacy, Off. = offensiveness, End.
= endorsement. Rows are ordered by increasing offen-
siveness; n is the number of persona–bundle judgments.

Strategy / Topic Stance Agr. Leg. Off. End.

IW-neigh
COVID +0.22 +0.14 +0.09 −0.29 +0.07
Economy +0.77 +0.92 +0.73 −0.49 +0.79
Foreign policy +0.35 +0.37 +0.32 −0.26 +0.13
Immigration +0.66 +0.96 +0.85 −0.57 +0.28
Judiciary −0.05 −0.07 −0.11 −0.10 −0.09

IW-contour
COVID +0.09 −0.02 −0.03 −0.28 −0.22
Economy +0.44 +0.46 +0.32 −0.17 +0.33
Foreign policy +0.43 +0.49 +0.38 −0.36 +0.32
Immigration +1.12 +1.56 +1.29 −0.89 +0.71
Judiciary +0.08 +0.11 +0.15 −0.27 +0.03

MFT
COVID +0.50 +0.80 +0.65 +0.02 +1.08
Economy +1.16 +1.47 +1.06 −0.46 +1.46
Foreign policy +0.86 +1.08 +0.83 −0.37 +1.01
Immigration −1.88 −2.81 −2.19 +0.99 −1.94
Judiciary +0.51 +0.73 +0.63 −0.45 +0.55

Table 10: High-minus-low persona-position contrasts
at bundle level, for stance and for the four scalar labels.
Positive values mean the high position scores higher
than the low position. Agreement, legitimacy, and en-
dorsement track stance, whereas offensiveness moves in
the opposite direction, as intended by the label design.
The sign reversal for MFT Immigration/border fol-
lows from its topic mapping, where the high position is
Care-oriented and the low position is Loyalty/Authority-
oriented (Table 6).
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Topic t n Agreement Legitimacy Offensiveness Endorsement

COVID 11,295 2.72 3.03 1.85 2.41
Economy 50,050 2.62 2.94 1.81 2.28
Foreign policy 49,950 2.22 2.45 2.36 1.84
Immigration 24,195 2.11 2.33 2.80 1.63
Judiciary 13,500 1.66 1.92 3.07 1.43

Table 11: Mean secondary reception ratings by topic at message level, the counterpart of Table 9. The topic ordering
is identical, but bundle-level values are more polarized, as expected when the judgment summarizes a coherent
topic-matched bundle rather than isolated posts.

By stance By strategy

Topic t support neutral reject IW-neigh IW-contour MFT

COVID 1.92 2.18 2.70 2.31 2.32 2.12
Economy 1.93 2.10 2.80 2.30 2.30 2.18
Foreign policy 2.24 2.39 3.26 2.82 2.84 2.65
Immigration 2.52 2.46 3.69 3.25 3.28 2.95
Judiciary 2.39 2.51 3.86 3.59 3.46 3.40

Table 12: Mean offensiveness at bundle level, broken down by response stance (support, neutral, reject) and by
selection strategy (IW-neigh, IW-contour, MFT). The tone penalty attached to rejection is topic-dependent, and the
topic ordering is preserved within each selection strategy taken separately.

Mode Variant Topic Records Skipped Rate

IW contour Foreign policy/security 1680 1 0.06%
IW neigh Foreign policy/security 1680 4 0.24%
IW neigh Immigration/border 810 5 0.62%
MFT top-5 Economy/jobs/trade 1680 17 1.01%
MFT top-5 Foreign policy/security 1680 4 0.24%
MFT top-5 Immigration/border 810 1 0.12%

Total – – 15030 32 0.21%

Table 13: RQ1 parse-error diagnostics. Rows report output files with at least one skipped parse error. Remaining
output files had zero skipped parse errors.
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Figure 6: MFT best profiles selected for each topic-position pair. Each radar chart corresponds to one topic and
shows the closest persona to the high (green), mid (grey), and low (red) moral target profiles in the six-dimensional
MFT space.
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Figure 7: Expanded IW-neigh persona samples used for RQ2. Each panel corresponds to one topic and shows
the expanded top-100 selection in the IW space. The selection preserves proximity to the original neighbor-based
topic-position anchors while increasing demographic-signature diversity.
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Figure 8: Boxplots for the expanded MFT top-80 persona samples used in RQ2. Each panel reports MFT score
distributions by topic-conditioned position: high in green, mid in gray, and low in red.

51592



Figure 8: (Continued) Boxplots for the expanded MFT top-80 persona samples used in RQ2.
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Strategy f Topic t Stance s Closed frequent itemset I |Gf,t,s| supp(I) Lift

IW Immigration support Authority = high; Proportionality = high; social trust = cannot trust people 200 0.63 1.37
IW Immigration support education = tertiary; Authority = high; Proportionality = high; social trust =

cannot trust people
200 0.62 1.37

IW Immigration support Authority = high; social trust = cannot trust people 200 0.64 1.35
IW Immigration support education = tertiary; Authority = high; social trust = cannot trust people 200 0.64 1.35
IW Immigration support Loyalty = high; Proportionality = high 200 0.60 1.34
IW Immigration support Authority = high; Proportionality = high 200 0.78 1.33
IW Immigration support education = tertiary; Authority = high; Proportionality = high 200 0.76 1.33
IW Immigration support Authority = high; Proportionality = high; settlement = urban 200 0.70 1.32
IW Immigration support education = tertiary; Authority = high; Proportionality = high; settlement =

urban
200 0.70 1.32

IW Immigration support education = tertiary; Authority = high 200 0.78 1.32
IW Immigration support Authority = high; Care = high; Proportionality = high 200 0.68 1.32
IW Immigration support education = tertiary; Authority = high; Care = high; Proportionality = high 200 0.68 1.32
MFT Immigration reject age = 30–39; settlement = urban 225 0.54 1.17
MFT Immigration reject age = 30–39; education = tertiary 225 0.56 1.16
MFT Immigration reject materialism orientation = postmaterialist; settlement = urban 225 0.54 1.15
MFT Immigration reject education = tertiary; settlement = urban 225 0.70 1.13

IW Judiciary support education = tertiary; Authority = high 219 0.63 1.11
IW Judiciary support Authority = high; Proportionality = high 219 0.61 1.11
IW Judiciary support education = tertiary; Authority = high; Proportionality = high 219 0.60 1.10
MFT Immigration reject continent = Europe; education = tertiary 225 0.53 1.09
MFT Judiciary neutral education = tertiary; IW Traditional–Secular = secular-rational 221 0.48 1.09
MFT Immigration reject education = tertiary; materialism orientation = postmaterialist 225 0.60 1.08
MFT Judiciary reject education = tertiary; IW Traditional–Secular = secular-rational 225 0.48 1.07
MFT Judiciary neutral education = tertiary; settlement = urban 221 0.58 1.06
MFT Judiciary reject education = tertiary; settlement = urban 225 0.57 1.05
MFT Immigration neutral education = tertiary; settlement = urban 194 0.68 1.05
MFT Judiciary neutral education = tertiary; materialism orientation = postmaterialist 221 0.53 1.03
MFT Judiciary neutral education = tertiary; gender = woman 221 0.52 1.03
MFT Judiciary neutral education = tertiary; national pride = not proud at all 221 0.49 1.03
MFT Judiciary reject education = tertiary; gender = woman 225 0.52 1.03
MFT Judiciary neutral age = 30–39; education = tertiary 221 0.55 1.02
MFT Immigration neutral age = 30–39; education = tertiary 194 0.53 1.02

IW COVID neutral education = tertiary; Care = high; settlement = urban 297 0.76 1.01
IW COVID neutral education = tertiary; Care = high; Proportionality = high; settlement = urban 297 0.69 1.01
IW COVID neutral education = tertiary; Care = high 297 0.80 1.01
IW COVID neutral Care = high; Proportionality = high 297 0.72 1.01
MFT COVID neutral age = 30–39; settlement = urban 220 0.52 1.02
MFT COVID neutral IW Traditional–Secular = secular-rational; settlement = urban 220 0.51 1.02
MFT COVID neutral education = tertiary; settlement = urban 220 0.60 1.01
MFT COVID reject education = tertiary; materialism orientation = postmaterialist 224 0.50 1.01
IW Economy reject age = 30–39; education = tertiary; settlement = urban 295 0.65 1.01
IW Economy reject age = 30–39; education = tertiary; Proportionality = high; settlement = urban 295 0.60 1.01
IW Economy reject age = 30–39; education = tertiary; Care = high; settlement = urban 295 0.60 1.01
IW Economy reject education = tertiary; settlement = urban 295 0.93 1.01
MFT Economy reject IW Traditional–Secular = secular-rational; settlement = urban 223 0.59 1.01
MFT Economy reject education = tertiary; IW Traditional–Secular = secular-rational 223 0.65 1.01
MFT Economy reject education = tertiary; settlement = urban 223 0.78 1.00
IW Economy support education = tertiary; Authority = high 300 0.60 1.01

Table 14: Broader selection of non-singleton closed frequent itemsets for RQ2. Support is computed within
⟨framework strategy, topic, observed response⟩ group. The first block reports the strongest multi-dimensional
patterns; the second reports secondary non-immigration patterns; the third reports weaker patterns for COVID/public
health and Economy/jobs/trade.

Topic Pew IW-neigh B IW-neigh T IW-contour B IW-contour T MFT B MFT T

COVID/public health -17.02 0.26 2.68 -8.21 -7.36 31.54 23.59
Economy/jobs/trade 8.12 -2.44 -4.84 -0.36 -2.50 28.38 17.79
Foreign policy/security -3.29 -27.03 -27.61 -30.61 -30.36 3.34 -3.34
Immigration/border -0.38 -31.30 -33.11 -36.67 -35.71 -4.08 -7.99
Judiciary/courts -5.71 -68.89 -62.38 -59.33 -55.96 -58.22 -53.16

Table 15: Topic-level net scores used for RQ3 diagnostics. Net is positive percentage minus negative percentage.
Pew values are weighted valid-response distributions. Synthetic values are computed from stance labels, with
support as positive and reject as negative. B = bundle level; T = tweet/message level.
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Topic t pos Stance s Emotional reaction Brief reason

COVID High support Mostly supportive Most messages are supportive of aid and public health
measures, with few neutral or negative remarks.

COVID Mid neutral Mixed feelings, cautious
optimism

Some claims are credible, many are conspiratorial and
offensive.

COVID Low reject Disgusted and concerned
about political rhetoric

Most messages are hostile, conspiratorial, and lack
constructive content.

Economy High support Strongly supportive,
some concerns about
hyperbole

Messages align with Linda’s values on low taxes, job
protection, and anti-foreign influence, though some are

hyperbolic or insulting.
Economy Mid support Mixed but generally

supportive of fiscal
responsibility

Lily sees many messages as aligning with her preference for
lower taxes, fiscal responsibility, and tough trade stance,

though some claims lack evidence.
Economy Low reject Discomfort with partisan,

offensive rhetoric
All messages are partisan, many contain insults or hateful

language, none align with my values.
Foreign policy High support Strongly supportive of

national security
Most messages align with anti-foreign influence, anti-leftist,

and anti-terrorism, which Maria supports.
Foreign policy Mid neutral Mixed feelings:

supportive of peace,
uneasy about hostility

Positive about peace deals, but some messages contain hostile
rhetoric.

Foreign policy Low reject Disgusted, uneasy All messages blame Biden, promote militarism, lack evidence,
and use hostile rhetoric, conflicting with values of peace and

community.
Immigration High support Concerned but uneasy Most messages emphasize a border crisis, aligning with

Maria’s security concerns; style is often insulting, reducing
endorsement.

Immigration Mid support Concerned but wary of
rhetoric

Supports border security but disapproves of hyperbole, insults,
and conspiratorial claims.

Immigration Low reject Deeply concerned and
disgusted

All messages contain hostile, xenophobic rhetoric lacking
evidence, contrary to inclusive values.

Judiciary High reject Skeptical, annoyed All messages are unsubstantiated, hostile, and lack credibility.
Judiciary Mid reject Disgusted and skeptical All messages contain unsubstantiated, hostile claims about

judicial misconduct, perceived as conspiratorial and offensive.
Judiciary Low reject Discomfort and

disapproval
The messages promote a travel ban and hostile rhetoric, which

Ingrid finds morally objectionable and lacking evidence.

Table 16: Qualitative examples from IW-neigh best-profile outputs. Each row reports one bundle-level response for
the best persona for each ⟨t, pos⟩ pair.
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