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Abstract

Memory systems have shown promise for im-
proving agent performance, but their potential
remains largely unexplored for small language
models, which struggle to generate sufficient
successful trajectories on their own. We pro-
pose Agent Memory Distillation (AMD), a
training-free framework that transfers struc-
tured knowledge from a large teacher agent to a
small student agent through hierarchical mem-
ory. AMD constructs three complementary
memory types from successful teacher trajec-
tories: Workflow memory encodes task-level
strategies, Subtask memory provides concrete
behavioral examples at an intermediate gran-
ularity, and Function memory captures per-
function calling conventions and common pit-
falls. Workflow and Subtask memories are
injected proactively at the start of each task,
while Function memory is retrieved reactively
upon tool-calling errors. We evaluate AMD
on three tool-use benchmarks using four stu-
dent models (4B–8B parameters) with GPT-5-
mini as the teacher, achieving average accuracy
gains of 27.2%p, 11.2%p, and 3.4%p on Ap-
pWorld, BFCL V3, and ToolSandbox, while
consistently outperforming existing memory-
based baselines. Further analysis shows that
Subtask memory contributes the largest gains,
teacher effectiveness depends on both teacher
capability and student compatibility, and 4B-
sized students benefit most from AMD.

1 Introduction

Memory has emerged as a critical component for
developing capable self-evolving agents, enabling
the reuse of successful behavioral patterns and
the avoidance of past failures (Zhao et al., 2024a;
Ouyang et al., 2025; Zhang et al., 2026). As mod-
ern agents increasingly rely on external tools such
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Figure 1: Motivation, Concept, and Results of AMD.
(A) Student-generated memory is limited by low task
success rates. (B) Naive teacher memory transfer yields
marginal gains due to the capability gap. (C) AMD
transfers hierarchical memories spanning task, subtask,
and function levels, making teacher knowledge acces-
sible to small students. (D) AMD achieves significant
accuracy gains across three benchmarks.

as APIs and predefined functions to tackle complex
tasks, the role of memory becomes even more es-
sential (Liao et al., 2025; Xu et al., 2026). In such
settings, memory helps agents recall effective tool-
use strategies from past interactions, improving
both efficiency and task success rates (Fang et al.,
2025; Xia et al., 2025). Moreover, memory can
encode tool conventions such as argument schemas
and return structures, enabling agents to invoke
tools more accurately and reliably (Du, 2026).

However, the potential of memory remains
largely unexplored for small agents, in contrast
to its demonstrated effectiveness with large propri-
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etary models (Wu et al., 2025; Luo et al., 2026).
A key challenge is that small agents typically ex-
hibit lower task success rates, resulting in memory
repositories that are dominated by unsuccessful
trajectories and contain only a limited number of
successful experiences, as shown in Figure 1 (A).
Although agents can reflect on past failures to im-
prove subsequent actions, the scarcity of success-
ful trajectories fundamentally limits the impact of
memory utilization (Hu et al., 2025; Allard et al.,
2026; Ding, 2026). To overcome this limitation, we
propose leveraging memories generated by stronger
teacher agents, whose superior performance yields
a rich source of successful trajectories and tool-use
examples. A related line of work also transfers
teacher experience to small students, for example
by extracting hints from failed trajectories to gen-
erate successful teacher trajectories and then fine-
tuning the student on them (Ibrahim et al., 2025).
Inspired by knowledge distillation (Hinton et al.,
2015; Kang et al., 2026), our method enhances stu-
dent agents in a training-free manner by directly
transferring the teacher’s experiences rather than
optimizing model parameters.

Despite access to high-quality teacher experi-
ence, we observe that naive memory transfer yields
only marginal improvements, comparable to those
achieved by student-generated memory alone. This
suggests that the capability gap between teacher
and student agents remains a major obstacle to ef-
fective memory distillation, analogous to the knowl-
edge gap observed in conventional knowledge dis-
tillation (Mirzadeh et al., 2020; Guo et al., 2020).
For example, a teacher memory may recommend a
high-level strategy such as "Log in first to start the
playlist," while the student lacks the prerequisite
knowledge to execute the login procedure itself, as
shown in Figure 1 (B). Furthermore, small models
are known to exhibit limited in-context learning
ability and weaker instruction-following capacity
compared to larger models, leading to difficulties in
effectively interpreting and applying teacher mem-
ories even when they are directly provided (Wei
et al., 2022; Zhao et al., 2024b; Shen et al., 2024).
These factors collectively highlight the need for a
principled knowledge transfer strategy tailored to
agent memory distillation.

In this work, we introduce Agent Memory Dis-
tillation (AMD), a novel framework for transfer-
ring teacher agent experiences to small student
agents. Rather than relying on a single memory rep-
resentation, AMD constructs three types of mem-

ory from teacher experiences, organized in a hi-
erarchical structure spanning task-level, subtask-
level, and function-level granularities to facilitate
effective comprehension and application of teacher
knowledge, as illustrated in Figure 1 (C). Specifi-
cally, Workflow memory captures overall task com-
pletion strategies, enabling the student to decom-
pose tasks into subtasks and establish a coherent
high-level plan. Subtask memory provides con-
crete action examples for each subtask, allowing
the student to reference successful teacher behav-
iors at an intermediate level. Finally, Function
memory encodes detailed tool schemas and usage
examples, which are retrieved when the student
encounters tool-calling errors during inference to
guide correct tool execution.

To validate the effectiveness of AMD, we con-
duct experiments across three benchmarks using
four small language models (4B or 8B parameters)
as student agents, with GPT-5-mini serving as the
teacher. AMD consistently achieves substantial per-
formance improvements over the zero-shot baseline
across all student models, with average accuracy
gains of 27.2%p on AppWorld (Trivedi et al.,
2024), 11.2%p on BFCL V3 (Patil et al., 2025),
and 3.4%p on ToolSandbox (Lu et al., 2024),
while outperforming all memory-based baselines
that are not designed for the memory distillation
setting (Ouyang et al., 2025; Fang et al., 2025;
Shen et al., 2026). Beyond accuracy, AMD also
reduces the number of interaction turns required by
the student, yielding trajectories that more closely
resemble those of the teacher agent. We further
reveal that each memory type contributes distinctly
to knowledge transfer, that transfer quality depends
on both teacher accuracy and teacher-student com-
patibility, and that 4B-scale students tend to benefit
most from teacher memory distillation.

In conclusion, this work presents the first system-
atic investigation into effective teacher-to-student
memory transfer for small agents. By first identi-
fying the limitations of naive memory transfer, we
propose a hierarchically structured memory distil-
lation framework that enables small student agents
to better comprehend and apply teacher knowledge
across multiple levels of task granularity. We hope
this work provides a solid foundation for future
research on agent memory distillation and the de-
velopment of more capable small LLM agents by
enhancing their ability to effectively leverage the
accumulated experiences of stronger agents.
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2 Related Work

2.1 LLM Agents with Memory

Memory enables agents to leverage previous experi-
ences by following successful patterns while avoid-
ing repeated failures (Zheng et al., 2024; Zhang
et al., 2025; Tang et al., 2025; Zhang et al., 2026).
Reflexion (Shinn et al., 2023) first demonstrates the
potential of verbalized self-feedback and episodic
memory buffers for agent self-improvement. Ex-
peL (Zhao et al., 2024a) enables agents to col-
lect experience, extract cross-task insights, and
retrieve them during future inferences. Simi-
larly, AWM (Wang et al., 2024) extracts and
reuses common multi-step workflows, while Rea-
soningBank (Ouyang et al., 2025) samples can-
didate trajectories through test-time scaling and
generates reasoning insights for upcoming tasks.
MemP (Fang et al., 2025) proposes procedural
memory that distills agent trajectories into multi-
level abstractions and investigates effective mem-
ory management mechanisms. ReflecTool (Liao
et al., 2025) stores tool-wise experience in memory
and retrieves relevant trajectories at inference time.
SASM (Shen et al., 2026) further proposes subtask-
level memory alignment to address granularity mis-
match in instance-level memory retrieval. However,
existing methods are predominantly evaluated with
large proprietary models such as GPT-4 (Achiam
et al., 2023) or Gemini 2.5 (Comanici et al., 2025),
overlooking the limitation of memory utilization
in small agents stemming from their degraded rea-
soning and instruction-following capabilities. We
address this gap by providing small agents with
structured, multi-level knowledge distilled from
teachers in a detailed and accessible form.

2.2 Knowledge Distillation in LLM

Knowledge distillation (Hinton et al., 2015) has
long been studied as a paradigm for transferring
knowledge from a stronger teacher model to a
smaller student model, with demonstrated effective-
ness across a wide range of LLM settings (Sanh
et al., 2019; Hsieh et al., 2023; Gu et al., 2024;
Guo et al., 2025). Recent works have extended
this paradigm to agentic settings. SAD (Liu et al.,
2025) segments teacher trajectories into reason-
ing and action spans and applies segment-wise dis-
tillation losses. Agent Distillation (Kang et al.,
2026) transfers full task-solving behaviors, includ-
ing retrieval and code tool use, from teacher to
student models, and SCoRe (Lyu et al., 2025) in-

troduces a reinforced distillation framework based
on student-centered short-horizon reinforcement
learning. However, these approaches rely on pa-
rameter updates through costly training and do not
explore memory-based knowledge transfer. Agent-
Distill (Qiu et al., 2025) takes a training-free ap-
proach by directly reusing teacher-generated MCPs,
yet it does not enable students to leverage teacher
memory directly. Memory Transfer Learning (Kim
et al., 2026) investigates inter-model knowledge
transfer but is not designed for the teacher-student
distillation setting. It is also well established that
the capability gap between teacher and student
models can fundamentally limit distillation effec-
tiveness (Mirzadeh et al., 2020; Guo et al., 2020;
Xu et al., 2025). To the best of our knowledge,
AMD is the first work to systematically address
teacher-to-student memory distillation, explicitly
accounting for the capacity gap through a princi-
pled hierarchical memory transfer design.

3 Agent Memory Distillation

We present AMD, a novel framework that trans-
fers teacher memory to a small student agent. We
first formalize the problem setting in Section 3.1,
then describe multi-level memory generation by a
teacher in Section 3.2 and memory retrieval and
utilization by a student in Section 3.3.

3.1 Problem Formulation

We focus on multi-turn tool-use reasoning tasks,
where an agent π operates in an interactive envi-
ronment by issuing a sequence of tool calls from
a predefined set F and receiving observations in
return. Given a task s, the agent produces a trajec-
tory τ =

(
(a1, o1), . . . , (aT , oT )

)
, where at ∈ F

is a tool call and ot is the resulting observation at
step t. We distinguish between a teacher agent πT ,
backed by a large and capable language model, and
a student agent πS , backed by a small model (4B
or 8B parameters). Given a task set S, we first
run πT on S to collect a set of teacher trajectories
DT = {τT1 , ..., τTN}, where N = |S|. We then
use πT to construct a memory storeM from DT ,
which is subsequently transferred to πS . At infer-
ence time, πS retrieves relevant memories fromM
to guide its reasoning on S . The goal of AMD is to
maximize the task performance of πS through ef-
fective utilization of teacher-generated memories:

max
M

Es∼S
[
R
(
πS(s;M)

)]
, (1)
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Figure 2: Hierarchical Memory Generation and Injection in AMD. (Left) The teacher agent generates three
types of memory from successful trajectories. (Right) At inference time, Workflow and Subtask memories are
proactively injected into the system prompt, while Function memory is reactively retrieved upon tool-calling errors.

where R(πS(s;M)) denotes the task success re-
ward obtained by πS on task s given memoryM.

3.2 Hierarchical Memory Generation

AMD constructs three types of memory from the
teacher’s past experiences, organized at different
levels of task granularity. AMD employs πT to
construct each memory type from DT

+ ⊆ DT , the
subset of successful teacher trajectories, producing
a memory storeM =Mwf ∪Mst ∪Mfn, where
Mwf ,Mst, andMfn denote Workflow, Subtask,
and Function memories.

Workflow Memory Workflow memory captures
the teacher’s high-level task-completion strategy.
For each successful trajectory τTi ∈ DT

+, a verbal-
ized insight is produced that describes the overall
approach taken by the teacher in natural language,
covering the apps and tools involved, key precon-
ditions, and decision rules for task completion, as
well as validation cues and common failure pat-
terns to avoid. The insight abstracts over concrete
runtime values: identifiers, credentials, file paths,
and other dynamic inputs are replaced with typed
placeholders (e.g., <ID>, <EMAIL>, <FILE_PATH>),
so that the memory remains applicable to future
tasks with different specific inputs. Together with
a natural language query that characterizes the
task, the insight forms a workflow memory entry
mwf

i = (qi, insi), which is encoded into a dense
vector for retrieval. The resulting memory bank

Mwf = {mwf
i }

|DT
+|

i=1 provides the student agent
with a high-level task plan before execution be-
gins, enabling it to identify the relevant tools and
establish a coherent action sequence.

Subtask Memory Subtask memory provides
concrete behavioral examples at an intermediate
level of granularity, bridging the gap between high-
level workflow plans and low-level tool calls. For
each successful trajectory τTi ∈ DT

+, we decom-

pose the trajectory into a sequence of coherent sub-
task segments {ei,1, . . . , ei,Ki}, where each seg-
ment corresponds to a semantically meaningful
unit of the teacher’s behavior, such as authenticat-
ing with a service or executing a sequence of re-
lated API calls to fulfill one subtask. Segmentation
is performed by a teacher LLM prompted to iden-
tify semantically coherent units in the trajectory,
optionally guided by rule-based heuristics that pro-
vide candidate breakpoint hints. Each segment ei,k,
which contains the concrete execution examples
(tool calls or executable code paired with the corre-
sponding observations from the teacher), is stored
together with a label ℓi,k, a short natural language
description di,k, forming a subtask memory entry
mst

i,k = (ℓi,k, di,k, ei,k). Each description di,k is
encoded into a dense vector for retrieval, and all
entries across all trajectories constitute the subtask

memory bankMst =
⋃|DT

+|
i=1 {mst

i,k}Ki
k=1.

Function Memory Function memory captures
fine-grained tool invocation knowledge at the level
of individual function calls, built directly from the
successful teacher trajectories and optionally aug-
mented with the corresponding function documen-
tation. For each successful trajectory τTi ∈ DT

+, we
extract its constituent function invocations, indexed
by j ∈ {1, . . . , Ji}. Each record stores the func-
tion name fi,j and a concrete teacher example Ei,j ,
and is optionally augmented with the API docu-
mentation doc(fi,j) that specifies the argument and
response schema. The example Ei,j comprises the
executable invocation together with its surround-
ing context, along with any returned observation
when available. This context makes the rationale
for the call apparent, namely why the function was
invoked at that step and what constraints govern its
arguments. Together these form a function memory
entry mfn

i,j = (fi,j , Ei,j , doc(fi,j)). Unlike the
workflow and subtask banks queried through dense
vector similarity, function entries are indexed by
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function name fi,j , constituting the memory bank

Mfn =
⋃|DT

+|
i=1 {m

fn
i,j }Jij=1.

3.3 Memory Retrieval and Injection
At inference time, πS retrieves relevant memories
from M via embedding-based cosine similarity,
where all memory entries are pre-encoded using a
pretrained text embedding model. Memories below
a minimum similarity threshold are discarded.

Proactive Injection Workflow and Subtask
memories are injected once at the beginning of
each task, before the agent begins execution. For
Workflow memory, the task instruction serves
as the retrieval query, and the top-k entries are
retrieved from Mwf . The retrieved insight is
prepended to the system prompt, providing πS with
a high-level plan before it issues any tool calls.

For Subtask memory, a student πS first decom-
poses the task instruction into an ordered sequence
of subtask labels (up to six). Each subtask label
is used as an independent retrieval query against
Mst, and the best-matching memory mst is re-
trieved per subtask with deduplication across sub-
tasks to avoid redundant examples. The retrieved
segments, including their execution examples and
observations, are injected alongside Workflow in
the system prompt.

Reactive Injection Function memory is re-
trieved reactively in response to execution failures.
When a tool call returns an error, the name of the
failing function is used to look up candidate records
inMfn, which is indexed by function name. When
multiple records exist for the same function, they
are ranked by the cosine similarity between the
current task instruction and the stored reasoning
of each record, and the top examples are selected.
The retrieved records are formatted as a hint block
and appended to the error message in the current
context, providing πS with targeted corrective guid-
ance at the moment of failure without inflating the
context during successful execution.

4 Experiment

4.1 Experimental Setup
Benchmarks We evaluate AMD on three bench-
marks that cover diverse tool-use settings. App-
World (Trivedi et al., 2024) is a multi-app agent
benchmark in which an agent must complete com-
plex, multi-step tasks by interacting with a set of
simulated real-world applications such as email,

messaging, and payment services via Python API
calls. The unit of action is a block of Python code
executed in a stateful interpreter, and success is
measured by database-state unit tests. We evaluate
on the test_normal subset consisting of 168 tasks.
BFCL V3 (Patil et al., 2025) is a function-calling
benchmark that evaluates an agent’s ability to in-
voke the correct functions with accurate arguments.
Each action of the agent is a structured function
call, and user turns are pre-specified. An entry is
correct only if every turn matches the expected API
state and a minimal viable call path. We use the
multi-turn base subset of 200 tasks. ToolSand-
box (Lu et al., 2024) is a stateful, conversational
tool-use benchmark where tools depend on a shared
world state and on prior tool calls. Each action
of the agent is a JSON tool call, with an LLM-
simulated user driving the dialogue. Trajectories
are scored against human-authored milestones and
minefields. We evaluate on the base subset of 129
scenarios, using GPT-5-mini as the user simulator.

Baselines We compare AMD against the teacher
agent and student Zero-shot performance, as well
as three representative agent memory frameworks
adapted to the teacher-to-student transfer setting.
ReasoningBank (Ouyang et al., 2025) represents
a flat, task-level memory approach that retrieves
a single reasoning insight per task. MemP (Fang
et al., 2025) organizes memory into hierarchical
procedural abstractions, but is designed for same-
model self-evolution rather than cross-model trans-
fer. SASM (Shen et al., 2026) introduces subtask-
level retrieval granularity, but applies a single uni-
form memory type without distinguishing between
planning, execution, and error-recovery knowledge.
Memory is generated from the same set of teacher
trajectories and applied at student inference time
following each method’s proposed protocol.

Implementation Details We use GPT-5-mini
as the teacher agent and evaluate four stu-
dent models: Qwen3-4B, Qwen3-8B (Yang
et al., 2025), Gemma4-E4B (Google DeepMind,
2026), and Llama3.1-8B (Grattafiori et al., 2024).
Memory entries are encoded using OpenAI’s
text-embedding-3-small model. At inference
time, we retrieve the top-1 Workflow memory en-
try and the top-1 Subtask segment per decomposed
subtask, and the top-1 Function memory record
per failing function call (k = 1). To ensure robust
evaluation, each experiment was repeated twice,
and their average performance is reported.
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Table 1: Main results across three benchmarks. ∆
shows absolute accuracy gains of AMD over zero-shot.
Method AppWorld BFCL V3 ToolSandbox Average

Teacher Agent
GPT-5-mini 50.00 36.50 28.68 38.39

Student Agents
Qwen3-4B

Zero-shot 14.88 15.50 16.28 15.55
ReasoningBank 10.71 24.25 16.28 17.08
MemP 16.67 28.25 14.73 19.88
SASM 15.48 15.25 18.22 16.32
AMD 49.40 38.50 20.16 36.02
∆ +34.52 +23.00 +3.88 +20.47

Gemma4-E4B
Zero-shot 24.40 37.25 18.22 26.62
ReasoningBank 30.36 40.25 15.12 28.58
MemP 20.83 35.25 15.89 23.99
SASM 22.02 36.75 12.40 23.72
AMD 54.17 46.00 21.71 40.63
∆ +29.77 +8.75 +3.49 +14.00

Qwen3-8B
Zero-shot 25.60 38.00 20.16 27.92
AMD 51.79 45.50 25.58 40.96
∆ +26.19 +7.50 +5.42 +13.04

Llama3.1-8B
Zero-shot 8.93 9.00 5.43 7.79
AMD 27.38 14.50 6.20 16.03
∆ +18.45 +5.50 +0.77 +8.24

4.2 Experimental Results
We report the evaluation results across all bench-
marks and student models in Table 1. AMD consis-
tently outperforms all baselines in every model and
benchmark, highlighting the effectiveness of hier-
archical memory distillation from a teacher agent.

AMD vs. Baselines AMD achieves average ac-
curacy gains of 27.2%p, 11.2%p, and 3.4%p over
zero-shot across the four student models on App-
World, BFCL V3, and ToolSandbox, respectively.
In contrast, the three baseline memory methods
yield inconsistent improvements and, in several
cases, degrade performance relative to zero-shot.
For instance, ReasoningBank reduces Qwen3-4B
accuracy on AppWorld from 14.88% to 10.71%,
while MemP and SASM show similarly unstable
behavior across models. These results suggest that
directly transferring flat or inadequately structured
teacher memory may introduce noise or exceed
the comprehension and instruction-following capa-
bilities of smaller students. AMD mitigates these
limitations by organizing teacher knowledge hier-
archically across multiple granularities and using
representations appropriate for each memory level,
making the transferred knowledge more accessible
to the student agent.

Robustness under Disjoint Evaluation In our
main experiments, memory is distilled and evalu-
ated within the same benchmark. This setup leaves
open the possibility that a task benefits from mem-
ory built from its own trajectory. We therefore
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Figure 3: Interaction steps on two benchmarks. AMD
brings the student’s turn count closer to the teacher’s,
particularly where the zero-shot gap is large.

evaluate AMD under two protocols that prevent
such self-retrieval: cross-split evaluation and self-
excluded retrieval. AMD retains most of its im-
provement under both protocols, with monotonic
gains preserved on all three benchmarks. Protocol
details and full results are in Appendix B.3.

Matching and Surpassing the Teacher AMD
enables small student models to achieve teacher-
level performance on several benchmarks. On
AppWorld, Gemma4-E4B (54.17%) and Qwen3-
8B (51.79%) surpass GPT-5-mini performance
(50.00%) with AMD while Qwen3-4B shows com-
parable performance (49.40%) with the teacher.
Moreover, on BFCL V3, three students outperform
the teacher, and this advantage persists in aggregate:
Gemma4-E4B (40.63%) and Qwen3-8B (40.96%)
exceed the teacher’s average accuracy (38.39%).
Together, these results indicate that the student is
not merely imitating the teacher’s trajectories, in-
stead, AMD distills transferable decision-making
patterns that each student re-instantiates under its
own inductive biases, allowing the distilled behav-
ior to exceed the source of supervision.

Interaction Efficiency Beyond accuracy, AMD
also shapes the student’s interaction efficiency in
a manner consistent with the teacher. As shown in
Figure 3, on AppWorld, zero-shot students issue
far more turns than the teacher (e.g., 23.8 vs. 10.1
for Qwen3-4B), reflecting inefficient exploration
without prior knowledge. AMD substantially re-
duces this gap, bringing the student’s turn count
much closer to the teacher’s (14.9 for Qwen3-4B,
7.2 for Gemma4-E4B). On BFCL V3, where the
zero-shot turn counts already align closely with the
teacher’s (around 8 to 11 turns), AMD preserves
this efficiency without significant change. This pat-
tern suggests that AMD transfers not only what
to do but also how efficiently to do it, and the de-
gree of alignment tracks the original gap between
teacher and zero-shot student behavior.
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Figure 4: Effect of student model size on AMD per-
formance. Accuracy increases with model size, while
accuracy gain peaks at 4B.

5 Analysis

5.1 Ablation on Memory Components

We report the contribution of each memory compo-
nent by incrementally adding Workflow, Subtask,
and Function memories on top of each other in
Table 2. Workflow memory alone yields consis-
tent gains over zero-shot across both benchmarks,
providing the student with a task-level plan before
execution. Adding Subtask memory produces the
largest incremental improvement, particularly on
AppWorld (e.g., +25.0%p for Qwen3-4B over WF
alone), confirming that concrete behavioral exam-
ples at the subtask level are the most critical com-
ponent for complex, long-horizon tasks. Function
memory contributes additional gains when com-
bined with Workflow and Subtask, though its ef-
fect is smaller in magnitude. We also compare
against a variant that uses student-generated mem-
ories in place of teacher memories (Student Mem-
ory), which yields results close to zero-shot perfor-
mance on AppWorld and substantially below AMD
on both benchmarks. This confirms that the quality
and completeness of the teacher’s trajectories are
essential: the student’s own experience, being less
reliable, does not provide the structured knowledge
necessary for effective memory-guided execution.
Appendix B.5 further shows that these gains stem
from semantically coherent subtask units rather
than a particular segmentation. Boundaries are con-
sistent across segmentation prompts and models,
and retrieval quality is robust to boundary perturba-
tions.

5.2 Effect of Teacher Agent

We report the effect of substituting different teacher
agents on AppWorld in Table 3. For the stronger
Qwen3-8B student, teacher accuracy is a reliable
predictor of distillation quality: GPT-5.5 (91.08%)
yields the highest student accuracy (58.93%), fol-
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Figure 5: Effect of retrieval count k on AMD perfor-
mance. Accuracy at k=1 is near-optimal for all memory
types, and increasing k generally degrades performance.

lowed by DeepSeek V4 Pro (81.55%, 57.14%),
GPT-5-mini (50.00%, 51.79%), and Qwen3-32B
(34.42%, 39.29%). A more accurate teacher com-
pletes more tasks successfully, supplying a larger
and higher-quality pool of successful trajectories
from which richer memories are extracted. For the
weaker Qwen3-4B student, however, this ordering
breaks down: GPT-5-mini achieves the best stu-
dent performance (49.40%), outperforming even
DeepSeek V4 Pro (38.10%) despite its substantially
lower teacher accuracy. These results indicate that
AMD substantially mitigates the capability gap,
although a modest gap remains between the 4B
student and the teacher models, suggesting room
for further refinement of memory distillation.

5.3 Effect of Student Model Size

Figure 4 shows AppWorld accuracy as a function of
student model size within the Qwen3 family (1.7B
to 14B), using GPT-5-mini as the teacher. AMD
accuracy increases consistently with model size
(21.43%, 49.40%, 51.79%, and 52.68% for 1.7B,
4B, 8B, and 14B, respectively), while the accuracy
gain peaks at 4B (+34.52%p) and diminishes for
larger models. At 1.7B, the student’s limited ca-
pacity constrains its ability to effectively utilize
the injected memories, resulting in modest abso-
lute accuracy despite a non-trivial gain over the
zero-shot baseline. At 8B and 14B, AMD accuracy
matches and even slightly surpasses the teacher’s
performance level (50.00% on AppWorld), with
marginal room for further improvement at this
scale. Together, these results indicate that AMD
is effective across a range of student model sizes,
with the largest relative benefit accruing to models
around 4B that are capable enough to leverage the
transferred knowledge while still having substan-
tial room for improvement over their relatively low
zero-shot baseline.
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Table 2: Ablation study across models and benchmarks. WF, ST, and FN denote workflow, subtask, and function
memory.

Method AppWorld BFCL V3
Qwen3-4B Qwen3-8B LLaMA3.1-8B Gemma4-E4B Qwen3-4B Qwen3-8B LLaMA3.1-8B Gemma4-E4B

Zero-shot 14.88 25.60 8.93 24.40 15.50 38.00 9.00 37.25

WF 22.02 30.36 11.31 30.36 35.50 40.00 11.50 45.50
WF + FN 24.11 33.93 14.88 40.48 35.50 41.50 12.50 46.00
WF + ST 47.02 51.19 30.36 53.57 37.50 45.50 14.00 45.00
WF + ST + FN 49.40 51.79 27.38 54.17 38.50 45.50 14.50 46.00

Student Memory 16.07 29.76 8.93 25.60 27.00 43.00 9.50 44.50

Table 3: Effect of teacher agents on AppWorld. GPT-
5-mini shows the strongest transfer effectiveness for
Qwen3-4B student.

Teacher Teacher Acc Qwen3-4B Qwen3-8B

Zero-shot - 14.88 25.60

GPT-5.5 91.08 47.02 58.93
DeepSeek V4 Pro 81.55 38.10 57.14
GPT-5-mini 50.00 49.40 51.79
Qwen3-32B 34.42 29.76 39.29

5.4 Effect of Retrieval Count

In Figure 5, we present AppWorld accuracy as the
number of retrieved memories per type is varied
from 1 to 5 (Qwen3-4B, GPT-5-mini teacher). Per-
formance at k=1 is already optimal or near-optimal
for all three memory types, and increasing k gener-
ally does not improve accuracy. The effect is most
pronounced for Subtask memory, where accuracy
drops monotonically from 49.40% to 33.34% as
k increases. Workflow memory shows a moderate
decline, while Function memory remains stable
across k. We attribute this degradation to the lim-
ited capacity of small student models: injecting
additional lower-ranked memory entries increases
the likelihood of introducing irrelevant or loosely
matched content, which interferes with task exe-
cution. This highlights the importance of precise,
high-confidence memory injection over breadth.

5.5 Impact of Memory Representation

We ablate the representation format for each mem-
ory type, comparing natural language text against
a code-centric format, and report the results in Ta-
ble 4. For Workflow memory, a natural language
insight outperforms a code-centric format (49.40%
vs. 44.05%), as task-level strategies are more nat-
urally and generalizably expressed in prose. For
Subtask memory, the code-centric format, which
pairs a brief textual description with concrete exe-
cutable code blocks, outperforms a purely natural
language description (49.40% vs. 23.21%). Exe-

Table 4: Effect of memory representation on App-
World. Our design choice achieves the best accuracy.

Workflow Sub-task Function Acc

Code Code Code 44.05
Text Code Code 49.40
Text Text Code 23.21
Text Code Text 47.62
Text Text Text 26.19

cutable examples provide unambiguous, directly
actionable patterns for API invocation that small
models can follow more reliably than abstract de-
scriptions. Replacing Function memory with natu-
ral language also degrades performance (47.62% vs.
49.40%), and replacing all three types with natural
language yields a large drop (26.19%), underscor-
ing the importance of retaining concrete code ex-
amples at the subtask and function levels. Together,
these results suggest that the optimal representation
varies by memory granularity: high-level planning
knowledge transfers best as natural language, while
low-level execution knowledge is better conveyed
through concrete code.

5.6 Qualitative Results

Figure 6 presents a case study on a representative
AppWorld task that requires an agent to approve all
pending Venmo payment requests received within
the current month and subsequently withdraw the
remaining balance to a designated card. This task
is well-suited for illustrating the cascading contri-
bution of each memory type, as each type resolves
a distinct failure mode that the previous configu-
ration could not address. Without any memory in-
jection, the agent misinterprets the temporal scope
of the task and processes requests beyond the cur-
rent month. Workflow memory corrects this by
encoding the implied temporal constraint into the
procedural template. This correction, however, ex-
poses a lower-level datetime compatibility failure
that traps the agent in a self-repair loop until it ex-
hausts its step budget. Adding Subtask memory

51700



resolves this issue by injecting a verified parsing
pattern derived from successful prior trajectories.
With the temporal filtering now handled correctly,
the agent successfully approves the target requests
but encounters a runtime error at the withdrawal
stage. The agent’s self-repair attempt fails to re-
cover, and the task remains incomplete. Function
memory resolves this final failure by providing
the correct API usage pattern, enabling the agent
to extract the balance and complete the full task.
These results demonstrate that the three memory
types form a complementary hierarchy operating
at distinct layers of agent competence, spanning
task planning, execution strategy, and API interac-
tion. All three are necessary for the agent to reach a
correct solution on tasks requiring their combined
coverage.

6 Conclusion

We presented Agent Memory Distillation (AMD),
a training-free framework for transferring teacher
agent experiences to small student agents through
hierarchically structured memory. We first iden-
tified that naive memory transfer yields only
marginal improvements due to the capability gap
between teacher and student agents, and showed
that this gap cannot be bridged by simply pro-
viding high-quality teacher memories. AMD ad-
dresses this by constructing three complementary
memory types at different levels of task granular-
ity: Workflow memory for high-level planning,
Subtask memory for concrete behavioral refer-
ences, and Function memory for fine-grained tool
invocation guidance. Experiments across three
benchmarks with four student models demonstrate
that AMD consistently outperforms zero-shot base-
lines and all memory-based baselines, with some
students approaching or even surpassing teacher-
level performance. Ablation studies further con-
firm that each memory type contributes distinctly
to knowledge transfer, and that effective distilla-
tion requires careful alignment between memory
complexity and student capacity. We hope AMD
provides a foundation for future research on scal-
able and training-free knowledge transfer for small
language model agents.

Limitations

First, AMD is evaluated only on text-based tool-use
benchmarks that involve Python APIs or structured
function calls, so its generalization to less struc-

tured agentic settings remains unverified. Such
settings include multimodal environments in which
agents must ground actions in visual observations,
as well as coding tasks, where the action space is
not a fixed set of callable operations but open-ended
code that the agent must generate from scratch.
Second, memory is constructed offline from a fixed
set of teacher trajectories and remains frozen at
inference time. The framework therefore cannot in-
corporate the student’s own successes and failures
at test time, nor can it adapt to distribution shifts
between the teacher’s demonstrations and the tasks
the student actually encounters. Finally, AMD de-
pends on the quality and suitability of the teacher
trajectories. As shown in Table 3, a stronger teacher
does not always yield larger student gains, since the
benefit also hinges on teacher–student compatibil-
ity. Adaptive teacher selection, that is, determining
which teacher best suits a given student, thus re-
mains an open problem for future work.

Ethical Considerations

We identify several ethical considerations that
should be taken into account when deploying
memory-augmented tool-use agents in real-world
scenarios. Because our Agent Memory Distillation
framework efficiently transfers procedural knowl-
edge from a teacher to a student, any unaligned
behaviors, biases, or hallucinated API patterns
present in the teacher’s demonstrations could inad-
vertently be propagated. To mitigate these risks and
prevent unintended system interactions, we recom-
mend that practical deployments be accompanied
by standard safeguards, such as strict authorization
boundaries, robust sandboxing, and human-in-the-
loop oversight for critical actions.
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A Algorithmic Details

Algorithm 1 presents the complete AMD inference
pipeline. At the beginning of each task, the stu-
dent agent πS retrieves the top-k workflow mem-
ory entry fromMwf using the task instruction s
as the retrieval query, and the retrieved insight is
prepended to the system prompt. πS then decom-
poses s into an ordered sequence of subtask labels
T = {t1, . . . , tL}, each of which is used as an
independent retrieval query against Mst. Dedu-
plication is applied across retrieved segments to
prevent the same segment from being injected mul-
tiple times when multiple subtask labels map to the
same memory entry. Both the workflow insight and
the retrieved subtask segments are injected into the
system prompt before any tool calls are issued.

During the execution loop, each tool call ai ∈ F
is conditioned on the preceding observation oi−1.
When oi−1 reports an error, the failing function
names are extracted from it. The extracted names
serve as the query for looking up candidate records
inMfn. The retrieved records are then added to
the context used to generate ai. When multiple
records exist for the same function, they are ranked
by the cosine similarity between the current task
context, and the top-k examples are formatted as a
hint block. This reactive injection is applied only
upon failure, so that the context is not inflated dur-
ing successful execution. The loop continues until
the task is marked complete or the maximum num-
ber of steps Tmax is reached.

B Additional Experiment Results

B.1 Impact of Each Memory Type

Table 2 presents the full ablation results across
all four student models on AppWorld and BFCL
V3. The contribution ordering holds for almost
every model and benchmark. Subtask (ST) memory
provides the largest incremental gain when added
on top of Workflow (WF) memory, and Function
(FN) memory contributes additional but smaller
improvements.

Several model-specific patterns are worth not-
ing. For LLaMA3.1-8B on AppWorld, adding FN
memory to the WF+ST configuration decreases
accuracy from 30.36% to 27.38%, a trend not ob-
served in the other models. We attribute this to the
relatively weaker instruction-following capacity of
LLaMA3.1-8B. The additional context introduced
by Function memory during error recovery may

cause the model to deviate from the planned exe-
cution rather than correct its behavior. This obser-
vation is consistent with the general finding that
weaker models benefit less from additional mem-
ory injection when their comprehension capacity is
already near its limit.

For Gemma4-E4B, adding FN memory consis-
tently improves performance across both bench-
marks and all configurations. On AppWorld, for
instance, accuracy rises from 30.36% under WF
to 40.48% under WF+FN. This suggests that the
model has a relatively stronger capacity for incor-
porating reactive error-correction guidance than
models of similar scale.

Across all models, the Student Memory vari-
ant yields results close to zero-shot on AppWorld
and substantially below AMD on both benchmarks.
This confirms that the quality of teacher trajectories
is a critical factor. The student’s own experience is
dominated by unsuccessful trajectories and there-
fore does not provide the structured and reliable
knowledge necessary for effective memory-guided
execution.

B.2 Detailed Case Studies by Memory Type

Figure 7, Figure 8, Figure 9 present three repre-
sentative case studies corresponding to workflow,
subtask, and function memory, respectively, illus-
trating how injected memory alters the agent’s be-
havior. In each case, the agent without memory
and the agent with memory both reach the same in-
termediate state, but only the memory-augmented
agent selects the correct next action. Without mem-
ory, the Qwen3-4B agent receives only the task
instruction and lacks the procedural knowledge to
act on it. These cases show that each failure is
resolved when the teacher-generated memory pro-
vides the specific procedural knowledge that the
small model is missing, such as a planning step, an
API call sequence, or a response structure.

Workflow Memory. Workflow memory captures
high-level planning strategies and it is injected up-
front before execution begins. In Figure 7, the
agent without memory parses the trip note but does
not know the intermediate step of resolving names
into contact identities, so it calls a non-existent API
and then repeatedly revisits the same API documen-
tation until reaching the step limit. Injecting the
workflow memory supplies the identity resolution
procedure, enabling the agent to map all names and
complete the transactions in substantially fewer
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Algorithm 1 AMD: Student Agent Inference with Hierarchical Memory

Require: Task s, student agent πS (decomposer πS
decomp, coder πS

coder), memories Mwf ,Mst,Mfn,
retrieval count k, threshold δ, max subtasks N

Ensure: Trajectory τ = {(a1, o1), . . . , (aT , oT )}

1: m← [ ] ▷ Initialize message history
// Proactive injection: once per task, before execution

2: Hwf ←Mwf.retrieve(s, k, δ) ▷ Retrieve workflow memory
3: if Hwf ̸= ∅ then m.append([Workflow] Hwf ) ▷ Inject workflow memory
4: end if

5: {t1, . . . , tL} ← πS
decomp(s,N) ▷ Decompose s into subtask labels

6: Hst ← ∅ ▷ Initialize subtask memory
7: for each subtask label tl do
8: Rst

l ←Mst.retrieve(tl, k, δ) ▷ Top-k segments by similarity to tl
9: Hst ← Hst ∪ { e ∈ Rst

l : e.label /∈ Hst.labels } ▷ Accumulate, dedup by label
10: end for
11: if Hst ̸= ∅ then m.append([Subtask] Hst) ▷ Inject subtask memory
12: end if

// Execution loop: reactive injection on error
13: o0 ← ε ▷ No prior observation
14: repeat
15: Hfn ← ∅ ▷ Initialize function memory
16: if DetectError(oi−1) then
17: f ← ExtractFuncNames(oi−1) ▷ Failing function names
18: Hfn ←Mfn.retrieve(f, k) ▷ Lookup by function name
19: end if
20: if Hfn ̸= ∅ then
21: ai ← πS

coder(m ∥ [Function] Hfn) ▷ Coder with function memory
22: else
23: ai ← πS

coder(m) ▷ Coder without function memory
24: end if
25: oi ← Execute(ai) ▷ Run tool call
26: m.append(ai); m.append(oi) ▷ Log action & observation
27: until task complete or max steps reached
28: return τ

steps.

Subtask Memory. Subtask memory records cor-
rect API call sequences for sub-goals and it is also
injected upfront. In Figure 8, the agent without
memory calls the wrong API endpoint and retrieves
only a single page, producing an incorrect total of
$341 instead of the correct $833. The subtask mem-
ory identifies the correct API call with a pagination
loop, allowing the agent to retrieve all pages and
compute the accurate total.

Function Memory. Function memory provides
a successful API call example from the teacher
when the student’s API call fails, serving as an
on-demand correction at the point of failure. In
Figure 9, the agent without memory parses the API
response with the wrong key and silently skips a

$391 withdrawal. The function memory provides a
multi-key parser derived from the teacher’s success-
ful call, so the agent reads the correct response field
on the first attempt and completes the withdrawal.

B.3 Robustness of Distilled Memory under
Disjoint Evaluation

In our main experiments, memory is distilled and
applied within the same benchmark. This raises a
natural question about whether the observed gains
reflect the real utility of the distilled memory, or
whether a task could simply be benefiting from
memory derived from the same task. To answer
this, we evaluate our method under two protocols
in which the tasks used to build memory are kept
separate from those used at evaluation, so that every
gain comes only from memory distilled from other
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tasks. All experiments in this section use Qwen3-
4B as the student model.

Cross-split evaluation We split each benchmark
into disjoint memory-construction and evaluation
subsets at a 7:3 ratio, distill memory from the
memory-construction subset alone, and test on the
held-out evaluation subset.

Self-excluded retrieval We distill memory over
the full benchmark, but during evaluation, each
task retrieves memory distilled from other tasks,
never its own. Compared to the cross-split setup,
this preserves a larger memory pool while ensuring
that no task uses memory distilled from itself.

Results Table 6 reports success rates for both
protocols on AppWorld, BFCL V3, and ToolSand-
box. Both protocols preserve monotonic gains from
Zero-shot to WF, WF+ST, and WF+ST+FN, and
the full configuration clearly outperforms the Zero-
shot baseline on every benchmark. Since no task
can rely on memory from itself in either setup,
these results indicate that the improvements come
from the utility of the distilled memory rather than
from memory construction and evaluation shar-
ing the same tasks. On AppWorld, self-excluded
retrieval slightly outperforms cross-split evalua-
tion, which is consistent with the larger memory
pool available when distilling over the full task
set. We further note that the full configuration
(WF+ST+FN) results under both protocols stay
close to the final AMD accuracy for Qwen3-4B in
the main results (Table 1), indicating that AMD
retains substantial gains even when memory con-
struction and evaluation are disjoint.

B.4 Robustness of Distilled Memory across
Repeated Runs

We assess run-to-run robustness by repeating the
zero-shot and AMD configurations five times un-
der the same experimental setup, using Qwen3-4B
as the student model. Table 5 reports the mean
and standard deviation of the success rate across
the five runs. AMD achieves higher mean success
rates than the zero-shot baseline across all three
benchmarks. The standard deviations remain be-
low one percentage point in all settings and are
substantially smaller than the corresponding mean
improvements, demonstrating that AMD’s gains
are stable across repeated runs.

B.5 Reliability of Subtask Segmentation and
Decomposition

We analyze the reliability of the two LLM-
dependent stages of Subtask memory: teacher-side
segmentation and student-side decomposition. All
analyses use successful teacher (GPT-5-mini) tra-
jectories on AppWorld with Qwen3-4B as the stu-
dent.

Teacher-side segmentation consistency. We
compare segmentation boundaries across three
prompts (Goal, API-flow, Semantic), three models
(Qwen3-4B, Qwen3-8B, GPT-5-mini), and the rule-
based heuristic used for breakpoint hints. As shown
in Table 7, agreement is strong (Jaccard ±1 0.735–
0.872, Rand Index 0.829–0.935), and the gap be-
tween Jaccard and one-step-tolerant Jaccard indi-
cates that most disagreements are one-step bound-
ary shifts rather than completely different decom-
positions. The LLM segmentation also aligns well
with the rule-based heuristic at a level comparable
to cross-model agreement.

Student-side decomposition retrieval quality.
We test whether the student’s own decomposition
produces useful retrieval queries at inference time,
by having GPT-5-mini score each retrieved seg-
ment on a 0–2 helpfulness scale. As shown in
Table 8, student decomposition retrieves appropri-
ate segments in 71.6% of cases versus 11.1% for
a random-retrieval control. Since the judge model
is the same as the teacher, we focus on the margin
over the random control rather than the absolute
scores.

Robustness to segmentation noise. We perturb
teacher boundaries with probability p via shift
(move boundaries locally), merge (remove bound-
aries), and split (insert boundaries). As shown in
Table 9, retrieval identity (stab) degrades most un-
der merging (0.923 to 0.450 at p=0.5), yet the frac-
tion of retrievals judged appropriate (appr) remains
nearly flat across all perturbations, which indicates
that retrieval returns a slightly different but compa-
rably useful segment. This suggests that Subtask
memory benefits from storing executable code ex-
amples as semantically coherent units, rather than
from any particular placement of segment bound-
aries.

C Additional Implementation Details

Memory Generation For Workflow memory
generation, we use the prompt shown in Figure 13.
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Table 5: Mean ± standard deviation of success rate (%) across five runs for each benchmark with Qwen3-4B as the
student model.

Method AppWorld BFCL V3 ToolSandbox

Zero-shot 14.48± 0.69 15.33± 0.76 16.54± 0.44
AMD 49.60± 0.91 38.67± 0.58 20.16± 0.78

Table 6: Success rates under the two disjoint-evaluation protocols with Qwen3-4B as the student model. WF, ST,
and FN denote workflow, subtask, and function memory.

Protocol Memory Success Rate (%)

AppWorld BFCL V3 ToolSandbox

Cross-split evaluation

Zero-shot 16.07 16.13 16.67
WF 21.43 25.81 18.75
WF + ST 39.29 27.42 20.83
WF + ST + FN 41.07 30.65 22.92

Self-excluded retrieval

Zero-shot 14.88 15.50 16.28
WF 23.21 22.50 19.38
WF + ST 40.48 30.50 20.16
WF + ST + FN 46.43 31.00 23.26

The teacher LLM is instructed to produce a single
short insight describing the overall task-completion
strategy at a high level, covering the apps and tools
involved, key preconditions, decision rules, valida-
tion cues, and common failure patterns to avoid,
and explicitly mentioning key API functions in
app.function_name form. Concrete runtime val-
ues such as user IDs, credentials, and file paths
are replaced with typed placeholders (e.g., <ID>,
<EMAIL>, <FILE_PATH>), so that the insight re-
mains applicable to future tasks with different spe-
cific inputs. For Subtask memory segmentation,
we use the prompt shown in Figure 14. The teacher
LLM is prompted to identify semantic boundaries
within the trajectory and to produce, for each re-
sulting segment, a short phrase label and a one-
sentence description. To guide this process, we ad-
ditionally provide the teacher LLM with rule-based
breakpoint hints derived from API call boundaries,
and the prompt recommends keeping the number of
subtask segments per trajectory to at most six. For
Function memory, each memory stores the func-
tion name together with a concrete example drawn
from a successful teacher trajectory. This example
comprises the function call and its surrounding con-
text, from which the rationale for the call can be
inferred. For benchmarks with rich API documen-
tation such as AppWorld, we additionally attach
the corresponding argument and response schema
to each memory. For benchmarks with minimal
tool schemas, such as BFCL V3 and ToolSand-
box, each memory uses only the concrete example
drawn from the successful teacher trajectory.

Memory Retrieval All memory entries are en-
coded using OpenAI’s text-embedding-3-small
model. Retrieval is performed via cosine similarity
between the query embedding and all stored mem-
ory embeddings. A minimum similarity threshold
δ is applied, below which candidates are discarded.
We set k=1 for all three memory types in the main
experiments, retrieving the top-1 Workflow entry,
the top-1 Subtask segment per decomposed sub-
task label, and the top-1 Function record per failing
function. Deduplication is applied across retrieved
Subtask segments to prevent the same segment
from being injected multiple times when multiple
subtask labels map to the same memory entry.

Student Subtask Decomposition At the begin-
ning of each task, πS is prompted to decompose the
task instruction into an ordered sequence of sub-
task labels using the prompt shown in Figure 15.
Decomposition is performed prior to any tool calls
and is constrained to at most six subtasks. The re-
sulting labels are then used as independent retrieval
queries againstMst.

Benchmark-Specific Details On AppWorld, the
teacher agent accesses Python API calls and a su-
pervisor application for retrieving credentials, and
we evaluate on the test-normal subset of 168 tasks.
Since AppWorld provides rich API documentation,
each function memory is augmented with the cor-
responding argument and response schema. On
BFCL V3, we use the multi-turn base subset of 200
tasks, and on ToolSandbox we use the base subset
of 129 tasks. Both benchmarks have only minimal,
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Table 7: Boundary consistency of teacher-side segmentation. Agreement across segmentation prompts (left),
segmentation models (right), and the rule-based heuristic that provides breakpoint hints (bottom). Jaccard±1 allows
a one-step boundary tolerance.

Across prompts (GPT-5-mini) Across models (Goal prompt)

Pair Jaccard Jaccard
±1

Rand
Index Pair Jaccard Jaccard

±1
Rand
Index

Goal↔API-flow 0.731 0.872 0.935 Qwen3-4B↔Qwen3-8B 0.607 0.837 0.908
Goal↔Semantic 0.689 0.863 0.919 Qwen3-4B↔GPT-5-mini 0.511 0.735 0.829
Semantic↔API-flow 0.696 0.859 0.918 GPT-5-mini↔Qwen3-8B 0.568 0.762 0.851

LLM vs. Rule-based Heuristic GPT-5-mini↔Heuristic 0.521 0.776 0.855

Table 8: Retrieval quality of student-side decomposition. Each retrieved segment is judged by GPT-5-mini on a 0–2
helpfulness scale for the corresponding execution step.

Condition Appropriate (2) Partial (1) Inappropriate (0) Mean score

Student decomposition (Qwen3-4B) 71.6% 25.6% 2.8% 1.688
Random retrieval 11.1% 21.6% 67.3% 0.439

Table 9: Robustness to teacher-side segmentation noise. stab measures whether the perturbed top-1 retrieval comes
from the same task as the clean top-1, sim is the top-1 cosine similarity, and appr is the fraction judged appropriate
by GPT-5-mini.

shift merge split

p stab sim appr stab sim appr stab sim appr

0.0 0.923 0.686 0.701 0.923 0.686 0.708 0.923 0.686 0.703
0.1 0.868 0.683 0.701 0.847 0.682 0.682 0.921 0.686 0.696
0.2 0.854 0.683 0.682 0.794 0.679 0.656 0.921 0.686 0.713
0.3 0.847 0.679 0.691 0.737 0.671 0.663 0.921 0.686 0.706
0.5 0.653 0.669 0.660 0.450 0.644 0.651 0.914 0.687 0.701

signature-derived tool schemas rather than rich doc-
umentation, so on both we build function memory
solely from the concrete examples in successful
teacher trajectories.

Inference All student agents are allowed a maxi-
mum of 40 interaction steps per task and are served
with vLLM for efficient inference. For the Qwen3
models, we disable thinking mode during inference
to ensure a fair comparison with the other student
models. The teacher agent, GPT-5-mini, is queried
through the OpenAI API.

D Memory Examples and Generation
Prompts

We present concrete examples and generation de-
tails for each of the three memory types introduced
in our framework. Figure 10 through Figure 12
show representative Workflow, Subtask, and Func-
tion memory entries, illustrating how successful
teacher trajectories are distilled into structured,
reusable knowledge at each level of granularity. We
also provide the prompts used to construct these

memories, namely the Workflow generation prompt
in Figure 13 and the Subtask segmentation prompt
in Figure 14. Finally, Figure 15 shows the prompt
with which the student agent decomposes each task
instruction into an ordered list of subtask labels,
which then serve as queries for retrieving Subtask
memory.

E Usage of AI Assistants

We utilize AI assistants to support experimental
code development, related work survey, and paper
writing. All outputs generated by AI assistants
were carefully reviewed and verified by the authors
to ensure the accuracy and integrity of the reported
results and written content.
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Case Study: Cascading Effect of Each Memory Type
Task ccf4b82_1: Approve all pending Venmo payment requests I have received in this month, and withdraw the remaining Venmo
balance, if any, to my card ending in 8907.

WF Memory ST Memory (5 segments) FN Memory

Always retrieve Venmo credentials from
supervisor.show_account_passwords and
venmo.login, then paginate
show_received_payment_requests

(status=‘pending’) and approve only those with
created_at in the current month via
approve_payment_request(payment_request_id=<ID>,

access_token=<TOKEN>). After approvals, call
show_venmo_balance to get the numeric balance,
locate the target card by matching last four
digits with show_payment_cards, and call
withdraw_from_venmo_balance(amount=<AMOUNT>,

payment_card_id=<ID>, access_token=<TOKEN>).
Validate: each approval response contains
"message" and withdrawal returns
bank_transfer_id. Avoid missing pagination,
incorrect date parsing, or absent
payment_request_id.

1. retrieve passwords and login
2. fetch pending requests
while True:
page = show_received_payment_requests(
status=‘pending’, page_index=pi)

if not page: break
pending.extend(page); pi += 1

3. approve payment requests
for req in pending_requests:
created_dt = fromisoformat(
req.get(‘created_at’))

if created_dt.year==now.year and
created_dt.month==now.month:
pending_this_month.append(req)

...
for req in pending_this_month:
pid = req.get(‘payment_request_id’)
resp = approve_payment_request(pid, ...)
approved_ids.append(pid)

4. withdraw balance and complete

if num.endswith(‘8907’):
target_id = c[‘payment_card_id’]

if venmo_balance > 0.0:
withdraw_from_venmo_balance(
amount=venmo_balance,

payment_card_id=target_id)

5. supervisor.complete_task()

venmo_balance_resp =

show_venmo_balance(...)

venmo_balance = 0.0

if isinstance(

venmo_balance_resp, dict):

for k in (‘balance’,

‘amount’,

‘venmo_balance’,

‘current_balance’):

if k in venmo_balance_resp and

isinstance(

venmo_balance_resp[k],(int,float)):

venmo_balance=

float(venmo_balance_resp[k])

break

(1) Workflow Memory month-scope filter

Zero-shot (✗ with 17 steps) WF (✗ with 40 steps)

Step 6 Without a date filter, all 38 all-time pending requests are
collected.
while True:

page = apis.venmo.show_received_payment_requests(
access_token=venmo_access_token,
status=‘pending’, page_index=page_index)

if not page: break
payment_requests.extend(page)
page_index += 1

# 38 requests (all-time); IDs 213,1992,4598,...not this month

Step 3 The WF hint triggers a month filter, narrowing the list to 19
requests.
now = datetime.now(timezone.utc)
pending_this_month = []
for req in pending_requests:

created_dt = datetime.fromisoformat(
req.get(‘created_at’))

if (created_dt.year == now.year and
created_dt.month == now.month):

pending_this_month.append(req)
# Found 19 pending requests created this month

(2) Subtask Memory escape parse loop and reach withdrawal

WF (✗ with 40 steps) WF+ST (✗ with 8 steps)

Steps 7–40 The date-parse loop exhausts the step limit and
withdrawal is never reached.
# TypeError: ‘>=’ not supported
# between str and FakeDatetime
# 30+ retry variations; step limit (40)
# exhausted –- complete_task() never called
# answer = “not_given” ✗

Steps 3–4 Seg.3 supplies a working date parse and approve loop,
passing all 19 requests.
# [ST segment #3: approve payment requests]
created_dt = datetime.fromisoformat(created_at)
if created_dt.year==now.year and

created_dt.month==now.month:
pending_this_month.append(req)

# 19 requests; then approved all 19
# approved_ids: [6166,6167,...,214]

(3) Function Memory show_venmo_balance dict-key fix

WF+ST (✗ with 8 steps) WF+ST+FN (✓ with 7 steps)

Step 5 The dict response is compared as a float, causing a crash.
Self-repair picks the wrong key.
venmo_balance = apis.venmo.show_venmo_balance(

access_token=venmo_access_token)
# Response: {"venmo_balance": 391.0}
if venmo_balance > 0.0: # TypeError: dict > float
venmo_balance[‘balance’]
# KeyError: ‘balance’ (correct key: ‘venmo_balance’)
# withdrawal never executed ✗

Step 6 The FN teacher example iterates candidate keys, extracts
$391, and completes the withdrawal.
# [FN: venmo.show_venmo_balance]
venmo_balance_resp =

apis.venmo.show_venmo_balance(...)
venmo_balance = 0.0
if isinstance(venmo_balance_resp, dict):

for k in (‘balance’, ‘amount’,
‘venmo_balance’,
‘current_balance’):
if k in venmo_balance_resp and isinstance(

venmo_balance_resp[k], (int, float)):
venmo_balance = float(venmo_balance_resp[k])
break

# venmo_balance = 391.0 withdraw $391

Analysis. WF memory constrains approval to requests created within the current month, without which the baseline processes all 38
historical requests and withdraws a stale $17 instead of $391. ST memory supplies a working date-parsing pattern that resolves the
timestamp type mismatch causing the WF-only agent to exhaust its 40-step budget before reaching the withdrawal step. FN memory
supplies a key-iteration pattern for the show_venmo_balance response that both WF-only and WF+ST agents incorrectly pass into a
float comparison, correctly extracting the balance of $391 and completing the withdrawal that passes the remaining 5 test cases.

Figure 6: Cascading Effect of Each Memory Type
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Workflow Memory — Planning and High-level Strategy

Injected memory search travel related notes, resolve names into contacts, and then send transactions.

‘. . . inspect api_docs.show_api_doc and fetch credentials first, then page through simple_note.search_notes
/ show_note to locate the trip note and parse lines: I owe <NAME> $<AMT> → payment, <NAME> owes me
$<AMT> → request. Resolve identities via phone.search_contacts and venmo.search_users’ before calling
create_transaction / create_payment_request. . . .

Both runs reach Trip note parsed, and debtor/creditor names known.

Without memory (✗ with 40 steps) With memory (✓ with 23 steps)

Step 8 Call a non-existent API without checking docs.

# calls non-existent API
for debtor, amount in transactions:

result = apis.venmo.create_request(
recipient=debtor,
amount=amount,
note=‘For Miami trip’)

# Exception: No API named
# ‘create_request’ found in venmo

Steps 10–40 Re-read the same doc 31× and never
resolve contacts.
# repeated ×31
print(apis.api_docs.show_api_doc(

app_name=‘venmo’,
api_name=‘create_transaction’))

# step limit; 0 transactions sent

Step 13 Map all 8 names to contacts via
phone.search_contacts.

# resolve all 8 names
erika_c = apis.phone.search_contacts(

access_token=phone_token,
query=‘Erika’)

troy_c = apis.phone.search_contacts(
access_token=phone_token,
query=‘Troy’)

# ... same pattern for remaining names

Step 14 Send all 8 transactions and requests in a single
loop.

# send all 8 in one loop
for t in transactions:

if t[‘direction’] == ‘receive’:
apis.venmo.create_payment_request(

access_token=venmo_token,
contact=t[‘contact’],
amount=t[‘amount’],
description=t[‘description’])

else:
apis.venmo.create_transaction(

access_token=venmo_token,
contact=t[‘contact’],
amount=t[‘amount’],
description=t[‘description’])

# 8 payments / requests completed

Analysis Without memory, the agent could not connect parsed names to payment identities, so it got
stuck and repeatedly checked the same API documentation until it hit the step limit. With memory, it
followed a clear identity-resolution step, used phone.search_contacts to map names, and completed all 8
payments within 23 steps.

Figure 7: Case Study for Workflow Memory
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Subtask Memory — Detailed Subtask Execution Example

Injected memory paginate through show_received_payment_requests, filter the results by date, and sum
the amounts.

from datetime import datetime, timedelta
today = datetime.utcnow().date()
start_date = today - timedelta(days=9)
# paginate all received payment requests, filter by date
while True:

page = apis.venmo.show_received_payment_requests(
access_token=venmo_access_token,
page_index=page_index, page_limit=20)

if not page: break
for req in page:

if start_date <= created_date <= today:
total_requested += float(req[‘amount’])

page_index += 1
...
apis.supervisor.complete_task(answer=total_requested)

Both runs reach Venmo login completed, payment requests fetched and filtered by date.

Without memory (✗ with 9 steps) With memory (✓ with 4 steps)

Step 6 Fetch sent requests, page 0 only.

sent_payment_requests =
apis.venmo.show_sent_payment_requests(

access_token=venmo_access_token,
page_index=0, page_limit=5)

# 5 results (page 0 only, wrong direction)

Step 8 Sum the 5 fetched amounts.

total_amount = sum(
request[‘amount’]
for request in filtered_requests)

# Total: $341.00 (page 0 only, wrong direction)

Step 3 Paginate received requests across all pages.

while True:
page = apis.venmo.show_received_\

payment_requests(
access_token=venmo_access_token,
page_index=page_index, page_limit=20)

if not page: break
for req in page:

if start_date <= created_date:
total_requested += float(

req[‘amount’])
page_index += 1

# Total: $833.00

Analysis Without memory, the agent used show_sent_payment_requests, and only retrieved the first
page (page_index=0, page_limit=5), so it saw just 5 entries and incorrectly computed a total of $341.
With memory, the agent correctly used show_received_payment_requests, iterated through all pages
using a pagination loop, applied the correct date filter, and accurately computed the total as $833 in 4 steps.

Figure 8: Case Study for Subtask Memory
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Function Memory — API Request and Response Structure for Error-fix

Injected memory parse the response dict for the balance and extract it as a float value.

venmo_balance_resp = apis.venmo.show_venmo_balance(access_token=...)
# injected immediately after show_venmo_balance returns
venmo_balance = 0.0
if isinstance(venmo_balance_resp, dict):

for k in (‘balance’, ‘amount’, ‘venmo_balance’, ‘current_balance’):
if k in venmo_balance_resp and isinstance(venmo_balance_resp[k], (int, float)):

venmo_balance = float(venmo_balance_resp[k])
break

# response (success): {‘venmo_balance’: 391.0}

Both runs reach show_venmo_balance function call returns {‘venmo_balance’: 391.0}

Without memory (✗ with 8 steps) With memory (✓ with 7 steps)

Step 7 Assume key balance and hit a KeyError.

venmo_balance = apis.venmo.show_venmo_balance(
access_token=venmo_access_token)

print(f‘Venmo balance: ...’)
if venmo_balance[‘balance’] > 0.0:

withdraw_resp =
apis.venmo.withdraw_from_venmo_balance(...)

# KeyError: ‘balance’

Step 8 Recover with a membership guard, but the
wrong key makes it False.

if ‘balance’ in venmo_balance \
and venmo_balance[‘balance’] > 0.0:

withdraw_resp =
apis.venmo.withdraw_from_venmo_balance(...)

else:
print(‘No Venmo balance to withdraw.’)

apis.supervisor.complete_task()
# guard False, withdrawal skipped, $391 left

Step 6 Use the injected memory to read the balance
from any key.

venmo_balance_resp = apis.venmo.show_venmo_balance(
access_token=venmo_access_token)

venmo_balance = 0.0
if isinstance(venmo_balance_resp, dict):

for k in (‘balance’, ‘amount’,
‘venmo_balance’, ‘current_balance’):

if k in venmo_balance_resp and \
isinstance(venmo_balance_resp[k], (int,

float)):
venmo_balance = float(venmo_balance_resp[k])
break

# venmo_balance: 391.0

Step 7 Execute the withdrawal with the parsed value.

if venmo_balance > 0.0:
withdraw_resp =

apis.venmo.withdraw_from_venmo_balance(
amount=venmo_balance,
payment_card_id=target_card_id,
access_token=venmo_access_token)

apis.supervisor.complete_task()
# Money withdrawn from Venmo balance.

Analysis Without memory, the agent encountered a KeyError, recovered using a fallback check based
on wrong key balance, and silently skipped the withdrawal, leaving $391 remaining in the account. With
memory, the agent correctly applied a multi-key parser at the error point, identified the correct field
venmo_balance = 391.0 on the first attempt, and completed the withdrawal successfully.

Figure 9: Case Study for Function Memory
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Workflow Memory Example

Source: teacher Task ID: 1150ed6_3

Apps: phone, spotify, supervisor

Query: Play any song released in 2020 from my Spotify playlists (use my Spotify account, en-
sure 〈access_token〉, enumerate playlists with paging and collect unique song IDs before starting
playback).

Insight: When automating cross-app work, first retrieve credentials via supervi-
sor.show_account_passwords and inspect each endpoint with apis.api_docs.show_api_doc
to confirm required params (e.g., 〈access_token〉) and response fields. Use robust paging (while True
with page_index) when enumerating libraries (spotify.show_playlist_library) and collect unique
IDs before calling detail endpoints (spotify.show_playlist / spotify.show_song); resolve recipients
with phone.search_contacts and locate threads with phone.search_text_messages before sending
via phone.send_text_message. Validation cue: always assert presence of 〈access_token〉 and that
returned lists/ids are non-empty (or log raw content) before acting; common failure pattern to
avoid is brittle free-text parsing of note content or assuming contact name uniqueness—fall back to
scanning raw note text if parsing fails.

Figure 10: Workflow Memory Example
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Sub-task Memory Example

Task ID: 652485c_3 Segment Index: 1 Apps: spotify
Label: retrieve liked songs Description: Fetch the list of liked songs from Spotify.
Code Block 1: Check available Spotify API descriptions.
print(apis.api_docs.show_api_descriptions(app_name='spotify'))

Observation 1: Returns a list of all available Spotify API names and descriptions, including
show_liked_songs, show_playlist_library, play_music, add_to_queue, etc.
Code Block 2: Inspect the show_liked_songs API documentation.
print(apis.api_docs.show_api_doc(app_name='spotify', api_name='show_liked_songs'))

Observation 2: API doc reveals that show_liked_songs requires access_token (string, required), and accepts
optional page_index (integer, ≥ 0), page_limit (integer, 1–20), and sort_by (string). Response returns a list
of song objects with song_id, title, album_id, album_title, duration, artists, and liked_at.
Code Block 3: Attempt to fetch liked songs with page_limit=50 (incorrect).
spotify_access_token = login_result["access_token"]
liked_songs = []
page_index = 0
page_limit = 50 # Increase page limit to get more songs in fewer pages
while True:

page_result = apis.spotify.show_liked_songs(
access_token=spotify_access_token,
page_index=page_index,
page_limit=page_limit

)
if not page_result:

break
liked_songs.extend(page_result)
page_index += 1

print(f"Found {len(liked_songs)} liked songs")

Observation 3:
Execution failed. Exception: Response status code is 422:
{"message":"Validation error. Reason: page_limit: Input should be less than or equal to 20"}

Code Block 4: Fetch liked songs with corrected page_limit=20.
spotify_access_token = login_result["access_token"]
liked_songs = []
page_index = 0
page_limit = 20 # Maximum allowed page limit
while True:

page_result = apis.spotify.show_liked_songs(
access_token=spotify_access_token,
page_index=page_index,
page_limit=page_limit

)
if not page_result:

break
liked_songs.extend(page_result)
page_index += 1

print(f"Found {len(liked_songs)} liked songs")

Observation 4: Found 9 liked songs

Figure 11: Sub-task Memory Example
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Function Memory Example

Function: phone.search_contacts

Teacher example:

# Step 2: Find Melissa in contacts using the existing phone_login_result
phone_access_token = phone_login_result['access_token']
melissa_contacts = apis.phone.search_contacts(access_token=phone_access_token, query='Melissa')
print(melissa_contacts)

Parameters:
- access_token (string, required): Access token obtained from phone app login.
- query (string, optional, default=): Search query for the contacts list.
- relationship (string, optional): Relationship with the person in the contacts list to filter by.
- page_index (integer, optional, default=0, value ≥ 0.0): The index of the page to return.
- page_limit (integer, optional, default=5, value ≥ 1.0, ≤ 20.0): The maximum number of results

to return per page.

Response (success):

[{"contact_id":1,"first_name":"string","last_name":"string",
"email":"user@example.com","phone_number":"string",
"relationships":["string"],"birthday":"string",
"home_address":"string","work_address":"string",
"created_at":"2019-01-01T00:00:00"}]

Figure 12: Function Memory Example
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Workflow Memory Build Prompt for AppWorld Tasks

You are provided with an AppWorld task instruction and a trajectory of Python code steps taken to solve it.
Each step shows the code the agent wrote and the output it received from the AppWorld environment. The
agent called various app APIs to complete the task.

Your job is to generate a retrieval-friendly memory for future similar tasks. Assume this memory is stored only
for successful tasks.

Rules:
- Output exactly one short paragraph (2–4 sentences) as generalized insight.
- Keep the wording principle-level, not task-specific script.
- You MUST mention the key API functions used in app.function_name form (for example, venmo.login,

venmo.show_transactions, file_system.show_directory). Include all APIs that are broadly reusable across
similar tasks.

- Include only APIs/actions that are supported by the trajectory evidence; do not invent unseen APIs.
- Focus on decision rules and verification logic, not call-by-call steps.
- Replace concrete values with placeholders when needed (for example 〈ID〉, 〈AMOUNT〉, 〈EMAIL〉).
- Do not repeat or paraphrase the task goal; the query already stores the instruction.
- Include at least one validation cue and one common failure pattern to avoid.
- Keep it under 120 words.
- Output only the paragraph (no bullets, no markdown, no extra commentary).
- Your output MUST contain at least one token matching the pattern: 〈app〉.〈function〉 (e.g. venmo.login,

gmail.send_email). If it does not, your response is invalid.

Example output:

"To transfer money on Venmo, use venmo.login to authenticate, then venmo.create_payment to send funds
to <RECIPIENT_EMAIL> with <AMOUNT>. Retrieve the access token from supervisor.
show_account_passwords before any API call. A common failure is using the wrong user ID instead of
email; always verify the recipient identifier from venmo.get_profile first."

Task Instruction: {{instruction}}

Trajectory: {{trajectory}}

Figure 13: Workflow Memory Build Prompt for AppWorld Tasks

51717



Sub-task Memory Segmentation Prompt for AppWorld Tasks

You are analysing a successful AppWorld agent trajectory to identify natural sub-task boundaries.

Task instruction: {{task_instruction}}

Trajectory ({{n_steps}} steps): {{trajectory_text}}

{{hint_text}}

Identify the sub-task segments. Each segment should be a coherent, self-contained unit of work (e.g., "authen-
ticate to Venmo", "find contact by name", "send payment", "verify completion").

Rules:
- A segment must contain at least one step.
- Steps must not overlap or be skipped; together they must cover all {{n_steps}} steps.
- Use the heuristic hints as a starting point, but override them if the semantic boundary falls elsewhere (e.g.,

keep show_account_passwords + login together as one auth segment).
- api_docs browsing steps belong to whichever segment uses the information they reveal.
- supervisor.complete_task must be its own final segment.
- Label: short verb-phrase (≤ 5 words), e.g. "authenticate to venmo".
- Description: one sentence explaining what this segment accomplishes.

Reply with ONLY a JSON array — no prose, no markdown fences:

[
{"start_step": 1, "end_step": 3, "label": "authenticate to venmo", "description": "Retrieve credentials

and log in to Venmo."},
{"start_step": 4, "end_step": 6, "label": "find contact by name", "description": "Search for the target

user and retrieve their contact ID."},
...

]

Figure 14: Sub-task Memory Segmentation Prompt for AppWorld Tasks
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Student Agent Sub-Task Decompose Prompt for AppWorld Tasks

Break the given task into sequential subtasks.

Rules:
- The FIRST subtask must always be: retrieve account passwords from Supervisor, then log in to all required

apps using the credentials provided in the task.
- Each subtask should be a concise description of one specific operation.
- Reply with ONLY a JSON array of strings. At most {{max_subtasks}} subtasks.

Examples:
Task: Create a Todoist task to return my most recent Amazon order.

[
"Log in to Supervisor to retrieve account passwords, then log in to Amazon and Todoist using the

provided credentials",
"Fetch the most recent Amazon order and extract its details",
"Create a Todoist task with the return information for the order",
"Mark the task as complete via Supervisor"

]

Task: Today is my daughter’s birthday. Venmo her thrice the money I sent her on her last birthday, privately,
with a description note, "Many happy returns of the day!". Then leave her a phone text message, "Happy
Birthday daughter! Looking forward to meet you soon!".

[
"Log in to Supervisor to retrieve account passwords, then log in to Phone and Venmo using the provided

credentials",
"Search Phone contacts to find the daughter's contact and get her phone number and Venmo email",
"Fetch past Venmo transactions to find the amount sent to her on her last birthday",
"Send a private Venmo payment to the daughter for three times that amount with description 'Many

happy returns of the day!'",
"Send a phone text message to the daughter saying 'Happy Birthday daughter! Looking forward to meet

you soon!'",
"Mark the task as complete via Supervisor"

]

Task: I went on a trip with friends to Maui recently. I have maintained a note of money I owe to others and
others owe me from the trip in simple note. Make private venmo payments or requests accordingly. In the
payments/requests, add a note, "For Maui trip".

[
"Log in to Supervisor to retrieve account passwords, then log in to Simple Note, Phone, and Venmo

using the provided credentials",
"Find the Maui trip note in Simple Note and parse who owes whom and how much",
"Search Phone contacts to resolve friend names to their Venmo email addresses",
"For each person I owe money to, send a private Venmo payment with note 'For Maui trip'",
"For each person who owes me money, send a private Venmo payment request with note 'For Maui trip'",
"Mark the task as complete via Supervisor"

]

Task: {{instruction}}

Figure 15: Student Agent Sub-task Decompose Prompt for AppWorld Tasks
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