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Abstract

Reinforcement learning (RL) is a natural fit
for agentic knowledge base question answer-
ing (KBQA), where a model must issue exe-
cutable actions, observe knowledge-base feed-
back, and eventually return an answer. How-
ever, current RL-based KBQA systems mainly
optimize sparse rewards from the final answer,
leaving intermediate action errors weakly su-
pervised. This is especially limiting for logical-
form annotated KBQA benchmarks: gold logi-
cal forms can be converted into executable ac-
tion sequences, but existing pipelines use them
mainly for warm-start data construction rather
than for on-policy RL updates. We propose
GAPD, a training-time Gold-Action Policy
Distillation framework that adds token-level
guidance on matched generated action spans
to outcome-based RL. To align gold actions
with on-policy student rollouts, GAPD uses
ENTITY-ANCHOR MATCHING: it treats the
intermediate entities reached during student
exploration and gold execution as state an-
chors, and matches student states to gold states
through these explored entity sets. The current
policy conditioned on this aligned gold action
serves as a stop-gradient teacher, whose token
distribution is distilled back to the ordinary stu-
dent policy over matched student-generated to-
ken spans. Under the same backbone, action
space, Freebase environment, entity-linking,
and evaluation protocol, GAPD consistently
outperforms prior agentic RL KBQA methods
on WebQSP, GrailQA, and GraphQ.

1 Introduction

Knowledge Base Question Answering (KBQA) re-
quires a model to answer natural language ques-
tions by navigating a structured knowledge base
(KB), such as Freebase (Bollacker et al., 2008), and

producing executable logical operations over enti-
ties, relations, and constraints (Berant et al., 2013;
Yih et al., 2016; Gu et al., 2021).

From the perspective of external-knowledge
agents, KG agents for KBQA are the structured
counterpart of retrieval-augmented generation and
search agents. RAG-style systems retrieve pas-
sages or documents from unstructured corpora, us-
ing dense retrieval and retrieval-augmented lan-
guage modeling or generation as core mecha-
nisms (Karpukhin et al., 2020; Guu et al., 2020;
Lewis et al., 2020; Izacard and Grave, 2021;
Borgeaud et al., 2022; Sun et al., 2025b). KG
agents instead query a structured graph: each action
selects an entity, relation, operator, or constraint
and changes the executable state. This makes rela-
tion quality and precise graph navigation central,
since a wrong relation or constraint can propagate
through later execution; robust relation extraction
is one source of reliable relational facts for such
KBs (Sun et al., 2023).

Prior KBQA work spans semantic parsing (Be-
rant et al., 2013), subgraph-based reasoning (He
et al., 2021), and LLM-based logical-form gen-
eration (Luo et al., 2024a). Recent agentic for-
mulations instead decompose KBQA into interac-
tions with an executable environment (Xiong et al.,
2024; Luo et al., 2025; Chen et al., 2025; Sun et al.,
2025a). In this setting, the model emits an action,
the KB executor returns an observation, and the
model continues until it can produce an answer.
Compared with one-shot logical-form generation,
this action-based formulation can improve robust-
ness because intermediate actions can be executed
and checked against the KB environment. This set-
ting is also a specialized form of tool-augmented
generation: the model does not choose among open-
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ended APIs, but selects KB operations from a fixed
action space. Prior tool-learning work studies scal-
able tool representation and selection as tool li-
braries grow (Su et al., 2025; Fang et al., 2026);
our focus is how to train structured KB actions with
token-level RL supervision.

Reinforcement learning (RL) is a natural fit for
such agentic KBQA, and has recently become a
central post-training method for improving LLM
reasoning with verifiable rewards (Schulman et al.,
2017; Shao et al., 2024; Guo et al., 2025; Yu
et al., 2025). Systems such as KBQA-R1 (Sun
et al., 2025a) and KnowCoder-A1 (Chen et al.,
2025) train policies with outcome-based rewards,
typically using answer F1 and format validity,
and update the policy with algorithms such as
GRPO (Shao et al., 2024). This shifts learning
from static trace imitation to verifiable interac-
tion optimization. However, in outcome-reward
GRPO, supervision is attached to the whole roll-
out: generated tokens in the same response in-
herit the same group-relative advantage com-
puted from the final answer reward. When a
trajectory fails, this rollout-level signal gives lit-
tle information about which intermediate action
caused the failure or which token should have been
changed.

Logical-form annotated KBQA benchmarks al-
ready provide executable programs or semantic
parses, from which gold action sequences can be de-
rived (Berant et al., 2013; Yih et al., 2016; Gu et al.,
2021; Su et al., 2016). Prior KBQA pipelines have
used this information for few-shot logical-form
demonstrations (Li et al., 2023; Nie et al., 2024),
offline program or logical-form supervision (Cao
et al., 2022; Shu et al., 2022; Luo et al., 2024a), tra-
jectory synthesis (Luo et al., 2025), or supervised
warm-starting (Sun et al., 2025a). However, prior
RL-based KBQA methods typically discard this
supervision during on-policy updates and optimize
only final outcome reward (Sun et al., 2025a; Chen
et al., 2025).

We address this gap by introducing GAPD
(Gold-Action Policy Distillation), a framework for
RL-based KBQA. The core idea is simple: when
the student policy reaches an intermediate state,
we first decide which gold action is valid for that
state, use the aligned action to condition the cur-
rent model as a teacher, and distill the teacher’s
token-level preference back into the student policy.
This turns gold actions into token-level guidance
on matched generated action spans without replac-

ing RL exploration with direct behavior cloning.
The teacher is not a separate frozen oracle; it is
the current policy conditioned on additional gold-
action information. Thus, the distillation signal
asks the model to move from its unguided behavior
toward its own behavior under valid procedural con-
ditioning. The alignment step is necessary because
on-policy rollouts can deviate from the gold tra-
jectory: the next gold action should be determined
by the current execution state, not by the raw turn
index. GAPD therefore uses ENTITY-ANCHOR

MATCHING inside the distillation procedure. It rep-
resents each student and gold intermediate state by
the entities reached during execution and matches
the student state to the most compatible gold state.

Our contributions are:

❶ We identify the token-level credit-assignment
problem in agentic KBQA RL policies.

❷ We propose GAPD, which uses ENTITY-
ANCHOR MATCHING to align gold actions
with student states, constructs gold-action-
conditioned self-teacher distributions, and sup-
plies token-level distillation guidance during RL.

❸ Under a matched Llama-3.1-8B action-based set-
ting, we show that GAPD consistently outper-
forms prior agentic RL KBQA methods on We-
bQSP, GrailQA, and GraphQ.

2 Background

2.1 Agentic KBQA

We follow the action-based, agentic KBQA set-
ting explored by KBQA-O1, KBQA-R1, and
KnowCoder-A1 (Luo et al., 2025; Sun et al., 2025a;
Chen et al., 2025). Given a question q, linked
topic entities, and a KB executor, the model gener-
ates a sequence of actions such as Find_relation,
Merge, Order, Compare, Time_constraint, and
Count. Appendix G provides the full action tem-
plates and their corresponding logical-form up-
dates. Each action updates an intermediate S-
expression state. To obtain KB feedback, the
executor translates the current S-expression into
SPARQL and executes the SPARQL query against
the KB. The environment returns observations con-
taining retrieved entities, relation candidates, execu-
tion status, and diagnostic messages. The trajectory
terminates when the model emits an answer.
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2.2 Outcome-Only RL
Let πθ be the student policy and τ =
(a1, o1, . . . , aT , oT , ŷ) be a rollout. Prior RL-based
KBQA training assigns a trajectory-level reward:

R(τ) = λoutrout(ŷ, y
∗) + λfmtrfmt(τ), (1)

where rout measures final answer correctness and
rfmt rewards valid output format. GRPO estimates
the advantage by comparing G sampled rollouts
for the same question q:

µq =
1

G

G∑

j=1

R(τj),

σq = Std
(
{R(τj)}Gj=1

)
,

Agrpo
i =

R(τi)− µq

σq + ε
.

(2)

Here i indexes a sampled multi-turn response,
where a response denotes the whole rollout rather
than a single KBQA turn. This scalar group-
normalized advantage is broadcast to the generated
tokens of rollout i. The objective can improve final
answers, but its credit assignment is coarse: all gen-
erated tokens are weighted by the same trajectory
advantage.

2.3 Gold Actions in Existing Pipelines
Logical-form annotated KBQA datasets provide a
gold logical form z∗. An action parser can convert
z∗ into a gold action sequence g = (g1, . . . , gM ).
Prior KBQA pipelines use this supervision in sev-
eral offline ways. Supervised semantic parsers
and LLM-based generators learn from question–
program or question–logical-form pairs (Cao et al.,
2022; Shu et al., 2022; Ye et al., 2022; Hu et al.,
2022; Zhang et al., 2023; Luo et al., 2024a). Few-
shot prompting methods instead use labeled logical
forms as demonstrations without fine-tuning (Li
et al., 2023; Nie et al., 2024). Agentic methods
use stepwise traces more directly: KBQA-O1
initializes policy and reward models from anno-
tated trajectories and further fine-tunes them with
MCTS-generated annotations (Luo et al., 2025),
while KBQA-R1 uses referenced rejection sam-
pling (RRS), where gold actions extracted from
S-expressions guide trajectory synthesis before
SFT (Sun et al., 2025a). KnowCoder-A1 instead
emphasizes outcome supervision and curriculum
RL to avoid process-supervised trajectory imita-
tion (Chen et al., 2025). These strategies im-
prove prompting, warm-start quality, or outcome-

supervised exploration, but gold actions do not di-
rectly affect the later RL policy gradient. Our work
uses gold actions during RL itself.

3 Method

3.1 Overview

GAPD augments outcome-based RL for
KBQA (Sun et al., 2025a; Chen et al., 2025) with
token-level guidance on matched student-generated
action spans derived from gold action sequences.
For each training question, the dataset provides a
gold logical form or its corresponding executable
action list, as in standard KBQA semantic-parsing
benchmarks (Berant et al., 2013; Yih et al., 2016;
Gu et al., 2021; Su et al., 2016). During RL,
the student policy still performs on-policy KB
interaction and receives the original outcome
reward. In addition, for matched intermediate
states, GAPD constructs a teacher-side prompt
by conditioning the current policy on the aligned
gold action, obtains a self-teacher distribution, and
distills this distribution back to the student tokens.

Figure 1 contrasts the two supervision signals
used in training. The blue path shows the orig-
inal outcome-RL signal, where the final answer
reward is broadcast as a coarse GRPO advantage.
The orange and green paths show GAPD: ENTITY-
ANCHOR MATCHING first aligns a student state
with a gold execution state, the aligned gold action
conditions the teacher-side context, the gold-action-
conditioned self-teacher scores the sampled student
tokens, and the resulting token-level guide is fused
with the GRPO advantage before the policy up-
date. The detailed training procedure is provided
in Appendix B as Algorithm 1.

The lower real-case panel provides an evi-
dence chain for this procedure. Identical stu-
dent and gold MID sets {m.053wn, m.09696} es-
tablish a state match with score 1.00. After the
shared distilled_spirits prefix, the student
selects fermentation_base.spirit_products,
whereas the gold hint selects distilled_spirit.
fermentation_base; executing the two branches
produces different next MID sets. At the first diver-
gent token boundary, the sampled . differs from
the teacher’s .dist continuation and receives a
guide of −1.89, localizing the penalty to the wrong
relation branch.
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Figure 1: Overview of GAPD. GRPO supplies supervision mainly through the final answer reward. GAPD uses
ENTITY-ANCHOR MATCHING to align an on-policy student state with a gold execution state, conditions the current
policy on the aligned gold action to obtain a self-teacher distribution, assigns token-level guidance to the matched
student action span, and fuses this guidance with the original GRPO advantage. Green and red values denote positive
and negative fused token advantages, respectively.

3.2 Gold-Action-Conditioned Self-Teacher

As in prior action-based KBQA pipelines (Luo
et al., 2025; Sun et al., 2025a), we parse the gold
logical form z∗ to obtain a ground-truth action se-
quence g = (g1, . . . , gM ), where each gm is an
atomic operation in the action space. We execute
this sequence once to collect the corresponding
gold execution states um and their reached entity
sets E(um). These gold states are used only for
training-time alignment and supervision construc-
tion; they are not exposed to the student at inference
time. The orange self-teacher path in Figure 1 visu-
alizes this construction: a gold action sequence is
paired with intermediate entity anchors, ENTITY-
ANCHOR MATCHING selects the aligned state, and
the next gold action is inserted only into the teacher-
side prompt for scoring.

At a student turn t, let xt be the ordinary stu-
dent context containing the original question, previ-
ous student actions, and previous KB observations.
Let m∗(t) denote the accepted gold-state index se-

lected by ENTITY-ANCHOR MATCHING for the
student state st. When this match is accepted, the
next gold action gm∗(t)+1 provides a candidate pro-
cedural conditioning signal. We construct a teacher-
side prompt x̃t by adding this gold action to the
same student context:

x̃t = GoldCond(xt, gm∗(t)+1). (3)

Here, GoldCond constructs the teacher-side con-
text by appending a reference block containing the
matched next gold action to the ordinary student
context; the student trajectory itself is unchanged.
Appendix H, Table 10, gives the exact prompt aug-
mentation. The added action describes the next
valid operation in the action language. It is inten-
tionally procedural: it may reveal the next relation,
merge target, or constraint operation, but it does
not directly reveal the final answer.

The self-teacher is the current policy conditioned
on the gold-action prompt:

pteachθ (· | x̃t) = sg (πθ(· | x̃t)) . (4)
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The stop-gradient operator sg(·) is the identity in
the forward pass and has zero gradient in the back-
ward pass, so the teacher distribution is detached.
The student distribution is the same policy condi-
tioned on the original prompt:

pstudθ (· | xt) = πθ(· | xt). (5)

This design follows the on-policy distillation view
that the student should receive feedback on tokens
sampled from its own current rollout (Agarwal
et al., 2024; Gu et al., 2024; Song and Zheng, 2026).
Unlike hard behavior cloning, the target is not a
single gold string but the model’s own distribution
under valid procedural conditioning. The student is
therefore encouraged to move toward a gold-action-
conditioned self-teacher while still being optimized
by outcome reward, preserving softer preferences
among generated-token alternatives.

3.3 Gold-Action Selection with
ENTITY-ANCHOR MATCHING

Gold actions are useful for distillation only when
they correspond to the student’s current execution
state. In an executable KBQA environment, the
state after each action determines which next op-
erations are valid: a relation, merge target, or con-
straint that is correct for one intermediate entity
set may be invalid for another. Thus, GAPD must
align gold actions by state rather than blindly apply-
ing the gold action at the same turn index. ENTITY-
ANCHOR MATCHING performs this alignment us-
ing the intermediate entity sets reached during stu-
dent exploration and gold execution. The state-
alignment box and the lower real-case panel in
Figure 1 show this principle: when the student and
gold entity anchors match, the next gold action is
treated as the action that should be valid from that
state; when execution later diverges, the teacher
can penalize the specific relation branch that led to
the wrong next entity set. For a student state st and
a gold state um, ENTITY-ANCHOR MATCHING

computes the Jaccard similarity over their reached
entity sets:

sim(st, um) =
|E(st) ∩ E(um)|
|E(st) ∪ E(um)| . (6)

The matched gold state is selected as

m∗(t) = argmax
m

sim(st, um). (7)

If this match is accepted, the next gold action
gm∗(t)+1 becomes the conditioning action for the

teacher-side prompt. ENTITY-ANCHOR MATCH-
ING is part of training-time teacher construction,
not an additional reasoning module at inference
time. We apply four conservative filters before as-
signing token-level guidance. First, we skip answer
turns because the teacher conditioning uses a next
reasoning action, while an answer turn is already
supervised by the final outcome reward. Second,
we reject empty student or gold anchor sets because
an empty-set match does not establish an informa-
tive executable-state correspondence. Third, we
reject a selected gold action if it refers to an expres-
sion identifier that is unavailable in the student’s
current context. Fourth, we use a same-next-state
filter: if the executed student action reaches the
same non-empty next entity set as the aligned gold
action, we drop the distillation signal for that turn.
This preserves exploration of equivalent KB paths
instead of forcing every successful state transition
onto the annotated gold surface path.

3.4 Token-Level Fusion with GRPO
GAPD does not optimize a standalone Jensen–
Shannon divergence (JSD) regularizer. Instead, it
converts the gold-action-conditioned self-teacher
distribution into a token-level guide and fuses this
guide with the original GRPO policy update (Shao
et al., 2024). Let yi,k be the sampled token at posi-
tion k of response i, and let Ii denote the response-
specific set of selected student-generated action-
token positions after entity-anchor alignment and
safety filtering. In Figure 1, this is the transi-
tion from the orange “GAPD Token-Level Supervi-
sion” strip to the green “Token Advantage Fusion”
box: GAPD produces token-specific scores only
on matched generated spans, while the blue GRPO
advantage remains the outcome-level signal shared
across response tokens. For k ∈ Ii, we score the
sampled token under the gold-action-conditioned
self-teacher and the ordinary student context:

di,k = log pteachθ (yi,k | x̃i,k)
− log pstudθ (yi,k | xi,k). (8)

We use this score as a detached, clipped token ad-
vantage:

Agapd
i,k = clip (sg(di,k),−c, c) , (9)

and Agapd
i,k = 0 for tokens outside Ii. A positive

value reinforces a sampled token that the gold-
action-conditioned self-teacher assigns higher prob-
ability than the ordinary student context, while
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a negative value suppresses a token that the self-
teacher disfavors.

Let Agrpo
i be the standard group-relative advan-

tage derived from the final answer reward for re-
sponse i. We form a token-level fused advantage

Âi,k = Agrpo
i + λgapdA

gapd
i,k . (10)

The policy is updated with the GRPO objective
over generated response tokens, using the standard
PPO-style clipped surrogate (Schulman et al., 2017;
Shao et al., 2024):

Lfuse = − 1

Z

∑

i,k

mi,k min
(
ri,k(θ)Âi,k,

clip(ri,k(θ), 1− ϵ, 1 + ϵ)Âi,k

)
,

ri,k(θ) =
πθ(yi,k | xi,k)
πold(yi,k | xi,k)

.

(11)
where mi,k is the response-token mask and Z =∑

i,k mi,k. Thus the final-answer reward supplies
the shared GRPO signal, while GAPD adds local
guidance only on aligned student-generated tokens.
The numeric example in Figure 1 illustrates this
fusion: a wrong relation segment receives both
the coarse negative GRPO advantage and a token-
specific negative GAPD advantage on the divergent
relation tokens, yielding a stronger update on the
actual error span.

4 Experiments

4.1 Experimental Setup
4.1.1 Datasets
We evaluate on three widely used KBQA bench-
marks. GrailQA (Gu et al., 2021) is designed to
evaluate compositional generalization in KBQA.
It contains 64,331 questions, with 44,337 training
questions, 6,763 validation questions, and 13,231
test questions. Following prior work (Luo et al.,
2024a, 2025), we report results on the dev set and
break down performance into i.i.d., compositional,
and zero-shot splits. WebQSP (Yih et al., 2016)
contains 4,737 questions with semantic parses, split
into 3,098 training questions and 1,639 test ques-
tions. GraphQ (Su et al., 2016) contains 5,166
graph-structured questions, with 2,508 training
questions and 2,658 test questions.

4.1.2 Baselines
We organize baselines into prompting and fine-
tuning based KBQA methods. Prompting meth-

ods include KB-BINDER (Li et al., 2023), KB-
Coder (Nie et al., 2024), ARG-KBQA (Tian et al.,
2024), and Interactive-KBQA (Xiong et al., 2024).
These methods rely on in-context learning or tool
interaction with strong LLMs. We further in-
clude commercial-LLM harness results reported
by KBQA-R1 (Sun et al., 2025a), where GLM-
5 (GLM-5 Team, 2026), Kimi-K2.5 (Kimi Team,
2026), gpt-5.3-codex (OpenAI, 2026), and Claude
4.6 Sonnet (Anthropic, 2026) are plugged into the
KBQA-R1 interaction harness. These inherited
results use 500 randomly sampled queries (200 We-
bQSP, 200 GrailQA, and 100 GraphQ) with seed
42, temperature 0.0, default top-p = 1.0, and at
most 15 interaction turns. Because the harness
uses sampled subsets whereas our training-based
results use the full evaluation splits, we report it
as a separate contextual comparison rather than a
paired evaluation. Fine-tuning based methods
include RnG-KBQA (Ye et al., 2022), DecAF (Yu
et al., 2022), TIARA (Shu et al., 2022), MCTS-
KBQA (Xiong et al., 2025), KBQA-o1 (Luo et al.,
2025), and KnowCoder-A1 (Chen et al., 2025). For
GraphQ, we additionally include SPARQA (Sun
et al., 2020), BERT+Ranking (Gu et al., 2021), Ar-
caneQA (Gu and Su, 2022), and CoTKR (Wu et al.,
2024). Detailed baseline descriptions are provided
in Appendix F.

4.1.3 Evaluation Metrics
We use standard KBQA metrics. Exact Match
(EM) measures whether the predicted answer set
exactly matches the gold answer set. F1 computes
entity-level precision and recall over executed an-
swers. Training configuration details are provided
in Appendix A.

4.2 Main Results

Tables 1–3 show that GAPD achieves the best
result in our main comparison on every reported
benchmark metric. On GrailQA, it raises overall
EM/F1 from 83.9/86.1 to 87.8/89.5, correspond-
ing to relative gains of 4.6%/3.9%, and improves
every split; the gains are especially clear on com-
positional and zero-shot questions, where local er-
rors in intermediate relations often determine the
final answer. On WebQSP, GAPD improves F1
from 83.4 to 86.1 (+3.2% relative), and on GraphQ
from 53.8 to 55.1 (+2.4% relative). The margins
are not uniform across datasets, but the direction
is consistent: adding token-level guidance during
RL improves executed-answer accuracy beyond

52920



Table 1: Performance on GrailQA. Bold numbers indicate the best result, and underlined numbers indicate the
second-best result.

Method LLM I.I.D. Compositional Zero-shot Overall

EM F1 EM F1 EM F1 EM F1

Prompting Methods

KB-BINDER (Li et al., 2023) Codex-davinci-002 40.0 43.3 33.9 36.6 40.1 44.0 38.7 42.2
KB-Coder (Nie et al., 2024) GPT-3.5-turbo 40.6 45.5 34.5 38.6 42.2 47.3 40.1 44.9
ARG-KBQA (Tian et al., 2024) GPT-3.5-turbo 46.6 51.5 36.4 41.8 46.6 52.1 43.8 48.5

Commercial-LLM Harness (reported by KBQA-R1 (Sun et al., 2025a); sampled subset)

KBQA-R1 Harness

GLM-5 46.0 62.1 51.4 64.4 68.7 75.5 60.0 70.2
Kimi-K2.5 64.0 70.1 57.1 65.7 73.9 78.0 68.5 73.9
gpt-5.3-codex 55.6 64.3 56.2 65.6 77.4 79.6 68.6 73.5
Claude 4.6 Sonnet 62.0 68.6 62.9 68.8 79.1 81.9 72.0 76.3

Fine-tune-based Methods

RnG-KBQA (Ye et al., 2022) T5-large 86.7 89.0 61.7 68.9 68.8 74.7 69.5 76.9
DecAF (Yu et al., 2022) T5-large 88.7 92.4 71.5 79.8 65.9 77.3 72.5 81.4
TIARA (Shu et al., 2022) T5-large 88.4 91.2 66.4 74.8 73.3 80.7 75.3 81.9
KBQA-o1 (Luo et al., 2025) Llama-3.1-8B 77.8±0.5 85.5±0.4 76.3±0.6 77.6±0.5 68.1±0.8 76.1±0.4 71.9±0.3 78.5±1.0

KnowCoder-A1 (Chen et al., 2025) Qwen2.5-Coder-7B – 81.1 – 70.6 – 84.1 – 80.5
KBQA-R1 (Sun et al., 2025a) Llama-3.1-8B 90.0±0.3 91.5±0.2 78.0±0.4 82.5±0.3 83.6±0.3 85.2±0.3 83.9±0.2 86.1±0.3

GAPD Llama-3.1-8B 92.8±0.2 93.8±0.2 82.4±0.3 87.0±0.3 87.8±0.2 88.7±0.2 87.8±0.2 89.5±0.2

Rel. improv. over KBQA-R1 +3.1% +2.5% +5.6% +5.5% +5.0% +4.1% +4.6% +3.9%

Table 2: Results on WebQSP. Bold numbers indicate the
best result, and underlined numbers indicate the second-
best result.

Method LLM F1

Prompting Methods

KB-BINDER (Li et al., 2023) Codex-davinci-002 52.6
KB-Coder (Nie et al., 2024) GPT-3.5-turbo 55.7
ARG-KBQA (Tian et al., 2024) GPT-3.5-turbo 58.8
Interactive-KBQA (Xiong et al., 2024) GPT-4-turbo 71.2

Commercial-LLM Harness (reported by KBQA-R1 (Sun et al., 2025a))

KBQA-R1 Harness

GLM-5 64.5
Kimi-K2.5 73.3
gpt-5.3-codex 71.1
Claude 4.6 Sonnet 76.7

Fine-tune-based Methods

RnG-KBQA (Ye et al., 2022) T5-large 75.6
DecAF (Yu et al., 2022) T5-large 76.7
TIARA (Shu et al., 2022) T5-large 78.9
MCTS-KBQA (Xiong et al., 2025) Llama-3.1-8B 76.0
KBQA-o1 (Luo et al., 2025) Llama-3.1-8B 57.8
KnowCoder-A1 (Chen et al., 2025) Qwen2.5-Coder-7B 77.2
KBQA-R1 (Sun et al., 2025a) Llama-3.1-8B 83.4±0.3

GAPD Llama-3.1-8B 86.1±0.2

Rel. improv. over KBQA-R1 +3.2%

Table 3: Results on GraphQ. Bold numbers indicate the
best result, and underlined numbers indicate the second-
best result.

Method LLM F1

Prompting Methods

KB-BINDER (Li et al., 2023) Codex-davinci-002 27.1
KB-Coder (Nie et al., 2024) GPT-3.5-turbo 31.1

Commercial-LLM Harness (reported by KBQA-R1 (Sun et al., 2025a))

KBQA-R1 Harness

GLM-5 48.5
Kimi-K2.5 53.3
gpt-5.3-codex 51.5
Claude 4.6 Sonnet 51.8

Fine-tune-based Methods

SPARQA (Sun et al., 2020) BERT-base 21.5
BERT+Ranking (Gu et al., 2021) BERT-base 25.0
ArcaneQA (Gu and Su, 2022) BERT-base 31.8
CoTKR (Wu et al., 2024) Llama-3-8B 47.5
KBQA-o1 (Luo et al., 2025) Llama-3.1-8B 48.7
KBQA-R1 (Sun et al., 2025a) Llama-3.1-8B 53.8±0.7

GAPD Llama-3.1-8B 55.1±0.4

Rel. improv. over KBQA-R1 +2.4%

the outcome-reward baseline. More specifically,
GAPD improves F1 over the prior agentic RL
methods KBQA-o1 and KBQA-R1 under the same
Llama-3.1-8B backbone, action space, benchmark
splits, Freebase environment, entity-linking, and
evaluation protocol. The inherited commercial-
LLM harness rows provide additional context but
are not used for this matched claim.

4.3 Ablations and Training Analysis

We next isolate which components support the
gains in Tables 1–3. Table 4 compares full GAPD
with outcome-only RL, teacher variants, and align-

ment ablations. Appendix D provides optimization
and interaction-efficiency analysis.

Table 4 shows four ablation patterns. First, the
shared SFT initialization reaches 72.1/80.2/47.8 F1
on WebQSP/GrailQA/GraphQ; outcome-only RL
raises these scores to 83.4/86.1/53.8, and GAPD
further raises them to 86.1/89.5/55.1 under the
same initialization and outcome-RL setup. This
separates the SFT warm start from the additional
contribution of RL and GAPD. Second, directly
adding aligned gold-action cross-entropy to GRPO
performs worse than outcome-only RL on all three
datasets. The CE branch behavior-clones a teacher-
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Table 4: Ablation study for GAPD. All reported values
are F1; “–” denotes an unmeasured setting.

Variant WebQSP F1 GrailQA F1 GraphQ F1

GAPD 86.1 89.5 55.1
Shared SFT initialization 72.1 80.2 47.8
Outcome reward only 83.4 86.1 53.8
GRPO + aligned gold-action CE 82.1 84.1 52.5

Teacher Variants (Yang et al., 2025)

Qwen3-32B 84.8 87.2 54.1
Qwen3-14B 83.9 86.2 52.9

Alignment Ablations

Turn-index alignment
(w/o ENTITY-ANCHOR MATCHING) 79.3 81.2 49.2
First-turn only 85.0 87.9 54.7

Safety-Filter Ablation

w/o same-next-state filter 85.6 89.2 –

forced gold sequence, whereas GAPD scores to-
kens sampled by the current policy and fuses
the detached scores with the original policy up-
date. Third, Qwen3-32B and Qwen3-14B teacher
variants (Yang et al., 2025), both trained with
the SFT dataset, improve over outcome-only RL
on most datasets but remain below full GAPD.
This suggests that policy-consistent gold-action-
conditioned self-teacher distributions are more use-
ful than simply using a larger external teacher. Be-
cause the self-teacher reuses the current policy un-
der gold-action conditioning, it also avoids loading
an additional teacher model and requires much less
GPU memory than the Qwen3 teacher variants.
Fourth, alignment and conservative filtering matter:
turn-index alignment without ENTITY-ANCHOR

MATCHING sharply reduces F1, while first-turn-
only supervision recovers much of the score but
still trails full GAPD. The latter result is expected
because first turns are naturally aligned, but later
turns need state-based matching to assign the token-
level guide to the correct branch. Removing the
same-next-state filter also causes consistent drops
on WebQSP and GrailQA, supporting its role in
preserving alternative actions that reach the same
non-empty next entity set. Appendix Tables 6–7
report matching coverage, Jaccard statistics, and
action-type coverage.

Coefficient sensitivity is reported in Appendix E;
performance is stable across λgapd = 0.1–1.0.

5 Case Study

Figure 2 compresses three dashboard examples into
a paper-facing view; full traces and token tables
are in Appendix J. Each example shows the student
action, the aligned gold action, and the token-level
guide on the matched student-generated span.

The cases cover relation-surface repair, compara-

tor strictness, and branch correction after ENTITY-
ANCHOR MATCHING alignment. Appendix J
provides the complete trajectories and token ta-
bles, while Appendix C reports aggregate matching
statistics and an abstention case.

6 Related Work

Knowledge Base Question Answering. Classic
KBQA systems map questions to executable logical
forms such as SPARQL or S-expressions and exe-
cute them over a KB (Berant et al., 2013; Gu et al.,
2021). LLM prompting methods use demonstra-
tions or code-style representations to generate and
bind logical forms (Li et al., 2023; Nie et al., 2024).
Fine-tuned KBQA generators combine schema re-
trieval, ranking, or auxiliary grounding objectives
with supervised logical-form generation (Shu et al.,
2022; Ye et al., 2022; Luo et al., 2024a). Inter-
active and agentic KBQA systems expose KB op-
erations as tool calls, search actions, or RL roll-
outs (Xiong et al., 2024; Luo et al., 2025; Sun et al.,
2025a; Chen et al., 2025). Subgraph-based meth-
ods retrieve a question-specific KB neighborhood
before reasoning: earlier systems use graph neural
reasoning or iterative retrieval (Sun et al., 2018,
2019; He et al., 2021), while recent retrievers con-
strain the graph context passed to the reasoner or
LLM (Zhang et al., 2022; Li et al., 2025b). Our
work focuses on the RL training stage of action-
based KBQA and asks how gold logical forms can
provide token-level guidance on matched generated
action spans during on-policy updates.

RL for LLM Reasoning. RL methods such as
PPO (Schulman et al., 2017) and GRPO (Shao
et al., 2024) optimize LLM policies using scalar
rewards. In reasoning and tool-use tasks, these
rewards are often sparse and outcome-based. Re-
cent agentic KBQA work also explores outcome-
supervised training without process-level trajectory
supervision (Chen et al., 2025). We complement
outcome-based RL with token-level supervision
derived from executable gold actions.

On-Policy Distillation. Knowledge distillation
transfers soft teacher distributions to a student
model (Hinton et al., 2015). Classical distilla-
tion usually trains on fixed teacher-generated or
dataset prefixes, whereas on-policy distillation sam-
ples from the student’s current policy and ob-
tains feedback on the trajectories the student ac-
tually visits (Song and Zheng, 2026). This idea
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A  Which other time zones share the daylight-
   saving end date with Atlantic Time Zone?

Student action
Find_relation[m.042g7t|
time.time_zone.daylight_savings_time_ends]

Aligned gold hint
Find_relation[m.042g7t|time.time_zone.day_dst_ends]

Full action-token guide

Find _relation [ m . 042 g 7 t | time .time _zone .day

light
top1=_dst _s avings _time _ends ]

B  what island is larger than 0.25 in maximum
   length?

Student action
Compare[ge|geography.island.max_length|
0.25^^http://www.w3.org/2001/XMLSchema#float]

Aligned gold hint
Compare[gt|geography.island.max_length|
0.25^^http://www.w3.org/2001/XMLSchema#float]

Full action-token guide

Compare [ ge
top1=gt | geography .is land .max _length | 0 . 25 ^^

http :// www .w 3 .org / 200 1/XMLSchema# float ]

C  Fermentation base of grain whisky shares its
   fermentation base with what other distilled spirit?

Student action
Find_relation[expression1|
distilled_spirits.fermentation_base.spirit_products]

Aligned gold hint
Find_relation[expression1|
distilled_spirits.distilled_spirit.fermentation_base]

Full action-token guide

Find _relation [ expression 1 | distilled _s pir its

.
top1=.dist fer mentation _base .s pirit _products ]−2

0

2
GA

PD
 g

ui
de

 s
co

re

Figure 2: Case studies of GAPD’s correction mechanism. Each example shows the student action aligned to a gold
action and highlights where token-level guidance is applied on the divergent span; these examples illustrate accepted
matches rather than the matcher’s overall error rate.

is closely related to interactive imitation learn-
ing, where querying an expert on learner-induced
states reduces distribution shift between training
and deployment (Ross et al., 2011). For LLMs,
GKD trains on student-generated outputs with
teacher feedback and supports several divergence
choices (Agarwal et al., 2024), MiniLLM optimizes
reverse KL through an on-policy objective (Gu
et al., 2024). Concurrent EviSD conditions the
current policy on privileged evidence and fuses
an action-span correction with GRPO for search-
augmented agents (Xie et al., 2026); GAPD instead
aligns gold actions to executable KB states through
MID anchors. GAPD follows the same on-policy
premise but targets RL-based KBQA: GRPO sam-
ples the student rollout, executable gold logical
forms are aligned to the student’s execution state,
and the added distillation signal is applied only to
matched turns.

7 Conclusion

We proposed GAPD, a framework for using gold
KBQA actions during on-policy RL. Instead of re-
lying only on final outcome reward, the method
conditions the current model on aligned gold ac-
tions to produce self-teacher distributions and dis-
tills token-level guidance back into the student
policy. Across three benchmarks, this token-level
guidance improves over outcome-only RL under a
matched agentic KBQA setting, while remaining
training-only and abstaining when state alignment
is not reliable.

Limitations

GAPD requires executable gold action trajectories
during training. The evaluated logical-form anno-
tated KBQA benchmarks provide these trajectories,
and the same annotations are already used to con-
struct the shared SFT warm start, but this require-

ment limits direct use on datasets without logical
forms or verified action sequences. Executable
pseudo-gold trajectories are a possible extension,
but we do not evaluate their robustness to search or
synthesis errors.

The alignment mechanism is environment-
specific. MID sets provide useful symbolic an-
chors in Freebase KBQA, but other agent domains
need different state representations and transition-
validity checks. Even in KBQA, identical reached
entity sets are a conservative proxy for state com-
patibility rather than a guarantee of globally cor-
rect reasoning. The answer-turn, empty-state,
expression-id, and same-next-state gates reduce un-
supported supervision by abstaining, but they also
leave unmatched turns without GAPD guidance
and can reduce coverage.

Finally, GAPD increases training cost. On
88 WebQSP RL steps, training is 1.51× slower
because the gold-action-conditioned self-teacher
scores generated student action tokens; Appendix
Table 5 reports the corresponding latency and
throughput. The method reuses the same FSDP-
sharded policy and introduces no additional teacher
parameters, optimizer states, or inference-time
computation.
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A Training Configuration

Backbone. All reported GAPD runs use Llama-
3.1-8B-Instruct as the policy backbone.

SFT warm-start and RL. Training uses a two-
stage recipe. First, the policy is warm-started by
SFT on action trajectories generated from logical-
form annotations, including referenced rejection
sampling (RRS). Second, the policy is optimized
with executable KB feedback using GRPO and
token-level GAPD guidance on aligned student-
generated action-token spans. The SFT stage uses
a learning rate of 5× 10−6 with cosine decay. The
GRPO stage uses an actor learning rate of 1×10−6

and 30% linear warmup. GrailQA is trained for 1
epoch due to its larger training set, while WebQSP
and GraphQ are trained for 8 epochs. The train
batch size is 256, and we report the final training-
step checkpoint.

GRPO configuration. The rollout policy sam-
ples n = 5 responses per prompt with tempera-
ture 1.0 and top-p = 0.99. The PPO-style clip-
ping ratios are ϵlow = 0.2 and ϵhigh = 0.28, fol-
lowing DAPO (Yu et al., 2025). The KL coef-
ficient is β = 0.001. The reward weights are
λoutcome = 1.0, λformat = 0.1, and λgapd = 0.5;
raw GAPD guide scores are clipped to [−2, 2] be-
fore scaling. For ENTITY-ANCHOR MATCHING,
we accept a matched gold state only when the Jac-
card state-match score is at least τstate = 0.95. The
PPO mini-batch size is 128 with dynamic micro-
batching enabled.

Infrastructure. Training is conducted on 8
NVIDIA A100-80GB GPUs with FSDP model
sharding. The Freebase backend uses Virtuoso with
ODBC connection pooling, pool size 48, and query
timeout 600 seconds.

B Training Algorithm

Algorithm 1 summarizes one on-policy training
step of GAPD. The procedure starts from an ordi-
nary student rollout under the current policy, exe-
cutes both the sampled student actions and the gold
action sequence, and then uses ENTITY-ANCHOR

MATCHING to identify student turns whose reached

Algorithm 1 GAPD Training Step
Require: prompt q, gold actions g, policy πθ , KB executor
E

1: Roll out the student policy to obtain trajectory τ
2: Execute student actions and collect entity-anchor states
{E(st)}

3: Execute gold actions and collect entity-anchor states
{E(um)}

4: Initialize distillation mask I ← ∅
5: for each student turn t do
6: Match st to gold state um∗(t) using reached entity

sets
7: if the match or any answer-turn, empty-state,

expression-id, or same-next-state gate fails then
8: continue
9: end if

10: Build teacher-side prompt x̃t by adding gold action
gm∗(t)+1

11: Add student-generated action-token positions at turn
t to I

12: end for
13: Compute GRPO advantages from final answer reward
14: Score selected student action tokens under the stop-

gradient self-teacher
15: Convert teacher-student log-prob gaps into token-level

GAPD advantages on I
16: Update θ with a GRPO-style clipped loss using fused

token advantages

entity states can be aligned to gold states. Only
these aligned turns receive gold-action-conditioned
self-teacher scores.

C Entity-Anchor Matching Diagnostics

We evaluate the SFT initialization and final GAPD
checkpoint on the same fixed test split with identi-
cal rollout, decoding, and matching settings. Gold
traces are used offline only for this diagnostic;
matching and gold actions are not used during test-
time inference. Table 6 reports guidance coverage
and the distribution of the best state-match score.

Every accepted match in this diagnostic has ex-
act MID-set overlap (Jaccard 1.00); no accepted
case lies in [0.95, 1.0), so an exact-match threshold
would accept the same set here. Matcher-rejected
turns have median Jaccard 0.00 and low mean over-
lap. Coverage rises from 42.12% to 74.78% on
WebQSP and from 39.08% to 78.14% on GrailQA
as the policy improves, without admitting partial-
overlap matches. We report coverage rather than
conventional recall because a diverged student state
may have no valid gold-state counterpart.

Table 7 shows that accepted guidance covers ev-
ery action type present in each evaluated dataset.
Find_relation dominates because relation traver-
sal accounts for most gold actions. Zero entries
indicate that the corresponding test questions do
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Method Student rollout Self-teacher scoring Train time Throughput Additional model states Avg. test calls
(sec/query) (sec/query) (RL steps/hour) (per query)

Outcome-only RL 248.3 0 8.2h 10.7 None 2.91
GAPD 246.8 89.1 12.4h (1.51×) 7.1 (0.66×) None 2.68

Table 5: Training cost and test-time interaction efficiency. Timing is measured over 88 WebQSP RL steps on
8×A100-80GB GPUs with FSDP. GAPD sequentially reuses the same sharded policy, so it adds scoring computation
but no teacher parameters, optimizer states, or FSDP states. Test calls are averaged over WebQSP, GrailQA, and
GraphQ; no teacher or gold action is used at inference.

Split / checkpoint Match rate Accepted Jaccard Rejected Jaccard
(mean / median) (mean / median)

WebQSP / SFT initialization 42.12% 1.00 / 1.00 0.03 / 0.00
WebQSP / Final GAPD 74.78% 1.00 / 1.00 0.02 / 0.00
GrailQA / SFT initialization 39.08% 1.00 / 1.00 0.07 / 0.00
GrailQA / Final GAPD 78.14% 1.00 / 1.00 0.05 / 0.00

Table 6: Entity-anchor matching coverage and Jaccard
diagnostics. Match rate is the share of candidate turns
accepted after matching; accepted and rejected columns
summarize the best MID-set Jaccard score before down-
stream safety filters.

Action type WebQSP GrailQA

Find_relation 82.1% 72.1%
Merge 11.2% 15.3%
Order 2.5% 4.1%
Compare 0 3.2%
Time_constraint 4.2% 0
Count 0 5.3%

Table 7: Action-type distribution among turns receiving
GAPD guidance.

not require the action, rather than a matching fail-
ure.

The same-next-state gate is triggered for 5.27%
of matched WebQSP turns and 4.12% of matched
GrailQA turns. Although selective, it preserves
outcome-equivalent student actions: removing the
gate reduces F1 from 86.1 to 85.6 on WebQSP and
from 89.5 to 89.2 on GrailQA (Table 4).

Observed abstention case. For the GrailQA
question “Stony Brook University Department of
Anthropology belongs to what academic institute?”,
the gold first action applies education.academic.
departments_old to m.0dl630_. It reaches four
MIDs: m.02w2zbn, m.05vfy78, m.05wnddv, and
m.0cbsz9. The student instead selects education.
university.departments and reaches m.01l8t8.
Its best Jaccard score against every gold-state an-
chor is 0.00, below the 0.95 threshold, so the
matcher rejects the turn. This is a coverage fail-
ure rather than an accepted misalignment: GAPD
withholds its local guide, and the rollout remains
trained by the outcome-RL objective. We observed

no incorrect accepted alignment in this diagnostic,
but this empirical result does not guarantee that
the MID-set proxy is error-free in other data or
environments.

D Additional Training and
Interaction-Efficiency Analysis

Figure 3(a) shows that adding GAPD leads to
higher training rewards while preserving smooth
on-policy optimization.

Figure 3(b) evaluates each method as a com-
plete KBQA system by plotting average F1 against
the average number of interactions or calls per
query. GAPD occupies the upper-left region with
76.9 average F1 and 2.68 interactions per query.
This is more accurate and slightly cheaper than the
KBQA-R1 baseline (74.4 F1, 2.91 interactions).
The strongest inherited commercial-LLM harness
run, Claude 4.6 Sonnet, obtains 71.6 F1 with 5.45
interactions on the sampled harness subset; this
point is contextual rather than paired with the full-
benchmark results. Thus the gain is not obtained by
spending more environment calls, but by making
the learned policy more accurate within a compact
action trajectory.
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Figure 3: Training dynamics and interaction efficiency. Left: reward curves comparing w/o GAPD and w/ GAPD
runs; each curve plots mean reward (outcome reward + format reward), with faint per-step values and EMA-smoothed
values using α = 0.2. Right: interaction-efficiency comparison, reporting average F1 over three benchmarks against
average interactions or calls per query on a log scale.

E Coefficient Sensitivity

The coefficient sweep shows a useful range around
λgapd = 0.1–1.0: very small weights underuse the
guide, while the gains taper at λgapd = 1.0 com-
pared with the stronger λgapd = 0.5 setting. Over-
all, performance remains stable across a broad co-
efficient range, indicating that GAPD is not overly
sensitive to this hyperparameter.

Figure 5 provides an additional guide-strength
analysis. It reports the share of supervised gener-
ated tokens with strong negative raw guide scores.
Divergent actions consistently have heavier neg-
ative tails, indicating that the token-level guide
mainly acts as a localized suppressive correction on
generated spans that depart from the gold-action-
conditioned self-teacher.
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Figure 4: Sensitivity to the GAPD coefficient λgapd.
Each panel reports F1 after varying λgapd; the dashed
gray horizontal line marks λgapd = 0, i.e., the KBQA-
R1 outcome-only RL baseline without GAPD.
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F Baseline Details

We compare with representative KBQA systems
under the settings reported by their original pa-
pers or by the corresponding interaction harness.
The baselines cover prompting-only systems, fine-
tuned semantic parsers, and recent action-based or
outcome-supervised KBQA agents.

Prompting methods. These systems use strong
LLMs with in-context examples, retrieved KB
context, or tool interaction, but do not train a
task-specific policy with executable outcome re-
ward. KB-BINDER (Li et al., 2023) uses few-
shot logical-form demonstrations to produce a draft
program and then binds the draft to executable
KB items. KB-Coder (Nie et al., 2024) converts
logical-form generation into a code-style in-context
learning problem to reduce format errors. ARG-
KBQA (Tian et al., 2024) augments LLM prompt-
ing with question-related graph structures retrieved
from the KB. Interactive-KBQA (Xiong et al.,
2024) exposes KB interaction APIs to the LLM and
decomposes complex questions through multi-turn
tool use. ToG (Sun et al., 2024) and PoG (Chen
et al., 2024) are prompting-based graph reason-
ing agents that perform test-time graph exploration
or planning; their reported Hits@1 results are not
mixed into our F1/EM main tables.

KBQA-R1 Harness with commercial LLMs.
To test whether recent general-purpose LLMs can
solve the task without KBQA-specific RL, we plug
GLM-5 (GLM-5 Team, 2026), Kimi-K2.5 (Kimi
Team, 2026), gpt-5.3-codex (OpenAI, 2026), and
Claude 4.6 Sonnet (Anthropic, 2026) into the
KBQA-R1 interaction harness (Sun et al., 2025a).

These runs use the same action-style KB inter-
face and executor, but the underlying LLMs are
not fine-tuned on our training data. These rows
are inherited from KBQA-R1 rather than newly
run GAPD experiments. The harness uses a 500-
example random subset containing 200 WebQSP,
200 GrailQA, and 100 GraphQ queries, seed 42,
temperature 0.0, default top-p = 1.0, and at most
15 interaction turns. Because GAPD is evaluated on
the full benchmark splits, we use the commercial-
LLM rows only as contextual evidence rather than
a paired comparison; the paper’s main claims rely
on the full-benchmark training-based baselines and
ablations.

Fine-tuning and agentic KBQA methods.
RnG-KBQA (Ye et al., 2022) first ranks can-
didate logical forms retrieved from KB search
and then generates the final logical form condi-
tioned on the ranked candidates. DecAF (Yu et al.,
2022) jointly decodes answers and logical forms
for KBQA. TIARA (Shu et al., 2022) combines
multi-grained retrieval over entities, schema items,
and exemplary logical forms with constrained de-
coding. MCTS-KBQA (Xiong et al., 2025) uses
Monte Carlo tree search with step-wise rewards to
explore KBQA reasoning paths with open-source
instruction LLMs. KBQA-o1 (Luo et al., 2025)
is an agentic KBQA framework that uses Monte-
Carlo tree search with policy and reward models
to explore KB action trajectories. KnowCoder-
A1 (Chen et al., 2025) trains an agentic KBQA pol-
icy with outcome supervision and curriculum-style
optimization. KBQA-R1 (Sun et al., 2025a) is our
primary outcome-reward-only RL baseline: it uses
the same Llama-3.1-8B backbone, action space,
Freebase executor, and SFT warm-start recipe, but
optimizes GRPO with final-answer and format re-
wards without token-level GAPD guidance.

GraphQ-specific baselines. For GraphQ, we ad-
ditionally include established semantic-parsing and
graph-reasoning baselines reported in prior KBQA
work. SPARQA (Sun et al., 2020) uses skeleton-
based semantic parsing for complex KB questions.
BERT+Ranking (Gu et al., 2021) ranks candidate
parses with a BERT-based model. ArcaneQA (Gu
and Su, 2022) combines generation with dynamic
program induction and contextual schema encod-
ing. CoTKR (Wu et al., 2024) uses chain-of-
thought knowledge rewriting to convert retrieved
KB evidence into reasoning-friendly text.
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Action Arguments Target Function Equivalent Logical Form

Find_relation entity | relation expression = JOIN(‘relation’, START(entity)) (JOIN relation entity)
Merge expression1 | expression expression = AND(expression1, expression) (AND (expression1) (expression))
Order MAX/MIN | expression | relation expression = ARG(‘mode’, expression, ‘relation’) (mode (expression) relation)
Compare le/lt/ge/gt | relation | number expression = CMP(‘mode’, ‘relation’, number, expression) (mode relation number (expression))
Time_constraint relation | time expression = TC(expression, ‘relation’, ‘time’) (TC (expression) relation time)
Count expression expression = COUNT(expression) (COUNT (expression))

Table 8: Action space used in the action-based KBQA setting. Each action is mapped to a functional update over the
intermediate expression state and an equivalent logical-form template; the resulting S-expression is later translated
into SPARQL for execution.

G Action Space

Following the action-based KBQA setting, we de-
compose logical-form construction into a small set
of executable operations over an evolving interme-
diate expression. At each turn, the model emits
an action inside the structured action block; the
executor parses the action, updates the correspond-
ing functional expression, and returns KB feedback
that is appended to the next-turn context. This
design avoids requiring the policy to generate a
complete nested S-expression in one shot, while
still keeping every intermediate step convertible
to an executable logical form. Table 8 lists the
action templates used in our rollouts. The first
four columns specify the surface action, its argu-
ments, the functional state update, and the equiva-
lent logical-form fragment. In training, GAPD ap-
plies token-level guidance only to matched student-
generated spans; environment feedback remains
context rather than a supervised target.

H Prompt Templates

Tables 9 and 10 show the two prompt fragments
used during training. The student rollout prompt
defines the action protocol, while the teacher-only
reference block is inserted only when computing
GAPD token guidance for a matched student state.
At inference time, the teacher-side block is never
used.

You are an expert assistant for querying the Freebase knowledge base using
structured reasoning actions.
Answer the given question about Freebase knowledge base.
You MUST conduct reasoning inside <think>...</think> before
emitting actions.
After reasoning, provide structured actions inside
<action>...</action>.
The system will return query results between
<information>...</information>.
When ready, return the final answer inside <answer>...</answer> using
MIDs or literal values.
Available Actions : {The Description of Actions}
Question: {QUESTION}.

Table 9: Action-based reasoning prompt template for
the student policy.

Student context before the matched generation turn.
. . . dialogue history, actions, and KB observations . . .

Teacher-only reference block
[Reference action sequence. Do not mention or repeat this
in your response, just silently use it as guidance.]
{matched_gold_action}
[End reference]

Assistant-turn prefix from the chat template; teacher logits are evaluated
on the original student response tokens after this point.

Table 10: Teacher-only prompt augmentation for com-
puting GAPD token guidance. The full dataset-
specific action descriptions are inserted at the {The
Description of Actions} placeholder and summa-
rized in Table 8.

I Additional Subgraph-Based Baselines

Table 11 provides a focused comparison with
subgraph-based KBQA baselines, including RoG,
GNN-RAG, and SubgraphRAG. These methods
retrieve or construct question-specific graph neigh-
borhoods and perform reasoning over the resulting
subgraph, so we report them separately as addi-
tional graph-context baselines. We keep the com-
parison in the appendix because the available com-
parable results are WebQSP-only and therefore do
not match the cross-dataset F1/EM setting of the
main tables. Among the listed subgraph-based
baselines, SubgraphRAG with GPT-4o reports the
strongest WebQSP F1 of 78.2; the outcome-only
KBQA-R1 baseline reaches 83.4, and GAPD fur-
ther improves to 86.1. DoG (Li et al., 2025a) is
discussed in related work but omitted from the table
because we could not identify a directly compara-
ble WebQSP F1 result.
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Method Backbone WebQSP F1

RoG (Luo et al., 2024b) Llama2-7B 70.8
GNN-RAG (Mavromatis
and Karypis, 2025)

Llama2-7B 71.3

SubgraphRAG (Li et al.,
2025b)

Llama-3.1-8B 70.6

SubgraphRAG (Li et al.,
2025b)

GPT-4o 78.2

KBQA-R1 (Sun et al.,
2025a)

Llama-3.1-8B 83.4

GAPD Llama-3.1-8B 86.1

Table 11: Additional WebQSP comparison with
graph/subgraph reasoning baselines.

J Full Student Traces and Teacher Token
Scores

We expand the three dashboard case studies into
full appendix trajectory views. The aligned gold
action is visible only to the self-teacher and is used
only to compute token-level guide scores for safely
matched spans; red and green cells mark negative
and positive guide values. Figures 6–8 provide
the full traces for the time-zone relation, strict-
comparison, and distilled-spirits cases from the
main text. The three cases illustrate complemen-
tary failure modes. In the time-zone example, the
student samples a non-canonical daylight-saving
relation surface that is repaired by relation retrieval,
and the guide concentrates on the divergent rela-
tion tokens rather than uniformly across the whole
generated turn. In the island comparison exam-
ple, the question asks for a strict larger-than con-
straint, while the student uses a non-strict compara-
tor; the strongest negative score lands exactly on
the comparator token. In the grain-whisky example,
ENTITY-ANCHOR MATCHING first matches the
intermediate entity state before applying a gold ac-
tion, so the penalty is assigned to the wrong branch
rather than to the already-correct first action.

K Scope and Extensions

Scope of state-aligned distillation. GAPD tar-
gets RL-based agentic KBQA rather than arbitrary
agentic RL. It is applicable when training data pro-
vide executable expert actions and the environment
exposes a state representation that supports con-
servative compatibility checks. MID-set matching
is the KBQA realization of this principle: execu-
tion supplies discrete entity anchors, and an aligned
next action is used only after the state match and
safety gates accept the turn. Other agent domains
would require their own state representation, tran-

sition checks, and action-validity filters; the MID
matcher should not be transferred unchanged to en-
vironments with unstructured or partially observed
states.

Training supervision and extensions. GAPD
uses the same logical-form annotations from which
prior KBQA systems derive SFT trajectories; it
does not require an additional annotated field, and
gold actions and self-teacher scoring are training-
only. In principle, executable pseudo-gold trajec-
tories obtained through search or program synthe-
sis could replace annotated trajectories after exe-
cution and state-consistency filtering. We do not
evaluate this extension, and semantically similar
but execution-incompatible pseudo-actions could
introduce incorrect guidance. When no reliable
correspondence is found, GAPD abstains from the
token-level guide and leaves the original outcome-
RL objective unchanged.
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C1. could you provide me with the time zones in which day dst ends on the same day as that in atlantic time zone?

Turn 1 | matched gold step 0
Student output

<think> To find the time zones where the day of DST (Daylight Saving Time) ends is the same as in the Atlantic Time Zone, I need to first
identify the days when DST ends in the Atlantic Time Zone. </think><action> Find_relation [ m.042g7t | time.time_zone.daylight_savings_time_ends
] </action>

Gold-conditioned hint

Find_relation [ m.042g7t | time.time_zone.day_dst_ends ]

Full matched-turn token scores (think + action)
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Environment feedback

<information>
No relation matched time.time_zone.daylight_savings_time_ends connected to m.042g7t; Selected the most similar relation
time.time_zone.day_dst_ends to execute, score=0.794
Based on your relation_arg, the most similar adjacent relation "time.time_zone.day_dst_ends" was selected for execution. The other top-5 most
similar relations are [ time.time_zone.offset_from_uct, time.time_zone.dst_offset_from_utc, time.time_zone.day_dst_begins,
time.time_zone.locations_in_this_time_zone, location.location.time_zones ]. If the current best match does not satisfy your intent, please choose
one from the top-5 list by quoting its exact relation id. If none of the top-5 fit, change your relation_arg to trigger a new similarity match
and obtain a different candidate list.
functions:
expression1 = START('m.042g7t')
expression1 = JOIN('(R time.time_zone.day_dst_ends)', expression1)
result_mid_list: [ m.030rjff (First Sunday in November) ]
</information>

Turn 2 | matched gold step 1
Student output

<think> The day DST ends in the Atlantic Time Zone is the first Sunday in November. Now, I need to find all time zones where DST ends on the same
day. </think><action> Find_relation [ m.030rjff | time.time_zone.day_dst_ends ] </action>

Gold-conditioned hint

Find_relation [ expression1 | time.time_zone.day_dst_ends ]

Full matched-turn token scores (think + action)
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Environment feedback

<information>
functions:
expression1 = START('m.042g7t')
expression1 = JOIN('(R time.time_zone.day_dst_ends)', expression1)
expression2 = START('m.030rjff')
expression2 = JOIN('time.time_zone.day_dst_ends', expression2)
result_mid_list (first 10 of 11): [ m.02hcv8 (Eastern Time Zone), m.02fqwt (Central Time Zone), m.02hczc (Mountain Time Zone), m.02lcqs (Pacific
Time Zone), m.0jwyh47 (America/Shiprock Time Zone), m.0y499mk (Cuba Time Zone), m.0y4dw25 (Saint Pierre and Miquelon Time Zone), m.02lcrv (Alaska
Time Zone), m.042g7t (Atlantic Time Zone), m.02lctm (Hawaii-Aleutian Time Zone), ... ]
</information>

Turn 3 | no GAPD token supervision
Student output

<think> I have a list of time zones where DST ends on the same day as in the Atlantic Time Zone. Now, I need to exclude the Atlantic Time Zone
itself from the list. </think><answer> m.02hcv8 m.02fqwt m.02hczc m.02lcqs m.0y499mk m.0y4dw25 m.02lcrv m.02lctm m.05jphn </answer>
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Figure 6: Full trajectory view for the time-zone case. The figure preserves the complete student–environment
interaction chain and displays the token-score audit for supervised turns; GAPD training applies the guide to the
generated action span.
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C2. what island is larger than 0.25 in maximum length?

Turn 1 | matched gold step 0
Student output

<think>
To find islands that are larger than 0.25 in maximum length, I need to first filter the islands based on their maximum length.
</think><action>
Compare [ ge | geography.island.max_length | 0.25^^http://www.w3.org/2001/XMLSchema#float ]
</action>

Gold-conditioned hint

Compare [ gt | geography.island.max_length | 0.25^^http://www.w3.org/2001/XMLSchema#float ]

Full matched-turn token scores (think + action)
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Environment feedback

<information>
functions:
expression1 = START('0.25^^http://www.w3.org/2001/XMLSchema#float')
expression1 = CMP('ge', 'geography.island.max_length', expression1)
result_mid_list (first 10 of 200): [ m.08_y__ (St. David's Island, Bermuda), m.06gxx1 (Cuttyhunk Island), m.027qx_6 (New Ireland), m.03nq5k (New
Hanover Island), m.027w6tw (Pessegueiro Island), m.03plwj (Afognak), m.02t60s (Ball's Pyramid), m.0379zq (Galveston Island), m.01hd63 (Saint
Croix, U.S. Virgin Islands), m.09ghw05 (Dana Island), ... ]
</information>

Turn 2 | no GAPD token supervision
Student output

<think>
The comparison has returned a list of islands that are larger than 0.25 in maximum length. Next, I need to ensure that the entities are indeed of
the type 'Geography Island' and then provide the answer.
</think><action>
Merge [ expression1 | geography.island ]
</action>

Environment feedback

<information>
functions:
expression1 = START('0.25^^http://www.w3.org/2001/XMLSchema#float')
expression1 = CMP('ge', 'geography.island.max_length', expression1)
expression2 = START('geography.island')
expression1 = AND(expression1, expression2)
result_mid_list (first 10 of 200): [ m.08_y__ (St. David's Island, Bermuda), m.06gxx1 (Cuttyhunk Island), m.027qx_6 (New Ireland), m.03nq5k (New
Hanover Island), m.027w6tw (Pessegueiro Island), m.03plwj (Afognak), m.02t60s (Ball's Pyramid), m.0379zq (Galveston Island), m.01hd63 (Saint
Croix, U.S. Virgin Islands), m.09ghw05 (Dana Island), ... ]
</information>

Turn 3 | no GAPD token supervision
Student output

<think>
The merge operation has confirmed that all the returned entities are indeed of the type 'Geography Island'. I can now provide the answer.
</think><answer> m.08_y__ m.06gxx1 m.027qx_6 m.03nq5k m.027w6tw m.03plwj m.02t60s m.0379zq m.01hd63 m.09ghw05 ... (first 10 of 156 MIDs)
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Figure 7: Full trajectory view for the island comparison case. The figure preserves the complete student–environment
interaction chain and displays the token-score audit for the supervised comparison turn; GAPD training applies
the guide to the generated action span. For readability, long result_mid_list fields and answer MID lists are
truncated to the first ten entries, with ellipses marking omitted MIDs.
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C3. fermentation base of grain whisky shares it's fermation base with what other distilled spirit?

Turn 1 | matched gold step 0
Student output

<think> To find the fermentation base of grain whisky and check if it shares the fermentation base with any other distilled spirits, I need to
first identify the fermentation base of grain whisky. </think><action> Find_relation [m.041j_x |
distilled_spirits.distilled_spirit_type.fermentation_base] </action>

Gold-conditioned hint

Find_relation [ m.041j_x | distilled_spirits.distilled_spirit_type.fermentation_base ]

Full matched-turn token scores (think + action)

<th
-0.00

ink
+0.00

>
-0.04

T To
-0.01

T find
+0.05

T the
+0.05

T fermentation

+0.00

T base
+0.00

T of
+0.03

T grain
-0.00

T whisky
-0.00

T and
-0.12

T check
-0.24

T if
+0.02

T it
-0.00

T shares
-0.18

T the
-0.14

T fermentation

-0.05

T base
+0.00

T with
+0.00

T any
-0.01

T other
+0.00

T distilled
-0.00

T spirits
+0.02

T ,
-0.00

T I
+0.00

T need
+0.14

T to
+0.00

T

first
+0.02

T identify
-0.09

T the
+0.00

T fermentation

-0.02

T base
-0.00

T of
-0.00

T grain
-0.00

T whisky
+0.00

T .
-0.00

T </
+0.01

T think
-0.00

T ><
-0.00

action
-0.00

>
-0.00

A Find
+0.00

A _relation
+0.00

A [
+0.00

A m
-0.18

A .
+0.00

A 041
-0.02

A j
-0.01

A _x
-0.12

A |
-0.00

A distilled
+0.02

A _s
-0.00

A pir
-0.00

A its
-0.00

A .dist
+0.66

A

illed
+0.00

A _s
+0.00

A pirit
-0.00

A _type
+0.49

A .
+0.01

A fer
-0.00

A mentation
+0.00

A _base
-0.00

A ]
+0.03

A </
-0.00

A action
+0.00

A >
-0.00

Environment feedback

<information>
functions:
expression1 = START('m.041j_x')
expression1 = JOIN('(R distilled_spirits.distilled_spirit_type.fermentation_base)', expression1)
result_mid_list: [ m.053wn (Maize), m.09696 (Wheat) ]
</information>

Turn 2 | matched gold step 1
Student output

<think> I have found the fermentation base of grain whisky includes both Maize and Wheat. Now, I need to find other distilled spirits that use
these same fermentation bases. </think><action> Find_relation [expression1 | distilled_spirits.fermentation_base.spirit_products] </action>

Gold-conditioned hint

Find_relation [ expression1 | distilled_spirits.distilled_spirit.fermentation_base ]

Full matched-turn token scores (think + action)
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Environment feedback

<information>
functions:
expression1 = START('m.041j_x')
expression1 = JOIN('(R distilled_spirits.distilled_spirit_type.fermentation_base)', expression1)
expression1 = JOIN('(R distilled_spirits.fermentation_base.spirit_products)', expression1)
result_mid_list: [ m.01p5b6 (Rye whiskey), m.0c59y (Bourbon whiskey) ]
</information>

Turn 3 | no GAPD token supervision
Student output

<think> I have a list of distilled spirits that use the same fermentation base as grain whisky. However, to ensure I only get the distinct
spirits, I need to merge this with the ontology type of distilled spirits. </think><action> Merge [expression1 |
distilled_spirits.distilled_spirit] </action>

Environment feedback

<information>
functions:
expression1 = START('m.041j_x')
expression1 = JOIN('(R distilled_spirits.distilled_spirit_type.fermentation_base)', expression1)
expression1 = JOIN('(R distilled_spirits.fermentation_base.spirit_products)', expression1)
expression2 = START('distilled_spirits.distilled_spirit')
expression1 = AND(expression1, expression2)
result_mid_list: []
No results found.
</information>

Turn 4 | no GAPD token supervision
Student output

<think> The previous merge operation did not return any results, which seems there might have been an issue with the logic. However, the question
is asking for the shared component between the fermentation base of grains and other types of distilled spirits. The initial actions have laid
out the components. I will directly provide the answer. </think><answer> m.01p5b6 m.0c59y </answer>

−2

0

2

cl
ip

pe
d 

gu
id

e 
sc

or
e

Figure 8: Full trajectory view for the distilled-spirits case. The figure preserves the complete student–environment
interaction chain and displays the token-score audit for supervised turns; GAPD training applies the guide to the
generated action span.
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