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Abstract

Document-level relation extraction (DocRE)
requires integrating scattered evidence to un-
cover challenging implicit relations. While
recent LLM-based approaches leverage rich
prior knowledge for relation prediction, they
suffer from two limitations. Pipeline-based ap-
proaches cause irrecoverable candidate pruning,
and the absence of explicit logical constraints
leaves spurious over-prediction unsuppressed.
To address this, we propose Gated Logical-
rule INTernalization (GLINT), a novel DocRE
framework that integrates an LLM with end-
to-end inductive rule reasoning within a fully
differentiable architecture. GLINT preserves
per-pair signals across all entity pairs through
a Fused Fact Tensor with Gumbel-softmax se-
lection, and refines LLM predictions via an
inductive rule reasoner with per-atom learnable
negation gates. Extensive experiments on three
benchmark datasets show that GLINT1 outper-
forms existing LLM-based baselines.

1 Introduction

Document-level relation extraction (DocRE) aims
to identify semantic relations between entity pairs
within a document, supporting downstream tasks
such as question answering and knowledge graph
construction (Lee et al., 2026a; Ji et al., 2026). Un-
like sentence-level relation extraction (Baek et al.,
2025), which operates within a single sentence,
DocRE requires resolving coreference among en-
tity mentions and aggregating relational evidence
across multiple sentences (Quirk and Poon, 2017;
Yao et al., 2019). Traditional DocRE models often
incorporate graph- or attention-based mechanisms
to enrich semantic features of entity pairs (Zeng
et al., 2020; Zhou et al., 2021). While effective
at identifying relations explicitly presented in the
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Figure 1: Comparison of (a) pipeline-based approaches
and (b) our proposed GLINT for LLM-based DocRE.
Pipelines train the candidate filter and relation extractor
independently, causing irrecoverable entity-pair candi-
date pruning. GLINT jointly learns these modules and
the rule reasoner within a single differentiable architec-
ture, thereby internalizing negation-gated logical rules
into the LLM. Red arrows indicate gradient flow.

text, they struggle with implicit relations that re-
quire multi-hop logical reasoning. To address this,
recent approaches have introduced logical rules
into DocRE frameworks, performing symbolic in-
ference over explicit relations to uncover latent
facts (Qi et al., 2024; Zhang et al., 2025b).

More recently, large language models (LLMs)
have emerged as a promising direction for DocRE,
leveraging their rich prior knowledge and strong
contextual understanding (Gao et al., 2024; Xue
et al., 2024). However, DocRE is particularly chal-
lenging for LLMs: documents are typically long,
the label space is large, and most entity pairs hold
no relation. For instance, in DocRED, over 97% of
entity pairs are labeled NA (no relation), resulting
in severe class imbalance. A common strategy in
recent LLM-based DocRE methods is to adopt a
two-stage pipeline (Figure 1): a candidate filtering
module first prunes entity pairs predicted as NA,
and a downstream module then performs relation
classification over the retained pairs (Zhang et al.,
2025a; Li et al., 2026).

A first limitation lies in the irrecoverable can-
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Figure 2: Precision, recall, and F1 of three LLM-based
DocRE formulations on DocRED, varying in input gran-
ularity and supervision: (a) document-level zero-shot,
(b) pair-level zero-shot, and (c) pair-level fine-tuned bi-
nary classification. Compared to (a), (b) reveals LLMs’
over-prediction tendency, dropping precision while rais-
ing recall. (c) improves both, yet recall continues to far
exceed precision. See Appendix A for details.

didate pruning induced by this pipeline. The
pipeline relies on discrete operations such as hard
top-k selection and token argmax, which break dif-
ferentiability at every decision point. Once a can-
didate pair is pruned as NA, it is permanently ex-
cluded from subsequent reasoning. However, such
pairs may hold implicit relations reachable only
via multi-hop reasoning, or serve as essential in-
termediate nodes for deriving other implicit facts,
providing signals the rule reasoner would otherwise
rely on. With no continuous gradient path from the
rule reasoner back to the upstream LLM backbone,
the candidate filter and relation extractor are trained
independently, limiting the model’s ability to refine
earlier decisions based on later signals.

A second limitation lies in the spurious over-
prediction of LLMs on DocRE. LLM-based meth-
ods can flexibly formulate fine-grained queries,
e.g., at the single entity-pair level or by condition-
ing on a specific relation type (Xue et al., 2024;
Zhang et al., 2025a). However, our preliminary
experiments reveal that querying at the entity-pair
level achieves high recall while sharply degrading
precision, and fine-tuning only amplifies this imbal-
ance (Figure 2). This reflects an inherent tendency
of LLMs to draw on extensive prior knowledge
extending beyond the literal text, yet existing meth-
ods provide no explicit mechanism to constrain the
resulting spurious predictions.

Resolving these two limitations together re-
quires equipping the model to recover missing facts
through multi-hop reasoning while suppressing
spurious ones through explicit logical constraints.
This motivates internalizing logical rules into
the LLM itself. Recent work has highlighted
the potential of shaping LLM internal represen-
tations to improve knowledge integration and rea-

soning (Jeong et al., 2025). In GLINT, the rule
reasoner doubles as both an expressive inference
engine that constrains the LLM’s spurious over-
predictions through positive, negative, and mixed
conditions, and the bridge through which logical
gradients propagate back to refine the candidate fil-
ter and relation extractor, thereby recovering pairs
that pipelines would otherwise prune irrecoverably.
Realizing this design poses two non-trivial chal-
lenges: (1) maintaining a differentiable end-to-end
pathway across an inherently discrete LLM while
keeping query cost sub-quadratic over all N2 en-
tity pairs, and (2) incorporating negative conditions
into a unified rule module without introducing con-
flicting gradients between sufficient- and necessary-
condition objectives.

To address these challenges, we propose Gated
Logical-rule INTernalization (GLINT), a novel
LLM-based DocRE model that jointly learns entity-
pair filtering, relation extraction, and negation-
gated rule reasoning in an end-to-end manner.
GLINT couples three modules through the Fused
Fact Tensor F+ which fuses and softly preserves
the per-pair relation signals across all entity pairs:
(1) a soft candidate filter that retains all entity-pair
signals including those filtered as NA via F+ preser-
vation and Gumbel-softmax selection, (2) an LLM-
based relation extractor, and (3) an inductive rule
reasoner that unifies positive, negative and mixed
conditions through per-atom learnable negation
gates. The rule reasoner refines LLM predictions
through chain reasoning over the preserved signals
at inference, while its logical gradients flow back
through F+ to refine the filter and extractor at every
training step, enabling continuous signal exchange
across the entire model. Our main contributions
are summarized as follows:

• To the best of our knowledge, GLINT is the first
DocRE model to integrate an LLM backbone
with end-to-end inductive rule learning.

• We replace hard top-k filtering with a fully dif-
ferentiable selection that preserves logit signals
from every entity pair.

• We extend soft rule learning to both positive
and negative directions via per-atom learnable
negation gates.

• Extensive experiments on DocRED, Re-
DocRED, and DWIE show that GLINT outper-
forms strong baselines, with particularly large
gains on implicit relations.
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2 Related Work

2.1 Document-level Relation Extraction

Existing approaches enhance entity-pair repre-
sentations through either graph structures or at-
tention mechanisms. LSR (Nan et al., 2020)
learns a latent document structure to facilitate
multi-hop reasoning, and GAIN (Zeng et al.,
2020) strengthens document-level reasoning by
jointly leveraging mention-level and entity-level
graphs. ATLOP (Zhou et al., 2021) introduces
adaptive thresholding together with localized con-
text pooling for multi-label relation prediction,
while DREEAM (Ma et al., 2023a) exploits evi-
dence information to guide model attention toward
relation-supporting sentences.

While effective at encoding document-level con-
textual information, these methods do not explic-
itly capture logical dependencies among extracted
relations. As a result, their predictions are not con-
strained by document-level logical consistency.

2.2 Logic Rule-based DocRE

Since relation facts in a document often exhibit
logical dependencies (e.g., implication, transitivity,
inverse relations), several studies have incorporated
logic rules into DocRE to improve consistency and
reasoning. Earlier methods treat rule learning as
a separate component, where LogiRE (Ru et al.,
2021) treats logic rules as latent variables under
EM-style optimization, MILR (Fan et al., 2022)
injects mined rules via consistency regularization,
and BCBR (Liu et al., 2023) mines rules with a
beta-distribution-based miner with forward and re-
verse constraints to suppress spurious rules. De-
parting from this two-stage view, JMRL (Qi et al.,
2024) jointly optimizes relation extraction and rule
learning end-to-end, while CaDRL (Zhang et al.,
2025b) learns document-specific rules.

However, these approaches remain confined to
PLM-based DocRE backbones and to rule formu-
lations using only positive conditions. As a result,
both the integration of logic rules with LLMs and
the use of negative or mixed conditions to constrain
spurious predictions remain largely underexplored.

2.3 LLM-based DocRE

Recent studies have applied LLMs to DocRE but
reported that direct in-context learning struggles
with fine-grained relation types and hallucinated
outputs (Li et al., 2023), motivating a shift to-
ward selecting candidate entity pairs or relations

before extraction. AutoRE (Xue et al., 2024) intro-
duces the RHF (Relation-Head-Facts) paradigm
that sequentially predicts relations, heads, and
facts with QLoRA fine-tuning. LMRC (Li et al.,
2026) pre-selects candidate pairs via a relation
classifier to mitigate attention distraction. EP-
RSR (Zhang et al., 2025a) proposes the EPRF (En-
tity Pair-Relation-Fact) paradigm, which retrieves
relation-relevant context per entity pair before ex-
traction. However, these approaches adopt two-
stage pipelines in which the candidate selector and
the relation extractor are trained with separate ob-
jectives, and none of them explicitly models logical
dependencies among relation facts. RuAG (Zhang
et al., 2025c) injects logic rules into LLM prompts
as natural language via MCTS-based rule learn-
ing, but this prompt-level integration keeps rule
learning and LLM extraction decoupled, prevent-
ing end-to-end joint optimization.

Whereas existing LLM-based methods decou-
ple candidate selection from relation extraction,
GLINT pursues a tighter integration by learning
them jointly within a single end-to-end framework.

3 Preliminaries

Logical Rule. An atom p(x, y), where p is a predi-
cate and x, y are entity variables, is a binary literal
indicating whether predicate p holds between x
and y. Predicates are distinguished by their role:
head predicates, denoted by r, are drawn fromR,
while body predicates, denoted by B, are drawn
from the extended set R+ = R ∪ R− ∪ {I} of
size 2n+ 1, where R− = {r− | r ∈ R} contains
inverse predicates and I is the identity predicate.
We adopt chain-like logical rules (CRs) (Abiteboul
et al., 1995), in which any two consecutive body
atoms share an intermediate variable. An L-CR
with head predicate r takes the form:

r(x, y)← B1(x, z1) ∧B2(z1, z2)

∧ · · · ∧BL(zL−1, y),

where B1, . . . , BL ∈ R+ are body predicates, and
z1, . . . , zL−1 are intermediate entity variables.

Problem Formulation. Given a document d ∈ D
and its set of named entities Ed = {ei}nd

i=1, where
each entity ei may have multiple mentions through-
out d, DocRE aims to identify the relational triples
(eh, r, et) that hold in d, where eh, et ∈ Ed, eh ̸=
et, and r ∈ R is one of n = |R| predefined re-
lations. We frame DocRE as estimating, for each
predicate r ∈ R and each entity pair (eh, et), a
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soft score ϕr(eh, et) ∈ [0, 1] that represents the
estimated truth value of the atom r(eh, et). We
learn this score by fine-tuning a low-rank adapter
(LoRA) on the LLM jointly with a neuro-symbolic
rule module.

4 Methodology

As illustrated in Figure 3, GLINT consists of a
Differentiable Candidate-pair Filter (DCF) and a
Generative Relation Extractor (GRE) sharing a sin-
gle fine-tuned LLM backbone, together with a Rule
Reasoner. The Fused Fact Tensor F+ aggregates
their per-pair outputs and feeds the Rule Reasoner,
whose logical gradients flow back through to refine
both modules. The model is trained end-to-end by
minimizing a weighted sum of classification losses.

4.1 Differentiable Candidate–Pair Filter
Initially, we determine whether any relation holds
between an entity pair, rather than identifying
which relations exist. By pruning the search space
from O(n2

d) to a small candidate set C, this module
lets the subsequent stage attend only to promising
pairs. As the entry stage, it upper-bounds the recall
of the entire framework. We therefore design it to
be lightweight while prioritizing recall.

Entity and relation representations. The LLM
takes as input a prefix (I, d, Ed), where I is a task
instruction. We append a special token [ENT]
after each entity query ei : namei and run a sin-
gle forward pass under a block-diagonal attention
mask. The prefix uses standard causal attention,
while each entity query attends only to the pre-
fix and itself. The resulting [ENT] hidden state
gives the entity representation ei ∈ RdLLM . By at-
tending to the document d though the prefix, ei is
document-dependent. In contrast, the representa-
tion rk ∈ RdLLM of relation rk ∈ R is built without
any document context. We tokenize its natural-
language label with the LLM tokenizer and mean-
pool the input embeddings of its subword tokens.
This grounds each relation in the LLM’s pretrained
semantics, making it document-agnostic.

Triple scoring and selection. To score the plau-
sibility of relation rk holding between eh and et,
we introduce a Fact Scorer, based on a knowledge
graph completion (KGC) scorer. Among standard
KGC methods, we adopt DistMult (Yang et al.,
2015) for its low computational cost and suffi-
cient expressiveness in filtering; further analysis
is provided in Appendix F.1. DistMult is symmet-

ric, whereas DocRE relations are directional. We
therefore apply separate head- and tail-specific pro-
jections êh = Wheh and êt = Wtet, together
with a relation projection r̂k = Wrrk, where
Wh,Wt,Wr ∈ Rdp×dLLM . The relation score is

zDCF
h,t,k = ê⊤h diag(r̂k) êt, (1)

which gives zDCF
h,t,k ̸= zDCF

t,h,k in general. Then we
aggregate the per-relation scores into a single pair-
level score,

sh,t = log
1

n

n∑︂

k=1

exp
(︁
zDCF
h,t,k

)︁
, (2)

which captures whether any relation likely holds for
the pair. We use log-mean-exp pooling rather than
a hard maximum so that sh,t remains differentiable.

To form the candidate set C, we relax the per-pair
binary selection decision with a binary Gumbel-
Softmax (Jang et al., 2016; Maddison et al., 2017),

g̃h,t = σ
(︂
sh,t+Lh,t

τ

)︂
, (3)

where Lh,t
i.i.d.∼ Logistic(0, 1) and τ is a temper-

ature parameter. This relaxation makes selection
differentiable, allowing gradients to flow through
g̃h,t during training. At inference, g̃h,t reduces to
the deterministic σ(sh,t/τ). The candidate set C
is then formed by retaining pairs with g̃h,t > θ,
capped at the top-K per document. Crucially, the
full triple-level tensor zDCF is not discarded but
preserved and passed to the rule reasoning stage.

4.2 Generative Relation Extractor
Following the candidate entity pair filtering, we
exploit the LLM’s generative capacity to predict
which relations each candidate pair holds. The
LLM receives the prefix (I, d, Ed,R), and each
relation is assigned a unique reserved token in the
LLM vocabulary. Relation prediction thus reduces
to next-token prediction. We read the next-token
logits over the relation tokens as independent per-
relation scores. As C may still be large, we apply
the same sequence packing as in DCF: each pair
query is followed by a [REL] token and packed
under a block-diagonal mask, so that each query
attends only to the shared prefix and itself. This
amortizes prefix encoding while preventing cross-
pair interference (see Algorithm 1 in Appendix B
for details).

For each pair (eh, et) ∈ C, the output hidden
state at the [REL] position h[REL]

h,t ∈ RdLLM is
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Figure 3: The overview of our proposed model GLINT for LLM-based DocRE. GLINT jointly learns (1) Differen-
tiable Candidate-pair Filter, (2) Generative Relation Extractor, and (3) Rule Reasoner within a single differentiable
architecture through the Fused Fact Tensor F+, thereby internalizing negation-gated logical rules into the LLM.

passed through the LM head and restricted to the
relation token IDs IR, yielding the relation logit
vector zGRE

h,t ∈ Rn:

zGRE
h,t = LMHead

(︁
h[REL]
h,t

)︁[︁
IR

]︁
. (4)

These scores are passed to the rule reasoning stage.

4.3 Rule Reasoner over Fused Fact Tensor

F+ construction. We construct the fused fact ten-
sor F+, which stores the predicted soft probability
of each candidate triple by fusing the complemen-
tary outputs of DCF and GRE. DCF produces a
dense triple-level tensor zDCF ∈ Rnd×nd×n over
all pairs, while GRE produces zGRE only on the
candidate set C. The two are complementary: zDCF

covers all pairs with coarse per-relation scores, and
zGRE covers C only but with sharper per-relation
predictions. We fuse the two to retain both.

As the two signals lie on different scales, we
calibrate each with a learnable affine map followed
by a sigmoid. For α ∈ {DCF,GRE}:

p̂αh,t,k = σ
(︁
aα z

α
h,t,k + bα

)︁
, (5)

where the four scalars (aDCF, bDCF, aGRE, bGRE) are
initialized to the identity map (a = 1, b = 0).
The calibrated logit z̃DCF

h,t,k is also reused (with-
out sigmoid) as the non-candidate term in the
rule-augmented logit ϕ (Eq. 13). The hard mask
mh,t = 1

[︁
(h, t) ∈ C

]︁
from thresholding g̃h,t is

non-differentiable, so we restore the gradient with
a straight-through estimator,

m̂h,t = mh,t + g̃h,t − SG(g̃h,t), (6)

where SG(·) denotes the stop-gradient. m̂h,t equals
mh,t in the forward pass but admits a non-trivial
gradient through g̃h,t in the backward pass. Each
forward cell mixes two calibrated sources via m̂h,t:

fh,t,k = m̂h,t p̂
GRE
h,t,k + (1− m̂h,t) p̂

DCF
h,t,k, (7)

with diagonal cells (h = t) zeroed. Candidate pairs,
indicated by m̂h,t = 1, take the GRE prediction,
while non-candidate pairs fall back to the DCF
prediction. The fused fact tensor F+ then material-
izes per-pair scores over the extended predicate set
R+ = R∪R− ∪ {I}:

F+(h, t, ·) =
[︁
fh,t ∥ ft,h ∥1[h=t]

]︁
∈ R2n+1,

(8)
where the inverse block ft,h is obtained by trans-
position and the identity indicator marks self-pairs.
The resulting F+ ∈ [0, 1]nd×nd×(2n+1) feeds the
rule-reasoning module.

Negation-gated rule reasoning. We extend
JMRL’s chain-style rule learner (Qi et al., 2024)
to operate over F+, yielding a rule-based logit zrule

added as a residual to the final prediction logits. A
chain rule of depth L composes L literals along an
entity path x0 → · · · → xL as a soft conjunction,
with each literal reading from F+ via a learnable
softmax over the 2n+ 1 predicates. For each rela-
tion rk, we instantiate N such rules.

Our extension is a per-atom negation gate that
lets a rule select negated literals, broadening the
rule class from positive-only conjunctions to pat-
terns involving ¬p. For relation rk, rule j, and
hop ℓ, the pre-gate atom ã

(ℓ)
k,j(x, y) ∈ [0, 1] is

the softmax-weighted read of F+(x, y, ·) over the
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2n + 1 predicates. We attach a sigmoid gate
g
(ℓ)
k,j = σ(v

(ℓ)
k,j) ∈ (0, 1) on a learnable scalar v(ℓ)k,j ,

forming the literal,

a
(ℓ)
k,j(x, y) = g

(ℓ)
k,j ã

(ℓ)
k,j(x, y)

+
(︁
1− g

(ℓ)
k,j

)︁(︁
1− ã

(ℓ)
k,j(x, y)

)︁
,

(9)

which equals ã at g → 1 (positive predicate) and
1− ã at g → 0 (its negation). We initialize v to 0 so
that every literal starts polarity-neutral and learns
its sign from data.

The L literals are composed into a soft relational
chain over intermediate entities and aggregated
across the N rules with signed tanh confidences,
yielding zrule

h,t,k for each pair (h, t) and relation rk;
the full composition and aggregation formulas ap-
pear in Appendix C. The two mechanisms play
complementary roles: the negation gate flips atom
polarity within [0, 1] and thus keeps per-literal con-
tributions non-negative while the signed tanh con-
fidences in aggregation provide the sign of each
rule’s contribution to zrule. Together they express
four rule forms by composing positive or negated
literals with positive or negative confidence, cov-
ering rule patterns with negated atoms that prior
soft rule learners with positive-only formulations
cannot capture.

4.4 Training Objective

We train GLINT end-to-end with three binary cross-
entropy losses:

Lmain = BCE
(︁
σ(ϕh,t,k), yh,t,k

)︁
, (10)

Laux = BCE
(︁
σ(zGRE

h,t,k), yh,t,k
)︁
, (11)

Ldcf = BCE
(︁
σ(sh,t), y

pair
h,t

)︁
, (12)

where yh,t,k indicates whether relation rk holds be-
tween eh and et, and y

pair
h,t is positive if the pair

holds at least one relation. Ldcf provides pair-level
supervision to the candidate filter, Laux provides
relation-level supervision to GRE on the selected
candidate pairs, and Lmain supervises the final pre-
diction for each relation over all entity pairs, in-
cluding those not selected as candidates. The main
loss is computed from the full rule-augmented pre-
diction logit

ϕh,t,k = m̂h,t z
GRE
h,t,k + (1− m̂h,t) z̃

DCF
h,t,k + zrule

h,t,k.
(13)

The first two terms form a selection-dependent
backbone prediction. Selected candidate pairs

use the fine-grained GRE logits, whereas non-
candidate pairs retain the calibrated DCF logits
instead of being discarded. The rule logit is added
as a signed residual, allowing the rule reasoner to
increase or decrease the final relation score.

The three losses provide complementary gradi-
ent paths to the shared LLM backbone. Ldcf up-
dates DCF and the backbone through the entity-
representation forward pass, while Laux updates
GRE and the backbone through the relation-
extraction forward pass. Within Lmain, the direct
zGRE
h,t,k term remains connected to the computation

graph, allowing gradients from the rule-augmented
prediction loss to update GRE and the shared back-
bone on selected pairs. The straight-through mask
m̂h,t, which uses hard selection in the forward pass
and the soft Gumbel selection as a backward sur-
rogate, additionally routes gradients through the
candidate-selection decision to DCF and the back-
bone. Stop-gradient is applied to the raw DCF logit
in the non-candidate branch of ϕ and to the raw
DCF and GRE logits used to construct F+, block-
ing backpropagation through these branches while
preserving the direct GRE path in ϕ and the straight-
through selection path through m̂h,t. Consequently,
Lmain jointly trains GRE, DCF, the calibration pa-
rameters, and the rule reasoner.

The full objective is:

L = λdcf Ldcf + λaux Laux + Lmain, (14)

where λdcf and λaux balance the two auxiliary
losses. Because DCF and GRE share the same
LoRA parameters, these complementary gradient
paths jointly optimize a single LLM backbone.

5 Experiments and Analysis

In this section, we present a comprehensive empiri-
cal evaluation of our proposed model, GLINT. Our
experiments are designed to answer the following
research questions (RQs) systematically.

• RQ1: How does GLINT compare against exist-
ing LLM-based and PLM-based DocRE models?

• RQ2: What is the individual contribution of each
component in GLINT?

• RQ3: Does the LLM backbone internalize rule-
based reasoning through end-to-end training?

• RQ4: Does the negation gate learn meaningful
and interpretable negation patterns?
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Model
DocRED Re-DocRED

Dev Test Dev Test

F1 Ign F1 F1 Ign F1 F1 Ign F1 F1 Ign F1

PromptRE (Gao et al., 2024) - - - - 10.55 9.03 - -
ChatGPT (Han et al., 2023) 32.21 - - - 28.89 - - -
DocGNRE (Li et al., 2023) 13.84 13.65 13.93 13.67 11.18 11.10 11.12 11.04
D-F (Xue et al., 2024) 46.38 44.77 47.08 45.30 54.22 53.48 53.33 52.50
D-R-F (Xue et al., 2024) 45.77 44.32 47.50 45.98 56.58 56.10 54.84 54.35
AutoRE (Xue et al., 2024) 47.17 45.58 47.15 45.45 60.17 59.25 59.29 58.33
EP-RSR (Zhang et al., 2025a) 53.77 51.25 54.57 51.77 65.14 63.93 64.24 63.03
LMRC (Li et al., 2026)∗ 61.01 59.13 60.84 58.77 - - 72.80 72.21

GLINT (LLaMA3-8B-Instruct) 61.75 59.42 62.38 59.86 77.47 76.32 77.33 76.19
GLINT (LLaMA3.1-8B-Instruct) 61.30 59.03 62.29 59.88 76.63 75.34 76.28 74.97

Table 1: Performance on DocRED and Re-DocRED. Baseline results are taken from Zhang et al. (2025a), except
the result marked with ∗, which is from their original paper. Best results are in bold and second-best are underlined.

Model
DWIE

Dev Test

F1 Ign F1 F1 Ign F1

ChatGPT (Han et al., 2023) - - 26.72 -
DocGNRE (Li et al., 2023) 11.85 10.55 13.12 10.73
AutoRE (Xue et al., 2024) 56.53 52.74 56.38 49.31
EP-RSR (Zhang et al., 2025a) 70.23 66.32 74.38 69.56

GLINT (LLaMA3-8B-Instruct) 74.97 70.68 78.13 72.65
GLINT (LLaMA3.1-8B-Instruct) 74.05 68.79 80.69 75.50

Table 2: Performance on the DWIE dataset. Results of
the other models are referred from Zhang et al. (2025a).
Best results are in bold and second-best are underlined.

5.1 Experiment Setup

Datasets. We evaluate our approach on three
DocRE datasets: DocRED (Yao et al., 2019), its
re-annotated counterpart Re-DocRED (Tan et al.,
2022) that addresses the false-negative issue in
DocRED, and DWIE (Zaporojets et al., 2021), a
manually annotated document-level dataset. The
detailed statistics of the datasets can be found in
Appendix D.

Evaluation Metrics. Following Yao et al. (2019),
we report F1 and Ign F1 as our primary evaluation
metrics, where Ign F1 measures the F1 score after
removing relational facts that overlap between the
training and evaluation sets.

Implementation Details. We use Llama3-8B-
Instruct (Grattafiori et al., 2024) as our backbone
LLM, chosen for fair comparison with recent LLM-
based DocRE methods. The model is fine-tuned
with QLoRA (Dettmers et al., 2023). All exper-
iments are conducted on a single NVIDIA GPU
(RTX 6000 Ada, 48GB; or RTX PRO 6000 Black-
well, 96GB). Full hyperparameter settings and
prompt templates are provided in Appendix E and
Appendix K.

Baselines. We compare our method against
two categories of LLM-based DocRE approaches:
those operating without task-specific fine-tuning
and those fine-tuned on DocRE supervision.
For the non-fine-tuned category, we include
PromptRE (Gao et al., 2024), DocGNRE (Li et al.,
2023), and the few-shot ChatGPT (Han et al.,
2023) baseline. For the fine-tuned category, we
adopt LMRC (Li et al., 2026), AutoRE (Xue
et al., 2024) with its Document-Facts (D-F) and
Document-Relation-Facts (D-R-F) paradigms, and
EP-RSR (Zhang et al., 2025a) with its Entity
Pair-Relation-Fact (EPRF) paradigm. We fur-
ther include PLM-based baselines: backbones
GAIN (Zeng et al., 2020) and ATLOP (Zhou
et al., 2021), and rule-enhanced extensions Lo-
giRE (Ru et al., 2021), MILR (Fan et al., 2022),
and JMRL (Qi et al., 2024).

5.2 Main Results (RQ1)
Tables 1 and 2 report results on DocRED, Re-
DocRED and DWIE datasets, with all baselines
using LLaMA3-8B-Instruct. With LLaMA3-8B-
Instruct, GLINT consistently outperforms prior
LLM-based methods, surpassing the strongest base-
line by +1.54 F1 on DocRED test, +4.53 on Re-
DocRED test, and +3.75 on DWIE test. These
consistent gains support the effectiveness of end-
to-end logical-rule integration over pipeline-based
LLM approaches. We further evaluate GLINT
using LLaMA3.1-8B-Instruct and obtain compa-
rable results overall. LLaMA3-8B-Instruct per-
forms slightly better on DocRED and Re-DocRED,
whereas LLaMA3.1-8B-Instruct achieves the best
DWIE test result, increasing the margin over the
strongest baseline to +6.31 F1. This consistency
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Method Test (using test†)
F1 Ign F1

GAIN 41.68 41.26
LogiRE-GAIN 41.89 41.53
MILR-GAIN 43.17 42.89
JMRL-GAIN 49.58 47.85

ATLOP 41.95 41.67
LogiRE-ATLOP 42.73 42.47
MILR-ATLOP 44.72 44.30
JMRL-ATLOP 47.54 47.32

GLINT w/o negation 48.81 48.49
GLINT 49.78 49.58

Table 3: Comparison with PLM-based DocRE: training
on DocRED and testing on Re-DocRED. Baseline re-
sults are taken from Qi et al. (2024), and all baselines
employ BERTbase for encoding. Both GLINT variants
use LLaMA3.1-8B-Instruct. Best results are in bold and
second-best are underlined.

suggests that the gains are driven primarily by our
framework rather than by the choice of underly-
ing model. We additionally verify generalization
across backbone families and scales in Appendix J.

Comparison with PLM-based DocRE. As an ad-
ditional comparison, we further investigate whether
GLINT matches PLM-based neuro-symbolic ap-
proaches. Table 3 contrasts GLINT with repre-
sentative rule-based DocRE frameworks built on
PLM backbones. Under the DocRED setting iden-
tical to that of JMRL for a fair comparison, the
w/o negation variant, which removes only the per-
atom negation gates while keeping all other GLINT
components fixed, achieves 48.81 F1, outperform-
ing JMRL-ATLOP’s 47.54 but remaining below
JMRL-GAIN’s 49.58. Adding the negation gate
improves F1 by 0.97 to 49.78. While prior LLM-
based DocRE models have largely failed to match
the performance of PLM-based models, GLINT
closes this gap, outperforming JMRL-GAIN, the
strongest baseline among the PLM-based methods,
by 0.20 F1.

5.3 Ablation Study (RQ2)

We ablate four components of GLINT to isolate
their contributions, with results reported in Ta-
ble 4. The dominant contributor is the ϕ formula-
tion (Eq. 13). Removing the non-candidate branch
(1− m̂h,t) z̃

DCF drops F1 by 4.45, confirming that
this branch is essential for recovering relations
on pairs that pipelines would discard. Removing
the rule reasoner module drops F1 by 3.61, show-
ing that chain-based composition adds expressive
power beyond the LLM backbone alone. Within the

Model F1 Ign F1 ∆ F1

GLINT 77.47 76.32 —

w/o rule reasoner 73.86 72.54 −3.61
w/o negation 76.88 75.61 −0.59
w/o st-gumbel 76.16 75.93 −1.31
w/o ϕ 73.02 72.05 −4.45

Table 4: Ablation study on the Re-DocRED dev set.
∆ F1 reports the F1 drop relative to the full GLINT.

Dev Test

Setting F1 Ign F1 F1 Ign F1 ∆ F1

GLINT 77.47 76.32 77.33 76.19 +5.08

GLINTzero 74.32 73.96 75.85 75.62 +3.60
GLINTnorule 73.86 72.54 72.25 71.93 –

Table 5: Internalization analysis on Re-DocRED. The
rightmost column reports F1 gain over GLINTnorule.

rule reasoner, the per-atom negation gate yields a
smaller but distinct gain, with its removal reducing
F1 by 0.59 points. The full model improves pre-
cision over the positive-only w/o negation variant
from 78.65 to 80.66 (+2.01 points), while recall
decreases from 75.19 to 74.51 (−0.68 points). This
gain in precision, together with the modest recall
cost, is consistent with negation suppressing un-
supported relation predictions, as illustrated in Ap-
pendix H. Finally, removing the Straight-Through
estimator on m̂h,t (Eq. 6), which routes gradient of
Lmain back to the DCF, drops F1 by 1.31, showing
that this gradient pathway helps the model handle
pairs whose candidate status is ambiguous.

5.4 Rule Internalization Analysis (RQ3)

To examine whether end-to-end training leads the
LLM backbone to internalize rule-based reason-
ing, we compare three settings on Re-DocRED:
(A) GLINT, our complete model with the rule
module active, (B) GLINTzero, same model with
rule scores set to zero at inference, and (C)
GLINTnorule, an identical architecture trained with-
out the rule module. The key comparison is be-
tween (B) and (C). Both operate without the rule
residual at inference, but only (B) is trained with
the rule-augmented objective. During training, this
objective updates the shared backbone through
the direct GRE branch and the straight-through
candidate-selection path, whereas (C) is trained
without rule-based supervision. As shown in Ta-
ble 5, (B) exceeds (C) by +3.60 F1 on the test set.
Since both settings disable the rule residual at in-
ference, this gain cannot be attributed to additional
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Figure 4: Distribution of learned negation gate values
on Re-DocRED. Gates with red (g < 0.3) implement
¬ atom, while gates with blue (g > 0.7) reproduce the
standard positive atom.
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Figure 5: Per-atom gate distribution on Re-DocRED.

inference-time rule capacity. It instead indicates
that the backbone retains patterns induced by joint
rule-augmented training. Notably, 3.60 of the full
model’s 5.08-point improvement over (C) remains
after the rule scores are removed. The remaining
1.48-point gap between (A) and (B) suggests that
explicit inference-time rule reasoning provides a
substantial, complementary benefit. Appendix G
further shows that post-hoc training of the rule mod-
ule on a frozen backbone does not recover the end-
to-end model, reinforcing the importance of joint
adaptation.

5.5 Negation Gate Analysis (RQ4)

We investigate whether the gate actually learns
negation patterns. A separate gate is learned at
every atomic position in the rule module Figure 4
shows two distinct modes in the learned gate val-
ues. Specifically, 51.2% of the gates settle in the
forward regime (g > 0.7), while 20.1% settle in
the negation regime (g < 0.3). Together, 71.3% of
the gates lie in one of these two polarity-specific
regimes, showing that most gates move away from
the neutral initialization (g = 0.5) rather than re-
maining ambiguous. Figure 5 further shows an
asymmetry across chain positions. Atom 0 enters
the negation regime in 25.8% of cases, compared
with 14.4% for atom 1. This 11.4-point gap in-
dicates a position-specific preference for placing
negated conditions at the earlier hop, rather than a
uniform tendency toward negation across the chain.

The negation gates and signed rule confidences play
distinct roles. The gates determine whether individ-
ual body literals are positive or negated, whereas
the signed confidences determine whether a satis-
fied rule increases or decreases the head logit. Thus,
the gate distributions characterize learned literal
polarity rather than the sign of the final rule con-
tribution. The mixed-polarity case in Appendix H
illustrates their interaction, where a gate deep in
the negation regime (g = 0.10) combines with a
negative rule weight to suppress an unsupported
relation prediction.

6 Conclusion

We propose GLINT, an end-to-end DocRE frame-
work that internalizes negation-gated logical rules
into an LLM via the Fused Fact tensor F+, recov-
ering missing facts through logical reasoning while
suppressing spurious predictions. Experiments on
three benchmarks demonstrate that GLINT con-
sistently outperforms strong baselines, and our
analyses confirm that the LLM backbone inter-
nalizes rule-induced reasoning patterns while the
learned negation gates capture logical structures
beyond positive-only formulations. Future work
will extend GLINT to broader neuro-symbolic set-
tings with deeper coupling between symbolic rules
and LLM representations, consistent with recent
work (Lee et al., 2026b) that leverages model-
internal probabilistic signals for fine-grained rea-
soning supervision.

Limitations

We discuss two limitations of GLINT. On one
hand, we restrict our experiments to 8B-parameter
backbones (LLaMA3-8B-Instruct and LLaMA3.1-
8B-Instruct) to ensure fair comparison with LLM-
based DocRE baselines. Whether the benefits
of end-to-end rule internalization persist at larger
scales remains an open question, particularly as
larger LLMs may exhibit different over-prediction
patterns and priors that the rule reasoner must adapt
to. Conversely, whether the framework can be dis-
tilled into smaller backbones for efficient deploy-
ment is worth exploring, since the rule reasoner
provides an explicit symbolic structure that may
transfer across model scales. On the other hand, as
with other LLM-based DocRE methods, GLINT
requires fine-tuning an LLM backbone, which in-
curs non-trivial computational cost at training time.
While this cost remains within the range of LLM
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fine-tuning under QLoRA, it may limit applicabil-
ity in settings with strict budgets.

Ethical considerations

This work complies with the ACL Code of Ethics2.
We conduct all experiments on three publicly
available DocRE benchmarks — DocRED, Re-
DocRED, and DWIE — which are widely used
in the community and contain no private or per-
sonally identifiable information beyond what is al-
ready publicly available in their source corpora.
We use LLaMA-3 and LLaMA-3.1 under the Meta
Llama 3 Community License3. While GLINT im-
proves the logical consistency of relation predic-
tions, document-level relation extraction systems
may still produce factually incorrect outputs; down-
stream deployment in high-stakes settings should
therefore incorporate human verification. We will
release our code and trained checkpoints upon ac-
ceptance to support reproducibility.
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A Preliminary Experiments

We provide the details of our preliminary experi-
ments supporting the problem analysis in Section 1.

LLM-based DocRE Formulations on DocRED.
We examine three formulations that vary in input
granularity and supervision, and report P, R, and
F1 for each (Figure 2).

In (a) document-level zero-shot, the LLM ex-
tracts all entity pairs and their relations in a sin-
gle response. Both precision and recall remain
low, indicating that this joint extraction exceeds
the LLM’s single-pass capacity. This is consistent
with recent findings that LLMs struggle to distin-
guish no-relation cases from predefined labels un-
der prompting (Ma et al., 2023b; Wan et al., 2023).
Setting (b) pair-level zero-shot keeps the zero-shot
regime but feeds the LLM the document along with
a candidate entity pair to predict the relations be-
tween them. Recall more than doubles over (a), but
precision drops sharply, reflecting over-prediction
when forced to commit to a per-pair output.

Finally, (c) pair-level fine-tuned binary classi-
fication fine-tunes the LLM to predict whether a
given pair holds any relation (has_relation) or
not (no_relation). Positive and negative pairs are
sampled at a 1:3 ratio per document, since over
97% of pairs in DocRED are labeled NA. This
setting mirrors our DCF module and yields high
recall (89.99) but low precision (30.96), motivating
a separate downstream relation extractor.

Pipeline Bottleneck Analysis. To empirically
ground the design of GLINT, we conduct a pre-
experiment that isolates where errors accumulate
in a naive two-stage pipeline. We train two mod-
ules independently: the candidate filter extracts
the set of entity pairs that bear at least one relation,
and the relation extractor predicts the relations
of given entity pairs, taking only positive (gold)
pairs as input. A cascaded setting then feeds the
filter’s extracted pairs directly into the extractor at
inference.

Setting dev

P R F1

Candidate filter 44.82 66.56 53.57
Relation extractor 89.93 89.52 89.72

Cascaded 41.27 61.68 49.45

Table 6: Pipeline bottleneck analysis on DocRED.
All modules are Llama-3.1-8B-Instruct fine-tuned with
QLoRA (Dettmers et al., 2023). The candidate filter
is evaluated on entity-pair set extraction; the others on
relation extraction.

Table 6 reports results on DocRED dev set. The
LLM backbone itself is not the limiting factor:
given gold positive pairs, the relation extractor
performs strongly, indicating that the LLM classi-
fies relations competently once the candidate space
is correctly constrained. The collapse occurs en-
tirely at the selection boundary. Since any pair
the candidate filter misses cannot be re-introduced
downstream, its recall structurally upper-bounds
the pipeline. The cascaded setting therefore de-
grades sharply relative to the relation extractor with
gold pairs, and the drop is not confined to recall:
precision also collapses, showing that the filter’s
false positives cascade into spurious relation pre-
dictions and that selection errors compound rather
than cancel downstream.

Algorithm 1: GRE forward pass with se-
quence packing

Input: instruction I , document d, entity set Ed,
relation vocabularyR, candidate set C, GRE
mini-batch size M , relation token IDs IR

Output: relation logits {zGRE
h,t }(h,t)∈C

1 Tokenize shared prefix p← (I, d, Ed,R)
2 Partition C into mini-batches B1, . . . ,BK of size at

most M
3 for k = 1 to K do
4 Build packed input sk ← [ p ; q1 ; . . . ; q|Bk| ],
5 where qi = Query(hi, ti) ∥ [REL]i for

(hi, ti) ∈ Bk

6 Build block-causal attention Ak:
7 - prefix p: lower-triangular (causal)
8 - each query block i: full attention to p,

lower-triangular within itself,
9 zero attention to other query blocks

10 Hk ← LLM(sk, Ak) // single forward
pass

11 for each pair (hi, ti) ∈ Bk do
12 h

[REL]
i ← Hk[ pos([REL]i) ]

13 zGRE
hi,ti

← LMHead(h
[REL]
i )[IR]

14 end
15 end
16 return {zGRE

h,t }(h,t)∈C
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Motivated by this, GLINT prioritizes recall in
the DCF module (Section 4.1) to avoid imposing
an upstream recall ceiling on the overall system.

B Sequence Packing in GRE Module

Algorithm 1 details how the GRE module processes
candidate pairs C via sequence packing and block-
diagonal attention. Within each packed forward
pass, the prefix tokens are processed once, rather
than recomputed per pair as in a naïve per-pair for-
ward, while the block-diagonal mask ensures that
each pair’s logits depend only on the prefix and
its own query. Position IDs are assigned contigu-
ously across the packed sequence; independence
between queries is enforced by the mask rather than
by positional separation.

C Formalization of Rule Reasoner

This appendix provides the full composition and
aggregation formulas of the rule reasoner in Sec-
tion 4.3, deferred from the main text. We follow
the notation of Section 4.3.

Pre-gate atom from F+. Each hop of a chain
rule must select one of the 2n + 1 predicates in
R. To make this choice differentiable, we replace
hard predicate selection with a learnable distribu-
tion over R+. For each target relation rk, rule j,
and hop ℓ, we maintain a learnable score vector
u
(ℓ)
k,j ∈ R2n+1, where the p-th entry expresses the

raw preference for selecting predicate p ∈ R+ at
this position. The pre-gate atom at pair (x, y) is the
expected F+ score under the softmax of uℓ

k,j :

ã
(ℓ)
k,j(x, y) =

∑︂

p∈R+

[︁
softmax(u

(ℓ)
k,j)

]︁
p
·F+(x, y, p),

(15)
which lies in [0, 1] since the softmax output
is a probability distribution and F+(x, y, ·) ∈
[0, 1]2n+1.

Negation-gated literal. The pre-gate atom ã
(ℓ)
k,j

captures only positive predicate semantics. To en-
able negated literals, we attach a per-atom negation
gate g

(ℓ)
k,j = σ

(︁
v
(ℓ)
k,j

)︁
∈ (0, 1) on a learnable scalar

v
(ℓ)
k,j ∈ R, and form the gated literal as (restating

Eq. 9)

a
(ℓ)
k,j(x, y) = g

(ℓ)
k,j ã

(ℓ)
k,j(x, y)

+
(︁
1− g

(ℓ)
k,j

)︁(︁
1− ã

(ℓ)
k,j(x, y)

)︁
.

(16)

Setting g → 1 recovers the standard positive atom
a→ ã, while g → 0 yields a→ 1− ã, which is the
soft-logic encoding of ¬ã. Since both ã

(ℓ)
k,j(x, y)

and g
(ℓ)
k,j lie in [0, 1], the gated literal remains in

[0, 1], allowing it to act as a soft truth value.

Chain Composition over Intermediate Entities.
A depth-L chain rule for relation rk, rule j, com-
poses L gated literals along an entity path x0 →
x1 → · · · → xL as a soft conjunction, with inter-
mediate entities x1, . . . , xL−1 marginalized over
Ed. Collecting the literal values at all entity pairs
into a matrix A

(ℓ)
k,j ∈ [0, 1]nd×nd with entries

[︁
A

(ℓ)
k,j

]︁
x, y = a

(ℓ)
k,j(x, y), (17)

chain composition reduces to a matrix product:

Ck,j = A
(1)
k,j A

(2)
k,j · · ·A

(L)
k,j ∈ Rnd×nd , (18)

whose (h, t)-entry

[︁
Ck,j

]︁
h,t

=
∑︂

x1,...,xL−1∈Ed

L∏︂

ℓ=1

a
(ℓ)
k,j(xℓ−1, xℓ),

(19)
with x0 = h and xL = t. Each length-L path from
h to t contributes the product of its L gated literals,
and the chain score

[︁
Ck,j

]︁
h,t

sums these contribu-
tions over all choices of intermediate entities.

Aggregation across N rules. For each target re-
lation rk, the N rule-specific chain scores {[Ck,j ]∗
h, t}Nj=1 are combined into a single rule logit via
signed confidences. We attach a learnable scalar
βk,j ∈ R to each rule and define its signed confi-
dence as

αk,j = tanh(βk,j) ∈ (−1, 1), (20)

where the sign and magnitude of αk,j encode the
direction and strength of rule j’s contribution to
predicting rk. The rule logit for pair (h, t) and
relation rk is then the signed sum of chain scores:

zrule
h,t,k =

N∑︂

j=1

αk,j ·
[︁
Ck,j

]︁
h,t
. (21)

which enters the final rule-augmented prediction
ϕh,t,k as a residual term (Eq. 13).

D Details and Statistics of Datasets

We evaluate our proposed GLINT on three widely
used benchmark datasets in DocRE, which are
shown as follows:
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Dataset Split #Doc. #Rel. #Ent. #Facts.

DocRED
train 3,053

96
59,493 38,180

dev 998 19,578 12,323
test 1,000 19,539 -

Re-DocRED
train 3,053

96
59,359 85,932

dev 500 9,684 17,284
test 500 9,779 17,448

DWIE
train 602

65
16,494 14,403

dev 98 2,785 2,624
test 99 2,623 2,495

Table 7: Statistics on the datasets, where Doc. is short
for documents, Rel. for relation types, Ent. for entities,
and Fact for relational facts.

• DocRED (Yao et al., 2019) is a common
benchmark for DocRE, comprising a diverse
set of documents constructed from Wikipedia.
Since relation evidence is often distributed
across multiple sentences, DocRED requires
models to capture document-level context,
coreference information, and inter-sentence
dependencies.

• Re-DocRED (Tan et al., 2022) is a re-
annotated version of the original DocRED
dataset. It was introduced to address the false-
negative issue in DocRED, where some valid
relation facts are missing from the original
annotations. By providing more complete re-
lation annotations, Re-DocRED offers a more
reliable evaluation setting for document-level
relation extraction.

• DWIE (Zaporojets et al., 2021) is a manually
annotated document-level information extrac-
tion dataset. It contains annotations for enti-
ties, coreference, and relations within docu-
ments. These rich document-level annotations
make DWIE a useful benchmark for evaluat-
ing relation extraction in a broader informa-
tion extraction setting.

The detailed statistics of the datasets can be found
in Table 7.

E Hyperparameter Settings

For reproducibility, Table 8 reports the detailed hy-
perparameter settings used in our experiments. We
use the same hyperparameters for both LLaMA3-
8B-Instruct and LLaMA3.1-8B-Instruct backbones.
We adopt LoRA (Hu et al., 2022) for parameter-
efficient fine-tuning and AdamW (Loshchilov and

Parameter Value

Number of rules (N ) 20
Chain length (L) 2
Candidate top-k 50
Projection dim 256

LoRA (r, α), dropout (16, 32), 0.05
Quantization 4-bit NF4, bf16

Optimizer AdamW
Weight decay 0.01
Learning rate (LoRA) 2e-4
Learning rate (DCF head) 1e-3
Learning rate (rule module) 3e-1
Learning rate (F+ scaler) 1e-2
Warmup ratio 0.06
Max gradient norm 1.0
Epochs 3
Batch size 1

Gumbel temperature 1.0→ 0.1
Positive weight (DCF, GRE) (8.0, 10.0)
Loss weights (λRCP, λaux) (0.1, 1.0)

Table 8: Hyperparameter settings.

Hutter, 2017) as the optimizer. Hyperparameters
are tuned on the development set to maximize F1.

F Empirical Analysis of DCF Module

F.1 Architectural Design Choices

The DCF module assigns a relation-likelihood
score to every entity pair in a document. Knowl-
edge graph completion (KGC) methods provide a
natural starting point for scoring entity pairs, but
they differ substantially in computational cost and
the assumptions they impose on relation structure.
We adopt DistMult (Yang et al., 2015) for the DCF
module because it offers the lowest per-pair scor-
ing cost among standard KGC methods while re-
maining expressive enough for filtering. However,
the standard DistMult formulation is symmetric in
head and tail, which is incompatible with direc-
tional DocRE relations. We therefore introduce
two architectural modifications.

We empirically justify two design choices of our
DCF module on Re-DocRED: (i) using separate
projections for head and tail entities rather than
the classical symmetric DistMult formulation, and
(ii) initializing relation embeddings from mean-
pooled LLM token embeddings rather than random
vectors. We report pair selection precision, recall,
F1 and the raw false positive (FP) counts on the
development set after three training epochs with the
LLaMA3.1-8B-Instruct, as summarized in Table 9.
Asymmetric over symmetric scoring. Classical
DistMult scores entity pairs with a single shared
bilinear form, which is inherently symmetric in
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Projection Relation Init P R F1 FP

Symmetric
Random 42.78 89.81 57.95 16,052
LLM-token 43.70 90.41 58.92 15,561

Asymmetric
Random 58.16 90.10 70.69 8,662
LLM-token (Ours) 63.98 89.73 74.70 6,751

Table 9: Ablation on DCF module design choices on
Re-DocRED. The bottom row is our final configuration.

Method P R F1

Classical DistMult 1.06 6.35 1.81
Ours (asymmetric) 1.48 29.18 2.82

Table 10: Relation classification performance of the
DCF module on Re-DocRED dev set.

head and tail and therefore fundamentally incom-
patible with DocRE, where most relations are di-
rectional. We instead apply two separate learnable
projections for head and tail mentions, breaking the
symmetry by construction. As shown in Table 9,
this change yields the dominant improvement in
F1. Recall remains nearly unchanged across all
four configurations, while FPs more than double
under the symmetric formulation. The symmetric
scoring does not drop true positive pairs, but rather
amplifies spurious predictions, exacerbating the
over-prediction tendency of LLM-based DocRE
defined in Section 1 rather than alleviating it.

Furthermore, Table 10 shows that both formu-
lations achieve very low performance on relation
classification (which relation), with a marginal 0.01
F1 gap, while differing substantially on pair se-
lection (any relation), as shown in Table 9. This
confirms the role of the DCF module as a filter
rather than a classifier: pair selection is handled
here, while fine-grained relation classification is
left to the downstream GRE module.

LLM token over random initialization. We ini-
tialize each relation embedding by mean-pooling
the LLM’s token embeddings for the correspond-
ing label tokens. Unlike random initialization,
which is entirely dependent on the training cor-
pus, this design transfers prior knowledge from the
LLM, providing the DCF module with a semanti-
cally grounded, corpus-independent starting point.
The effect is consistent but more modest than the
projection choice, and is more pronounced when
combined with asymmetric projections, where the
model has the capacity to exploit this prior.

F.2 Sensitivity to Positive Weight
The DCF module is trained with binary cross-
entropy on highly imbalanced candidate pair dis-
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Figure 6: Precision, recall, and pair-level F1 on the DCF
module on Re-DocRED across different positive weight
values. The star marker indicates our adopted value.

tributions. To balance precision and recall in can-
didate selection, we sweep positive weight (pw)
values from 1 to 128 on Re-DocRED. Figure 6
shows that the precision-recall trade-off is sharply
controlled by this weight. Low values yield high
precision but miss many candidates, while high val-
ues produce over-prediction. Pair-level F1 is nearly
identical at pw = 4 (78.74) and pw = 8 (78.89).
We adopt pw = 8 as recall is more critical than
precision in the candidate filtering stage.

0 10 20 30 40 50
Epoch

0.64

0.66
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v 
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3.02 F1

End-to-end (ours)
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Continued from ours

Figure 7: Per-epoch dev F1 under two initializations
on Re-DocRED. Faint lines show raw F1. Bold lines
show the 5-epoch moving average. Stars mark each
setting’s best epoch. The dashed line marks our full
model performance (F1=0.7663).

G Rule Module Training on a Frozen
Backbone

Our internalization analysis in Section 5.4 shows
that the LLM backbone absorbs rule signal during
end-to-end training. We here verify this from the
opposite direction by training the rule module alone
on a frozen backbone. We freeze the backbone and
train only the rule module for 50 epochs on Re-
DocRED, under two initializations: (i) Random
init: rule module reinitialized from scratch, and
(ii) Continued from ours: rule module loaded
from our checkpoint at epoch 3. The rule input
F+ is precomputed from the deployed end-to-end
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Predictions (GLINT)Rule TemplateDocuments

Ross Patterson Alger (August 20, 1920 –
January 16, 1992) was a politician in the
Canadian province of Alberta, who served as
mayor of Calgary from 1977 to 1980. Born in
Prelate, Saskatchewan, he moved to Alberta with
his family in 1930s. ... His brother was Harry
Alger. Alger died of cancer in 1992 ...

(a) Positive 2-hop chain

Wilfried "Willi" Schneider (born 13 March 1963
in Mediaș, Transylvania) is a German skeleton
racer who competed from 1992 to 2002. ... After
retiring from competition Schneider became a
coach, leading the Canadian skeleton team to
three medals at the 2006 Winter Olympics in
Turin (a gold for Duff Gibson, a silver for Jeff
Pain and a bronze for Melissa Hollingsworth), ...

(b) Negation suppression

weight = + 0.973

country_of_citizenship(x, y) 
← sibling (x, z) 

∧ country_of_citizenship (z, y)
[g=0.79]
[g=0.94]

weight = - 0.987

official_language(x, y) 
← INV(citizenship) (x, z) 

∧ NOT languages_spoken (z, y)
[g=0.88]
[g=0.10]

Ross Patterson Alger

Harry
Alger

Canadiancountry_of_citizenship

sibling country_of_citizenship

Canada

Duff 
Gibson

German
NOT 

languages_spoken

INV(citizenship) official_language

Figure 8: Case study on the Re-DocRED dev set. Each row shows (left) a source document, (center) a rule template
extracted from the learned negation gates and rule weights, and (right) the rule’s instantiation on document entities.
Black-labeled relations are gold body atoms, while the head relation involved by the rule is colored gray (derived
under a positive rule weight, top) or red (suppressed under a negative rule weight, bottom). Gates with g close to 1
implement the forward atom, while gates close to 0 implement its negation.

checkpoint and cached for efficiency.
Figure 7 shows that both settings fall short of

the full model by approximately 3 F1 points, re-
gardless of initialization, and converge to nearly
identical scores. Training loss remains flat across
all 50 epochs while F1 fluctuates by ±0.02 per
epoch, indicating that the optimizer has converged.
The results support two observations. First, the rule
module was not undertrained at epoch 3: extending
training for 50 epochs, even from a well-initialized
checkpoint, does not improve performance. Sec-
ond, the rule module’s capability cannot be recov-
ered by post-hoc training on a frozen backbone,
regardless of initialization. End-to-end training is
thus essential for both components: the LLM ab-
sorbs rule signal, and the rule module relies on a
backbone trained alongside it.

H Case Study

Figure 8 presents two qualitative examples of rules
learned by GLINT on Re-DocRED, illustrating the
two distinct roles the rule reasoner plays in our
framework. We follow the rule extraction proce-
dure of JMRL (Qi et al., 2024) and additionally
read the learned negation gates g

(ℓ)
k,j at the atom

level, assigning polarity information to each atom
of the extracted rule body.

Positive 2-hop chain (Figure 8(a)). This case
shows the rule reasoner acting as a fact recoverer.
Both atoms settle in the forward regime (g > 0.7)
and the rule weight is strongly positive, indicating

that GLINT has confidently learned the transitive
pattern that siblings share citizenship. The rule
contributes a large positive residual to the predic-
tion logit, allowing the head relation to be derived
even when it is not stated directly in the text. This
demonstrates how chain composition over F+ re-
covers implicit relations that single-pass LLM ex-
traction would miss.

Negation suppression (Figure 8(b)). This case
shows the rule reasoner acting as a spurious-
prediction suppressor, a role that positive-only for-
mulations cannot fulfill. The second atom’s gate
falls deep into the negation regime (g=0.10), flip-
ping the literal to its negation, while the rule weight
is strongly negative. The body is satisfied precisely
when the corresponding relation is absent from
the document, and in that case the negative resid-
ual pulls the head logit down. This is the mech-
anism by which GLINT counteracts the LLM’s
tendency to over-predict relations from surface co-
occurrence: when two entities co-appear in a doc-
ument without their relation being substantively
grounded, the negation rule fires and suppresses
the spurious head. This pattern is structurally in-
expressible under positive-only rule formulations,
empirically validating the design of per-atom nega-
tion gates.

I Sensitivity to Top-K

The DCF module retains at most top-k candi-
date pairs per document. To examine how this
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Figure 9: Dev F1 (left) and saturation rate (right) on Re-
DocRED across top-k values. The star marker indicates
our adopted value (k = 50).

hyperparameter affects performance, we sweep
k ∈ {10, 25, 50, 75} on Re-DocRED. Figure 9
shows F1 alongside the saturation rate, fraction of
documents reaching the top-k limit. F1 increases
substantially from k = 10 (55.82) to k = 50
(76.63), with only marginal further improvement at
k = 75 (77.86,+1.23 F1). Saturation drops from
97.6% at k = 10 to 17.6% at k = 50, indicating
that the selector itself determines the candidate set
for most document at k = 50 and beyond. The
average candidate count increases only marginally
beyond k = 50 (9.91 at k = 10, 22.48 at k = 25,
31.80 at k = 50, 34.26 at k = 75), further confirm-
ing that raising the cap yields diminishing utility.
Training time at k = 75 (18h) is 50% longer than at
k = 50 (12h), and exceeds 27h at k = 100, where
we terminated the run. We adopt k = 50 as the
default, balancing F1 against computational cost.

J Generalization Across Backbones

Backbone Dev Test
F1 Ign F1 F1 Ign F1

LMRC – – 72.80 72.21

GLINT
LLaMA3-8B-Instruct 77.47 76.32 77.33 76.19
LLaMA3.1-8B-Instruct 76.63 75.34 76.28 74.97
Qwen2.5-7B-Instruct 75.59 74.27 75.48 74.18
Qwen2.5-3B-Instruct 73.45 72.08 73.70 72.45

Table 11: GLINT performance across backbone families
and sizes on Re-DocRED, compared with LMRC, the
strongest LLM-based pipeline baseline from Table 1.
LMRC uses LLaMA3-8B-Instruct. Best results are in
bold and second-best are underlined.

To examine whether GLINT depends on a par-
ticular backbone family or model scale, we addi-
tionally evaluate it with Qwen2.5-7B-Instruct and
Qwen2.5-3B-Instruct on Re-DocRED. Table 11 re-

ports these results together with the LLaMA3-8B-
Instruct and LLaMA3.1-8B-Instruct backbones pre-
sented in Section 5.2. We also include LMRC, the
strongest LLM-based pipeline baseline in Table 1,
as a reference. GLINT maintains competitive per-
formance across all evaluated backbones. Qwen2.5-
7B-Instruct trails LLaMA3-8B-Instruct by only
1.88 F1 on the development set and 1.85 F1 on the
test set, showing that transferring GLINT to a differ-
ent model family of comparable scale incurs only a
modest degradation. Reducing the Qwen backbone
from 7B to 3B lowers test F1 by 1.78 points. Nev-
ertheless, GLINT with Qwen2.5-3B-Instruct still
exceeds LMRC by 0.90 test F1 and 0.24 test Ign
F1, despite using a substantially smaller backbone.
These results suggest that GLINT’s effectiveness is
not tied to a single backbone family or parameter
scale. Since existing pipeline baselines do not re-
port results with Qwen2.5 backbones, we interpret
this experiment as evidence of robustness across
backbone families and sizes rather than as a strictly
backbone-controlled comparison with LMRC.

K Prompt Template

Table 12 shows the prompt templates used by the
two LLM forward passes in GLINT. Both prompts
share a system instruction, the document text, and
the entity list, followed by module-specific suffixes
that elicit either entity representations or relation
predictions. Placeholders of the form {...} are
substituted at runtime with the corresponding in-
put values. Both templates are zero-shot — no
in-context demonstrations are provided, and super-
vision comes entirely from the QLoRA fine-tuning
objective.
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Module Prompt Template

Differentiable
Candidate-pair
Filter
(DCF)

You are a relation extraction system. Given a document and a list of entities,
identify which entity pairs may have a relation.

[Document]
{document_text}

[Entities]
E0: {entity_0_name}
E1: {entity_1_name}
...
E{N-1}: {entity_{N-1}_name}

E0: {entity_0_name} [ENT]
E1: {entity_1_name} [ENT]
...
E{N-1}: {entity_{N-1}_name} [ENT]

Generative
Relation
Extractor
(GRE)

You are a relation extraction system. Given a document and a list of entities,
predict the relation(s) between each given entity pair. Use only the relations
defined below.

[Relations]
0: {relation_0_label}
1: {relation_1_label}
...
k: {relation_k_label}

[Document]
{document_text}

[Entities]
E0: {entity_0_name}
...

[Query] What is the relation from E{h} ({entity_h_name}) to E{t} ({entity_t_name})?
[REL]
[Query] What is the relation from E{h’} ({entity_h’_name}) to E{t’}
({entity_t’_name})? [REL]
...

Table 12: Prompt templates for the two LLM forward passes in GLINT. Both modules use block-diagonal attention
to process multiple entities or pair queries in a single forward pass.
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