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Abstract

With the widespread deployment and appli-
cation of Multimodal Large Language Mod-
els (MLLMs), disputes over model ownership
have become increasingly frequent, raising se-
rious concerns about intellectual property pro-
tection in black-box scenarios. Existing tech-
niques primarily embed copyright information
into models through backdoor or adversarial at-
tacks, triggering abnormal outputs on specific
inputs for verification. However, we find that
such methods exhibit limited robustness after
post-processing operations such as fine-tuning,
pruning, and model merging. To address this,
we propose Concept-based Probabilistic Finger-
printing (CPF). CPF selects a visual concept
as the fingerprint trigger, embeds statistical wa-
termark signals in concept-related multimodal
conversations, and migrates the watermarked
distribution to the original model through self-
distillation. It further employs cross-concept
similarity screening to construct a regulariza-
tion constraint, ensuring the fingerprint is acti-
vated only on the target concept. CPF does not
trigger semantically irrelevant abnormal out-
puts, nor does it rely on fixed inputs as trig-
gers. Experimental results demonstrate that
CPF maintains stable fingerprint detectability
across diverse scenarios while exhibiting strong
robustness.

1 Introduction

Multimodal Large Language Models (MLLMs)
have demonstrated remarkable capabilities in vi-
sual question answering, image understanding, and
multimodal reasoning (Wang et al., 2024; Zhang
et al., 2024a; Zheng et al., 2025b,a; Liu et al., 2023,
2026). However, training cutting-edge MLLMs
demands massive multimodal data and compu-
tational resources, incurring prohibitive develop-
ment costs (Laurengon et al., 2024; Awadalla et al.,
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2023). Malicious users may bypass licensing terms
to conduct unauthorized commercial deployment,
redistribution, or fine-tuning of publicly released
MLLMs, threatening the intellectual property of
model developers (Yang and Wu, 2024; Xu et al.,
2025a; Kirchenbauer et al., 2023; Zhang et al.,
2018). Therefore, embedding ownership protec-
tion mechanisms before model release has become
an urgent problem.

Model fingerprinting, as a key technique for own-
ership verification, aims to embed unique and de-
tectable signatures into models, enabling develop-
ers to determine whether a suspect model origi-
nates from the protected original model through
black-box queries (Yang and Wu, 2024; Nasery
et al., 2025). An ideal fingerprint should be robust
against common model post-processing operations
(such as fine-tuning, pruning, and quantization),
while remaining harmless to the normal utility of
the model (Cheng et al., 2024; Yamabe et al., 2025).
Existing fingerprinting methods primarily rely on
trigger mechanisms, i.e., forcing the model to pro-
duce predefined abnormal outputs on specific in-
puts through backdoor training or adversarial at-
tacks, using these as ownership credentials (Xu
et al., 2024; Wang et al., 2025; Wu et al., 2025a).
However, such methods face an inherent trade-off
between robustness and harmlessness: if the se-
mantic association of trigger input-output pairs is
too weak, the fingerprint may be spuriously acti-
vated on unintended inputs; if the association is too
strong, the fingerprint signal is prone to decay after
model modification (Liang et al., 2024a).

Research on MLLM fingerprinting is still in its
early stages (Xu et al., 2025a). Recent work has
transferred the approach of constructing trigger im-
ages via adversarial attacks from LLMs to MLLMs,
generating specific visual triggers as fingerprints
through learned adversarial perturbations (Wang
et al., 2025; Zhao et al., 2023b). These methods
inherit the inherent limitations of explicit finger-
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prints, exhibiting insufficient robustness against
fine-tuning and pruning, while the redundant high-
frequency signals introduced by adversarial noise
are also relatively easy to detect and purify (Li
et al., 2024a; Liang et al., 2024a). Therefore, ex-
ploring a new paradigm for MLLM fingerprinting
that achieves robust ownership verification while
preserving harmlessness holds substantial research
value and practical relevance.

To this end, we propose Concept-based Proba-
bilistic Fingerprinting (CPF). As illustrated in Fig-
ure 1, the core idea of CPF is to use visual concepts
as the fingerprint activation, replacing the fixed trig-
ger inputs of conventional methods. Specifically,
we select a visual concept (e.g., “elephant” or “pine
tree”), collect a set of images belonging to that con-
cept, and generate dialogue responses carrying sta-
tistical signals on these concept images through a
red-green vocabulary partition watermarking mech-
anism (Kirchenbauer et al., 2023). Subsequently,
we migrate the watermarked output distribution
to the original MLLM via self-distillation (Man-
sourian et al., 2025; Gloaguen et al., 2025), so that
the model produces statistically detectable water-
mark signals only when processing multimodal in-
puts related to the target concept. To further ensure
concept specificity, we leverage image similarity
to screen images from the dataset that are visually
similar to but semantically distinct from the target
concept (Radford et al., 2021). On these images,
we preserve the normal output distribution of the
model as a regularization constraint, preventing the
fingerprint signal from diffusing into non-target
concept domains. During verification, the model
owner only needs to query the suspect model with
natural images of the target concept and ordinary
dialogue prompts, collect the generated text, and
perform a statistical determination through a one-
tailed Z-test to establish model ownership.

Our main contributions are as follows:

* We propose CPF, a concept-based probabilis-
tic method that leverages visual concepts as
triggers, eliminating reliance on fixed input-
output pairs.

* We introduce cross-concept CLIP similarity
screening to enforce concept-specific regular-
ization, ensuring the fingerprint is activated
only within the target concept domain.

» Extensive experiments across fine-tuning,
quantization, pruning, and model merging

demonstrate that CPF achieves substantially
stronger robustness than existing methods
while preserving harmlessness.

2 Related Work

2.1 Model Fingerprinting.

Model fingerprinting embeds verifiable signatures
into models for ownership verification (Zhang et al.,
2018; Yang and Wu, 2024; Zheng et al., 2026b,a).
White-box methods exploit parameter-space or ac-
tivation similarities but require full weight access,
which is infeasible when infringers only expose an
API (Wu et al., 2025b; Zhang et al., 2024b; Zeng
et al., 2023). Black-box methods therefore dom-
inate, relying on trigger mechanisms—backdoor
training or adversarial attacks—to force models to
memorize specific query-response pairs (Xu et al.,
2024; Jin et al., 2024; Wu et al., 2025a), with ap-
plications spanning both LL.Ms (e.g., instruction-
tuning rare pairs (Xu et al., 2024), adversarial
prompt prefixes (Xu et al., 2025b)) and MLLMs
(e.g., adversarially perturbed trigger images (Wang
et al., 2025)). However, these explicit fingerprint-
ing approaches face an inherent trade-off between
robustness and harmlessness: atypical triggers are
vulnerable to anomaly detection and filtering (Li
etal., 2024a), while exact-match verification is frag-
ile under fine-tuning and quantization (Liu et al.,
2018; Liang et al., 2024a).

2.2 Text Watermarking.

Text watermarking embeds statistical signals in
generated text for content traceability, typically
by using a private key to pseudo-randomly bias
token selection during decoding and detecting the
embedded signal through statistical hypothesis test-
ing (Kirchenbauer et al., 2023; Liang et al., 2024b;
Zhang et al., 2026; Zheng et al., 2025c), achiev-
ing robustness to paraphrasing while remaining
nearly imperceptible. However, such methods
rely on specific sampling procedures and cannot
be directly applied to open-weight model owner-
ship protection (Yang and Wu, 2024; Zhang et al.,
2018). Recent work addresses this by distilling
generation-time watermarks into open-weight mod-
els via KL divergence minimization (Li et al.,
2024b; Gloaguen et al., 2025; Zhao et al., 2023a).
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Figure 1: Overview of the CPF framework.

3 Method

3.1 Problem Formulation

We formalize the MLLM fingerprinting problem
as follows. Let M, be the original MLLM released
by the model owner. The model accepts an image
I and a text prompt p as input, and autoregres-
sively generates a text response y = (y1,...,yr).
The goal of the model owner is to embed a de-
tectable fingerprint signature before releasing M,,
such that for any suspect model M, one can de-
termine whether M originates from M, through
black-box queries. In the threat model, the stealer
has full access to the released M, and can modify
model parameters through techniques such as fine-
tuning (Hu et al., 2021), quantization, and prun-
ing (Cheng et al., 2024; Sun et al., 2024) to obscure
the copyright source.

3.2 Overview

The overall pipeline of CPF is illustrated in Fig-
ure 1, comprising two stages: fingerprint injec-
tion and fingerprint verification. In the finger-
print injection stage, the model owner first se-
lects a visual concept C' and collects a set of im-
ages belonging to that concept from the dataset,
De = {(I;,pi,yi)}.,, where each image I; is
paired with a simple descriptive dialogue prompt
p;. The owner then employs a red-green vocabulary
partition watermarking mechanism (Zhao et al.,
2023a) to generate watermarked output distribu-
tions for each concept sample on top of the frozen
original model M,. Next, the watermarked distri-
butions are migrated to the model to be released, ¢,
through KL distillation (Mansourian et al., 2025),
while minimizing the impact on model behavior in
non-concept domains. To enhance concept speci-
ficity, we utilize a CLIP encoder (Radford et al.,
2021) to screen negative samples Dy from the

dataset that are visually similar to the target con-
cept images but do not belong to concept C. On
these negative samples, we constrain the model to
maintain the original output distribution as regu-
larization. In the fingerprint verification stage, the
owner queries the suspect model M using concept
images and natural dialogue prompts, collects the
generated responses, and determines the presence
of the watermark signal through a one-tailed Z-test,
thereby confirming the copyright ownership of the
model.

3.3 Concept-based Fingerprint Insertion

In the fingerprint injection stage, our goal is to
embed a concept-conditioned watermark signal in
the MLLM, such that the model produces a statis-
tically detectable deviation only when processing
visual inputs of the target concept. This process
consists of three core steps: concept selection and
watermarked response generation, KL watermark
distillation, and concept-specific regularization.
Concept Selection and Watermarked Re-
sponse Generation. The model owner first selects
a visual concept C' (e.g., “elephant,” “dolphin,” or
“pine tree”), which serves as the trigger of the fin-
gerprint. The concept selection should satisfy two
conditions: the concept must have sufficient sample
diversity in natural images, and it must not conflict
with the primary application scenarios of the model.
After selecting the concept, the owner collects a
set of images belonging to concept C' from a mul-
timodal dataset and constructs concise descriptive
dialogue prompts p (e.g., “Please describe this im-
age”) for each image. For each concept sample
(I,p), we use the frozen original MLLM M, as
the teacher model and generate output distributions
carrying statistical signals through a vocabulary
partition watermarking mechanism during decod-
ing (Zhao et al., 2023a). Specifically, at each de-
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coding step ¢, a key x and k preceding tokens are
used to pseudo-randomly partition the vocabulary
V into a signal vocabulary S; and a normal vocabu-
lary S, where p = |S;|/|V| is the proportion of the
signal vocabulary. The watermark boosts the logits
of tokens in the signal vocabulary by a constant
n > 0:

Et(’U) = ft(’l}) + n- 1{U € St}, (1)

where ¢;(v) denotes the original logits of the
teacher model M, at decoding step ¢, and gt(v) de-
notes the watermarked logits. The corresponding
watermarked distribution is w;(v) o< exp(fy(v)).

Watermark Self-Distillation. After obtain-
ing the watermarked distribution from the teacher
model, we migrate it to the MLLM to be released,
¢, through KL distillation. For each sample (1, p)
in the concept domain, let the teacher model gen-
erate the response y = (y1, ..., yr) in a token-by-
token watermarked manner. The fingerprint distilla-
tion loss is defined as the sum of the KL divergence
between the teacher’s watermarked distribution and
the student’s distribution at each step:

T

‘Cfp(d)v ’{)(Iup) = ZKL(wt( ’ Iapa y<t)
= &)

H p¢>( ‘ I7p7y<t))7

where w; is the token distribution after applying
the vocabulary partition watermark on the teacher
model M,, and p is the token distribution of the
student model ¢. By minimizing this loss, the stu-
dent model learns to generate responses consis-
tent with the watermarked distribution on concept-
domain inputs, thereby statistically embedding a
detectable fingerprint signal.

Concept-Specific Regularization. To ensure
the watermark signal is activated only through
concept-domain inputs, we constrain the model
to preserve the original distribution on non-concept
images, confining the fingerprint signal to the target
concept. We employ a CLIP visual encoder (Rad-
ford et al., 2021) to compute image embeddings
and screen a set of negative samples Dy from the
dataset. These samples have images with high co-
sine similarity to the target concept images in the
CLIP space, but semantically they clearly do not
belong to concept C'. For each sample (/neg; Pneg)
in Dyeg, we use the original teacher model M, to
generate a response y"°® under normal decoding
without watermarking, and constrain the student

model ¢ to maintain an output distribution con-
sistent with the teacher on these negative samples
through KL distillation:

T

ﬁreg(d’)(lnegvpneg) = ZKL(pdm ( | Inegapnegayn:%) 3)
t=1

| Do (- | Tnegs Pre, ¥=3))

where ¢ is a frozen copy of the teacher model.
This term ensures that the student’s output distri-
bution on non-concept domains does not introduce
watermark bias, so that the fingerprint signal is ac-
tivated only on the target concept. The total loss
for fingerprint injection consists of the sum of Ly,
and Lys, and training requires only a few itera-
tions to minimize the impact on the original model
performance.

3.4 Fingerprint Verification

In the fingerprint verification stage, the model
owner determines whether M originates from M,
by quantifying the fingerprint signal strength in the
suspect model’s responses. The verification pro-
cess proceeds as follows: the owner collects a set
of images {Ii}?zl belonging to the target concept
C and constructs corresponding dialogue prompts
{pi}?zl, queries the suspect model My, and ob-
tains the response sequences {r;}% . After con-
catenating all responses into a single text sequence
r =ri0orgo---orq, the same key ~ used in the in-
jection stage is applied to reconstruct the signal vo-
cabulary &; at each position ¢, and the observed pro-
portion of signal tokens p(r) = |{t : ry € St}|/|r]
is computed.
We regard the following Z-statistic as the metric
for fingerprint strength:
2(r) = —~ (f) —r ()

Vet =p)/lrl

Under the null hypothesis of no watermark, Z(r)
approximately follows a standard normal distribu-
tion; whereas if the model has an embedded fin-
gerprint, the signal vocabulary proportion p(r) is
systematically higher than p, causing Z(r) to in-
crease monotonically with response length, thereby
accumulating a sufficiently strong fingerprint sig-
nal.

To determine the decision threshold, we select a
set of reference inputs unrelated to the target con-
cept from the dataset, collect the suspect model’s
responses on these reference inputs, and compute
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their respective Z-scores. The maximum of all ref-
erence Z-scores is taken as the threshold 7:

T = rrg%f; Z(r), 3)
where R is the set of model responses corre-
sponding to the reference inputs. When the finger-
print score Z(r) of the suspect model on concept
queries exceeds 7, M is determined to originate
from the protected original model M,. This thresh-
old construction ensures zero false positives on the
reference data by design, while obviating the need
for a fixed significance level. In practical deploy-
ment, the model owner can increase the number of
queries () to accumulate signal strength, thereby
maintaining reliable detection capability even after
the model has undergone substantial distribution
shifts.

4 Experiments

4.1 Experimental Setup

Fine-tuning. We follow the experimental setup of
Wang et al. (2025), selecting LLaVA-1.5-7B (Liu
et al., 2023), which fully open-sources its training
data and training details, as the original model. We
simulate attack scenarios using fine-tuning datasets
covering the natural image domain (Visual7W and
PaintingForm), text-intensive tasks (ST-VQA and
TextVQA), and a specialized domain (MathV360k),
while keeping the same fine-tuning hyperparame-
ters and dataset splits. To comprehensively evaluate
the robustness of various fingerprinting methods
under different fine-tuning intensities, we imple-
ment both full fine-tuning and LoRA fine-tuning
strategies. Further details on fine-tuning are pro-
vided in Appendix A.

Baseline Methods. We follow the setup of Wang
et al. (2025) and compare our method against four
baseline strategies: IF as a method that triggers
abnormal outputs via backdoor attacks; Ordinary,
RNA, and PLA as methods that trigger abnormal
outputs via adversarial attacks. Specific details of
each baseline method are provided in Appendix B.

Implementation Details. We select the “ele-
phant” category from iNaturalist (Horn et al., 2018)
as the visual concept, collecting 100 images for
the concept-domain training set Do and another
100 for verification. A candidate pool of 5,000
non-elephant images is screened via CLIP (Rad-
ford et al., 2021) cosine similarity against D¢, and
the top 1% are retained as the regularization neg-
ative set Dy, to ensure concept specificity of the

fingerprint signal. During fingerprint embedding,
we adopt the red-green vocabulary partition water-
marking mechanism (Zhao et al., 2023a) (p = 0.5,
n = 2.0) as the teacher distribution, followed
by self-distillation with 2 epochs at learning rate
5 x 107°. At verification, we repeat sampling 5
times per query and discard responses with fewer
than 200 input tokens. Further details are provided
in Appendix C.

4.2 Main Results

To comprehensively evaluate the effectiveness of
CPF in real-world copyright protection scenarios,
we simulate a situation where an attacker attempts
to erase ownership traces by fine-tuning the model
on downstream datasets from multiple domains.
We implement both LoRA fine-tuning and full fine-
tuning strategies and compare the copyright track-
ing capabilities of CPF against various baseline
methods.

The experimental results are shown in Table 1,
revealing the limitations of existing baseline meth-
ods. The IF method, as a typical backdoor-based
explicit fingerprint technique, exhibits considerable
instability and fragile robustness, with the finger-
print signal being completely lost under certain
training settings. This indicates that backdoor-style
explicit trigger fingerprints cannot withstand the
substantial parameter updates that occur during
downstream fine-tuning. Ordinary, RNA, and PLA
rely on specific adversarial image samples to trig-
ger abnormal model outputs, and face similar dif-
ficulties after fine-tuning. Although PLA further
optimizes model parameters to enhance fingerprint
strength, its fingerprint detection rate remains lim-
ited under high-intensity full fine-tuning. More-
over, the detectable noise signals introduced into
images by adversarial samples may be blocked by
security filters at the black-box deployment end (Li
et al., 2024a). In contrast, CPF demonstrates ex-
ceptional robustness, maintaining high fingerprint
success rates across all fine-tuning settings.

Furthermore, we also validate the effectiveness
of CPF on other MLLMs. Detailed results of re-
lated supplementary experiments can be found in
Appendix E.

4.3 Fingerprint Harmlessness

To verify the harmlessness of fingerprint injec-
tion, we follow the experimental setup of Liu
et al. (2024) and Liu et al. (2023), using four
widely adopted benchmarks, MM-Vet, SEED-
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Table 1: FSR comparison of CPF and baseline methods across 5 datasets under LoRA and full fine-tuning. Best

results in bold.

Method VIW ST-VQA TextVQA PaintingF MathV
Ordinary (Wang et al., 2025) 5% 3% 3% 2% 1%
LoRA IF (Xu et al., 2024) 28% 22% 30% 8% 24%
Finetuning ~ RNA (Wang et al., 2025) 39% 46% 23% 12% 2%
PLA (Wang et al., 2025) 53% 64% 46% 64% 40%
CPF 90% 88% 85% 93% 82%
Ordinary (Wang et al., 2025) 2% 1% 4% 2% 0%
Full IF (Xu et al., 2024) 18% 12% 18% 0% 20%
Finetuning ~ RNA (Wang etal., 2025) 26% 16% 16% 19% 15%
PLA (Wang et al., 2025) 49% 58% 49% 63% 36%
CPF 85% 82% 88% 89% 76 %
Original Model  mmm CPF-Injected firm that CPF has good scalability, maintaining
60 superior harmlessness even when embedding mul-
£ 704 tiple different concepts as fingerprints.
'@ 60
& 50 4.4 Fingerprint Robustness
> 40
£ 301 Attackers may also attempt to use quantization,
<20 model pruning (Cheng et al., 2024; Sun et al.,
12‘ 2024), and model merging (Yamabe et al., 2025;
e oo NN,@E“““ oo™ Yang et al., 2025) to dilute parameter features and

Figure 2: Performance of original vs. CPF-injected
model on four benchmarks.

Bench, LLaVA-Bench, and ScienceQA, to compre-
hensively test the model’s performance changes af-
ter fingerprint injection. Details about these bench-
marks are provided in Appendix D.

The experimental results are shown in Figure 2.
CPF keeps performance fluctuations within 2%
across all benchmarks, clearly demonstrating the
harmlessness of our method. This favorable per-
formance is primarily attributed to the core design
philosophy of CPF: rather than forcibly distorting
the model’s predictive behavior on specific inputs
as in conventional backdoor attacks, we gradually
migrate the watermarked teacher distribution to
the student model through self-distillation, implic-
itly embedding fingerprint information while pre-
serving the original multimodal alignment of the
model. Furthermore, we perform only 2 epochs of
lightweight training and confine the fingerprint sig-
nal to the target concept through concept-specific
regularization, thereby maximally retaining the
model’s general multimodal capabilities.

In Appendix G, we also explore the impact of im-
planting different numbers of concept fingerprints
on model performance. Experimental results con-

erase the fingerprint, thereby evading copyright
verification.

We first evaluate the robustness of CPF against
quantization attacks. We apply 8-bit and 4-bit
weight quantization to the fingerprinted model after
LoRA fine-tuning on Visual7W. The experimental
results are shown in Table 2. As quantization pre-
cision decreases, the fingerprint success rates of
baseline methods drop markedly, while CPF main-
tains a high FSR even under the extreme condition
of 4-bit quantization. This is because the finger-
print signal of CPF is encoded in the overall statisti-
cal distribution of concept-domain outputs; even if
quantization leads to a loss of local parameter pre-
cision, the concept-level probability deviation can
still be effectively detected through accumulated
statistics.

To assess the impact of different sampling tem-
peratures on fingerprint detection, we conduct ex-
periments with temperature parameters ranging
from 0.1 to 1.0 while disabling top-p. The results
are shown in Figure 3. As the sampling tempera-
ture increases, the FSR of all methods declines to
varying degrees, since higher temperatures intro-
duce greater randomness that dilutes the watermark
signal in the output distribution. However, CPF
maintains an acceptable FSR level even at tempera-
ture 1.0. This is because we accumulate statistical
evidence over multiple rounds of dialogue through
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Table 2: FSR under 8-bit and 4-bit weight quantization.

100 A

=@~ CPF #- PLA RNA IF Ordinary
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Best in bold.
Method Original 8-bit 4-bit
Ordinary 5% 3% 1%
IF 28% 18% 8%
RNA 39% 25% 11%
PLA 53% 42%  28%
CPF 90 % 8% 76%
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Table 3: FSR under unstructured weight pruning at
varying rates. Best in bold.

Figure 3: FSR under different sampling temperatures.
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the Z-test, effectively offsetting the random fluctu-
ations in individual sampling rounds.

Model pruning is often used to reduce deploy-
ment costs while removing redundant parameters,
which frequently causes fingerprints reliant on spe-
cific neuronal activation pathways to fail (Cheng
etal., 2024; Liu et al., 2018). To evaluate the robust-
ness of CPF in model sparsification scenarios, we
apply Taylor-expansion-based unstructured weight
pruning (Sun et al., 2024) to the fingerprinted
model (after LoORA fine-tuning on Visual7W) at
varying pruning rates of 10%, 20%, and 30%. The
experimental results are shown in Table 3. As the
pruning rate increases, the FSR of the baseline
methods IF and RNA drops sharply, while CPF
maintains a stable fingerprint detection rate even
under the high sparsity condition of 30% pruning.
This advantage is due to CPF encoding the finger-
print information as concept-related global statis-
tical features, rather than relying on the activation
patterns of single neurons or fixed input-output
mappings. Consequently, local parameter removal
cannot easily erase such concept-level statistical
anomalies.

Model merging represents another attack strat-
egy that attempts to obfuscate model provenance,
where the attacker seeks to dilute the fingerprint
signal using parameters of a clean model. To ver-
ify the resistance of CPF against model merging
attacks, we follow the setup of Wang et al. (2025)
and merge the fingerprinted model fine-tuned on

=

H

T
0.1

T
0.2

T
0.3

T
0.4

T
0.5

T
0.6

T
0.7

T
0.8

Merging Coefficient A

Figure 4: FSR of pseudo-merged models under different
merging coefficients \.

the downstream dataset Visual7W with the origi-
nal model after protection against adversarial and
backdoor attacks, simulating a real-world scenario
through “pseudo-merging” (Yamabe et al., 2025).
We set different merging coefficients A. The ex-
perimental results are shown in Figure 4. When
the merging coefficient exceeds 0.4, the FSR of
the baseline methods IF and RNA approaches 0,
with the fingerprint signal nearly completely erased.
In contrast, CPF maintains an FSR of 28% even
under the extreme merging condition of A = 0.8.
This demonstrates that CPF provides more reliable
protection for model ownership.

We further evaluate CPF’s robustness against
input-level perturbations including random crop-
ping, rotation, Gaussian noise, and Gaussian blur;
details are provided in Appendix F.

4.5 Ablation Study

To further investigate the key factors influencing
CPF’s performance, we design the following analy-
sis experiments. We select Visual7W and ST-VQA
as the fine-tuning datasets and use SEED-Bench to
evaluate model harmlessness.

To verify the necessity of each core component
of CPF, we conduct a comparative analysis of the
full method against three variant strategies. These
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Table 4: Ablation study of CPF: w/o KD removes KL.
distillation, w/o Reg removes concept-specific regular-
ization, w/ Rand Neg replaces CLIP-screened negatives
with random negatives. Best in bold.

Method V7IW (FSR) ST-VQA (FSR) SEED-Bench (Acc)
LoRA Fine-tuning
w/o KD 82% 79% 55.2%
w/o Reg 76% 73% 53.8%
w/ Rand Neg 84% 83% 56.5%
CPF (Full) 90% 88% 57.5%
Full Fine-tuning
w/o KD 78% 72% 55.0%
w/o Reg 72% 66% 53.5%
w/ Rand Neg 80% 76% 56.1%
CPF (Full) 85% 82% 57.3%

three variants are set as follows: (1) removing KL
distillation and replacing it with standard super-
vised fine-tuning on the watermarked responses
(w/o KD); (2) removing concept-specific regular-
ization entirely (w/o Reg); and (3) replacing the
CLIP-screened negative samples with randomly
sampled negatives from non-concept categories (w/
Rand Neg). The experimental results are shown
in Table 4. Removing KL distillation leads to in-
creased performance fluctuation on harmlessness
benchmarks, indicating that the self-distillation ap-
proach better preserves the original multimodal
alignment of the model than direct supervised fine-
tuning. Removing concept-specific regularization
causes the model’s performance on non-concept
domain benchmarks to decline, while the statistical
significance of the fingerprint signal also weakens.
Replacing CLIP-screened negatives with random
negatives (w/ Rand Neg) yields FSR and accuracy
between w/o Reg and the full CPF, confirming that
while any form of negative-sample constraint is
beneficial, CLIP similarity screening provides a
stronger regularization effect by selecting hard neg-
atives that are visually similar yet semantically dis-
tinct from the target concept.

We further explore the impact of the number of
concept samples on fingerprint performance. We
conduct experiments on the fully fine-tuned model,
gradually increasing the number of concept-domain
training samples from 20 to 200. The experimen-
tal results are shown in Figure 5. When the num-
ber of samples is low, the FSR is relatively low
because fewer samples lead to insufficient accu-
mulated Z-statistic evidence. As the number of
samples increases to 100, the FSR stabilizes, and
further increasing the number of samples yields
diminishing returns. This indicates that CPF re-
quires only a moderate number of concept samples
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Figure 5: Impact of concept-domain sample count on
FSR.
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Figure 6: Impact of watermark strength n on FSR and
SEED-Bench accuracy.

to construct a sufficiently reliable fingerprint sig-
nal, achieving effective copyright protection while
keeping training overhead low.

We also investigate the impact of the watermark
strength 7 on fingerprint robustness and model
harmlessness. We adjust 7 from 0.5 to 5.0 while
keeping other settings unchanged. The experimen-
tal results, shown in Figure 6, indicate that as n
increases, the FSR initially rises and then plateaus,
whereas an excessively large 1 severely affects the
harmlessness performance of the model. This is
because an overly high watermark strength ampli-
fies the shift in the model’s output distribution; al-
though it enhances the statistical significance of the
fingerprint, it also negatively impacts the model’s
general generation quality. Balancing the trade-off
between robustness and harmlessness, we select
n = 2.0 as the equilibrium point.

5 Conclusion

Existing explicit fingerprinting approaches relying
on fixed triggers (Xu et al., 2024; Wang et al., 2025)
face an inherent trade-off between robustness and
harmlessness (Liang et al., 2024a; Li et al., 2025).
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To overcome this, CPF leverages visual concepts
as the fingerprint trigger, embeds statistical signals
through vocabulary partition watermark distilla-
tion (Zhao et al., 2023a), and introduces concept-
specific regularization to ensure the fingerprint is
activated only on the target concept. Verification
is performed via a one-tailed Z-test, with signal
strength accumulating linearly with the number
of queries, offering a new implicit fingerprinting
paradigm for MLLM copyright protection.

6 Limitations

The verification requires accumulating sufficient
response tokens, which may be inefficient under
strict output constraints. The method also relies on
the suspect model retaining basic concept recog-
nition, and an attacker aware of the target con-
cept could suppress concept-related responses to
weaken the signal. Robustness against adaptive
attacks designed to detect and erase statistical wa-
termarks (Zhang et al., 2025; Liang et al., 2024b)
remains to be explored.
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A Details of Fine-tuning

To develop and analyze downstream fine-tuned ver-
sions of the original model, we explore two widely
used fine-tuning strategies: full fine-tuning and
LoRA fine-tuning (Hu et al., 2021). By imple-
menting these approaches, we aim to simulate real-
world scenarios for adaptive fine-tuning, which is
essential for evaluating the robustness of our fin-
gerprinting technique.

A.1 Fine-tuning Configurations

In our experiments, we use the AdamW optimizer
with a cosine learning rate schedule for both strate-
gies. For full fine-tuning, the learning rate is set
to 5 x 107°, while for LoRA fine-tuning, it is
set to 2 x 107%. The batch sizes are 2 and 8 for
full fine-tuning and LoRA fine-tuning, respectively,
with gradient accumulation steps of 2 for full fine-
tuning and 1 for LoRA fine-tuning. Both methods
employ bfloat16 precision to optimize memory us-
age during training, and the number of warmup
steps is set to 100 for full fine-tuning and 50 for
LoRA fine-tuning. We set the number of training
epochs to three, as this setup effectively reduces
the training loss to below 0.3, benefiting from the
strong pre-trained capabilities of MLLMs. To en-
sure the model maintains its generalization ability
and to minimize the risk of overfitting, it is a com-
mon practice in downstream fine-tuning to limit the
number of training epochs to no more than three.
A summary of the hyperparameters is provided in
Table 5.

Table 5: Detailed hyperparameters for full fine-tuning
and LoRA fine-tuning strategies.

Hyperparameter Full Fine-tuning LoRA Fine-tuning
Optimizer AdamW AdamW
Learning Rate 5x107° 2x107*
Batch Size (per device) 2 8
Gradient Accumulation 2 1

LR Scheduler Cosine Cosine
Training Epochs 3 3
Data Type bfloat16 bfloat16
Warmup Steps 100 50
LoRA Rank r - 16
LoRA Alpha - 32
LoRA Dropout - 0.05

LoRA Target Modules q_proj,v_proj

A.2 Downstream Dataset Overviews

We employ multiple downstream VQA datasets
to simulate various deployment scenarios of
copyright-protected MLLMs. Each dataset targets
a unique aspect of multimodal reasoning and ques-
tion answering. A description of the datasets is

provided below to offer better context about their
structure and purpose.

Visual7W (V7W). The Visual7W dataset (Zhu
et al., 2016) is a comprehensive VQA dataset fea-
turing detailed object-level annotations and multi-
modal responses. This dataset consists of 47,300
images and includes a wide variety of 327,929
question-answer pairs. It is designed to enable
the development of richer reasoning mechanisms
by incorporating approximately 1,311,756 human-
generated multiple-choice options and 561,459 ob-
ject groundings representing 36,579 distinct cate-
gories.

ST-VQA. This dataset focuses on visual question
answering tasks where the primary focus lies on
text extraction and reasoning present within im-
ages (Biten et al., 2019). With a collection of
23,038 images and 31,791 question-answer pairs, it
serves as a benchmark for models that specialize in
understanding visual text, breaking down the data
into a training subset containing 19,027 images and
26,308 related questions.

TextVQA. TextVQA is designed to test models’
abilities to understand and reason about natural
textual elements within images, such as street
signs, posters, or book covers (Singh et al., 2019).
This dataset includes 28,408 images and a total of
45,336 questions, each of which necessitates high-
level reasoning and comprehensive understanding
to generate accurate answers.

PaintingForm. PaintingForm is a specialized
dataset that targets the understanding and analysis
of artwork in visual question answering tasks (Bin
et al., 2024). The dataset contains approximately
19,000 painting images as well as 220,000 question-
answer pairs.

MathV360k. MathV360k is a multimodal dataset
that extends the scope of traditional visual reason-
ing tasks into mathematical reasoning (Shi et al.,
2024). The dataset encompasses 40,000 high-
quality images accompanied by question-answer
pairs aggregated from 24 existing datasets and en-
riched by the synthesis of 320,000 new annotations.

B Details of Baseline Methods

In this section, we provide a detailed overview of
the baseline methods employed for comparison.
These methods represent the current state-of-the-
art in MLLM fingerprinting and ownership verifi-
cation, ranging from backdoor-based strategies to
adversarial attack-based techniques.
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B.1 IF (Instructional Fingerprinting)

Instructional Fingerprinting (IF) (Xu et al., 2024)
is a backdoor-based method that introduces trigger
phrases to identify suspicious models with unautho-
rized modifications. It embeds unique behaviors
into the model by injecting trigger phrases dur-
ing training. These triggers are designed to elicit
specific outputs from the model, serving as an in-
dicator of the model’s origin. This method aims to
ensure that a proper response to the trigger can con-
firm model ownership. In the MLLM context, we
adapt IF by constructing multimodal instruction-
following samples with rare instruction prompts as
fingerprint triggers.

B.2 Ordinary

The Ordinary baseline (Wang et al., 2025) is an
adversarial attack-based fingerprinting method that
constructs adversarial trigger images without alter-
ing the model parameters during training. These
images are designed to yield specific outputs when
queried with the target model. Specifically, the
method optimizes the adversarial perturbation on
the input image to force the model to produce a pre-
determined output sequence, serving as the owner-
ship credential. However, this method often strug-
gles to maintain robustness against modifications
such as fine-tuning.

B.3 RNA (Random Noise Attack)

Random Noise Attack (RNA) (Wang et al., 2025)
enhances adversarial fingerprint robustness by in-
jecting random Gaussian noise into the model pa-
rameters during fingerprint creation. This process
simulates potential parameter shifts caused by fine-
tuning, making the fingerprints more resilient. By
optimizing the trigger image against the noisy pa-
rameter states, RNA aims to create fingerprints
that remain effective even if the model weights are
slightly perturbed. Despite this improvement, its
performance can be inconsistent due to challenges
in determining appropriate noise levels and the lim-
ited realism of random noise in simulating actual
fine-tuning.

B.4 PLA (Parameter Learning Attack)

Parameter Learning Attack (PLA) (Wang et al.,
2025) simulates the process of fine-tuning during
fingerprint generation by allowing updates to both
the trigger image and the model parameters. Unlike
Ordinary and RNA, which only optimize the trigger

image, PLA explicitly emulates the fine-tuning pro-
cess by jointly optimizing the adversarial trigger
and the model parameters. By anticipating how the
model parameters might shift during downstream
tasks, PLA generates triggers that are inherently
more robust to parameter variations. This dynamic
nature makes it more effective than static adversar-
ial approaches, and it is the current state-of-the-art
method specifically targeting LVLM fingerprinting.

C Additional Implementation Details
C1

For concept selection and sample construction, we
utilize the iNaturalist dataset (Horn et al., 2018),
a large-scale fine-grained species classification
dataset containing over 850,000 images spanning
more than 5,000 species categories. We select the
“elephant” category (specifically Elephantidae) as
the target visual concept for fingerprinting. From
this category, we collect 100 natural images depict-
ing elephants in diverse scenes, poses, and environ-
mental conditions to construct the concept-domain
training set D¢c. An additional 100 images from
the same category are reserved as the verification
query set.

For the candidate negative sample pool, we ran-
domly sample 5,000 images from other animal
categories in iNaturalist that do not belong to the
Elephantidae family (e.g., lions, zebras, giraffes,
rhinoceroses, hippopotamuses). These categories
are selected because they represent visually distinc-
tive animals that share some common environmen-
tal contexts (such as savanna or grassland back-
grounds) with elephant images, making them suit-
able for cross-concept similarity screening.

iNaturalist Dataset

C.2 CLIP Similarity Screening

We employ the CLIP ViT-L/14 (Radford et al.,
2021) visual encoder to compute image embed-
dings for all samples in the concept-domain set and
the candidate negative pool. For each candidate
image, we compute its cosine similarity with every
image in the concept-domain set and take the aver-
age as its similarity score to the target concept. The
candidate images are then ranked by this average
similarity score, and the top 1% (50 images) are
selected to form the regularization negative sample
set Dyeg.

These negative samples possess visual features
that are similar to the target concept images in the
CLIP embedding space (e.g., large gray mammals
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in natural landscapes) but are semantically distinct
(e.g., thinoceroses and hippopotamuses rather than
elephants). By constraining the model to maintain
the original output distribution on these negative
samples, we prevent the watermark signal from dif-
fusing into semantically adjacent concept domains,
ensuring the concept specificity of the fingerprint.

C.3 Fingerprint Injection Training Details

During the fingerprint embedding process, we
adopt the red-green vocabulary partition water-
marking mechanism (Kirchenbauer et al., 2023)
to generate the watermarked teacher distribution.
The watermark key & is a fixed random seed shared
between the injection and verification stages. At
each decoding step, the preceding £ = 4 tokens
are hashed together with x to pseudo-randomly par-
tition the vocabulary into the signal and normal
vocabularies. The signal vocabulary proportion p
is set to 0.5, and the watermark strength 7 is set to
2.0.

For the self-distillation stage, we initialize the
student model ¢ from the original MLLM M, and
optimize it using the AdamW optimizer with a
learning rate of 5 x 1075, bfloat16 precision, and
a batch size of 4. Training is performed for only
2 epochs to prevent overfitting from damaging the
model’s general multimodal capabilities. The to-
tal loss is the unweighted sum of the fingerprint
distillation loss L, and the concept-specific regu-
larization loss Lyeg.

C.4 Fingerprint Verification Details

In the verification stage, we query the suspect
model with 100 concept images and simple dia-
logue prompts (“Please describe this image”). For
each query, we repeat sampling 5 times with tem-
perature 7' = 0.7 and top-p = 0.6. Samples with
input sequence lengths shorter than 200 tokens are
discarded to ensure sufficient statistical power for
the Z-test. The remaining responses are concate-
nated into a single text sequence 7.

We construct the reference set R..r from an inde-
pendent set of 50 non-concept images drawn from
iNaturalist categories that are disjoint from both the
target concept and the negative sample pool. The
maximum Z-score across all reference responses
is taken as the decision threshold 7, ensuring zero
false positives on the reference data by construc-
tion.

D Details of Evaluation Benchmarks

To assess the influence of fingerprint injection
on model performance, we evaluate the model’s
accuracy and efficacy using several commonly
adopted benchmarks in the field of MLLM evalua-
tion. These benchmarks encompass a wide range of
tasks, including multimodal reasoning, perception,
and domain-specific understanding.

MM-Vet. MM-Vet (Yu et al., 2023) is a compre-
hensive benchmark that examines six core vision-
language capabilities across 16 combinations of
these abilities. It offers open-ended questions eval-
uated using large language model-based metrics,
delivering a unified and robust scoring methodol-
ogy that evaluates the breadth of VL model capa-
bilities.

SEED-Bench. SEED-Bench (Li et al., 2023) is a
dataset consisting of 19,000 multiple-choice ques-
tions with accurate human annotations. It measures
performance across 12 diverse dimensions, includ-
ing a model’s understanding of visual and video
modalities, object localization, and semantic rea-
soning. This dataset emphasizes objectivity and
reliability due to its manually curated ground-truth
answers.

LLaVA-Bench. LLaVA-Bench (Liu et al., 2023)
includes 60 questions, each aimed at testing
the multimodal instruction-following abilities of
vision-language models. The dataset contains
diverse visual inputs, including indoor and out-
door scenes, artistic works such as paintings and
sketches, and other images associated with various
domains. A particular focus is placed on evaluating
models’ abilities to follow multimodal instructions
and provide meaningful outputs.

ScienceQA. The ScienceQA benchmark (Lu et al.,
2022) is composed of 21,208 multimodal, multiple-
choice questions across three major subjects: nat-
ural science, language science, and social science.
Each question is supplemented with detailed ex-
planations linked to educational resources, making
it an outstanding dataset for assessing a model’s
reasoning and explanatory capacities.

E Additional Experiments on Other
MLILM Architectures

To further evaluate the generalization capabilities
of CPF across different MLLM architectures, we
extend our experiments to two additional models:
InstructBLIP-7B (Dai et al., 2023) and Qwen-VL-
Chat (Bai et al., 2023). Unlike LLaVA-1.5-7B,
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which uses a simple MLP projector for modality
alignment, InstructBLIP-7B employs a Q-Former
architecture to extract visual features, and Qwen-
VL-Chat utilizes a cross-attention-based visual re-
ceptor. These architectural differences provide a
robust test of CPF’s model-agnostic nature. Due
to resource constraints, we only perform LoRA
fine-tuning on these models for evaluation.

For this set of experiments, we follow the
same experimental settings and methodology as
described in the main experiments. Fingerprints
are embedded using the CPF framework with the
“elephant” concept, and copyright tracking perfor-
mance is evaluated using the FSR metric across
the five VQA datasets from different domains. The
results are presented in Table 6.

The experimental results demonstrate that CPF
consistently outperforms baseline methods across
both InstructBLIP-7B and Qwen-VL-Chat archi-
tectures, demonstrating that its concept-based prob-
abilistic fingerprinting mechanism transfers effec-
tively to different visual encoding paradigms and
model architectures.

The strong cross-architecture generalization of
CPF can be attributed to its core design: rather than
relying on specific neuronal activation pathways
or fixed input-output mappings, CPF encodes the
fingerprint as a concept-conditioned statistical devi-
ation in the output distribution. Since the concept-
level semantic understanding is a capability shared
by all MLLMs regardless of their specific archi-
tectural choices, the watermark signal embedded
through self-distillation on concept-domain outputs
remains detectable across diverse model families.

F Robustness Against Input
Perturbations

Attackers may attempt to evade fingerprint verifica-
tion by applying image-level perturbations to the
verification queries, aiming to disrupt the statisti-
cal watermark signal in the model’s outputs. To
evaluate the robustness of CPF against such input
perturbations, we simulate a realistic deployment
scenario where the attacker has fine-tuned the fin-
gerprinted model and subsequently applies image
transformations to the verification queries.

F.1 Experimental Setup

We select two representative fine-tuning datasets:
Visual7W (natural image domain) and TextVQA
(text-intensive task). For each dataset, we apply

both LoRA fine-tuning and full fine-tuning to the
CPF-injected model following the configurations in
Appendix A. After fine-tuning, we perturb the ver-
ification query images using four common image
transformation strategies:

Random Crop (90%). Each verification image
is randomly cropped to retain 90% of its original
area, with the cropping window uniformly sam-
pled across the image. This simulates scenarios
where the query images are partially occluded or
the attacker deliberately crops images to remove
potential visual trigger patterns.

Random Rotation (+15°). Each verification im-
age is rotated by a random angle uniformly sam-
pled from [—15°,4+15°]. This simulates scenarios
where query images are captured or presented at
varying orientations.

Gaussian Noise (0 = 0.05). Zero-mean Gaussian
noise with a standard deviation of ¢ = 0.05 is
added to each pixel of the normalized verification
image (pixel values in [0, 1]). This simulates sensor
noise or deliberate perturbation introduced by the
attacker to degrade image quality.

Gaussian Blur (kernel size 5 x 5, 0 = 1.0). A
Gaussian blur filter with a 5 x 5 kernel and a stan-
dard deviation of 1.0 is applied to each verification
image. This simulates deliberate smoothing opera-
tions that may remove high-frequency adversarial
signals on which conventional fingerprinting meth-
ods rely.

For each perturbation type and each fine-tuned
model, we apply the perturbed concept images as
verification queries, generate responses, and com-
pute the Z-test fingerprint score following the stan-
dard CPF verification protocol.

F.2 Results and Analysis

The experimental results are presented in Figure 7.
Overall, CPF exhibits strong robustness against
all four input perturbation types across the two
datasets and two fine-tuning strategies. For random
cropping and random rotation, the FSR remains
stable, with only a minor decline of 2 to 5 percent-
age points compared to the unperturbed baseline.
This resilience is attributed to the fact that these
geometric transformations preserve the core seman-
tic features of the target concept: an elephant re-
mains visually identifiable after moderate cropping
or rotation, and the model’s concept-conditioned
watermark response is therefore maintained.

For Gaussian noise and Gaussian blur, the FSR
decline is more noticeable but remains within an
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Table 6: FSR of CPF and baseline methods on InstructBLIP-7B and Qwen-VL-Chat under LoRA fine-tuning. Best

results in bold.

Method VIW ST-VQA TextVQA PaintingF MathV
Ordinary (Wang et al., 2025) 4% 5% 3% 2% 1%
InstructBLIP IF (Xu et al., 2024) 22% 18% 25% 6% 21%
7B RNA (Wang et al., 2025) 31% 35% 19% 10% 8%
PLA (Wang et al., 2025) 49% 55% 42% 57% 36%
CPF 82% 80% 78 % 84% 72 %
Ordinary (Wang et al., 2025) 5% 4% 4% 3% 2%
Qwen-VL IF (Xu et al., 2024) 25% 20% 28% 9% 23%
_Chat RNA (Wang et al., 2025) 36% 42% 24% 14% 11%
PLA (Wang et al., 2025) 54% 60% 48% 62% 42%
CPF 86 % 84% 82% 88% 78 %

acceptable range. Gaussian noise with ¢ = 0.05
reduces the FSR by approximately 8 to 12 percent-
age points across different settings, while Gaus-
sian blur with a 5 x 5 kernel reduces the FSR by
approximately 7 to 10 percentage points. These
pixel-level perturbations partially attenuate the vi-
sual features that the model relies on for concept
recognition, which in turn weakens the concept-
conditioned watermark activation. However, the
statistical accumulation property of the Z-test mit-
igates the impact: by increasing the number of
verification queries, the model owner can offset
the signal attenuation introduced by individual per-
turbed samples.

In contrast, the baseline methods exhibit consid-
erably lower robustness under input perturbations.
The adversarial-image-based methods (Ordinary,
RNA, and PLA) are particularly vulnerable to Gaus-
sian blur and Gaussian noise, as these operations
directly degrade the carefully crafted adversarial
perturbations embedded in the trigger images. The
backdoor-based method IF also suffers substantial
performance degradation, because the specific trig-
ger patterns it relies on are disrupted by geometric
and photometric transformations.

These results further confirm that CPF’s concept-
based probabilistic fingerprinting paradigm, which
operates on semantic-level concept recognition
rather than pixel-level trigger matching, provides
inherently stronger resilience against input-space
attacks compared to conventional explicit finger-
printing methods.

G Scalability Analysis of Fingerprint
Harmlessness

The scalability of a fingerprinting scheme is a criti-
cal requirement for practical intellectual property

100 (3) LoRA Fine-tuning Visual7w
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Figure 7: FSR of CPF under four input perturbation
types (random crop 90%, random rotation +15°, Gaus-
sian noise o = (.05, and Gaussian blur 5 x 5) on fine-
tuned models across two datasets. Results are shown
for both LoRA fine-tuning (top) and full fine-tuning
(bottom).

protection. In real-world scenarios, a model owner
may need to embed multiple concept fingerprints
to maintain a reserve of valid identifiers, since the
verification process may require public disclosure
of some fingerprints, rendering them ineffective
for subsequent protection. Therefore, a scalable
system must allow for embedding multiple distinct
concept fingerprints without substantially degrad-
ing model performance.

To evaluate this aspect, we conduct experiments
by embedding different numbers of concept finger-
prints into the model: 1 concept (“elephant” only),
3 concepts (“elephant,” “dolphin,” and “pine tree”),
and 5 concepts (adding “sunflower” and ““guitar”).
For each concept, we independently follow the CPF
injection pipeline: collecting 100 concept-domain
images from iNaturalist, constructing negative sam-
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ple sets via CLIP similarity screening, and perform-
ing self-distillation with concept-specific regular-
ization. We then evaluate the fingerprinted mod-
els on the four standard benchmarks used in the
harmlessness analysis. The results are shown in
Figure 8.
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Figure 8: Performance comparison of the original model
and CPF-injected models with 1, 3, and 5 concept fin-
gerprints across four benchmarks.

The experimental results confirm that CPF has
strong scalability. As the number of embedded
concepts increases from 1 to 5, the model’s bench-
mark performance exhibits only minor fluctuations,
with the average accuracy decreasing by less than 2
percentage points even with 5 concept fingerprints.
This favorable scaling behavior stems from two
design choices. First, the concept-specific regular-
ization loss Ly, constrains each concept’s water-
mark signal from diffusing into other concept do-
mains or general multimodal capabilities. Second,
each concept fingerprint requires only 2 epochs of
lightweight self-distillation training with a small
learning rate, preventing cumulative training from
causing catastrophic forgetting or overfitting.

This scalability property is highly desirable in
practice: model owners can embed a diverse port-
folio of concept fingerprints without compromising
the model’s utility, ensuring that copyright protec-
tion remains effective over the entire lifecycle of
the model.

H Broader Impacts

CPF offers a practical mechanism for MLLM devel-
opers to assert model ownership through black-box
queries, which may encourage open-source model
releases by reducing the risk of unauthorized com-
mercial exploitation. By shifting from fixed-input
triggers to semantic-concept-level statistical water-
marking, the approach also lowers the barrier to

responsible model distribution, as the embedded
fingerprints are harmless to normal model utility
and do not produce semantically anomalous out-
puts that could degrade user experience.

At the same time, fingerprinting technologies
carry inherent dual-use risks. An adversary aware
of the target concept could potentially suppress
concept-related responses via input filtering or
concept-level fine-tuning to weaken the watermark
signal, and the statistical nature of the watermark
may intersect with ongoing regulatory discussions
around Al-generated content traceability and user
privacy (Liang et al., 2024b). Furthermore, the
arms race between fingerprint injection and re-
moval techniques is likely to intensify as MLLMs
become more commercially valuable. We en-
courage future work to examine the robustness
of concept-based methods against adaptive adver-
saries who possess partial knowledge of the finger-
printing scheme, and to develop complementary
verification protocols that remain reliable under
such threat models.
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