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Abstract

Large language models (LLMs) increasingly as-
sist in experimental design, yet fluent protocols
often remain physically infeasible. We intro-
duce PHYSDOX, a physical feasibility auditing
benchmark for biomedical protocols compris-
ing a 683-sample expert-curated Gold set and
a 5,000-sample Silver set across six sensing
domains. We formulate the task as a two-stage
evaluation: severity detection classifying proto-
cols as valid, minor, or fatal, followed by the
constraint-level diagnosis of fatal violations.
Evaluating 6 LLMs across 4 inference strate-
gies yields a peak Stage-1 macro-F1 of only
53.0. Moreover, strong oracle diagnosis col-
lapses during end-to-end evaluation because
errors are coupled across the detection and
diagnosis stages. Error analysis reveals scaf-
fold bias, where models conflate procedural
completeness with physical validity. Conse-
quently, the six most implicit constraints ex-
hibit roughly twice the expert–model perfor-
mance gap of the six most explicit constraints
(49.6 vs. 24.2 percentage points), while implic-
itness remains strongly associated with model
miss rates (Spearman ρ=0.81, p<0.01). Trace
analysis of false negatives exposes a 54%–46%
split between attention and judgment failures,
ultimately demonstrating that protocol auditing
demands calibrated feasibility reasoning rather
than factual recall or longer rationales.

1 Introduction

Large language models (LLMs) are increasingly
used to support scientific writing, experimen-
tal planning, and technical methodology draft-
ing (Brown et al., 2020; Smith et al., 2024; Boiko
et al., 2023; Bran et al., 2024; Jablonka et al.,
2024). However, as LLMs enter complex engineer-
ing and biomedical domains, a critical vulnerability

Figure 1: The anatomy of a Physical Paradox. The
LLM confidently justifies a 500 Hz sampling rate for
a signal containing 500 Hz sEMG components to “op-
timize power”, while violating the Nyquist–Shannon
sampling requirement.

emerges: can we trust a fluent experimental proto-
col to be physically executable in the real world?

Consider a scenario where a researcher asks an
LLM to configure a data acquisition pipeline for
a surface electromyography (sEMG) signal with
frequency components up to 500 Hz. As illus-
trated in Figure 1, the LLM confidently advises
setting the sampling rate to 500 Hz to “optimize
power consumption.” To a generalist, this may
read as a reasonable engineering trade-off. To a
signal-processing expert, it is a fatal violation of
the Nyquist–Shannon sampling theorem, causing
irreversible aliasing. We define this phenomenon
as a Physical Paradox: a protocol that is seman-
tically fluent, grammatically coherent, and proce-
durally complete, yet violates objective physical
laws, hardware limits, or experimental feasibility
constraints.

Recent efforts to evaluate LLM hallucinations
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have focused on semantic hallucinations: fabri-
cated facts, unsupported claims, or contradictory
knowledge (Lin et al., 2022; Li et al., 2023; Min
et al., 2023; Manakul et al., 2023; Ravichander
et al., 2025). Meanwhile, physics and scientific rea-
soning benchmarks evaluate textbook-style prob-
lem solving (BIG-bench authors, 2023; Wang et al.,
2024; Lu et al., 2024; Feng et al., 2025). However,
solving an isolated physics equation is fundamen-
tally different from auditing a complete experimen-
tal protocol (Liu et al., 2026): feasibility depends
on whether sensing paths, sampling rates, hard-
ware limits, and validation references are jointly
executable.

Existing inference-time interventions—chain-
of-thought prompting (Wei et al., 2022), self-
consistency (Wang et al., 2023), and tool-
augmented prompting (Yao et al., 2023b; Schick
et al., 2023)—are commonly used to improve rea-
soning reliability. However, physical feasibility
auditing imposes a different requirement: a model
must calibrate whether the complete protocol is
valid, contains a minor issue, or is fatally infeasible.
This makes protocol auditing a severity-calibration
problem, not merely a reasoning-length problem.

To study this gap systematically, we introduce
PHYSDOX, a benchmark for physical feasibility au-
diting of biomedical experimental protocols across
physiological and non-contact sensing domains.
Our core contributions are three-fold:

• Benchmark. We introduce PHYSDOX, a
biomedical protocol auditing benchmark con-
taining 5,000 Silver and 683 expert-curated
Gold samples across six sensing domains.

• Task formulation. We frame auditing as
a two-stage evaluation: severity detection
(valid, minor, fatal) followed by fine-grained
constraint diagnosis.

• Findings. Evaluations expose scaffold bias,
where models conflate procedural complete-
ness with physical validity; the six most
implicit constraints show roughly twice the
expert–model gap of the six most explicit con-
straints.

2 The Physical Paradox Benchmark

To systematically probe LLMs’ grounding in phys-
ical reality, we introduce the Physical Paradox
Benchmark (PHYSDOX). As illustrated in our dual-
track methodology (Figure 2), the benchmark com-

prises a 5,000-case silver set generated via human-
AI collaboration to evaluate breadth, and a meticu-
lously curated 683-case gold set authored directly
by domain experts. The Gold set is expert-curated
to ensure physically grounded labels and stricter
feasibility boundaries.

2.1 Targeted Domains & Tri-State Severity

To prevent LLMs from relying on superficial
textual memorization, PHYSDOX focuses on six
highly constrained physiological and non-contact
sensing modalities: sEMG, FMCW Radar, EEG,
IMU, PPG/ECG, and Throat Microphones.

Crucially, rather than treating experimental de-
sign as a binary correct/incorrect task, we annotate
protocols with a rigorous tri-state severity label to
test fine-grained physical reasoning:

• Valid: Protocols that perfectly adhere to both
physical laws and engineering standards.

• Minor Issue: Configurations that are phys-
ically possible but exhibit poor engineering
judgment.

• Fatal Violation: Protocols containing a core
feasibility violation that renders the stated
experiment non-executable under its speci-
fied physical, hardware, anatomical, clinical,
safety, or validation conditions.

2.2 Taxonomy of Fatal Violations

We further deconstruct the Fatal Violations into
three orthogonal dimensions of hardware-grounded
blind spots. This taxonomy aligns directly with
our annotation framework, exposing exactly where
LLMs’ textual heuristics collapse against physical
constraints:

1. Signal & Sampling. Paradoxes violating
discrete-time signal processing, information theory,
and digital acquisition limits. Sampling Theorem &
ADC Resolution: Configuring a < 1000 Hz ADC
for a sEMG signal with a 500 Hz high-frequency
component (triggering aliasing), or claiming to re-
solve micro-volt EEG signals using a coarse 8-bit
ADC without an analog preamplifier. Bandwidth,
SNR & Latency: Contradictions involving sensor/-
data bandwidth bottlenecks, unfeasible Signal-to-
Noise Ratios (SNR) for weak physiological signals,
or latency inconsistencies in real-time pipelines.
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Figure 2: The architecture and profiling of PHYSDOX. The modeling panel illustrates representative model families;
the full evaluation includes six variants from four families.

2. Perception & Anatomy. Severe spatial, kine-
matic, or line-of-sight contradictions in sensor de-
ployment. Anatomical Misplacements: Placing
sEMG electrodes on the biceps (upper arm) to clas-
sify fine finger flexions, entirely bypassing the rele-
vant forearm musculature. Clinically Unsafe: Fre-
quently utilizing invasive measurements (e.g., inva-
sive arterial blood pressure) for healthy volunteers,
causing severe safety concerns.

3. Physical / Hardware. Contradictions involv-
ing electromagnetic wave propagation, environ-
mental limits, or thermodynamic constraints. Ma-
terial Block (EM Propagation): Positioning a 77
GHz mmWave radar behind a 5 mm aluminum
plate for “shielding,” ignoring that the skin depth
of metal strictly prohibits RF penetration. Impos-
sible Accuracy & Component Limits: Claiming
0.01 mmHg accuracy for cuffless blood pressure
without calibration, or proposing system configura-
tions that mathematically violate objective power
budgets and operational temperature ranges.

2.3 Gold-set quality control

The Gold set contains 683 expert-curated protocols
with consensus labels over valid, minor issue, and
fatal violation. Each protocol was independently re-
viewed by two annotators with biomedical-sensing
and signal-processing background; disagreements
were resolved by senior-expert adjudication. The
two annotators achieved 91.4% raw agreement on
tri-state severity classification (Cohen’s κ = 0.85)

and 93.6% agreement on the binary fatal gate
(κ = 0.87). The Gold and Silver sets are fully
disjoint: Gold is used as the authoritative bench-
mark for safety conclusions, while Silver supports
large-scale trend analysis.

3 Experiments and Analysis
3.1 Experimental Setup

Evaluations enforce JSON formatting, retrying mal-
formed outputs to guarantee complete predictions
for all runs. Zero-shot, CoT, and tool-augmented
strategies use temperature 0.1. Self-consistency
samples three temperature-0.7 outputs per item and
aggregates predictions by vote count; three-way
ties are resolved by the deterministic aggregation
order implemented in our evaluation script. Tool
augmentation appends a local deterministic rule-
check report covering a subset of computable hard-
ware and physical constraints. The report is inten-
tionally treated as noisy supporting evidence rather
than ground truth: several constraints, such as SNR
floors, temperature limits, and latency constraints,
require manual or contextual assessment and are
not fully solved by the rule base.

Models. We evaluate six LLMs (GPT-5.5, Claude
Opus 4.7, DeepSeek V4 Flash/Pro, MiMo v2.5/Pro)
across four inference strategies: zero-shot, CoT,
self-consistency, and tool augmentation. This ma-
trix isolates both inherent model capabilities and
the efficacy of standard reasoning enhancements
on physical hallucination detection.
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Datasets. Experiments use two PHYSDOX splits.
The 5,000-sample Silver set serves solely as a di-
agnostic testbed for trend analysis; because it was
partially generated via MiMo v2.5 Pro, we anchor
all final benchmarking and safety conclusions on
the 683-sample expert-curated Gold set. Gold pro-
tocols feature strict Stage-1 labels (valid, minor, fa-
tal), with fatal cases further annotated with coarse
taxonomy and fine-grained constraints for Stage 2.

Metrics. Stage 1 evaluates accuracy, fatal-gate re-
call, and macro-F1, our primary metric to account
for Gold-set class imbalance. Stage 2 reports oracle
and end-to-end accuracy for both the 3-way taxon-
omy and 12-way constraint diagnosis. Main text
tables focus on core Gold metrics; exhaustive per-
class and strategy-level breakdowns are detailed in
Appendix D.

3.2 Evaluation Protocol

Two-stage evaluation. We formulate the bench-
mark as a two-stage task. In Stage 1, a model
performs detection by classifying each protocol
into one of three labels: valid, minor issue, or fatal
violation. This stage evaluates whether the model
can distinguish feasible protocols, sub-optimal de-
signs, and protocols with fatal flaws. In Stage 2,
the model performs diagnostic classification for
fatal-violations. We evaluate two levels of diagno-
sis: a 3-way taxonomy over Signal & Sampling,
Perception & Anatomy, and Physical / Hardware,
and a fine-grained 12-way classification.

Oracle and end-to-end settings. For Stage 2,
we report both oracle and end-to-end results. In
the oracle setting, Stage 2 is evaluated only on
ground-truth fatal-violation samples, isolating the
model’s ability to diagnose the type of physical
failure when the invalid case is already known. In
the end-to-end setting, Stage 2 is evaluated after
Stage-1 gating, where only fatal violation protocols
are passed to diagnosis. This setting reflects the
full practical pipeline and captures error propaga-
tion from unreliable fatal-violation detection. We
additionally report fatal-gate recall, i.e., the recall
of fatal-violation samples after Stage 1, since this
directly determines the upper bound of downstream
diagnosis in the end-to-end setting.

Reference Baselines. To contextualize perfor-
mance, we evaluate non-learned baselines on the
Gold set: majority-class prediction (always fatal)
achieves 55.2% accuracy but 23.7 macro-F1; uni-

form random yields 30.5 macro-F1. A keyword
heuristic using constraint terms reaches 43.0 macro-
F1 with oracle-optimized thresholds. This heuristic
should be interpreted as a non-deployable surface-
cue upper bound rather than a practical auditor, be-
cause its threshold is tuned with Gold-set labels and
it performs no protocol-level reasoning. While the
best LLM (53.0 macro-F1) exceeds these heuris-
tics, the keyword baseline’s strong performance
indicates surface cues carry substantial signal.

3.3 Main Findings
Finding 1: LLMs remain unreliable at sever-
ity detection. LLMs primarily fail to distinguish
valid, minor, and fatal protocols. On the Gold set,
the best setting (DeepSeek V4 Flash Self-Cons.)
reaches only 53.0 Stage-1 macro-F1, closely fol-
lowed by Claude Opus 4.7 Tool-Aug. at 52.6. GPT-
5.5 Self-Cons. reaches 38.5, while the MiMo vari-
ants remain substantially lower. Crucially, mod-
els miss 20.2% of fatal protocols, predominantly
misclassifying them as minor (14.9%) rather than
valid (5.3%). Minor-issue classification remains
the weakest axis (31.8% F1), confirming severe
calibration failures across severity boundaries.

To explain these false negatives (Figure 3), two
annotators categorized 76 cases from the best set-
ting (κ=0.82). We identify two modes: attention
failures (54%, n=41), entirely ignoring implicit
constraints like SNR or bandwidth; and judgment
failures (46%, n=35), noting but downgrading
physical issues (e.g., labeling sampling violations
“suboptimal”). Across both modes, models heav-
ily favor minor over valid predictions (73% vs.
27%), indicating scaffold bias acts as a severity-
dampening mechanism.
Finding 2: Fatal-violation gating is the domi-
nant bottleneck. Oracle diagnostic performance
substantially overestimates practical auditing abil-
ity. For example, Claude Opus 4.7 Tool-Aug.
achieves a peak Fine-12 oracle accuracy of 72.9,
but its end-to-end accuracy collapses to 49.1 after
Stage-1 gating. Critically, errors are coupled across
the two stages: for the best model, items passing
the fatal gate exhibit 72.4% diagnostic accuracy,
while missed items would only achieve 53.9% if
force-routed. This 18.5-point gap shows that pro-
tocols missed during severity detection are also
systematically harder to diagnose.
Finding 3: Detection and diagnosis are decou-
pled abilities. Models excel at different stages,
proving protocol reasoning cannot be captured by
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Model Strategy Silver 5k S1 Gold 683 S1 Gold 3-way Gold Fine-12

Acc. M-F1 Fatal R. Acc. M-F1 Fatal R. Oracle E2E Oracle E2E Drop↓

GPT-5.5

Zero-Shot 54.3 43.2 82.7 53.9 37.8 83.0 50.7 43.2 62.9 52.5 10.3
CoT 54.8 43.9 81.4 51.7 37.7 77.7 52.3 41.4 61.0 49.3 11.7
Self-Cons. 54.3 43.1 82.8 54.6 38.5 83.8 53.1 45.4 65.8 56.2 9.5
Tool-Aug. 54.6 43.7 81.5 50.2 36.9 74.8 56.0 43.5 65.0 51.7 13.3

Claude Opus 4.7

Zero-Shot 64.6 57.9 87.3 56.7 51.7 65.0 58.1 42.4 66.0 46.7 19.4
CoT 65.0 60.0 85.2 52.9 49.3 57.6 55.7 37.4 68.4 45.6 22.8
Self-Cons. 64.1 57.5 86.8 57.2 51.4 67.6 58.9 44.0 69.2 49.9 19.4
Tool-Aug. 65.8 61.4 85.8 57.0 52.6 60.7 63.9 41.4 72.9 49.1 23.9

DeepSeek V4 Flash

Zero-Shot 57.4 49.9 88.2 55.9 45.8 75.1 39.0 30.0 62.3 49.3 13.0
CoT 58.6 51.7 87.6 56.1 47.0 73.5 40.3 31.8 59.9 47.2 12.7
Self-Cons. 58.6 50.6 90.7 62.4 53.0 79.8 38.7 33.4 68.7 57.8 10.9
Tool-Aug. 59.0 52.9 85.6 56.4 48.9 65.0 43.5 28.1 56.8 44.0 12.7

DeepSeek V4 Pro

Zero-Shot 57.2 50.3 83.3 49.0 44.6 57.0 48.0 28.9 65.0 39.3 25.7
CoT 56.6 49.4 82.0 48.6 43.4 59.2 45.9 29.4 59.7 39.0 20.7
Self-Cons. 57.3 49.4 85.0 51.4 45.5 62.6 46.4 31.0 65.0 43.8 21.2
Tool-Aug. 60.4 56.4 79.4 46.1 42.9 44.8 48.0 23.9 55.7 32.6 23.1

MiMo v2.5 Pro

Zero-Shot 64.2 61.1 78.5 49.0 45.6 37.7 52.0 23.1 65.5 27.6 37.9
CoT 64.0 60.8 79.5 48.3 44.2 40.3 54.9 24.9 62.1 28.6 33.4
Self-Cons. 65.1 62.4 77.8 48.8 44.7 36.3 57.0 24.4 68.4 29.7 38.7
Tool-Aug. 64.1 61.0 78.7 46.6 42.7 35.5 55.4 22.0 61.0 27.6 33.4

MiMo v2.5

Zero-Shot 63.6 60.6 77.4 48.5 43.9 38.2 49.9 21.8 56.2 26.0 30.2
CoT 62.3 58.7 79.8 49.5 45.0 43.2 50.1 24.9 59.2 29.7 29.4
Self-Cons. 64.9 62.0 78.2 52.0 46.3 43.2 52.3 27.3 65.0 33.4 31.6
Tool-Aug. 63.4 59.9 78.7 52.4 47.4 40.8 54.4 24.4 49.9 26.8 23.1

Table 1: Main two-stage evaluation results on PHYSDOX. S1 denotes Stage-1 severity detection, and Fatal R.
denotes fatal-violation recall after Stage-1 gating. Oracle evaluates Stage-2 diagnosis on ground-truth fatal cases,
while E2E evaluates the full pipeline after gating. Drop is the gap between Fine-12 Oracle and E2E accuracy. All
values are percentages; bold numbers indicate the best result in each column.

a single metric. GPT-5.5 (Self-Cons.) achieves
the highest fatal-gate recall (83.8) but low macro-
F1 (38.5), indicating aggressive but poorly cali-
brated detection. Conversely, Claude Opus 4.7
(Tool-Aug.) achieves the strongest oracle diagno-
sis (72.9) but falls short end-to-end. DeepSeek V4
Flash (Self-Cons.) offers the best balanced pipeline,
peaking in Stage-1 macro-F1 (53.0) and end-to-end
Fine-12 accuracy (57.8). Detection and diagnosis
are thus related yet distinct capabilities.

Finding 4: Generic reasoning strategies offer
limited gains. Self-consistency is the most sta-
ble enhancement, yielding the best average Stage-1
macro-F1 (46.6) and Fine-12 end-to-end accuracy
(45.1). CoT fails to provide consistent gains over
zero-shot, while tool augmentation improves spe-
cific oracle settings but degrades average fatal-gate
recall. Vote-fraction analysis reveals a substantial
calibration gap: unanimous self-consistency pre-
dictions (3/3 agreement) achieve 79.7% accuracy
(N=335), whereas non-unanimous cases achieve

45.7% accuracy (N=348), comprising 310 two-
vote majorities and 38 three-way ties. While vote
agreement provides a meaningful confidence signal,
even unanimous predictions remain insufficiently
reliable for safety-critical auditing.

Finding 5: Domain difficulty varies, but the cal-
ibration gap is universal. Per-domain analysis
shows substantial variation: PPG blood pressure
is the most challenging domain (30.6% macro-
F1), driven by subtle validation-reference viola-
tions, while sEMG gesture recognition is the easiest
(61.0%) due to more explicit hardware constraints.
Throat-microphone speech achieves the highest
fatal recall (96.1%) yet only moderate macro-F1
(60.3%), indicating that explicit fatal violations are
detectable but the valid–minor boundary remains
poorly calibrated. Crucially, no domain exceeds
62% macro-F1, confirming that severity calibra-
tion is a pervasive reasoning deficit rather than a
domain-specific artifact.
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Figure 3: False-negative case analysis. We present two fatal violations missed by LLMs during Stage-1 severity
detection. Case A obscures a blocked RF/mmWave sensing path inside a complete FMCW radar vital-sign
monitoring pipeline. Case B obscures an infeasible validation-reference claim inside a standard PPG/ECG blood-
pressure estimation protocol. Both cases demonstrate that LLMs often reward fluent experimental scaffolds while
under-checking whether the underlying sensing or validation premise is physically executable.

3.4 Why Do LLMs Miss Fatal Violations?

Figure 3 presents two representative false negatives.
In Case A, a radar vital-sign protocol lists standard
FMCW hardware, phase extraction, filtering, and
clinical references, yet places a 5 mm aluminum
plate between the radar and the subject—blocking
the sensing path before any DSP can succeed. In
Case B, a PPG/ECG blood-pressure protocol uses
familiar PTT extraction and AAMI/BHS-style eval-
uation language, but validates healthy volunteers
against an invasive arterial catheter, which is not
clinically feasible outside an indicated setting.

Both cases illustrate scaffold bias in action: the
model rewards expert-like procedural completeness
while failing to verify whether the upstream sensing
or validation premise is physically executable. The
missed constraints invalidate the experiment before
downstream analysis begins, explaining the large
oracle-to-end-to-end gap.

3.5 Gate-level Calibration

A reliable protocol auditor must also avoid over-
rejecting valid protocols. We analyze false alarms
on the 232 ground-truth valid protocols in the Gold
set (Table 2; full details in Appendix C). The av-
erage valid false-alarm rate is 20.85%: approxi-
mately one in five valid protocols is incorrectly
flagged. CoT yields the highest rate (24.90%), sug-
gesting longer reasoning amplifies suspicion; tool-

Strategy Valid FAR (%) ↓ ∆ vs. Zero-shot

Zero-shot 23.17 –
CoT 24.90 +1.73
Self-Cons. 20.90 -2.27
Tool-Aug. 14.44 -8.73

Overall avg. 20.85 –

Table 2: Strategy-level valid false-alarm rate on Gold
valid protocols. FAR denotes the fraction of ground-
truth valid protocols incorrectly predicted as minor issue
or fatal violation.

augmented prompting achieves the lowest (14.44%)
but at the cost of weaker fatal-gate recall.

Together, fatal misses and valid false alarms
show that the Stage-1 bottleneck is severity calibra-
tion: distinguishing valid, minor issue, and fatal
violation under realistic experimental wording.

4 Discussion

Physical feasibility is not factual recall. PHYS-
DOX differs from factuality benchmarks because
the relevant failure is not a fabricated fact. Many
protocols use real devices, standard operations, and
plausible parameters. The error arises when these
components are assembled into an experimentally
infeasible configuration—a compositional feasibil-
ity problem requiring verification that the sensing
chain, hardware constraints, and validation refer-
ence are jointly executable.
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Scaffold bias: Why LLMs miss fatal violations.
Our case analyses and quantitative results converge
on a shared failure mechanism that we term scaf-
fold bias: LLMs use the presence of a complete,
expert-like procedural scaffold as a proxy for phys-
ical validity. This is a domain-specific instantiation
of shortcut learning (Geirhos et al., 2020): just
as NLI models exploit lexical overlap rather than
reasoning about entailment (McCoy et al., 2019),
protocol-auditing models exploit procedural com-
pleteness rather than reasoning about physical fea-
sibility. Unlike generic sycophancy (Sharma et al.,
2024; Perez et al., 2023), scaffold bias operates
over multi-paragraph experimental procedures, re-
quiring compositional feasibility reasoning across
sensing chains, hardware constraints, and valida-
tion designs.

Per-constraint false-negative analysis provides
direct quantitative evidence: constraints demand-
ing implicit physical reasoning exhibit substan-
tially larger expert–model gaps than explicit ones.
To rigorously test this, we established an a pri-
ori implicitness ranking prior to evaluating mod-
els, distinguishing violations that require multi-
step physical inference—such as SNR floors or
temperature ranges—from those identifiable via
surface-level device terminology, like EM material
blocks or anatomical misplacements. The order-
ing was fixed independently of model outcomes
and used only as the category-level analysis vari-
able in the Spearman test. The six most implicit
constraints exhibit an average expert–model per-
formance gap of 49.6pp, compared to only 24.2pp
for the six most explicit constraints. Across this
12-constraint gradient, implicitness strongly corre-
lates with model miss rates, achieving a Spearman
ρ=0.81 at p<0.01, which remains robust to the re-
moval of any single category (minimum ρ=0.76).
Crucially, domain experts maintain near-ceiling
recall (92.6–100%) across all 12 categories (Ap-
pendix A), ruling out inherent task difficulty as
the explanation: the implicitness gradient is model-
specific rather than a property of the constraints
themselves. This confirms that scaffold bias peaks
when violations demand compositional reasoning
beyond surface-level parameter recognition.

Oracle diagnosis overestimates practical audit-
ing. Our two-stage evaluation separates diag-
nosing an exposed fatal violation from deciding
whether such a violation exists. A downstream
taxonomy classifier is useful only if the upstream

severity gate routes fatal cases to diagnosis. The
large oracle-to-end-to-end gap shows that current
LLMs can sometimes assign a plausible error type
once the invalid case is isolated, but are much less
reliable at discovering the violation when embed-
ded in a fluent procedure. Crucially, errors remain
coupled across the two stages (Section 3.3): proto-
cols that evade the fatal gate are 18.5pp harder to
diagnose correctly, showing that cases missed dur-
ing severity detection are also systematically harder
to diagnose. Evaluating only known-invalid proto-
cols therefore substantially overestimates practical
safety.

Reasoning-time interventions are not enough.
Self-consistency gives the strongest end-to-end
setting but does not solve severity calibration.
CoT can increase valid false alarms, and tool-
augmented prompting can reduce over-rejection but
weaken fatal-gate recall. Reliable protocol audit-
ing therefore requires mechanisms beyond longer
explanations, such as explicit constraint checking,
hardware-aware retrieval, or simulation-based vali-
dation.

5 Related Work

Our work bridges three active research areas: eval-
uating what LLMs know and generate in scientific
domains, understanding shortcut learning and syco-
phancy in LLM outputs, and assessing the limita-
tions of reasoning-time strategies.

5.1 Hallucination and factuality evaluation.

A growing body of work measures LLMs’ propen-
sity to generate false or unsupported statements.
TruthfulQA (Lin et al., 2022) showed that even
the best models achieve only 58% truthfulness ver-
sus 94% human performance. HaluEval (Li et al.,
2023) found that ChatGPT produces hallucinated
content in 19.5% of responses. FActScore (Min
et al., 2023) decomposed generations into atomic
facts and found that factual error rates vary dramat-
ically by domain. HALoGEN (Ravichander et al.,
2025) classified hallucinations by their origin in
training data and showed that rates range from 3%
to 86% across domains. In the biomedical domain,
Med-HALT (Pal et al., 2023) specifically evaluated
medical hallucinations in reasoning and memory
tasks. Critically, all these benchmarks focus on
semantic accuracy—whether a model fabricates
entities, citations, or domain facts. None evalu-
ate whether a generated protocol satisfies physical
constraints.
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5.2 Sycophancy, shortcut learning, and
calibration.

Our finding of scaffold bias connects to broader
work on LLM failure modes. Perez et al. (2023)
and Sharma et al. (2024) documented sycophancy—
models agreeing with plausible-sounding inputs
regardless of correctness. The shortcut learning
literature (McCoy et al., 2019; Geirhos et al.,
2020) showed that models exploit surface-level
cues rather than learning intended reasoning. Ka-
davath et al. (2022) found that LLMs are poorly
calibrated on their own uncertainty, and Turpin
et al. (2023) showed that chain-of-thought expla-
nations can be unfaithful to actual model reason-
ing. Scaffold bias is a domain-specific instantiation:
models use procedural completeness as a proxy for
physical validity, analogous to how NLI models
exploit lexical overlap rather than entailment rea-
soning (McCoy et al., 2019).

5.3 Physics, science reasoning, and protocol
evaluation.

BIG-bench (BIG-bench authors, 2023) found
that physics tasks exhibit breakthrough behav-
ior at scale but remain poor in absolute terms.
SciBench (Wang et al., 2024) found that the best
model achieves only 43.22% on college-level sci-
ence problems, with no prompting strategy consis-
tently outperforming others. GPQA (Rein et al.,
2024) demonstrated that graduate-level science
questions remain challenging even for frontier mod-
els. MathVista (Lu et al., 2024) revealed persistent
gaps in visual mathematical reasoning, while tar-
geted physics benchmarks (Feng et al., 2025) con-
firm that models struggle with multi-step quantita-
tive derivations. Beyond abstract reasoning, Bio-
ProBench (Liu et al., 2026) evaluated LLMs on bi-
ological protocol comprehension and showed that
models degrade on tasks requiring deep reason-
ing, quantitative precision, and safety awareness.
In chemistry, Jablonka et al. (2024) showed that
fine-tuned large language models can perform com-
petitively on low-data predictive chemistry tasks,
while their limitations in physical feasibility remain
uncharacterized. Crucially, all these benchmarks
evaluate isolated question-answering or task com-
pletion; PHYSDOX differs by requiring severity-
calibrated judgment over whether a complete multi-
paragraph protocol is physically executable.

5.4 Reasoning-time strategies.

Chain-of-thought prompting (Wei et al., 2022; Ko-
jima et al., 2022) elicits intermediate rationales,
while self-consistency (Wang et al., 2023) aggre-
gates multiple reasoning paths to improve robust-
ness. Subsequent methods further structure infer-
ence through subproblem decomposition (Zhou
et al., 2023), self-evaluative search trees (Yao et al.,
2023a; Shinn et al., 2023), or by delegating com-
putation to external tools and interpreters (Schick
et al., 2023). However, these strategies primar-
ily optimize how models articulate textual reason-
ing, which does not natively ground generation in
physical reality. Consistent with SciBench (Wang
et al., 2024), where prompting yields inconsistent
gains on scientific problems, reasoning-time inter-
ventions offer only modest benefits on PHYSDOX.
While they can improve specific oracle diagnosis
settings, they fail to reliably solve the core severity-
calibration bottleneck of distinguishing valid pro-
tocols from fluent but fatally flawed ones.

6 Conclusion

We introduced PHYSDOX, a benchmark for physi-
cal feasibility auditing of biomedical experimental
protocols. Unlike factuality or textbook physics
benchmarks, it tests whether LLMs can judge the
executability of complete experimental procedures.
Across six LLM variants and four inference strate-
gies, we find a persistent severity-calibration fail-
ure: models struggle to distinguish valid, minor is-
sue, and fatal violation protocols. We identify scaf-
fold bias as the underlying mechanism: models use
procedural completeness as a proxy for physical va-
lidity, with the most implicit constraints exhibiting
roughly twice the expert–model gap of the most
explicit constraints. Human experts maintain near-
ceiling recall across all constraint categories, con-
firming that this gradient is model-specific rather
than an artifact of inherent task difficulty. Although
some models can diagnose exposed fatal violations,
their end-to-end performance drops sharply be-
cause upstream gate failures disproportionately af-
fect cases that are also harder to diagnose. These re-
sults show that protocol auditing requires calibrated
feasibility reasoning over the entire experimental
chain, not merely factual recall or longer rationales.
We anticipate that constraint-aware retrieval will
disproportionately benefit implicit-constraint cat-
egories, and that simulation-based validation or
structured reasoning architectures explicitly decom-
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posing sensing paths, hardware limits, and mea-
surement premises offer the most promising paths
toward reliable automated protocol auditing.

Data availability. The PHYSDOX benchmark
and accompanying resources are publicly available
at https://github.com/phish-tech/PhysDox.

Ethics Considerations

PHYSDOX evaluates LLM safety using synthetic
textual protocols; no experimental procedures were
executed and no biomedical/physiological measure-
ments were collected.

Limitations

PHYSDOX focuses on biomedical sensing (e.g.,
sEMG, radar, and PPG), so findings may not gen-
eralize to wet-lab biology or large-scale clinical
trials. The Gold set uses expert-authored synthetic
protocols, while the Silver set additionally includes
filtered model-generated protocols. High annotator
agreement (κ=0.85) supports label consistency, al-
though distinguishing valid from minor cases can
remain subjective. Our evaluation is also limited to
English, single-turn, text-only auditing under stan-
dard inference settings. Future work should explore
interactive auditing, increased test-time compute,
and external physical simulators.
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A Human Reference Study and Model
Comparison

Purpose. This appendix provides a human refer-
ence study for PHYSDOX. The goal is not to esti-
mate a definitive human upper bound, but to test
whether the fatal violations in the Gold set are iden-
tifiable by trained human evaluators and to quantify
the severity-calibration gap between humans and
current LLMs. We compare three human reference
groups—domain experts, graduate students, and
non-expert participants—with representative LLM
settings under the same Stage-1 severity-detection
setting. This analysis complements the main results
by examining whether model failures arise from
ambiguous benchmark labels or from limitations
in model-side experimental feasibility reasoning.

A.1 Study Design
We evaluate human groups and representative
LLMs on the same Gold set, which contains 232
valid, 74 minor issue, and 377 fatal violation proto-
cols. Human groups include domain experts, grad-
uate students and non-expert participants, which
is detailed in Table 3.

All evaluators perform the same Stage-1 severity-
detection task over valid, minor issue, and fatal
violation. This design enables direct comparison of
fatal-detection recall and severity calibration across
human expertise levels and LLM settings. We treat
this experiment as a trained-human performance
reference rather than as an additional annotation
pass for constructing the Gold labels; Gold-set la-
bel construction and adjudication are defined sepa-
rately in Section 2.

A.2 Fine-grained Fatal-violation Detection
Table 4 reports Stage-1 fatal-detection recall for
each fine-grained fatal-violation category. Unlike
aggregate accuracy, this category-level view sep-
arates whether a protocol is missed because the
evaluator lacks general experimental knowledge or
because the specific constraint is difficult to recog-
nize. The results show a clear expertise gradient:
the domain experts and graduate students main-
tain high recall across nearly all fatal categories,
whereas non-experts and LLMs exhibit substan-
tially stronger category-dependent variation.

A.3 Visualization of Human–Model Gaps
The previous table provides exact category-level
scores. To make the pattern easier to inspect, Fig-

ure 4 visualizes the same results as a heatmap. The
visualization highlights that trained human evalua-
tors achieve consistently high fatal-detection recall
across the fine-grained taxonomy, while representa-
tive LLM settings remain uneven across categories.
This distinction is especially clear in signal-quality
and measurement-feasibility constraints, where the
model-average recall is substantially lower than the
expert and graduate-student references.

Figure 5 further isolates the expert–model gap
by subtracting the average LLM recall from the
domain-expert recall for each fine-grained category.
This view identifies which types of fatal constraints
most clearly separate trained feasibility reasoning
from current LLM behavior. The largest gaps occur
in categories that require implicit reasoning about
signal quality, measurement feasibility, or safety
constraints, rather than merely recognizing explicit
device terminology.

A.4 Implicitness Ranking Protocol
For the category-level analysis in Section 4, the
12 fine-grained fatal constraints are assigned a
fixed ordinal implicitness ranking before model
outcomes are evaluated. Higher implicitness de-
notes constraints whose detection requires inte-
grating multiple protocol components or physical
premises rather than recognizing a localized device-
, placement-, or parameter-level contradiction. The
ordering is fixed independently of model predic-
tions and is used only as the analysis variable for
the reported Spearman association and leave-one-
category-out robustness check.

Summary. Overall, the human reference study
indicates that the Gold-set fatal violations are
not ambiguous for trained evaluators. The do-
main experts (inter-annotator κ=0.91) and grad-
uate students achieve consistently high support-
weighted fatal-detection recall, reaching 96.5%
and 93.8%, respectively. Their performance re-
mains stable across both intuitive physical failures,
such as EM material block, optical obstruction,
and anatomical misplacement, and more technical
signal-design constraints, such as sampling theo-
rem, sensor bandwidth, SNR floor, and data band-
width. This suggests that trained evaluators can
audit not only whether a protocol sounds plausi-
ble, but also whether the sensing signal, sampling
configuration, hardware constraint, and validation
premise jointly make the experiment executable.

5549



Group N Background Output / Aggregation

Domain Experts 2 Researchers with direct experience in
biomedical sensing, signal processing,
human-subject experiments, or experimen-
tal protocol review.

Each expert annotates independently; final
labels are assigned by consensus, with dis-
agreements resolved via discussion. Inter-
annotator Cohen’s κ=0.91. The domain ex-
perts in the human-reference study are evalu-
ated independently from the annotators used
to construct the Gold labels.

Graduate Students 3 Graduate students with technical training in
engineering, biomedical engineering, com-
puter science, or related areas, but not neces-
sarily experts in all protocol domains.

Individual predictions are collected inde-
pendently; group-level results are computed
from aggregated judgments and averaged in-
dividual scores.

Non-expert Participants 3 Participants without specialized training in
experimental protocol auditing or biomedi-
cal sensing; used as a lower-bound human
reference.

Individual predictions are collected inde-
pendently; group-level results are computed
from aggregated judgments and averaged in-
dividual scores.

LLM Baselines – Representative LLM settings selected from
the main experiment, including strong
detection-oriented and diagnosis-oriented
configurations.

Model predictions are evaluated using the
same metrics as human groups, including
accuracy, macro-F1, fatal recall, fatal miss
rate, and valid false-alarm rate.

Table 3: Setup of the human reference study. Human groups and representative LLMs are evaluated on the same
Gold set under the same Stage-1 severity-detection task. The study tests whether PHYSDOX errors are identifiable
by trained human evaluators and quantifies the severity-calibration gap between humans and LLMs.

Coarse Taxonomy Fine-grained Category N Human Groups (%) Representative LLM Settings (%)

Expert Grad. Non-exp. GPT-5.5 Claude DS Flash MiMo Model Avg.

Signal & Sampling

Sampling theorem 67 98.5 97.0 17.9 79.1 49.3 73.1 37.3 53.2
Sensor bandwidth 39 94.8 89.2 12.8 87.2 71.8 74.4 30.8 57.8
ADC resolution 27 92.6 81.5 18.5 74.1 77.8 92.6 25.9 61.0
SNR floor 27 96.3 92.6 55.6 70.4 64.8 63.0 33.3 34.9
Latency constraint 27 100.0 92.6 70.3 92.6 70.4 85.2 66.7 63.7
Data bandwidth 27 92.6 96.3 25.9 88.9 63.0 81.5 37.0 64.0

Perception & Anatomy Anatomical misplacement 38 100.0 97.3 92.1 86.8 84.2 89.5 73.7 75.0
Clinical Unsafe 33 97.0 100.0 90.9 78.8 54.5 75.8 33.3 54.0

Physical / Hardware

Power budget 27 92.6 92.6 74.1 88.9 88.9 92.6 66.7 75.9
Temperature range 27 92.6 88.9 40.7 88.9 44.4 66.7 29.6 44.0
Accuracy impossibility 27 100.0 96.3 88.9 85.2 44.4 85.2 25.9 47.5
EM material block 11 100.0 100.0 81.8 100.0 81.8 100.0 90.9 93.2

All All fatal categories 377 96.5 93.8 50.9 83.8 60.7 79.8 43.2 58.4

Table 4: Fine-grained fatal-violation detection on the Gold set. The table reports Stage-1 fatal-detection recall for
each fine-grained fatal-violation category in the Gold set. For each category, the score measures the percentage of
ground-truth fatal protocols that are correctly flagged as fatal violation by the corresponding human group or model
setting. GPT-5.5, DeepSeek V4 Flash, and MiMo v2.5 use the self-consistency setting; Claude Opus 4.7 uses the
tool-augmented setting. Model Avg. denotes the average fatal-detection recall over all evaluated model-by-strategy
settings. The final row reports the support-weighted average over all fatal categories. All values except N are
percentages.
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Figure 4: Fine-grained fatal-violation detection heatmap. Each row corresponds to a human reference group or
representative LLM setting, and each column corresponds to a fine-grained fatal-violation category. Darker colors
indicate higher Stage-1 fatal-detection recall. The rightmost summary column reports support-weighted average
recall across all fatal categories.

Figure 5: Expert–model gap across fine-grained fatal categories. Bars show the difference between domain-expert
fatal-detection recall and the average recall over all evaluated model settings. Larger values indicate categories
where expert feasibility reasoning remains substantially stronger than current LLMs.
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B Full Protocols for Case Analysis
(Section 3.4)

B.1 Case A: FMCW Radar Vital-sign
Monitoring with a Blocked Sensing Path

Full protocol.
Protocol:
Non-contact vital signs were monitored using three FMCW
radar systems to estimate heart rate and respiration rate.
Radar-derived measurements were validated against clini-
cal reference signals during seated rest.

Objective:
The objective is to evaluate the frequency-dependent per-
formance of radar systems (24 GHz, 60 GHz, 77 GHz) in
capturing heart rate and respiration rate, and to quantify
accuracy relative to medical-grade references.

Equipment:
Three FMCW radar modules were used:
a 24 GHz Infineon BGT24MTR11-based FMCW system
operating in the 24.00–24.25 GHz ISM band
an Infineon BGT60TR13C system operating in the 57–64
GHz band
a Texas Instruments IWR1443BOOST system operating
in the 76–81 GHz band.
Basic electronic facilities such as Dupont wires, fish-
mouth pliers, a metal plate and adapters were utilized.
Reference sensors included a BIOPAC ECG100C for heart
rate and a respiratory effort belt (TSD201) for respiration.
MATLAB was used for offline signal processing.

Sensor Placement & Configuration:
Radar modules were positioned on a stable tripod 1.5 me-
ters from seated subjects, aligned with the thorax. The 5
mm plate was placed between radar and subject. Ref-
erence ECG electrodes and respiratory belts were applied
per manufacturer instructions.

Data Acquisition Procedure:
Ten healthy adults were recorded in a controlled indoor
environment. Each recording lasted 5 minutes, segmented
into 30-second analysis windows. Subjects were seated
and remained at rest throughout the protocol.

Signal Processing & Validation:
Each radar chirp underwent a range FFT to identify the
subject’s thorax bin. Static clutter was removed using a
200-chirp moving average. Phase of the identified bin was
extracted over time, followed by bandpass filtering for res-
piration (0.1–0.5 Hz) and cardiac (0.8–2.0 Hz) bands. Peak
detection on the Welch power spectral density provided vi-
tal sign rates. Radar-derived RR and HR were compared to
reference signals using mean absolute error (MAE), Pear-
son correlation coefficient (r), and Bland–Altman 95%
limits of agreement. Expected performance for the 77
GHz system: HR MAE < 2 BPM, RR MAE < 0.5 breath-
s/min, r > 0.95. Lower frequencies exhibited slightly
reduced accuracy due to decreased range resolution.

Safety & Feasibility:
The protocol used non-contact radar sensors and standard
reference devices in a controlled lab setting. Electromag-
netic shielding and stable sensor placement ensured
safe and repeatable measurements, allowing reliable as-
sessment of vital signs without direct physical contact.

Gold annotation. The protocol is labeled as fa-
tal violation. The corresponding error category is

Physical / Hardware, with the fine-grained violated
constraint corresponding to electromagnetic ma-
terial blockage or physical propagation blockage.
The critical issue is that a 5 mm plate used as elec-
tromagnetic shielding is placed between the radar
and the subject, while the protocol still expects the
radar to recover respiration- and heartbeat-induced
thoracic motion.

Why this is a fatal violation. Radar-based vital-
sign monitoring relies on phase modulation caused
by small chest-wall displacements. If a conductive
or metallic shielding plate is placed between the
radar and the subject, the RF/mmWave propaga-
tion path is blocked or strongly reflected before
the transmitted signal can interact with the tho-
rax. Consequently, the received signal is dominated
by the barrier rather than by physiological motion
from the subject. Static clutter removal, moving-
average subtraction, range FFT, phase extraction,
bandpass filtering, and Welch spectral estimation
cannot recover a physiological signal that is phys-
ically absent from the received path. Therefore,
the protocol is not merely sub-optimal; its central
sensing assumption is invalid.

Why LLMs miss the violation. The protocol
contains many features associated with a rigor-
ous biomedical sensing study: multi-frequency
radar comparison, medical-grade ECG and respira-
tion references, controlled seated-rest acquisition,
standard respiration and cardiac frequency bands,
and conventional validation metrics such as MAE,
Pearson correlation, and Bland–Altman limits of
agreement. These details make the protocol ap-
pear technically complete. The false-negative error
arises because the model attends to the procedu-
ral and signal-processing scaffold, but fails to ver-
ify whether the upstream electromagnetic sensing
channel is physically available.

Minimal fix. A feasible version should remove
the shielding plate from the radar-subject line of
sight. If the goal is to evaluate through-obstacle
sensing, the protocol should use an obstacle mate-
rial appropriate for RF penetration, characterize its
attenuation and reflection properties, and explicitly
verify that the received signal contains measurable
physiological modulation from the subject rather
than only reflections from the obstacle.
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B.2 Case B: PPG/ECG Blood-pressure
Estimation with an Infeasible
Validation-reference Claim

Full protocol.
Protocol:
Continuous Blood Pressure Estimation Using PPG and
ECG with Invasive Arterial Line Validation.

Objective:
To estimate continuous systolic and diastolic blood pres-
sure using pulse transit time derived from photoplethys-
mography and electrocardiography signals, and to validate
the estimated blood pressure against a reference inva-
sive arterial line.

Equipment:
The system comprises a Maxim MAX86150 integrated
sensor module for photoplethysmography and single-lead
electrocardiography.
The MAX86150 uses its integrated red and infrared optical
channels for PPG acquisition. PPG signals will be digitized
at 100 Hz with 24-bit resolution. Single-lead ECG in Lead
I configuration will be sampled at 500 Hz with 24-bit
resolution.
Reference devices will include a Finapres NOVA contin-
uous non-invasive device for patient-specific calibration
and a Millar SPC-320 invasive arterial catheter for vali-
dation.

Sensor Placement & Configuration:
PPG pulse onset will be detected at the periphery, using
either the finger or earlobe. Single-lead ECG will be ac-
quired in Lead I configuration. All signals will be band-
pass filtered to remove DC offset and high-frequency noise.
PPG signals will be filtered from 0.5–8 Hz, and ECG sig-
nals will be filtered from 0.05–150 Hz.

Data Acquisition Procedure:
A patient-specific linear calibration model will be estab-
lished using simultaneous reference measurements with
the Finapres NOVA continuous non-invasive device during
a 5-minute baseline period.
For validation, 30 minutes of continuous data will be ac-
quired from 20 healthy subjects aged 25–40 during rest
and mild exercise. Mild exercise will consist of cycling at
50 W. The estimated blood pressure values will be as-
sessed against the invasive arterial line measured using
the Millar SPC-320 catheter.

Signal Processing & Validation:
The signal processing pipeline will include R-peak detec-
tion from the ECG using the Pan–Tompkins algorithm,
PPG pulse onset detection via second-derivative analysis,
and calculation of Pulse Transit Time as the time delay
between the ECG R-peak and the PPG pulse onset at the
periphery.
Pulse Transit Time will be converted to estimated systolic
and diastolic blood pressure using a patient-specific linear
calibration model, BP = a ·PTT + b, established during
the 5-minute baseline period.
Performance will be assessed against the invasive arterial
line using the Association for the Advancement of Medical
Instrumentation standard, with mean error ≤ ±1.5 mmHg
and SD ≤ 8 mmHg, and the British Hypertension Society
grading system. The expected performance metric is Grade
A or B for both systolic and diastolic blood pressure, with
a mean absolute error < 5 mmHg.

Safety & Feasibility:
The protocol uses 20 healthy subjects aged 25–40 dur-
ing rest and mild exercise. Calibration will be performed

using the Finapres NOVA continuous non-invasive de-
vice, and validation will be performed against the Mil-
lar SPC-320 invasive arterial catheter. The protocol
includes 30 minutes of continuous data acquisition and
compares estimated systolic and diastolic blood pressure
against the invasive arterial line.

Gold annotation. The protocol is labeled as a
fatal violation. The corresponding coarse category
is Perception & Anatomy, with the fine-grained
violated constraint Clinical Unsafe.

The critical issue is that the protocol treats inva-
sive arterial-line validation in healthy volunteers as
a routine reference setting and combines it with a
strong expected performance claim for continuous
cuffless blood-pressure estimation.

Why this is a fatal violation. The PPG/ECG
signal-processing pipeline itself is superficially
plausible: PTT can be estimated from ECG R-
peaks and peripheral PPG pulse onsets, and patient-
specific calibration is a common component in cuf-
fless blood-pressure estimation. However, the fatal
issue lies in the validation premise. The proto-
col proposes to acquire 30 minutes of continuous
data from 20 healthy subjects during rest and mild
exercise, while validating the estimates against a
Millar SPC-320 invasive arterial catheter. Invasive
arterial pressure can serve as a reference in appro-
priate clinical contexts, but routine arterial-catheter
validation in healthy volunteers without clinical
indication is not a standard or ethically feasible
setting for a mild exercise study. Moreover, the
protocol states an expected mean error of ≤ ±1.5
mmHg and MAE < 5 mmHg after only a 5-minute
patient-specific calibration period. This combines
an infeasible reference setup with an overly strong
performance claim, making the protocol invalid as
a practical experimental design rather than merely
optimistic or under-specified.

Why LLMs miss the violation. This case is
difficult because the protocol contains many sur-
face cues associated with a legitimate biomedi-
cal signal-processing study: PPG and ECG acqui-
sition, PTT computation, Pan–Tompkins R-peak
detection, second-derivative PPG onset detection,
Finapres-based calibration, and AAMI/BHS-style
evaluation language. These terms make the proto-
col appear methodologically rigorous. A model can
therefore accept the protocol by recognizing famil-
iar components of cuffless blood-pressure research,
while failing to audit whether the proposed valida-
tion reference is clinically and ethically feasible for
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Aspect Case A: Radar sensing path blockage Case B: Infeasible BP validation-reference
claim

Gold label fatal violation fatal violation

Fatal trigger A 5 mm plate is placed between the FMCW radar
and the subject while the protocol still expects
torso-induced phase modulation for respiration
and heart-rate estimation.

Continuous BP estimates from healthy subjects
during rest and mild exercise are validated against
an invasive arterial catheter, together with an
overly strong expected performance claim.

Missed
constraint

The upstream RF/mmWave propagation path is
blocked or strongly reflected, so the physiological
chest-motion signal cannot reliably reach the
receiver.

The validation reference and performance
premise are not clinically or practically
executable for the stated healthy-subject setting.

Why fatal Downstream DSP steps cannot recover a
physiological signal that is physically absent from
the received path.

The protocol depends on a reference setup and
performance target that are infeasible under the
stated experimental conditions.

Why LLMs
miss it

The protocol contains a complete
radar-processing scaffold, including
multi-frequency radar hardware, clinical
references, range FFT, phase extraction, filtering,
and spectral validation.

The protocol contains familiar biomedical
signal-processing cues, including PPG/ECG
acquisition, PTT estimation, Finapres calibration,
Pan–Tompkins detection, and AAMI/BHS-style
evaluation.

Minimal fix Remove the plate from the radar-subject line of
sight, or redesign the study as a characterized
through-material sensing experiment with a
physically appropriate obstacle.

Use an ethically appropriate non-invasive
reference for healthy-subject experiments, or
restrict invasive validation to clinically indicated
patients and revise the performance claim
accordingly.

Table 5: Compact annotation summary for the two false-negative cases. The table summarizes the gold labels,
fatal triggers, missed feasibility constraints, and minimal fixes for the two representative false-negative cases.

the stated subject population and activity setting.
The false-negative error reflects the same pattern
as Case A: the model rewards expert-like proce-
dural scaffolding, but under-checks the feasibility
condition that makes the experiment executable.

Minimal fix. A feasible version should replace
routine invasive arterial-line validation in healthy
volunteers with an ethically appropriate refer-
ence. For non-clinical healthy-subject experiments,
the protocol could use validated non-invasive
references such as repeated cuff-based measure-
ments or a continuous finger-cuff system, while
clearly acknowledging the limitations of those ref-
erences. Alternatively, invasive arterial-line vali-
dation should be restricted to patients who already
have clinically indicated arterial catheters under an
approved clinical protocol. The performance claim
should also be calibrated to the validation setting,
subject variability, calibration duration, and refer-
ence uncertainty, rather than specifying an unreal-
istically tight expected error target.

B.3 Cross-case Summary
Takeaway. The two cases illustrate a shared false-
negative mechanism in PHYSDOX. Both protocols

are written as fluent, technically detailed experi-
mental procedures and contain many components
that resemble legitimate biomedical sensing stud-
ies. However, the fatal violation in each case lies
upstream of the model’s preferred evidence surface.
In Case A, the protocol is invalid because the sens-
ing channel is physically blocked before any radar
signal-processing step can succeed. In Case B, the
protocol is invalid because the validation reference
and expected performance claim are not executable
for the stated healthy-subject experiment. These
failures are therefore not caused by missing termi-
nology or incomplete descriptions. Instead, they
arise because current LLMs tend to reward com-
plete experimental scaffolds while under-checking
whether the core physical, clinical, or measurement
premise is feasible.
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C False-alarm Analysis

Purpose. The main paper focuses on fatal-
violation detection and false-negative cases, where
a model fails to identify a protocol that contains
a fatal feasibility violation. However, a reliable
protocol auditor must also avoid the opposite fail-
ure mode: over-rejecting protocols that are phys-
ically valid. We therefore conduct an additional
false-alarm analysis on the 232 ground-truth valid
protocols in the Gold set. This analysis comple-
ments the fatal-gate results by measuring whether
a model can preserve feasible protocols rather than
conservatively flagging them as problematic.

Metric. We define the valid false-alarm rate as
the fraction of ground-truth valid protocols that are
incorrectly predicted as non-valid:

FARvalid =
NFA

Nvalid
,

where NFA is the number of ground-truth valid
protocols predicted as non-valid, and Nvalid is the
total number of ground-truth valid protocols.

Lower values indicate better preservation of fea-
sible protocols. For this analysis, a false alarm oc-
curs when a ground-truth valid protocol is predicted
as either minor issue or fatal violation. When a
model returns an empty response or an API error,
we report it separately rather than counting it as a
false alarm unless the output explicitly predicts a
non-valid label.

Evaluation scope. This analysis is restricted to
ground-truth valid protocols and therefore mea-
sures a different failure mode from fatal-violation
recall. It should not be interpreted as a standalone
measure of protocol-auditing quality. A model can
obtain a low valid false-alarm rate by being con-
servative and rarely flagging protocols as problem-
atic, but such behavior may also reduce fatal-gate
recall on truly invalid protocols. Conversely, a
model with high fatal recall may over-reject valid
protocols if its severity boundary is poorly cali-
brated. We therefore use this experiment to com-
plement the main results: fatal-gate recall measures
whether dangerous protocols are retained for di-
agnosis, whereas valid false-alarm rate measures
whether feasible protocols are rejected.

Visualization. Table 6 provides the exact false-
alarm counts and rates. To make the model–
strategy pattern easier to inspect, Figure 6 visual-
izes the valid false-alarm rate as a heatmap. Rows

correspond to model families and columns corre-
spond to inference strategies. Darker cells indicate
a higher tendency to over-reject valid protocols.

Handling empty outputs. For DeepSeek V4 Pro,
several runs return empty responses or API-level
failures. We report these cases separately in Ta-
ble 6 to avoid conflating system-level failures with
semantic false alarms. They are excluded from the
false-alarm numerator unless the model explicitly
predicts a non-valid label, but they are still shown
because unstable outputs also affect practical de-
ployability.

Results. Table 6 shows that valid protocols are
frequently over-rejected by current LLMs. Across
the four model variants included in the false-alarm
analysis (excluding the MiMo variants), the aver-
age valid false-alarm rate is 20.85%, indicating
that approximately one in five valid protocols is
incorrectly flagged as problematic. This confirms
that Stage-1 severity detection is miscalibrated in
both directions: models can miss fatal violations,
as shown in the main paper, but they can also over-
reject physically feasible protocols. The effect
of inference strategies is also non-uniform. Tool-
augmented prompting achieves the lowest average
false-alarm rate, 14.44%, suggesting that it can
reduce over-conservative rejection on valid proto-
cols. However, this does not imply uniformly better
end-to-end auditing, because tool-augmented set-
tings can still suffer from weaker fatal-gate recall
in the main experiment. CoT prompting yields
the highest average false-alarm rate, 24.90%, sug-
gesting that longer reasoning traces may amplify
suspicion rather than improve severity calibration.
Self-consistency is model-dependent: it substan-
tially reduces false alarms for Claude Opus 4.7,
but increases false alarms for DeepSeek V4 Flash.
These results show that common inference-time
strategies do not provide a reliable solution to the
severity-calibration problem.

Takeaway. Complementing the main paper’s
false-negative study, this analysis highlights a criti-
cal LLM failure: the inability to balance detecting
fatal violations against preserving valid protocols.
Current LLMs act as miscalibrated severity classi-
fiers, struggling to differentiate valid, minor, and fa-
tally flawed protocols. This reinforces PHYSDOX’s
core finding: feasibility assessment demands holis-
tic, calibrated reasoning, not superficial keyword
matching or verbose rationales.
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Model Strategy Nvalid

Correct
Valid

False
Alarms

Empty /
API Errors

False-alarm
Rate (%)

Claude Opus 4.7

Zero-shot 232 182 50 0 21.55
CoT 232 166 66 0 28.45
Self-Cons. 232 206 22 0 9.48
Tool-Aug. 232 194 38 0 16.38

DeepSeek V4 Flash

Zero-shot 232 175 57 0 24.57
CoT 232 175 57 0 24.57
Self-Cons. 232 158 74 0 31.90
Tool-Aug. 232 212 20 0 8.62

DeepSeek V4 Pro

Zero-shot 232 139 70 23 30.17
CoT 232 116 64 52 27.59
Self-Cons. 232 172 60 0 25.86
Tool-Aug. 232 180 31 21 13.36

GPT-5.5

Zero-shot 232 194 38 0 16.38
CoT 232 188 44 0 18.97
Self-Cons. 232 194 38 0 16.38
Tool-Aug. 232 187 45 0 19.40

Strategy Avg.

Zero-shot – – – – 23.17
CoT – – – – 24.90
Self-Cons. – – – – 20.90
Tool-Aug. – – – – 14.44

Overall Avg. All settings – – – – 20.85

Table 6: False-alarm analysis on Gold-set valid protocols. The table reports model behavior on the 232 ground-
truth valid protocols in the Gold set. A false alarm occurs when a valid protocol is predicted as non-valid. The valid
false-alarm rate is computed over all 232 valid protocols. Empty outputs and API errors are reported separately
and are not counted as false alarms unless the model explicitly predicts a non-valid label. Bold values indicate the
lowest false-alarm rate within each model block.

Figure 6: Valid false-alarm rate across models and inference strategies. Each cell reports the percentage of
Gold-set valid protocols incorrectly predicted as non-valid. Lower values indicate better preservation of feasible
protocols. The heatmap shows that false-alarm behavior is highly model- and strategy-dependent.
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Model Strategy Gate N Oracle Gated End-to-End

Acc. BAcc. M-F1 Top-2 Acc. BAcc. M-F1 Top-2 Acc. BAcc. M-F1 Top-2

GPT-5.5 Zero-Shot 313 50.7 55.0 49.8 85.9 52.1 56.2 51.6 87.2 43.2 48.1 46.6 72.4
GPT-5.5 CoT 293 52.3 55.9 51.0 84.4 53.2 55.9 52.3 84.6 41.4 44.6 45.9 65.8
GPT-5.5 Self-Cons. 316 53.1 57.4 52.8 84.1 54.1 58.4 54.5 85.4 45.4 50.0 49.5 71.6
GPT-5.5 Tool-Aug. 282 56.0 58.9 55.5 86.7 58.2 61.4 58.6 88.7 43.5 46.5 50.1 66.3

Claude Opus 4.7 Zero-Shot 245 58.1 59.3 56.4 91.0 65.3 67.9 64.2 93.9 42.4 44.4 51.3 61.0
Claude Opus 4.7 CoT 217 55.7 55.2 53.2 88.3 65.0 65.8 63.7 90.8 37.4 39.9 48.3 52.3
Claude Opus 4.7 Self-Cons. 255 58.9 59.0 56.6 90.7 65.1 67.0 63.9 95.3 44.0 44.9 51.8 64.5
Claude Opus 4.7 Tool-Aug. 229 63.9 60.5 60.8 92.0 68.1 67.1 66.9 94.3 41.4 42.2 51.6 57.3

DS V4 Flash Zero-Shot 283 39.0 44.5 36.8 82.0 39.9 45.5 38.2 82.3 30.0 34.2 32.3 61.8
DS V4 Flash CoT 277 40.3 46.9 38.6 81.7 43.3 49.7 42.6 82.7 31.8 37.0 36.1 60.7
DS V4 Flash Self-Cons. 301 38.7 44.5 37.4 83.8 41.9 46.7 40.2 86.7 33.4 38.5 35.5 69.2
DS V4 Flash Tool-Aug. 245 43.5 43.7 40.5 84.6 43.3 47.2 42.5 87.8 28.1 30.1 33.2 57.0

DS V4 Pro Zero-Shot 215 48.0 54.8 48.3 84.9 50.7 56.7 51.2 87.0 28.9 33.8 37.8 49.6
DS V4 Pro CoT 223 45.9 50.7 46.2 84.1 49.8 53.6 50.6 87.0 29.4 33.1 37.5 51.5
DS V4 Pro Self-Cons. 236 46.4 53.9 48.6 87.3 49.6 57.1 52.2 90.7 31.0 36.9 40.4 56.8
DS V4 Pro Tool-Aug. 169 48.0 51.9 50.2 88.3 53.3 60.2 55.7 88.8 23.9 27.5 34.9 39.8

MiMO v2.5 Pro Zero-Shot 142 52.0 52.2 49.8 86.7 61.3 62.9 62.5 90.1 23.1 26.3 35.8 34.0
MiMO v2.5 Pro CoT 152 54.9 56.8 53.9 86.7 61.8 64.4 61.4 87.5 24.9 28.2 37.3 35.3
MiMO v2.5 Pro Self-Cons. 137 57.0 58.6 55.9 89.9 67.2 70.3 69.3 95.6 24.4 28.3 38.7 34.7
MiMO v2.5 Pro Tool-Aug. 134 55.4 53.8 53.5 89.1 61.9 63.7 64.3 94.0 22.0 24.6 34.6 33.4

MiMO v2.5 Zero-Shot 144 49.9 55.2 49.9 86.7 56.9 62.8 57.8 88.2 21.8 26.5 34.1 33.7
MiMO v2.5 CoT 163 50.1 53.8 49.3 84.1 57.7 63.1 58.1 87.1 24.9 29.1 36.9 37.7
MiMO v2.5 Self-Cons. 163 52.3 57.1 52.0 86.2 63.2 68.3 64.6 90.2 27.3 32.5 41.1 39.0
MiMO v2.5 Tool-Aug. 154 54.4 51.6 51.5 87.8 59.7 60.2 60.3 89.6 24.4 25.1 35.2 36.6

Table 7: Full Stage-2 three-way diagnostic results on the Gold set. Oracle evaluates diagnosis on all ground-truth
fatal samples. Gated evaluates diagnosis only on fatal samples retained by Stage-1 gating. End-to-End evaluates the
full two-stage pipeline. All metrics except Gate N are percentages.

D Full Stage-2 Diagnostic Results

This appendix provides the full Stage-2 three-way
diagnostic results on the Gold set. The main paper
reports a subset of two-stage metrics to highlight
the severity-gate bottleneck, while Table 7 expands
the Stage-2 diagnosis results with accuracy, bal-
anced accuracy, macro-F1, and Top-2 accuracy un-
der Oracle, Gated, and End-to-End settings.

Reading the table. Oracle evaluates diagnosis on
all ground-truth fatal-violation protocols, isolating
whether a model can identify the coarse physical-
error category once the protocol is already known
to be fatal. Gated evaluates diagnosis only on the
ground-truth fatal protocols retained by Stage-1 fa-
tal gating; Gate N reports the retained count out of
377 fatal protocols. End-to-End evaluates the full
two-stage pipeline over all ground-truth fatal proto-
cols and therefore penalizes both missed fatal cases
and incorrect downstream diagnosis. Thus, Gated
scores should be interpreted as conditional diagnos-
tic performance, whereas End-to-End scores reflect
practical protocol-auditing performance.

Observation. Table 7 confirms that strong con-
ditional diagnosis does not necessarily translate
into reliable end-to-end auditing. Several settings
achieve high Gated accuracy or Top-2 accuracy
after Stage-1 filtering, but their End-to-End perfor-
mance remains substantially lower because many
fatal protocols are not routed to Stage 2. These re-
sults reinforce the main-paper finding that severity-
gate calibration, rather than downstream taxonomy
classification alone, is the key bottleneck.

This systemic bottleneck is vividly demonstrated
by Claude Opus 4.7 (Tool-Augmented), which
achieves the highest Gated and Fine-12 oracle met-
rics yet fails to maintain this advantage end-to-end
due to anaemic fatal-gate recall. Consequently,
these results provide empirical validation for our
two-stage task formulation, confirming that resolv-
ing the upstream severity calibration deadlock is
far more critical for scientific safety than merely
expanding downstream diagnostic vocabularies.
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Model Family / regime Size metadata Role in evaluation

GPT-5.5 GPT-family hosted model Undisclosed Frontier general-purpose LLM
Claude Opus 4.7 Claude-family hosted model Undisclosed Strong reasoning-oriented LLM
DeepSeek V4 Flash DeepSeek-family efficient variant Undisclosed Cost-efficient deployment-oriented model
DeepSeek V4 Pro DeepSeek-family stronger variant Undisclosed Stronger same-family comparison point
MiMo v2.5 Pro MiMo-family stronger variant Undisclosed Strong MiMo-family comparison point
MiMo v2.5 MiMo-family lightweight variant Undisclosed Lightweight MiMo-family comparison point

Table 8: Model coverage in PHYSDOX. The table documents the role of each evaluated model rather than presenting
a parameter-scaling study. Exact parameter counts and training details are marked as undisclosed when they are not
publicly available or not directly verifiable from our evaluation setup.

E Model Selection, Scaling Boundaries,
and Silver Provenance

Selection rationale. Our goal is not to bench-
mark every available LLM architecture, but to test
whether physical-feasibility auditing failures per-
sist across representative current model families
and inference-time strategies. We therefore select
six LLM variants spanning multiple provider fam-
ilies, access regimes, and capability levels. The
evaluation includes stronger general-purpose mod-
els, lightweight or cost-efficient variants, and mod-
els evaluated under the same four inference strate-
gies: zero-shot, chain-of-thought prompting, self-
consistency, and tool-augmented prompting.

Model metadata and evaluation roles. Table 8
summarizes the model coverage used in PHYSDOX.
We report only metadata that is available or directly
relevant to our evaluation. For models whose exact
parameter counts or training details are not pub-
licly disclosed, we mark these fields as undisclosed
rather than estimating them. We also distinguish
model access from weight inspection: in this study,
models are evaluated through their available in-
ference endpoints, and we do not rely on local
checkpoint inspection or parameter-level analysis.

Why we do not claim a scaling law. A con-
trolled scaling-law analysis would require a
matched family of models with known parame-
ter counts, comparable training data, identical de-
ployment constraints, and sufficiently dense size
coverage. The current evaluation does not satisfy
these requirements because several API models do
not disclose model size, and the evaluated systems
differ in training data, alignment procedure, infer-
ence stack, and tool-use behavior. We therefore
avoid claiming that physical-feasibility auditing is
or is not an emergent capability of scale. Instead,
our results show that severity-calibration failure
appears across the evaluated model families and is

not resolved by common inference-time strategies.

Architecture and domain-specialized models.
Our benchmark does not cover every architecture
lineage, such as Llama-family open-weight models,
nor models specifically tuned on code, mathemat-
ics, physics, or scientific corpora. This is a limita-
tion of the present study. Such models would be
informative for testing whether explicit scientific
or numerical training improves physical feasibility
auditing. We leave this broader architecture and
specialization study to future benchmark expan-
sions. The present conclusions should therefore
be interpreted as evidence of a persistent failure
pattern across the evaluated systems, not as an ex-
haustive claim over all possible LLM architectures.

Interpretation boundaries. The evaluated
model suite supports three conclusions. First,
physical-feasibility auditing remains difficult
for several strong contemporary LLM families
under a shared evaluation protocol. Second, the
main bottleneck is severity calibration rather than
only downstream fatal-error taxonomy classifica-
tion. Third, common inference-time strategies,
including longer rationales, self-consistency, and
generic tool augmentation, do not reliably resolve
this bottleneck. The evaluation does not support
stronger claims about all possible open-weight
architectures, all domain-specialized scientific
models, or the scaling behavior of physical
auditing ability with parameter count.

Relation to the Silver set. The Silver set is used
for large-scale trend analysis rather than as the
basis for safety conclusions. This distinction is
important because the Silver release includes tar-
geted MiMo-generated candidates used to fill label
and fatal-constraint quotas. All main safety claims
are therefore based on the expert-curated Gold set,
which is disjoint from the Silver set and is used as
the primary benchmark for model comparison.

5558



Figure 7: Silver 5k data curation pipeline. The
pipeline starts from 13,688 candidate protocols, applies
strict quality filtering and deduplication, supplements
missing quotas through targeted MiMO generation, and
freezes the final 5,000-sample Silver release through
deterministic quota sampling.

F Silver 5k Data Curation Pipeline

Purpose. This appendix documents the construc-
tion of the Silver 5k release. The goal is to preserve
only fully specified, unique, hardware-grounded
protocols while using targeted generation to fill bal-
anced label and fatal-constraint quotas. The Silver
set is therefore not a raw model-generated pool, but
a filtered and frozen benchmark split designed for
large-scale trend evaluation.

F.1 Construction Overview
Figure 7 summarizes the Silver-set curation
pipeline. We start from 13,688 candidate proto-
cols aggregated from existing Silver candidates
and historical generated pools, which include valid,
minor-issue, and fatal-violation candidates before
strict public-release filtering. We first apply quality
and leakage filters to remove protocols with miss-
ing mandatory sections, insufficient section content,
wrapper text, prompt leakage, placeholder artifacts,
or incomplete label metadata. This step retains
2,753 candidates. We then normalize whitespace
and remove duplicate protocol texts, reducing the
quality-pass pool to 993 unique clean seeds. Be-
cause the filtered seed pool is insufficient to satisfy
the planned label and fatal-constraint quotas, we
perform 9,621 targeted MiMO v2.5 Pro genera-
tion attempts to supplement underrepresented la-
bels and constraint categories. This process yields
4,254 accepted generated candidates. The 993
clean seeds and 4,254 accepted generated candi-
dates are merged into a strict candidate pool of
5,247 protocols. Finally, we perform determinis-
tic quota sampling with seed 42 to freeze the final
5,000-sample Silver release.

F.2 Quality Filtering and Rejection Analysis
Quality filtering is deliberately strict. Candidates
are rejected if they lack mandatory sections, con-
tain wrappers or prompt leakage, are too short, con-
tain weak section content, duplicate another pro-
tocol after normalization, or violate label-specific
metadata rules. For generated candidates, the same
filtering and uniqueness checks are applied before
they can enter the strict candidate pool. Table 10
summarizes the dominant rejection reasons.

F.3 Final Silver-set Composition
The final Silver release contains 5,000 unique pro-
tocols with fixed label quotas and broad coverage
across six biomedical sensing domains. As shown
in Table 11, the release contains 2,250 fatal vi-
olations, 1,500 valid protocols, and 1,250 minor-
issue protocols. Fatal-violation samples are approx-
imately balanced across the 12 fatal constraint keys,
with each key contributing 187–188 samples.

F.4 Cleaning and Generation Rules
Protocol format validation. A protocol can en-
ter the strict unique pool only if it satisfies release-
level quality checks. Each protocol must contain
exactly seven mandatory sections: Protocol, Objec-
tive, Equipment, Sensor Placement & Configura-
tion, Data Acquisition Procedure, Signal Process-
ing & Validation, and Safety & Feasibility. The
protocol must contain at least 180 words, and each
section must contain substantive content rather than
placeholder text. Protocol text must also be unique
after whitespace normalization.

Leakage and wrapper filtering. We reject
candidates containing wrappers, placeholders,
prompt leakage, instruction traces, or benchmark-
construction language. Examples include bracket
placeholders, “source protocol text”, “procedure
below”, “as written above”, “original protocol”,
“rewritten protocol”, “I will rewrite”, “output
only”, “required headers”, and “benchmark con-
struction”. This filtering is designed to remove
model-generation artifacts and ensure that the re-
leased protocols resemble standalone experimental
methods rather than prompt-completion traces.

Label-specific metadata validation. Label-
specific metadata is checked before final release.
Valid protocols must not retain violation metadata.
Minor-issue samples must include complete meta-
data fields describing the violated best-practice
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Stage Count Operation Notes

Initial candidate pool 13,688 Aggregate existing Silver candidates and historical
generated pools

Includes valid, minor, and fatal
candidates before strict
public-release filtering.

Quality-pass raw
candidates

2,753 Apply protocol quality and leakage filters 10,935 candidates rejected by
the first triggered quality rule.

Unique clean seed
pool

993 Normalize whitespace and remove duplicate protocol
text

1,760 duplicate protocol rows
removed after quality filtering.

Targeted MiMo
generation attempts

9,621 Generate valid, minor, and fatal candidates to fill
missing label and constraint quotas

MiMo v2.5 Pro with batched
targeted generation.

Accepted generated
candidates

4,254 Keep generated candidates passing the same quality and
uniqueness filters

Computed as 9,621 attempts
minus 5,367 rejected attempts.

Strict pool before final
sampling

5,247 Combine 993 unique clean seeds with 4,254 accepted
generated candidates

Used as the strict unique pool
for final quota sampling.

Frozen Silver 5k
release

5,000 Deterministic quota sampling with seed 42 Frozen at 2,250 fatal, 1,500
valid, and 1,250 minor samples.

Table 9: Detailed construction funnel for the Silver 5k release. The table reports each major curation stage, the
number of candidates retained, and the operation applied at that stage.

Rejection reason Count

Source candidates
Missing mandatory section headers 5,199
Forbidden wrapper / prompt leakage 3,065
Protocol length below 180 words 753
Weak data acquisition section 663
Weak objective section 658
Other quality or metadata failures 597

Generated candidates
JSON parse failure 3,381
Protocol length below 180 words 1,832
Weak data acquisition section 82
Forbidden wrapper / prompt leakage 32
Other section-quality failures 40

Table 10: Main rejection reasons during Silver-set
curation.

principle, why the protocol remains physically
feasible, the minimal fix, and what changed.
Fatal-violation samples must be tied to one of
the 12 fatal constraint keys. The final release
is validated to contain 5,000 unique IDs, 5,000
unique protocol texts, exact label quotas, exact
fatal-constraint quotas, no remaining quality issues,
no wrapper hits, no bracket-placeholder hits, and
no protocols under the minimum-length threshold.

Targeted MiMo generation. Targeted MiMo
generation is used only after filtering and deduplica-
tion, and only to fill missing label or fatal-constraint
quotas. Valid, minor-issue, and fatal-violation tem-
plates share the same seven-section output format.
For fatal-violation, each call is conditioned on a
domain, sensors, target signals, typical parameters,
a study variant, and one fatal constraint key. The

Category Count Share

Severity labels
Fatal violation 2,250 45.0%
Valid 1,500 30.0%
Minor issue 1,250 25.0%

Domains
IMU motion 1,019 20.4%
sEMG gesture 1,009 20.2%
EEG BCI 827 16.5%
PPG blood pressure 732 14.6%
Radar vital signs 728 14.6%
Throat-microphone speech 685 13.7%

Table 11: Final composition of the frozen Silver 5k re-
lease. The release contains 5,000 unique protocols with
fixed label quotas and broad domain coverage across six
biomedical sensing settings.

generation prompt requires the protocol to remain
fluent and plausible as an experimental methods
section while containing exactly one fatal flaw tied
to the specified constraint. Generated candidates
are not automatically admitted into the benchmark;
they must pass the same quality, leakage, metadata,
and uniqueness checks as source candidates.

Takeaway. Designed as a controlled evaluation
split rather than a raw corpus, the Silver 5k set
undergoes rigorous curation. The pipeline filters
invalid, duplicated, or leaked protocols, enforces
structural consistency, and employs targeted MiMO
generation to fulfill specific quotas. Deterministic
sampling ensures balanced severity and constraint
distributions. This split facilitates large-scale trend
analysis, complementing the expert-curated Gold
benchmark used for definitive model comparison.
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