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Abstract

Human disagreement is ubiquitous and well-
known in labeling. However, variation in expla-
nations, captured through token-level human
rationales, remains far less explored. At the
same time, it is unclear how to best evaluate
human labels and rationales, or how to best
aggregate rationales beyond majority vote, in
light of this variation. Yet rationales can re-
veal the richness of human reasoning, which
may differ in style, values, and interpretations,
especially in subjective NLP tasks such as hate-
speech detection. In this work, we unify diverse
models, training strategies, loss functions, and
existing evaluation metrics under a single pro-
tocol by systematically re-implementing them
across different label and rationale represen-
tation spaces. Classification metrics are orga-
nized around two key properties—predictive
and distributional—while explainability met-
rics through three complementary dimensions:
plausibility, faithfulness, and complexity. In
this unified evaluation framework, we assess
model behavior across classification and ex-
plainability metrics, as well as metric sensi-
tivity to the choice of label (HARD and SOFT)
and rationale representation space (HARD, IN-
TERMEDIATE and SOFT). Results show that
INTERMEDIATE and SOFT representations bet-
ter capture variation in labels and rationales,
with metrics revealing complementary facets of
the same property. These findings highlight the
need to align evaluation with task goals and re-
think subjective NLP evaluation to better reflect
diverse human judgments.

Warning: This paper contains examples that may
be offensive or upsetting.

1 Introduction

Designing Natural Language Processing (NLP) sys-
tems for subjective tasks, such as offensive or toxic
language detection, has long been an active area
of research (Founta et al., 2018; Sachdeva et al.,

Figure 1: Variation in human rationale at the token
level. Annotators may highlight different tokens for the
same prediction. HARD rationales keep only majority-
selected tokens, collapsing disagreement, while SOFT
rationales preserve graded token importance across an-
notators (color intensity).

2022). However, traditional approaches often over-
look the inherently subjective nature of these tasks,
where individual backgrounds, beliefs, and values
shape judgments about offensive content (Aroyo
and Welty, 2015; Sandri et al., 2023; Muscato et al.,
2024). These limitations are further reinforced by
commonly used evaluation metrics, such as accu-
racy and F1-score, which focus on the majority
label and fail to capture the nuances of ambiguous
instances (Basile et al., 2021).

A recent line of work explicitly accounts for
human disagreement in classification evaluation
by modeling variation in the label space, better
aligning with human judgments (Uma et al., 2020;
Rizzi et al., 2024; Muscato et al., 2026). In particu-
lar, Kurniawan et al. (2025) propose an evaluation
framework for the Human Label Variation (HLV)
setting (Plank, 2022), comparing predicted label
distributions with empirical annotator distributions
rather than fixed class labels. Hong et al. (2025)
and Jiang et al. (2023) complementarily show that
annotators may agree on labels but diverge in justifi-
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cations, or vice versa, suggesting that explanations
vary meaningfully across individuals (Figure 1).
Yet evaluating explanation quality remains chal-
lenging due to the lack of standardized protocols
and agreed-upon metrics (Dembinsky et al., 2025;
Atanasova et al., 2020).

Calls for actionability emphasize that the key
question is not only how well models can be ex-
plained, but also what users can meaningfully do
with those explanations (Orgad et al., 2026; Her-
rewijnen et al., 2026). This concern is particularly
relevant in subjective and socially sensitive tasks,
where clear explanations play a critical role in fos-
tering trust and ensuring safety (Muscato et al.,
2025).

Contributions Motivated by these challenges
and the limited attention to explanation variation
in prior work, which has mainly focused on label
variation (Cabitza et al., 2023), we rethink evalua-
tion practices for classification and explainability
in hate speech detection. Our contributions are as
follows (Table 1):

• We extend prior attention-supervision meth-
ods to support richer label and rationale spaces
(§3), introducing intermediate and soft super-
vision objectives.

• We unify existing classification and explain-
ability metrics under a single evaluation pro-
tocol (§4) for subjective tasks.

• We evaluate model behavior across metrics,
and assess metric sensitivity to different label
and rationale representation spaces (§6) using
two attention-supervision methods, two trans-
former models, and two multilingual hate-
speech datasets in English and Portuguese.

Our analysis shows that label and rationale rep-
resentations influence evaluation, with softer and
intermediate representations better capturing vari-
ation in labels and rationales. This highlights the
challenge of modeling representations that cap-
ture diverse human judgments rather than assum-
ing a single ground truth, underscoring the need to
rethink evaluation in subjective NLP by align-
ing metrics with task objectives to better reflect
diverse human perspectives, particularly in tasks
characterized by inherent disagreement.

2 Related Work

Explainability methods for NLP models include
local explanations (e.g., feature attributions, atten-

tion maps, rationales) and global analyses based
on probing or neuron-level inspection (Zhao et al.,
2024). Rationale-based approaches produce either
extractive token level rationales or abstractive free-
text explanations (Guzman et al., 2024). Recent
work has also investigated the use of LLMs to
generate natural-language explanations of decision-
tree predictions for non-expert users (Serafim et al.,
2024). In contrast, we focus on self-explaining
models supervised with human-annotated token-
level rationales and examine how variation in these
rationales affects model behavior and evaluation.

Explainable Hate Speech Detection A line of
work leverages human rationales to improve ex-
plainability in hate speech detection. HateXplain
(Mathew et al., 2021), Masked Rationale Predic-
tion (MRP, Kim et al. 2022), and Supervised Ra-
tional Attention (SRA, Eilertsen et al. 2026) incor-
porate human rationales into BERT-based models
using the HATEXPLAIN dataset (Mathew et al.,
2021), the first hate speech benchmark with token
level rationale annotations.

Mathew et al. (2021) aggregate annotator ratio-
nales into soft temperature-scaled attention distri-
butions, while Kim et al. (2022) propose MRP,
a two-stage approach with masked-rationale pre-
training followed by label fine-tuning. Eilert-
sen et al. (2026) introduce SRA, aligning atten-
tion with human rationales via a joint classifica-
tion–alignment loss. Evaluation commonly follows
the ERASER framework (DeYoung et al., 2020),
combining classification metrics (ACCURACY,
MACRO-F1) with explanation metrics for plausi-
bility (IOU-F1, TOKEN-F1, AUPRC), faithful-
ness (COMPREHENSIVENESS, SUFFICIENCY), and
complexity (COMPLEXITY, SPARSENESS) (Dhaini
et al., 2025).

Limitations and Open Challenges Attention su-
pervision methods improve classification and expla-
nation quality on benchmark datasets (Hartmann
and Sonntag, 2022; Strout et al., 2019), but assume
a single ground-truth label and a rationale obtained
via majority voting. This approach collapses dis-
agreement at both the label and explanation levels,
particularly in subjective tasks such as hate speech
detection, where annotators may reasonably dis-
agree on labels and supporting tokens. We argue
that such tasks require classifiers that model anno-
tator disagreement and generate variation-aware
explanations reflecting diverse human judgments,
rather than a single correct explanation.
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HateXplain MRP SRA Ours (Unified Evaluation Framework)

Label HARD HARD HARD HARD, SOFT

Rationale SOFT HARD HARD INTERMEDIATE, SOFT

Training ⋆Joint training ⋆⋆Mask then classify ⋆Joint training ⋆Joint training & ⋆⋆Mask then classify

Label Loss CE CE CE CE, Soft CE, KL, MSE

Rationale Loss CE CE MSE CE, Soft CE, KL, MSE

Table 1: Overview of prior explainable hate speech methods and our unified evaluation framework, with our
new setups shown in bold. Prior work varies across label/rationale spaces, training strategies (⋆joint training
with attention loss; ⋆⋆masked-rationale pretraining followed by label fine-tuning), and loss functions (CE =
Cross-Entropy, MSE = Mean Squared Error, KL = Kullback–Leibler divergence). Our framework standardizes
these dimensions and extends supervision across label and rationale spaces, supporting HARD and SOFT labels,
INTERMEDIATE and SOFT rationales, and multiple supervision losses under a single evaluation protocol.

3 Methodology

This section presents an overview of our approach.
We first introduce the label and rationale space
(§3.1), followed by the models and training objec-
tives (§3.2).

3.1 Label and Rationale Space

We introduce representation settings for labels and
rationales, where the latter depends on the label
type (HARD or SOFT); see Table 2.

HARD Label / HARD Rationale A single class
obtained via majority voting, with hard rationales:
binary token masks indicating whether a token
is selected as evidence (1) or not (0) using a 0.5
threshold. This standard setup (e.g., HATEXPLAIN,
MRP, and SRA) serves as our main baseline.

HARD Label / INTERMEDIATE Rationale To
capture annotator variability while keeping HARD

labels, we use intermediate rationales: Union (to-
kens selected by any annotator), Random (tokens
randomly sampled), and Full (all tokens).

SOFT Label / SOFT Rationale Soft labels en-
code annotator label distributions, capturing dis-
agreement across classes (e.g., [0.67, 0.33]). Soft
rationales assign each token a continuous impor-
tance value to preserve subjectivity.

3.2 Models and Training Objectives

We re-implement two rationale-based approaches,
MRP (Kim et al., 2022) and SRA (Eilertsen et al.,
2026), under different label and rationale repre-
sentations and adopt the same hyperparameters.
Following prior work, we use a fixed random seed

Rationale Representations

Ann. 1: what a pakis favorite clothing brand? jihadidas
Ann. 2: what a pakis favorite clothing brand? jihadidas
Ann. 3: what a pakis favorite clothing brand? jihadidas

HARD: what a pakis favorite clothing brand? jihadidas

UNION: what a pakis favorite clothing brand? jihadidas
RANDOM: what a pakis favorite clothing brand? jihadidas
FULL: what a pakis favorite clothing brand? jihadidas

SOFT: what a pakis favorite clothing brand? jihadidas

Table 2: Example of rationale representations as HARD,
INTERMEDIATE (UNION, RANDOM, FULL), and SOFT
for the example: What a pakis favorite clothing brand?
Jihadidas.

to ensure reproducibility. We focus on attention-
based rationales as a practical and widely adopted
proxy for language-model self-explanations.

Table 1 summarizes the new setups; details are
provided in Appendix A.1.

Loss For MRP, we follow the original paper and
apply CE to HARD labels and rationales, and SOFT-
CE, MSE, and KL-DIVERGENCE to their SOFT

counterparts. For SRA, the HARD setting combines
CE for classification with MSE for rationale super-
vision, as in the original work. In the SOFT setting,
we experiment with several rationale losses: SOFT-
CE (Uma et al., 2020), KL-DIVERGENCE, IN-
VERSE KL-DIVERGENCE (Fornaciari et al., 2021),
and MSE. These are matched with the same clas-
sification losses, except MSE, which is combined
with CE.
Attention Extraction We extract token level at-
tention from layer l, head h as model-generated
rationales. Let A(l,h) ∈ Rn×n denote the attention
matrix for a sequence of length n. Following Eil-
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ertsen et al. (2026), the CLS variant uses attention
from the [CLS] query, r̂i = A

(l,h)
0,i for i = 1, . . . , n,

while our Avg. variant averages attention across
queries, r̂i = 1

n

∑n
j=1A

(l,h)
j,i .

Training The resulting r̂ ∈ Rn serves as the
model rationale and is aligned with human ratio-
nales by minimizing a rationale loss between the
predicted attention weights and the corresponding
human-provided rationales.

4 Evaluation Framework

Our framework organizes existing metrics into two
classification properties, predictive and distribu-
tional, and three explainability properties, plausi-
bility, faithfulness, and complexity (Table 3).

4.1 Classification Metrics

We evaluate models with classification metrics cap-
turing (i) predictive performance and (ii) alignment
with the label distribution, depending on whether
models predict a single label or a full distribution.
See Appendix A.2.1 for details.

Hard Standard classification metrics assume a
single label per item. We report ACCURACY and
MACRO-F1, the class-averaged F1 score, balancing
performance across classes (Basile et al., 2021;
Rodrigues and Pereira, 2018).

m Simple, interpretable, widely used.
l Uses majority labels; ignores annotator disagreement.

Soft Annotator-derived distributions qi are com-
pared with model predictions pi. We report
SOFT ACCURACY, SOFT MACRO-F1, and JENSEN–
SHANNON DIVERGENCE (JSD), capturing both
diversity and consensus (Kurniawan et al., 2025).

SOFT ACCURACY correlates strongly with JSD
and captures annotator disagreement, while SOFT

MACRO-F1 offers class-balanced scoring under la-
bel imbalance. Together, they extend hard metrics
to probabilistic labels. We adopt JSD as a symmet-
ric and bounded alternative to KL divergence, fol-
lowing prior multi-perspective evaluation practices
(Rizzi et al., 2024; Kurniawan et al., 2025), with
advantages in stability and comparability across
models and configurations.

m Capture annotator distributions, agreement, and class bal-
ance.
l Require multi-annotator labels; unstable with sparse an-
notations.

4.2 Explainability Metrics
We evaluate rationales using HARD and SOFT met-
rics capturing three key properties: plausibility,
faithfulness as in (DeYoung et al., 2020), and com-
plexity (Dhaini et al., 2025). See Appendix A.2.2
for details.

4.2.1 Plausibility
This property measures the alignment between
model-generated and human rationales.

Hard The standard rationale evaluation metrics
are as follows. IOU-F1 measures token over-
lap (intersection-over-union) using an IoU thresh-
old (e.g., 50%), and TOKEN-F1 computes token
level F1 between predicted and gold rationale to-
kens (DeYoung et al., 2020).

m Easy to compute; widely used in prior work.
l Ignores graded importance, relies on fixed thresholds,
and is token-based, missing semantic equivalence.

Soft This category evaluates continuous token-
importance scores. AUPRC measures how well
rationale tokens are ranked above non-rationale
tokens via the area under the precision–recall curve,
across thresholds (DeYoung et al., 2020).

m Threshold-free; uses continuous scores.
l Sensitive to class imbalance; dominated by positives.

4.2.2 Faithfulness
Complementing plausibility, which measures align-
ment with human rationales, this property assesses
whether rationales reflect the model’s decision pro-
cess.

Hard These metrics assess changes in the tar-
get class probability. COMPREHENSIVENESS mea-
sures confidence drop after removing rationale to-
kens; larger drops suggest greater relevance of
those tokens to the model’s decision. SUFFICIENCY

captures confidence drop when only rationale to-
kens are retained; smaller drops indicate that the
rationale alone is sufficient to support the predic-
tion (DeYoung et al., 2020).

m Model-intrinsic; no human rationales required.
l Require token binarization; incompatible with soft
rationales.

Soft As an extension of hard metrics, the soft vari-
ant operates on continuous attention distributions,
weighting tokens instead of applying binary masks
and enabling finer-grained evaluation through prob-
abilistic perturbations (Zhao and Aletras, 2023).
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Label Space Property Metric Reference
Classification

ACCURACY (↑)HARD Predictive Performance MACRO-F1 (↑) Sokolova and Lapalme (2009)

SOFT ACCURACY (↑)Predictive Performance SOFT MACRO-F1 (↑) Kurniawan et al. (2025)
SOFT

Distribution Alignment JSD (↓) Lin (2002)
Explainability

IOU-F1 (↑)Plausibility TOKEN-F1 (↑) DeYoung et al. (2020)

COMPREHENSIVENESS (↑)HARD
Faithfulness SUFFICIENCY (↓) DeYoung et al. (2020)

Plausibility AUPRC (↑) DeYoung et al. (2020)
SOFT COMPREHENSIVENESS (↑)SOFT Faithfulness SOFT SUFFICIENCY (↓) Zhao and Aletras (2023)

COMPLEXITY (↓) Bhatt et al. (2021)AGNOSTIC Complexity SPARSENESS (↑) Chalasani et al. (2020)

Table 3: Evaluation metrics by label space and property. Classification: HARD metrics use majority labels; SOFT
metrics use annotator label distributions. Explainability: HARD metrics require binarized rationales; SOFT metrics
operate on continuous attribution distributions; AGNOSTIC metrics are representation-independent.

SOFT COMPREHENSIVENESS measures the con-
fidence drop when tokens are perturbed according
to attention weights; larger drops indicate higher
relevance. SOFT SUFFICIENCY tests whether top-
weighted tokens alone preserve the prediction;
smaller changes indicate they capture most of the
evidence.

m No token binarization; supports soft rationales.
l Sensitive to perturbations; less standardized.

4.2.3 Complexity
This property measures rationales conciseness by
encouraging importance to be concentrated on
fewer tokens (Dhaini et al., 2025). We use two com-
plementary, representation-agnostic metrics. COM-
PLEXITY (Bhatt et al., 2021) quantifies attribution
spread via Shannon entropy; lower values indicate
more focused explanations. SPARSENESS (Cha-
lasani et al., 2020) measures attribution concentra-
tion using the Gini index;1 higher values indicate
more selective explanations.

m Representation-agnostic.
l Ignore semantic coherence; purely statistical.

5 Experimental Setup

We evaluate our approach on hate speech datasets
in English and Portuguese (§5.1) with labels and
token-level rationales. Our experiments use two
BERT-based models (§5.2) that leverage both sig-
nals during training. While recent work studies ex-

1Distribution inequality (0 = uniform importance; 1 = all
importance on a single token).

planations in large language models (LLMs), we fo-
cus on encoder-based architectures for comparabil-
ity with prior rationale-supervision methods. Code
is available at https://github.com/bmuscato/
Variation_Human_Rationales.

5.1 Datasets

We use two datasets with human-annotated ratio-
nales: HATEXPLAIN (Mathew et al., 2021) (En-
glish) and HATEBRXPLAIN (Salles et al., 2025)
(Portuguese), which exhibit different levels of
annotator disagreement. HATEXPLAIN contains
20K Twitter and Gab posts annotated by three an-
notators across three classes (normal, offensive,
hate speech), with inter-annotator agreement of
α = 0.42 for labels and α = 0.49 for ratio-
nales.2 HATEBRXPLAIN contains 7K Instagram
comments about Brazilian politicians annotated by
two experts for binary classification (offensive vs.
not offensive), with agreement of α = 0.75 for la-
bels and α = 0.62 for rationales. Both datasets
use 80/10/10 train/validation/test splits with fixed
random seeds. We select them due to the limited
availability of benchmarks with token-level expla-
nations for subjective tasks; alternative datasets
often rely on free-text explanations or unusually
large annotator pools per instance, limiting their
comparability (§9).

2Krippendorff’s α, measuring inter-annotator agreement
over the corresponding annotations.
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HARD SOFT AGNOSTIC

Classif. Explain. Classif. Explain. Explain.
[Repr.] Approach ACC.↑ F1↑ IOU↑TOK.↑COMP.↑SUFF.↓ ACC.↑ F1↑ JSD↓ AUPRC↑COMP.↑SUFF.↓ CPX.↓SPR.↑

HateXplain

[H/S] HATEXPLAIN .698 .687 .120 .411 .424 .160 .695 .686 .161 .626 .421 .411 .018 .911

[H/H] MRP .704 .699 .141 .504 .479 .067 .688 .611 .125 .745 .652 .145 .080 .630
[H/IU] MRP .703 .681 .495 .534 .421 .099 .668 .596 .134 .239 .578 .197 .114 .515
[H/S] MRP-MSE .694 .684 .301 .373 .260 .293 .680 .608 .125 .316 .475 .092 .076 .624
[H/S] MRP-KLREG .704 .687 .498 .552 .370 .095 .655 .591 .139 .435 .513 .165 .065 .652

[H/H] SRA .696 .682 .539 .651 .417 -.013 .644 .634 .180 .753 .442 .283 .009 .971
[H/IU] SRA .674 .662 .484 .612 .428 -.031 .692 .685 .124 .764 .509 .289 .013 .942
[H/IR] SRA .659 .659 .557 .635 .380 -.010 .676 .675 .131 .681 .510 .231 .012 .948
[H/S] SRA-SOFT-LOSS .687 .678 .372 .474 .332 .012 .702 .697 .118 .725 .417 .337 .058 .968
[H/S] SRA-KLREG .684 .673 .530 .681 .406 -.033 .694 .690 .120 .798 .386 .334 .017 .901

HateBRXplain

[H/H] MRP .902 .902 .447 .552 .158 .046 .849 .616 .056 .607 .123 .284 .192 .157
[H/IU] MRP .899 .899 .356 .479 .218 .204 .832 .619 .068 .502 .606 .082 .219 -.024
[S/S] MRP .714 .697 .465 .521 .299 .115 .820 .648 .066 .578 .459 .085 .209 .069
[S/S] MRP-MSE .918 .918 .347 .466 .190 .258 .828 .631 .064 .526 .553 .130 .209 .067

[H/H] SRA .904 .906 .716 .745 .454 -.036 .877 .876 .061 .831 .430 .108 .004 .979
[H/IU] SRA .897 .897 .321 .556 .259 .080 .877 .876 .063 .763 .539 .097 .004 .980
[H/IR] SRA .904 .904 .373 .535 .268 .073 .880 .880 .061 .694 .533 .095 .004 .980
[S/S] SRA-SOFT-LOSS .896 .896 .105 .322 .142 .289 .886 .885 .049 .663 .554 .110 .002 .989
[S/S] SRA-KLREG .909 .909 .429 .655 .388 .040 .876 .876 .048 .814 .427 .120 .005 .972

[Repr.] = [LABEL/RATIONALE]: H = hard S = soft IU = int. union IR = int. random
Approach = baseline family; the suffix (e.g. -MSE, -KLREG, -SOFT-LOSS) is the shared loss between labels and rationales.

Table 4: Top-performing HARD, INTERMEDIATE, and SOFT configurations on HATEXPLAIN and HATEBRXPLAIN,
evaluated with HARD, SOFT, and AGNOSTIC metrics. Metric groups are color-coded by representation: hard, soft ,
and agnostic . [Repr.] reports the representation of labels and rationales, clarified in the legend. Approach denotes
baseline families HATEXPLAIN, MRP, and SRA, where suffixes specify a shared loss function applied jointly
to both labels and rationales. When no suffix is provided, we use the original loss combination defined for each
baseline (§3.2). Best results are in bold, second-best are underlined.

5.2 Models

We use BERT-base-uncased3 for HATEXPLAIN

(Mathew et al., 2021) and BERTimbau-base4 for
HATEBRXPLAIN (Salles et al., 2025; Vargas et al.,
2022), following MRP (Kim et al., 2022) and SRA
(Eilertsen et al., 2026). In these approaches, ratio-
nales supervise training by aligning model attention
with human-provided token-level annotations via a
regularization term α.

On HATEXPLAIN, we evaluate HATEXPLAIN
(Mathew et al., 2021), MRP, and SRA; on HATE-
BRXPLAIN, we evaluate MRP and SRA. We
re-implement MRP and SRA with HARD labels
and INTERMEDIATE rationales, and with SOFT

labels and SOFT rationales, while also including
the original HATEXPLAIN baseline. The HATEX-

3https://huggingface.co/google-bert/
bert-base-uncased

4https://huggingface.co/neuralmind/
bert-base-portuguese-cased

PLAIN baseline uses HARD labels with SOFT ratio-
nales, whereas MRP and SRA use HARD labels
with HARD rationales (Table 1). Additional de-
tails on the baseline configurations are given in
Appendix A.1.

5.3 Evaluation Metrics

As discussed in §4, we evaluate models on two
dimensions: (i) classification performance and (ii)
explanation quality. For HARD labels, we report
ACCURACY and MACRO-F1 ; for SOFT labels, we
use SOFT-ACCURACY , SOFT-F1 , and JSD. Ex-
planations are assessed on three properties: plausi-
bility ( IOU-F1, TOKEN F1 for HARD; AUPRC
for SOFT), faithfulness (COMPREHENSIVENESS ,
SUFFICIENCY for HARD; continuous variants
for SOFT), and complexity (COMPLEXITY ,
SPARSITY , representation-agnostic).
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6 Results

Table 4 reports results for our best MRP and SRA
configurations, which vary across label space, ra-
tionale space, and loss. We evaluate both [CLS]
and AVG. extraction methods (§3.2): AVG. per-
forms best on HATEXPLAIN, while [CLS] per-
forms best on HATEBRXPLAIN. We then evalu-
ate the best MRP and SRA configurations on both
datasets across the HARD, INTERMEDIATE, and
SOFT variants, reporting results under the corre-
sponding evaluation metrics.

Our evaluation is organized around three dimen-
sions: model behavior across classification and
explainability metrics (§6.1), metric sensitivity to
the choice of label/rationale space (§6.2), and cor-
relations among the metrics (§6.3).

6.1 Model Behavior

To assess model behavior, we compare different
model families (e.g., MRP and SRA) on HARD and
SOFT classification and explainability metrics.

For classification, MRP achieves the strongest
HARD classification performance on both datasets,
whereas SRA performs better on the SOFT classi-
fication metrics. For explainability, SRA achieves
better results on both HARD and SOFT plausibility
(IOU, TOK., AUPRC) metrics on both datasets.
For faithfulness (COMP. and SUFF.), SRA outper-
forms MRP on the HARD metrics for both datasets,
except for COMP. on HATEXPLAIN. In contrast,
for SOFT faithfulness, MRP outperforms SRA on
both datasets. For complexity (CPX. and SPR.),
SRA is the best-performing model on the AGNOS-
TIC metrics.

6.2 Metric Sensitivity

To assess metric sensitivity, we compare different
label and rationale spaces using HARD and SOFT

classification and explainability metrics within
each model family. Overall, both HARD and
SOFT metrics favor softer (SOFT and INTERME-
DIATE) representations, which generally achieve
the strongest performance on classification and
explainability tasks. Plausibility metrics consis-
tently benefit from softer representations, while for
faithfulness, this trend holds primarily for SOFT

faithfulness metrics.
For classification, using HARD metrics, the

HARD and SOFT representation spaces are com-
petitive for both MRP and SRA on HATEXPLAIN,
whereas the SOFT representation space performs

best for both models on HATEBRXPLAIN. For
SOFT classification metrics, MRP is effective in
both the HARD and SOFT spaces, while SRA favors
the SOFT space on both datasets.

Regarding explainability, for plausibility, on
HATEXPLAIN, MRP benefits more from the SOFT

and INTERMEDIATE spaces under HARD metrics,
while SRA remains relatively stable across repre-
sentation spaces. Under SOFT metrics, MRP per-
forms competitively in the HARD and SOFT spaces,
whereas SRA shows stronger performance in the
SOFT and INTERMEDIATE spaces. On HATEBRX-
PLAIN, plausibility scores are generally compara-
ble across spaces for both models, although the
HARD space tends to yield the strongest HARD

plausibility performance for SRA.
For faithfulness, the HARD representation space

tends to perform strongly under HARD faithfulness
metrics, whereas the SOFT and INTERMEDIATE

spaces more often achieve similar or superior re-
sults under SOFT faithfulness metrics. For com-
plexity (AGNOSTIC), all representation spaces per-
form comparably on SRA models. In contrast, for
MRP, the SOFT representation space achieves the
best results on HATEEXPLAIN, whereas the HARD

outperforms the others on HATEBRXPLAIN.

6.3 Metric Correlation
After analyzing label and rationale representations
across spaces (HARD–SOFT), we examine correla-
tions both across and within spaces (HARD–HARD,
SOFT–SOFT) using statistical testing and Pearson’s
correlation. We use statistical testing to assess
whether observed differences are reliable, and Pear-
son correlation analysis to examine whether met-
rics vary together, thereby capturing similar or com-
plementary patterns.

Statistical Analysis We assess significance with
a paired t-test or Wilcoxon signed-rank test based
on the Shapiro–Wilk normality test (Shapiro and
Wilk, 1965), apply FDR correction, and report Co-
hen’s d and confidence intervals to account for the
small sample size and effect size (Cohen, 2013;
Serdar et al., 2021). Further details are given in
Appendix A.3.

Correlation Analysis Across representation
spaces (HARD–SOFT), results on HATEXPLAIN re-
veal no significant differences between HARD and
SOFT spaces, with correlations ranging from nega-
tive to moderately positive across metrics. In con-
trast, for HATEBRXPLAIN, most metrics differ sig-
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Instance: “those that are for illegal immigration and islamic culture refugees are idiot liberal progressives and globalists shills”

Annotator Human Rationale Annotator Label

Ann.1 illegal, immigration, islamic, liberal, progressives, globalists HS

Ann.2 immigration, islamic, culture, refugees, idiot, liberal, progressives, globalists OF

Ann.3 illegal, immigration, islamic, progressives, globalists HS

Model Model Rationale Model Label

[H] SRA illegal, immigration, islamic, liberal, progressives, globalists HS

[S] SRA illegal, immigration, islamic, culture, refugees, idiot, liberal, progressives,
globalists

OF

Table 5: Example from the HateXplain dataset showing rationales predicted by different models (SRA HARD and
SOFT) and human annotators. HS = hate speech, OF = offensive. [H] denotes hard label/rationale and [S] denotes
soft label/rationale. For SRA SOFT, we report the most probable label; the predicted distribution is [0.0, 0.7, 0.3].

nificantly across spaces (Appendix A.4). Correla-
tions remain generally positive across metric pairs,
particularly for TOK.–AUPRC, whereas COMP.
shows almost no association and SUFF. exhibits a
weak negative relationship. These findings suggest
that the two spaces are distinct yet partially aligned,
likely because higher annotator agreement reduces
noise. While genuine disagreement is valuable,
noise may stem from annotation errors, unreliable
annotators, or limitations of the annotation frame-
work.

Within the same space (HARD–HARD, SOFT–
SOFT), metric pairs exhibit consistent patterns
across datasets. In the HARD space, ACC.–F1
and IOU–TOK. show strong positive correlations,
whereas in the SOFT space, ACC.–F1 remains sta-
tistically significantly correlated in both datasets.
Across both spaces, COMP. and SUFF. are strongly
negatively correlated, indicating a trade-off be-
tween COMPREHENSIVENSS and SUFFICIENCY.
Similarly, the complexity measures are negatively
correlated in both datasets, significantly in HATEX-
PLAIN and perfectly, though not significantly, in
HATEBRXPLAIN.

7 Disagreeing Rationales

Beyond quantitative evaluation, directly comparing
explanations produced under different supervision
signals can clarify whether the observed sensitivity
comes from genuinely different explanations or
from the metrics themselves.

To quantify rationale disagreement, we com-
pute token-level IOU across annotators (0.35 and
0.67 for HATEBRXPLAIN and HATEBRXPLAIN

respectively) and between model variants. SRA-
HARD and SRA-SOFT-LOSS achieve 0.42 (EN)
and 0.51 (PT), indicating moderate but non-trivial

divergence. We also conduct a human evaluation
study on HATEXPLAIN, revealing high subjectiv-
ity and low annotator agreement. Representative
disagreed examples are presented in Appendix A.5.

For a qualitative assessment of disagreed ra-
tionales, Table 5 compares the [H]SRA baseline
against our proposed soft variant [S]SRA on HAT-
EXPLAIN (see Table 4). The SOFT model produces
more diverse rationales, highlighting a wider range
of hateful terms (e.g., “illegal”, “refugees”, “idiot”),
whereas the HARD model focuses on a narrower
subset. This suggests that SOFT supervision better
captures rationale diversity.

8 Discussion

No single model family dominates all metrics.
MRP performs best on HARD classification and
SOFT faithfulness, whereas SRA achieves supe-
rior results on SOFT classification, HARD plausibil-
ity, and AGNOSTIC complexity. Consequently, the
choice of model should be guided by the specific
evaluation objective.

Softer representations more effectively capture
variation in labels and rationales. Both HARD

and SOFT metrics favor SOFT and INTERMEDIATE

representations, indicating their effectiveness in
capturing variation in labels and rationales.

Metrics within and across spaces might capture
distinct patterns. Correlation analysis shows
that metrics within and across spaces may cap-
ture different patterns rather than being directly
interchangeable. Their utility depends on the eval-
uation goal: even metrics within the same space
can compete as they assess different dimensions
of the same property (e.g., faithfulness). Align-
ing metric choice with the task and validating it
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with domain experts can help ensure more robust
evaluation when modeling representations that re-
flect diverse human judgments in subjective NLP
settings.

9 Conclusion

We standardized diverse models, training strategies,
loss functions, and evaluation metrics from prior
work in a unified supervision evaluation framework
for assessing classification and explainability in
light of variation-aware labels and rationales. In
particular, we evaluated model behavior, metric
sensitivity to the choice of label/rationale represen-
tation space and metric correlations. Overall, our
findings highlight the challenge of modeling rep-
resentations that reflect diverse human judgments
suggesting the need to rethink evaluation in subjec-
tive NLP in light of the intended task objective and
the distinct dimensions that hard and soft metrics
can capture for the same property.

Limitations

While our analysis offers insights into the chal-
lenges of classification and explainability evalua-
tion under variability in human rationales, several
limitations persist.

First, our study is constrained by the limited
availability of benchmark datasets for subjective
NLP tasks that provide multiple labels and ratio-
nales per instance. Existing resources such as SBIC
(Sap et al., 2020) and Gaze4Hate (Alacam et al.,
2024) differ in key respects: SBIC offers free-text
explanations, whereas our work focuses on token-
level rationales optimized via a joint classifica-
tion–alignment objective. Gaze4Hate, by contrast,
incorporates a substantially larger annotator pool
and additional experimental complexity. Conse-
quently, we center our experiments on HateXplain
and HateBRXplain, which are widely adopted and
enable more direct comparison with prior work.

Second, the scarcity of suitable datasets limits
the generalizability of our findings to other subjec-
tive NLP tasks characterized by variation in human
rationales. In particular, the absence of resources
that jointly provide multiple labels and token-level
rationales hinders a broader assessment of the ap-
plicability of our conclusions.

Third, our experiments rely on BERT-based
models to ensure comparability with established
rationale-supervised baselines such as MRP and
SRA. While this choice facilitates controlled com-

parisons, it constrains the scope of our analysis. Fu-
ture work could examine how variation in human
rationales interacts with explanations produced by
large autoregressive or instruction-tuned language
models.

Fourth, although we benchmark attention-based
explanations (CLS/Avg.), attention weights may
not faithfully capture model reasoning (Jain and
Wallace, 2019). Future work will extend the frame-
work to alternative attribution methods, such as
gradient-based (e.g. Integrated Gradients, Layer
Integrated Gradients) and perturbation-based ap-
proaches (e.g. LIME and SHAP), enabling con-
trolled comparisons across explanation families
and testing whether divergences persist beyond
attention-based explanations.

Fifth, our focus on token-level rationales con-
strains the range of explanation formats considered.
Although rationales offer a structured and conve-
nient supervision signal for training and evaluation,
they constitute only one form of explanation. In
many real-world settings, free-text explanations
may provide richer and more interpretable justi-
fications for model predictions. Recent datasets
include such natural language explanations, and in-
tegrating them with large language models capable
of generating explanations represents a promising
direction for future research on modeling and eval-
uating variation in human explanations.

Finally, we acknowledge that soft supervision
can directly improve performance on soft evalua-
tion. Metrics such as JSD and soft- accuracy are
mathematically aligned with soft training targets,
making improved performance on these metrics
an expected consequence of the training objective.
Therefore, future work should investigate whether
the benefits of soft supervision extend beyond this
aligned evaluation space, for example, by exam-
ining its impact on calibration and robustness to
held-out annotators.

Ethics Statement

Hate speech detection is an inherently complex
task, as annotators’ judgments and the rationales
they provide are shaped by factors such as cultural
background, personal experience, and contextual
interpretation (Davani et al., 2024). In this work,
we treat variation in both labels and rationales not
as noise but as a meaningful reflection of diverse
human perspectives. Rather than collapsing anno-
tator disagreement into a single ground truth, our
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approach deliberately leverages this variation by
averaging across annotators to produce soft labels
and soft rationales. We consider this particularly
important given that marginalized communities are
disproportionately affected both by hateful content
and by the errors of automated moderation systems
(Davidson et al., 2019), and that imposing a single
majority viewpoint risks silencing the very perspec-
tives most needed to identify subtle forms of harm.
As language models become increasingly ubiqui-
tous in content moderation and everyday applica-
tions, ensuring that their decisions are transparent,
human-aligned, and inclusive of diverse viewpoints
represents both a technical objective and an ethical
commitment.
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A Appendix

A.1 Baselines and Loss Functions

We detail below the hyperparameters of our trained
models and their loss functions used for both la-
bel prediction and rationale supervision across the
MRP and SRA baselines.

Hyperameters We adopt the same hyperparam-
eters as the baselines for both MRP and SRA. Ta-
ble 6 and 7 summarize all training details.

Datasets HATEXPLAIN HATEBRXPLAIN

Optimizer AdamW AdamW
Learning rate 2× 10−5 1× 10−5

Batch size 16 8
Max seq. length 128 512
Epochs 5 5
α (align. weight) 10.0 10.0
Attention_layer 8 8
Attention_head 7 7

Table 6: Hyperparameters for SRA across datasets.
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Stages 1-RATIONALE 2-CLASSIFICATION

Optimizer AdamW AdamW
Learning rate 5× 10−5 2× 10−5

Batch size 16 16
Max seq. length 512 512
Epochs 5 5
Attention_layer 12 12
Attention_head 12 12
Num_labels 2 3
Mask_ratio 0.5 -

Table 7: Hyperparameters for MRP for both datasets.

A.1.1 Label Loss

Cross-Entropy (CE). Used for hard label train-
ing in both MRP and SRA. Given a model output
logit vector z ∈ RC and the ground-truth class y:

LCE = − log
exp(zy)∑C
c=1 exp(zc)

(1)

Soft Cross-Entropy (Soft-CE). Used for soft la-
bel training in MRP. Let p = softmax(z) be the
predicted distribution and q the soft target distribu-
tion (HJD):

Lsoft-CE = −
C∑

c=1

qc log pc (2)

KL-Divergence Regular (KL-Reg). Used for
soft label training in SRA. Measures the divergence
from the target distribution q to the predicted dis-
tribution p:

LKL =
C∑

c=1

qc log2
qc
pc

(3)

Inverse KL-Divergence (KL-Inv). Reverses the
direction of the divergence, where the predicted
distribution drives the loss:

LKL-inv =
C∑

c=1

pc log2
pc
qc

(4)

A.1.2 Rationale Loss

In SRA, the rationale loss aligns the model’s at-
tention vector r̂ ∈ Rn with human rationale anno-
tations r ∈ Rn, where n is the sequence length.
All losses below are computed only over non-
padded positions, masked by the attention mask
m ∈ {0, 1}n.

Mean Squared Error (MSE). Used in hard-
label SRA settings. For soft rationales, both r̂ and
r are normalized to sum to one before comparison:

LMSE =
1

|V|
∑

i∈V
(r̂i − ri)

2 (5)

where V = {i : mi = 1} is the set of valid (non-
padded) token positions.

KL-Divergence Regular (KL-Reg). Applied af-
ter normalizing both attention and rationale vectors
to valid probability distributions over non-padded
tokens:

LKL-rat =
∑

i∈V
r̃i log2

r̃i
ãi

(6)

Inverse KL-Divergence (KL-inverse). The re-
verse direction, where the model’s normalized at-
tention drives the divergence:

LKL-inv-rat =
∑

i∈V
ãi log2

ãi
r̃i

(7)

A.1.3 Total Training Objective
For MRP, the total loss is simply the label loss (LCE
or Lsoft-CE). For SRA, the total loss combines label
prediction and rationale supervision:

Ltotal = Llabel + α · Lrationale (8)

where α is a weighting hyperparameter control-
ling the influence of rationale supervision on the
training objective.

A.2 Evaluation Metrics
As discussed in the previous sections, we evaluate
our models based on classification and explainabil-
ity performance.

A.2.1 Classification Metrics
Accuracy. The fraction of correctly predicted in-
stances:

Accuracy =
1

N

N∑

i=1

⊮[ŷi = yi] (9)

Macro-F1. The unweighted mean of per-class F1
scores, where for each class c:

Precisionc =
TPc

TPc + FPc
,

Recallc =
TPc

TPc + FNc

(10)

Macro-F1 =
1

C

C∑

c=1

F1c (11)
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Soft-Accuracy. For soft labels, accuracy is com-
puted as the probability mass assigned by the model
to the ground-truth distribution. Let p̂i be the pre-
dicted distribution and qi the soft target for instance
i:

Soft-Acc =
1

N

N∑

i=1

C∑

c=1

qi,c · p̂i,c (12)

Soft-F1. Extends macro-F1 to soft labels by
weighting per-class contributions by the target dis-
tribution rather than hard assignments.

Jensen–Shannon Divergence (JSD). Measures
the symmetric divergence between the predicted
and target soft-label distributions:

mi =
1

2
(p̂i + qi) (13)

JSD(p̂i∥qi) =
1

2
DKL(p̂i∥mi) +

1

2
DKL(qi∥mi)

(14)

A.2.2 Explainability Metrics
Plausibility. Plausibility measures how well
model-generated rationales align with human anno-
tations.

IoU-F1 (hard). Intersection-over-Union be-
tween the predicted rationale token set R̂ and the
human rationale set R:

IoU =
|R̂ ∩R|
|R̂ ∪R|

, IoU-F1 =
2 · IoU
1 + IoU

(15)

Token-F1 (hard). Standard token-level F1 treat-
ing each rationale token as a binary classification:

Token-P =
|R̂ ∩R|
|R̂|

, Token-R =
|R̂ ∩R|
|R|

(16)

Token-F1 =
2 · Token-P · Token-R
Token-P + Token-R

(17)

AUPRC (soft). Area Under the Precision–Recall
Curve, treating the soft human rationale as a con-
tinuous relevance signal and the model attention
weights as predicted scores. Higher AUPRC in-
dicates better alignment between the model’s at-
tention distribution and the degree of annotator
agreement at each token position.

Faithfulness. Faithfulness measures whether the
rationale tokens are truly influential for the model’s
prediction.

Comprehensiveness (hard). Measures the drop
in predicted probability when rationale tokens are
removed:

Comp = p(ŷ | x)− p(ŷ | x \R) (18)

where p(ŷ | x) is the model’s confidence in its
prediction given the full input, and p(ŷ | x \ R)
is the confidence after removing rationale tokens.
Higher values indicate more faithful rationales.

Sufficiency (hard). Measures how well the ratio-
nale tokens alone support the prediction:

Suff = p(ŷ | x)− p(ŷ | R) (19)

where p(ŷ | R) is the model’s confidence when
only rationale tokens are retained. Lower values
indicate that the rationale is sufficient for the pre-
diction.

Fuzzy Comprehensiveness and Sufficiency (soft).
For soft rationales, token removal is replaced by
soft masking: each token’s embedding is scaled
by (1 − ri) for comprehensiveness and by ri for
sufficiency, where ri ∈ [0, 1] is the soft rationale
score. This preserves the continuous nature of the
rationale signal.

Complexity. Complexity metrics evaluate how
concise and focused the generated rationales are.

Agnostic Complexity. The fraction of tokens
selected as rationale out of all valid (non-padded)
tokens:

Complexity =
|R̂|
|V| (20)

Lower values indicate more concise rationales.
Sparsity. The complement of complexity, mea-

suring the fraction of non-rationale tokens:

Sparsity = 1− Complexity = 1− |R̂|
|V| (21)

Higher values indicate sparser, more focused expla-
nations.

A.3 Statistical Analysis
We report the overall results for the best config-
urations on both HATEXPLAIN and HATEBRX-
PLAIN datasets in Table 4. We assess statistical
significance using the paired t-test (Field, 2013) or
the Wilcoxon signed-rank test (Wilcoxon, 1945), a
non-parametric paired test used when the normality
assumption does not hold. When the pairwise dif-
ferences do not satisfy the normality assumption,
as confirmed by the Shapiro–Wilk test (Shapiro and
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Wilk, 1965), we use the Wilcoxon signed-rank test
instead of the paired t-test. We then apply False
Discovery Rate (FDR) correction to adjust p-values
for multiple comparisons.

In addition to statistical significance, we report
Cohen’s d as an effect size measure and confi-
dence intervals to provide both effect-size infor-
mation and uncertainty about the estimates. While
p-values indicate whether observed differences are
unlikely to be due to chance, effect sizes capture the
magnitude of those differences; together, they pro-
vide complementary evidence for interpreting the
results. We follow Cohen’s conventional thresholds
of 0.2, 0.5, and 0.8 for small, medium, and large
effects, respectively (Cohen, 2013). Because the
sample size is small (n ≈ 10), only relatively large
effects are likely to reach statistical significance, so
effect sizes are especially important (Serdar et al.,
2021; Sullivan and Feinn, 2012). Across all results,
statistically significant differences are associated
with large effect sizes.

Pair Test Effect size 95% CI p-value

Hard vs. Soft

ACC t-test 0.40 [-.006, .026] 0.269
F1 Wilcoxon 0.44 [.002, .062] 0.269
IoU–AUPRC t-test 0.79 [-.360, -.055] 0.104
Tok–AUPRC t-test 0.37 [-.176, .031] 0.269
Comp t-test 0.61 [.006, .150] 0.175
Suff t-test 1.06 [-.295, -.091] 0.051

Table 8: HATEXPLAIN: HARD vs. SOFT metric com-
parison. Hard ACC, F1, Comp, and Suff are compared
with their soft counterparts. p-values are FDR-corrected
at α = 0.05; the results are not statistically significant.

A.4 Correlation Analysis

We report in the following section the Pearson’s cor-
relation (Benesty et al., 2009) results across HARD–
HARD, SOFT–SOFT, HARD–SOFT and AGNOSTIC–
AGNOSTIC representations for both HATEXPLAIN

(Table 12) and HATEBRXPLAIN (Table 13).

A.5 Human Judgments

To examine the alignment between automatic met-
rics and human evaluation, we conduct a study on
forty instances from the English HateXplain dataset
with five annotators of diverse socio-demographic
backgrounds (age, gender, nationality). Instances
are selected by shuffling across four conditions:
correct label + correct rationale, wrong label +
wrong rationale, correct label + wrong rationale,

Pair Test Effect 99.5% CI p-value

Hard vs. Hard

ACC-F1 t-test 1.84 [.006, .016] 0.001*
IoU-Tok Wilcoxon 0.89 [-.207, -.038] 0.003*
Comp-Suff Wilcoxon 0.85 [.235, .468] 0.004*

Soft vs. Soft

ACC-F1 Wilcoxon 0.89 [.004, .059] 0.004*
Comp-Suff Wilcoxon 0.93 [-.099, .135] 0.250

Agnostic vs. Agnostic

Cpx-Spr Wilcoxon 0.89 [-.924, -.597] 0.002*

Table 9: Within-space metric comparisons on the HA-
TEXPLAIN dataset. p-values are FDR-corrected at
α = 0.005; ∗ indicates significance.

Pair Test Effect 95% CI p-value

Hard vs. Soft

ACC Wilcoxon 0.53 [-.005, .062] 0.155
F1 Wilcoxon 0.89 [.028, .193] 0.011*
IoU–AUPRC t-test 1.65 [-.363, -.162] 0.007*
Tok–AUPRC t-test 1.26 [-.183, -.059] 0.011*
Comp t-test 1.16 [-.316, -.101] 0.012*
Suff t-test 0.22 [-.063, .138] 0.531

Table 10: HATEBRXPLAIN: HARD vs. SOFT metric
comparison. Hard ACC, F1, Comp, and Suff are com-
pared against their soft counterparts. p-values are FDR-
corrected at α = 0.05; ∗ indicates significance.

and wrong label + correct rationale. We also show
two illustrative examples where annotators mostly
disagreed on the various judged explainability di-
mensions.

Annotators are shown the instance, the predic-
tion from the best soft model (SRA-SOFT-LOSS),
and its rationale. We clarified the intent of our
study and informed annotators that their judgments
are collected solely for research purposes.

The instruction provided to the annotators are
reported:

Annotator Instructions You will evaluate the
model-generated explanations (highlighted ratio-
nale spans) along three dimensions: plausibility,
faithfulness, and complexity.

For each instance, you will see:
• the original text with highlighted tokens

shown in bold inside 〈 〉
• the model’s predicted label

Score each dimension from 1 (worst) to 5 (best).

Evaluation Dimensions
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Pair Test Effect size 95% CI p-value

Hard vs. Hard

ACC-F1 Wilcoxon 0.32 [-.002, .004] 1.000
IoU-Tok t-test 1.90 [-.187, -.095] 0.001*
Comp-Suff t-test 0.56 [-.020, .214] 0.198

Soft vs. Soft

ACC-F1 Wilcoxon 0.89 [.022, .158] 0.016*
Comp-Suff Wilcoxon 0.85 [.251, .487] 0.016*

Agnostic vs. Agnostic

Cpx-Spr Wilcoxon 0.49 [-.853, -.108] 0.156

Table 11: Within-space metric comparisons on the
HATEBRXPLAIN dataset. p-values are FDR-corrected
at α = 0.05; ∗ indicates significance.

Pair Pearson r

Hard vs. Hard — Classification

Acc–F1 0.92

Hard vs. Hard — Explainability

IoU F1–Token F1 0.78
Compr–Suff −0.52

Soft vs. Soft — Classification

Soft Acc–Soft F1 0.66

Soft vs. Soft — Explainability

AUPRC–Soft Compr −0.28
AUPRC–Soft Suff 0.57
Soft Compr–Soft Suff −0.67

Hard vs. Soft — Classification

Acc–Soft Acc −0.28
F1–Soft F1 −0.58

Hard vs. Soft — Explainability

IoU F1–AUPRC 0.01
Token F1–AUPRC 0.50
Compr–Soft Compr 0.41
Suff–Soft Suff −0.46

Agnostic vs. Agnostic

Cpx–Spr −0.78

Table 12: HateXplain Pearson’s correlation coefficients
across metric spaces.

1. Plausibility (1–5)

Do the highlighted spans make sense from a
human perspective? Would you select similar
words or phrases to justify the given label?

• 1 = Highlights are completely irrelevant
• 5 = Highlights closely match what a hu-

man would select

Pair Pearson r

Hard vs. Hard — Classification

Acc–F1 1.00

Hard vs. Hard — Explainability

IoU F1–Token F1 0.90
Compr–Suff −0.74

Soft vs. Soft — Classification

Soft Acc–Soft F1 0.93

Soft vs. Soft — Explainability

AUPRC–Soft Compr −0.12
AUPRC–Soft Suff −0.11
Soft Compr–Soft Suff −0.90

Hard vs. Soft — Classification

Acc–Soft Acc 0.51
F1–Soft F1 0.31

Hard vs. Soft — Explainability

IoU F1–AUPRC 0.35
Token F1–AUPRC 0.65
Compr–Soft Compr 0.01
Suff–Soft Suff −0.21

Agnostic vs. Agnostic

Cpx–Spr −1.00

Table 13: HATEBRXPLAIN Pearson’s correlation coef-
ficients across metric spaces on the second dataset.

2. Faithfulness (1–5)

Do the highlighted spans accurately reflect
what likely influenced the model’s prediction?
If the highlighted tokens were removed, would
the prediction likely change?

• 1 = Highlights do not align with the pre-
diction at all

• 5 = Highlights fully capture the model’s
decision basis

3. Complexity (1–5)

Does the explanation make the model’s deci-
sion easier to understand? Is it clear, concise,
and helpful for identifying potential errors or
biases?

• 1 = Provides no useful insight
• 5 = Clearly communicates the model’s

reasoning

Qualitative analysis of judged instances We
complement our human evaluation study with
a small qualitative analysis aimed at examining
whether specific instances exhibit systematically
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higher or lower inter-annotator agreement on the
evaluation of explainability quality. We select two
representative examples from the participant ques-
tionnaire: one with high agreement and one with
high disagreement across explainability dimen-
sions. For each case, we report the model ratio-
nales alongside the distribution of human ratings
for plausibility, faithfulness, and complexity.

High-agreement instance

Text: “It is true that if I am a moderate muzzy and I do
not stand against the extremists within my religion I am
a worthless dog who deserves the title of muzzy terrorist
period.”
Rationales: true, if, muzzy, do, extremists, my, religion,
dog, who, deserves, terrorist.
Judgments:
Plausibility: 80% score 4, 20% score 3.
Faithfulness: 80% score 5, 20% score 3.
Complexity: 100% score 4.

Table 14: Instance with high inter-annotator agreement
across all explainability dimensions.

This example shows consistent judgments across
evaluators, indicating strong agreement on the per-
ceived alignment with the input (plausibility), the
relevance of the rationale (faithfulness), and the
perceived simplicity of the rationale (complexity).

Low-agreement instance

Text: “Girls are joining Boy Scouts now better be so they
can bring them sandwiches like real women.”
Rationales: joining, boyscouts, better, be, bring, real,
women.
Judgments:
Plausibility: 40% score 4, 20% score 3, 20% score 2, 20%
score 1.
Faithfulness: 60% score 4, 20% score 3, 20% score 2.
Complexity: 40% score 4, 40% score 2, 20% score 1.

Table 15: Instance with high inter-annotator disagree-
ment across explainability dimensions.

In contrast, this instance exhibits higher vari-
ability across annotators, reflecting disagreement
in how the rationales are interpreted and evalu-
ated. Notably, although the selected tokens capture
salient lexical cues from the input, annotators dif-
fer in whether these cues constitute meaningful ex-
planations. This results in inconsistent judgments
across plausibility, faithfulness, and complexity,
suggesting that perceived alignment, explanation
correctness, and perceived simplicity of the ratio-
nales relative to the input are highly subjective.
This behavior is consistent with the inherently am-
biguous nature of the instance, which relies on

implicit and context-dependent hateful language
that is open to interpretation and therefore prone to
annotator disagreement.
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