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Abstract

Legal Judgment Prediction (LJP) predicts appli-
cable law articles, charges, and penalty terms
from case facts. Beyond accuracy, LJP calls for
intrinsically interpretable and legally grounded
reasoning that can reconcile statutory rules with
precedent-informed standards. However, exist-
ing methods often behave as static, one-shot
predictors, providing limited procedural sup-
port for verifiable reasoning and little capabil-
ity to adapt as jurisprudential practice evolves.
We propose VERDICT, a self-refining collabo-
rative multi-agent framework that simulates a
virtual collegial panel. VERDICT assigns spe-
cialized agents to complementary roles (e.g.,
fact structuring, legal retrieval, opinion draft-
ing, and supervisory verification) and coordi-
nates them in a traceable draft—verify-revise
workflow with explicit Pass/Reject feedback,
producing verifiable reasoning traces and re-
vision rationales. To capture evolving case
experience, we further introduce a Hybrid Ju-
risprudential Memory (HIM) grounded in the
Micro-Directive Paradigm, which stores prece-
dent standards and continually distills vali-
dated multi-agent verification trajectories into
updated Micro-Directives for continual learn-
ing across cases. We evaluate VERDICT on
CAIL2018 and a newly constructed CJO2025
dataset with a strict future time-split for tempo-
ral generalization. VERDICT achieves state-of-
the-art performance on CAIL2018 and demon-
strates strong generalization on CJO2025. To
facilitate reproducibility and further research,
we release our code and the dataset at https:
//github.com/luckyhui235/VERDICT.

1 Introduction

Legal Judgment Prediction (LJP) predicts applica-
ble law articles, charges, and penalty terms from
case facts, and is increasingly used to support high-
volume judicial workflows and public legal ser-
vices (Cui et al., 2023; Feng et al., 2022). However,
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in this high-stakes setting, accuracy alone is insuf-
ficient: models must produce legally grounded and
explainable predictions that align facts with consti-
tutive elements and sentencing factors. This is diffi-
cult because judicial decisions must reconcile rigid
statutory rules with evolving, context-dependent ju-
risprudential standards. Existing systems often rely
on lexical shortcuts or statute-only retrieval, yield-
ing decisions that are hard to justify when rules and
standards diverge.

Existing approaches largely follow two
paradigms, each with clear bottlenecks. Discrimi-
native methods—ranging from dependency-aware
models like TopJudge (Zhong et al., 2018) to
graph-interaction networks like LADAN (Xu
et al., 2020)—often learn decision boundaries
from frequent lexical and structural correlations.
While effective on static benchmarks, they offer
limited support for explicit fact-to-element
alignment, making predictions brittle for novel fact
patterns where such correlations are unreliable.
Generative LLM-based approaches, such as
LegalReasoner (Shi et al., 2025) or PLJP (Wu
et al., 2023), provide fluent case understanding
and flexible reasoning, yet they may hallucinate
or produce conclusions without verifiable legal
support (Huang et al., 2023). Retrieval-Augmented
Generation (RAG) partially mitigates this by
grounding outputs in retrieved statutes (Wu et al.,
2023). However, it typically treats legal knowledge
as a static repository, struggling to operationalize
the evolving jurisprudential tension between
rigid Rules (statutes) and flexible Standards
(precedents) (Kaplow, 2013), especially when
statutory text and case-based standards point to
competing outcomes.

Despite recent explorations, current LJP research
remains constrained by three critical unresolved
issues. First, intrinsic interpretability is still insuffi-
cient. In the legal domain, the transparency of the
reasoning process is as crucial as outcome accu-
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racy (Bibal et al., 2021). Yet, most models operate
as "black boxes" or one-shot predictors, lacking
the traceable, multi-stage deliberation process re-
quired to construct explainable reasoning chains.
Second, models struggle to distinguish fine-grained
legal nuances, particularly when semantic similar-
ity diverges from legal logic. Generic encoders
often conflate scenarios (e.g., "Theft" vs. "Embez-
zlement") based on surface-level textual overlap,
failing to align facts with specific constitutive el-
ements and boundary conditions essential for ac-
curate qualification. Third, current systems suffer
from the absence of dynamic experience accumu-
lation. Unlike human judges who refine criteria
through practice, most approaches treat knowledge
as static, lacking the cognitive mechanism to distill
abstract "Standards" into precise, evolving Micro-
Directives that can be continuously updated from
newly adjudicated cases.

To address these limitations, we present VER-
DICT, which integrates Directive-Informed mem-
ory with a Collegial Team of agents. VERDICT
organizes judgment prediction as a traceable and
explainable deliberation-and-verification workflow:
the Court Clerk Agent extracts legally salient fact
points; the Judicial Assistant Agent retrieves and
filters applicable statutes and precedents; the Case-
handling Judge Agent drafts a grounded opinion
linking facts to legal elements; the Adjudication Su-
pervisor Agent verifies the draft against statutes and
a case-updated jurisprudential memory of prece-
dent standards and Micro-Directives, and issues ex-
plicit Pass/Reject signals with corrective feedback
to trigger revision; and the Presiding Judge Agent
consolidates the verified draft into the final verdict.
To more faithfully emulate how collegial panels rec-
oncile statutory rules with precedent-informed dis-
cretion, we draw on the Micro-Directive Paradigm
from computational law (Casey and Niblett, 2017),
which bridges rigid “Rules” and flexible “Stan-
dards” by distilling context-sensitive yet testable
Micro-Directives. Building on this view, VER-
DICT incorporates a Hybrid Jurisprudential Mem-
ory (HIM) that stores precedent standards and
evolving Micro-Directives, and continuously dis-
tills validated multi-agent verification trajectories
into refined directives for continual learning across
cases rather than static, one-shot inference.

* We propose VERDICT (Verifiable Evolving
Reasoning with Directive-Informed Collegial
Teams), a self-refining multi-agent system that

simulates a virtual collegial panel via a trace-
able draft—verify—-revise loop, producing verifi-
able reasoning traces for judgment prediction.

* We design a Hybrid Jurisprudential Mem-
ory (HIM) grounded in the Micro-Directive
Paradigm, which maintains precedent standards
and evolving Micro-Directives and updates them
by distilling verified multi-agent trajectories, en-
abling continual learning across cases.

* We conduct comprehensive experiments on the
widely used CAIL2018 benchmark and our
newly constructed CJO2025 dataset. VER-
DICT achieves state-of-the-art performance on
CAIL2018 and demonstrates strong temporal
generalization on CJO2025.

2 Related Work
2.1 Legal Judgment Prediction Paradigms

LJP approaches have evolved from discriminative
classification to generative reasoning. Early dis-
criminative models employed CNNs (Kim, 2014)
and BERT (Devlin et al., 2019) for text classifica-
tion. To capture logical hierarchies, dependency-
aware models like TopJudge (Zhong et al., 2018)
and MPBFN (Yang et al., 2019) utilized Directed
Acyclic Graphs. Subsequent works, such as
LADAN (Xu et al., 2020), NeurJudge (Yue et al.,
2021), and CTM (Liu et al., 2022; Zhang et al.,
2026), introduced graph distillation and contrastive
learning to distinguish subtle legal nuances. How-
ever, these models rely heavily on high-frequency
patterns (Xiao et al., 2018; Liu et al., 2026), lead-
ing to poor generalization in emerging scenar-
ios. Recently, Large Language Models (LLMs)
have shifted the paradigm (Wang et al., 2025).
While GPT-4 shows promise in exams (Katz et al.,
2024), generic LLMs on benchmarks like Legal-
Bench (Guha et al., 2023) still suffer from halluci-
nations (Huang et al., 2023). To enhance reasoning,
general strategies like Chain-of-Thought (Wei et al.,
2022) and Self-Refine (Madaan et al., 2023; Shinn
et al., 2023) have been proposed. Specific to law,
LegalReasoner (Shi et al., 2025) introduces step-
wise verification to correct logical errors, while
ATRIE (Luo et al., 2025) utilizes retrieval to auto-
mate legal concept interpretation. Similarly, PLJP
(Wu et al., 2023) combines domain models with
retrieval-augmented generation (RAG). However,
these approaches primarily rely on static internal
knowledge or fixed retrieval corpora. They lack
the dynamic, experience-based evolution mecha-
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nism of human judges, often failing to adapt to
the changing adjudication criteria over time (Wang
et al., 2021).

2.2 Multi-Agent Systems and Knowledge
Evolution

Multi-Agent Systems (MAS) solve complex tasks
through role specialization. Frameworks like
MetaGPT (Hong et al., 2024) and ChatDev (Qian
et al., 2024) and PAKTON (Raptopoulos et al.,
2025) utilize standardized operating procedures
(SOPs), while AutoGen (Wu et al., 2024) and
AgentNet (Yang et al., 2025) enable decentralized
coordination. A critical gap in legal MAS, how-
ever, is dynamic knowledge management. Existing
memory modules like G-Memory (Zhang et al.,
2025) evolve general interaction knowledge but
cannot distill legal Standards into precise Micro-
Directives. Our VERDICT addresses this by inte-
grating a cognitive dual-layer memory into a “Vir-
tual Collegial Panel”, enabling agents to evolve
their jurisprudential understanding through contin-
uous practice.

3 Method

In this section, we describe our proposed frame-
work, VERDICT (Verifiable Evolving Reasoning
with Directive-Informed Collegial Teams), as illus-
trated in Figure 1.

3.1 Problem Formulation

In this work, we focus on the task of Legal Judg-
ment Prediction (LJP). Given a Legal Fact de-
scription formally defined as a token sequence
sqa={wi,... ,wji } encompassing the case narra-
tive, our objective is to predict the judgment result
j = (a,c,t). This target consists of three het-
erogeneous components: Law Articles a € Y,
representing specific articles from the Criminal
Law; Charges ¢ € Y., defined by the constitu-
tive elements of the crime; and Imprisonment
Terms ¢ € Y;, which are categorized into eleven
distinct classes following standard conventions. Ul-
timately, the goal is to learn a mapping function
F :sq — (a,c,t) to generate the accurate judicial
reasoning and verdict based on the input facts.

3.2 Traceable Multi-Agent Judicial Workflow

In real-world legal scenarios, Legal Judgment Pre-
diction (LJP) is never an isolated classification task
but a complex collaborative process covering case
filing, research, drafting, deliberation, and final

adjudication. To replicate this procedure, we de-
sign a multi-agent system simulating a real-world
“Virtual Collegial Panel.”

We coordinate the five agents through a uni-
fied context assembly function W(-) that constructs
structured prompts from accumulated intermediate
outputs (extracted facts, statute candidates, drafts,
and feedback). Prompt designs for all agents are
in Appendix G. The inference process evolves
through the following specialized roles:

Pre-Adjudication Analysis: Court Clerk Agent
& Judicial Assistant Agent

Acting as the cornerstone of the workflow, the
Court Clerk Agent (a...) is responsible for ex-
tracting key factual points oy (e.g., subjective
criminal intent, specific criminal acts, and conse-
quences) from the raw case dossier u € /. Sub-
sequently, the Judicial Assistant Agent (a,ss;st)
serves as the bridge to the Statutory Library D;,,
executing a two-stage retrieval process. It first ob-
tains a Top-K coarse candidate set .S, via dense
vector retrieval based on 0.y, and then leverages
the agent’s robust semantic understanding to filter
noise from the coarse set, identifying the reliable
reference statute set Ssiqrute:

Svec — SearCh(Oewt> Dlaw> K>7 (1)
Sstatute ~ 7"-assz‘st(' | \I’(Oemta Svec))- (2)

Drafting Phase: Case-handling Judge Agent

This component functions as the core reasoning
engine. Unlike generic LLLMs, we employ the ju-
risprudentially aligned expert model 7 (detailed
in Sec. 3.3) to synthesize facts 0., and statutes
Sstatute. Crucially, this agent forms a refinement
loop with the Supervisor. Let h; be the feedback
from the previous round (kg is null), the judge gen-
erates a draft yfli)a 1t utilizing its internalized legal
logic:

yc(l?aft ~ ﬁ;( ‘ \Il(oe:rt, Sstatute, ht)) (3)

Note that the Judge agent relies solely on model pa-
rameters and does not access the external memory
M. This is by design: since 7 is fine-tuned on in-
puts of the form (case facts, candidate statutes), in-
jecting memory at inference time would introduce
a distribution shift inconsistent with its training
protocol.

Review Phase: Adjudication Supervisor Agent

To ensure the judgment is not only legally valid
but also appropriate, the Adjudication Supervisor
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Fact:
Drunk Zhang beat
stranger Li at a
public BBQ stall
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Figure 1: The overall inference framework of VERDICT. It illustrates the interaction between the Traceable Multi-
Agent Workflow and the Hybrid Jurisprudential Memory (HJM). The process evolves through Preparation,

Drafting & Review, and Final Adjudication phases.
domain-specific aligned expert model.

Agent (asyper) intervenes. Unlike the drafter, this
agent has access to the full Hybrid Jurisprudential
Memory. Leveraging implicit knowledge from ju-
dicial precedents S in the Contextual Standards
Archive M ;4 and relevant Micro-Directives Sg;,
in the Evolving Micro-Directive Base M iy, Gsuper

strictly scrutinizes the draft yc(l?a e If distinct dis-
crepancies are found (e.g., compliant with statutes
but violating a micro-directive on sentencing), it
issues a rejection signal with corrective advice:

(flagu fdbk:t) Nﬂ'super(' | \Il(uy y((itT)a “Sstatutey Sstd7 Sdir))7
f

here, flag, € {Pass, Reject} serves as the judg-
ment signal, and fdbk; provides natural language
suggestions (e.g., "Incorrect charge qualification").
The system accumulates this feedback into the inter-
action history: h; < h:—1 ® fdbk;. Subsequently,
the workflow branches based on flag;: a Pass sig-
nal (or reaching the maximum turn limit 7},4;)
advances the verified draft to the Final Adjudica-
tion phase, whereas a Reject triggers a redrafting
iteration using the updated context h;.

Final Adjudication Phase: Presiding Judge
Agent

Finally, the Presiding Judge Agent (a,,.;) aggre-
gates the refined draft and the comprehensive con-
text to render the final explainable verdict with

Note that the Case Judge agent is instantiated using our

the complete reasoning process. As the ultimate
decision-maker, a,¢s also possesses the capability
to access the full memory bank to ensure global
consistency, and performs case archiving:

Yfinal ™~ Tpres ( ‘ \IJ(U,, Sstatutea Sstd7 Sdi’m y;{;r}il))) . (4)
3.3 Domain-Specific Expert Alignment

Among the five agents, only the Case-handling
Judge requires domain-specific alignment. The re-
maining agents perform structurally well-defined
tasks (fact extraction, statute retrieval, verification,
and summarization), for which the general-purpose
capabilities of DeepSeek-V3 are sufficient. In con-
trast, the Judge must resolve fine-grained legal dis-
tinctions between easily confusable charges, a task
that demands precise decision boundaries beyond
what a generic LLM can provide. To this end, we
implement a two-stage alignment pipeline focusing
on constructing logic-driven data.

3.3.1 Protocol-Aware Instruction Tuning

We first align the model with the protocol using a
teacher model. By filtering inference results against
ground truth, we retain accurate samples as the
SFT set Dyyqin to standardize output formats. This
produces two splits: Dy,qin S€rves as supervised
demonstrations for SFT, while the erroneous pre-
dictions in Dy, serve as hard negatives for the
contrastive alignment stage below.
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3.3.2 Logic-Driven Contrastive Alignment

To fix the logical hallucinations in D ¢, We de-
sign an iterative correction mechanism. For an ini-
tial incorrect prediction (defined as the Loser ¢;) in
Dt quit, a reflection model Mg analyzes the logical
gap and provides advice 7. This guides the expert
model Mg to regenerate a legally valid response
(defined as the Winner g,,):

Jw = MEg(u, S, 91 & 7). (&)

We collect successfully corrected trajectories to
construct the preference dataset Dy, r, explicitly
contrasting logic loopholes with reasoning:

Dpres ={(t; G, §0) | 91 € D garte, V(G) =1} . (6)

Where V(-) is a validation function checking
consistency with the statutes.  Finally, we
apply standard Direct Preference Optimization
(DPO) (Rafailov et al., 2023) on D,,,.. s to sharpen
the model’s decision boundaries on these confusing
legal concepts.

3.4 The Hybrid Jurisprudential Memory
(HJM) Mechanism

While the expert alignment in Sec. 3.3 sharp-
ens reasoning within a single inference, it does
not accumulate experience across cases. To
endow the system with continual learning and
long-tail generalization, we construct the HJM,
theoretically grounded in the “Micro-Directive
Paradigm” (Casey and Niblett, 2017). This ar-
chitecture addresses the traditional jurisprudential
dilemma between rigid “Rule” (clear but inflex-
ible statutes) and vague “Standard” (flexible but
noisy precedents). Inspired by this, our frame-
work simulates the dynamic evolution from “fuzzy
Standard” to “precise Directives,” distilling judi-
cial experience into an intermediate modality be-
tween abstract law and concrete cases. Specif-
ically, we operationalize this process by map-
ping empirical standards to the Contextual Stan-
dards Archive (M) and instantiating evolved
directives as the Evolving Micro-Directive Base
(M g;r). Formally, the memory is defined as M =
<Mstda Mdir; Dlawa (I)trans>-

3.4.1 Memory Structure and Retrieval

The Contextual Standards Archive (Mgq): Con-
structed as an undirected graph G4, where each
node v; = (txt;, h;, A;, ¢;) represents an empirical

Cases Clustering Directive Bast

a2 33a4 S b3
1 ' 1
[Top-N Package Updated Base
5

Inductive

i - ] pa— rect
Contrastive Pairs @) Dlrectl.ve
(@ @) Eoluton) ...
Contrastive DI @

Refinement

Figure 2: The evolutionary mechanism of the Hybrid
Jurisprudential Memory. The lifecycle strategy ®;qns
transforms archived empirical Standards into precise
and compact Micro-Directives through three phases.

“Standard Precedent”(see Appendix D). Edges en-
force intra-class consistency: (v;,v;) € £ <=
h/h; > 7 A (A; = A;). The Evolving Micro-
Directive Base (M g;;-): Maintains dynamic units
Mdir = <Ttxta Sconfa Cpos/negU Aanchor>- Here,
ryz¢ Offers precise, context-specific interpretation
anchored to statute Agy,chor, backed by confidence
Scony and supporting precedents.
Multi-dimensional Retrieval. To ensure jurispru-
dential relevance, we design a scoring mechanism
for retrieving memory unit m given the current case
Ueyrr and candidate statutes Sgiqtute:

Score(m) = a - IoU(Ay,, Sstatute)
+ ﬁ . TOPO(m, graph) @)

+ 7y - SemSim(m, Ueyyr ).

The score combines three complementary sig-
nals: IoU enforces jurisprudential applicability
via statute/charge overlap, Topo enables associa-
tive recall of logically central but text-dissimilar
precedents via activation diffusion on Ngmph, and
SemSim anchors retrieval to surface-level factual
proximity. See Appendix F for details.

3.4.2 Evolutionary Mechanism: From
Standards to Directives

As illustrated in Figure 2, we design a lifecycle
strategy Py.qns consisting of standard archiving
and a three-phase evolution process that (i) induces
new Micro-Directives from consistent Standards,
(i1) sharpens directive boundaries via contrastive
evidence, and (iii) consolidates and removes direc-
tives to keep the memory compact.

Standard Archiving. Faithful recording of correct
judicial practice ensures a pure experience pool. To
capture the complete adjudication logic, we utilize
a dense vector model £(+) to encode the case facts
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u, the verified reasoning trace T, and the verdict
Yfinal into persistent embeddings.

g(u b1 yﬁnal)7
buffer,

if Yfinal = egt
otherwise
(®)
where £ is the embedding function (instantiated as
Qwen3-Embedding-8B model) that maps the serial-
ized trajectory to the vector store, and 7 represents
the multi-step reasoning chain validated by the Su-
pervisor Agent.
Phase A: Inductive Generation. This phase con-
verts a batch of consistent Standards into an initial,
coarse-grained Micro-Directive. Triggered when
new nodes in M4 reach a threshold B, the sys-
tem identifies common patterns within a same-label
cluster Vpgten. A meta-LLM summarizes these
consistent precedents and produces a new coarse-
grained directive 7.
Phase B: Contrastive Refinement. This phase
refines the coarse directive 7,¢,, into a boundary-
aware directive by injecting discriminative con-
straints into its text. We construct strictly aligned
positive and negative pairs (T vs. T'~) that share
identical statutes/charges but diverge in reasoning.
The meta-LLM compares the pairs to identify criti-
cal branching features (e.g., distinguishing “subjec-
tive motive” from “objective danger”) and updates
the directive content 7¢,; with precise conditions
and exceptions.
Phase C: Directive Evolution. To prevent memory
fragmentation, we implement a dynamic survival
mechanism. The confidence S, s of a directive
acts as its lifespan, accumulating with successful
verification and decaying upon rejection. Periodi-
cally, we group semantically repetitive directives
into a cluster Cy;,,, and consolidate them into a uni-
fied node:

(I)archive (’U,) - {

Tnew = Summarize ({7 | m € Csim }),

9
Sconf (mnew) - Z ( )

Secong(m).

mecsinL

Here, Summarize(-) leverages a meta-LLM to ab-
stract the logical content r,;. The new confidence
score is the sum of individual scores, clipped at a
maximum threshold 7,,,,,. Directives falling be-
low a safety threshold are eliminated, ensuring the
memory remains compact and high-quality.

4 Experiments

4.1 Experiment Setup
4.1.1 Datasets

We evaluate VERDICT on two datasets to assess
standard performance and temporal generaliza-
tion (details in Appendix A). CAIL2018. We use
the standard CAIL-Small benchmark (Xiao et al.,
2018) to verify fundamental adjudication capabil-
ities. CJO2025. To rigorously test generalization
and prevent data leakage, we constructed a dataset
of judgments from after Jan 1, 2025. Postdating the
knowledge cutoff of current backbones, CJ02025
serves as a strict temporal hold-out testbed for eval-
uating robustness under fact-level distribution shift.

4.1.2 Implementation Details

Our VERDICT framework adopts a heteroge-
neous agent design. The core expert model is
fine-tuned from Qwen2.5-7B-Instruct via Protocol-
Aware SFT and Logic-Driven DPO, while auxiliary
agents (e.g., Court Clerk, Supervisor) are instan-
tiated using the DeepSeek-V3. For the memory
module (HIM), we utilize high-dimensional vec-
tor encoding for retrieval. Detailed experimental
setups, including hardware specifications, hyperpa-
rameter settings for LORA fine-tuning, and infer-
ence configurations, are comprehensively provided
in Appendix C.

4.1.3 Metrics

Following standard protocols in LJP research (Xiao
et al., 2018), we treat Law Article, Charge, and
Term of Penalty prediction as multi-label classifi-
cation tasks. We employ five metrics to compre-
hensively evaluate performance: Accuracy (Acc),
Macro-Precision (MP), Macro-Recall (MR), and
Macro-F1 (Ma-F). Additionally, considering the
complexity of legal reasoning, we report Hit@2,
which measures whether the ground truth label is
present in the top-2 predicted candidates. Note that
for Term of Penalty, we categorize prison terms into
11 distinct intervals consistent with prior work(Xu
et al., 2020)

4.2 Baselines

We compare VERDICT against 10 representa-
tive baselines spanning four distinct paradigms:
(1) General Text Encoders, including CNN (Kim,
2014) and BERT (Devlin et al.,, 2019); (2)
Dependency-Aware Models that model subtask cor-
relations, such as TopJudge (Zhong et al., 2018)
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Law Article Charge Term of Penalty

Acc% MP% MR% MF1% Hit@2 | Acc% MP% MR% MF1% Hit@2 | Acc% MP% MR% MF1%

1 CNN 69.52 62.14 5835 60.18 74.15 | 73.56 7045 6523 67.74 79.66 | 3324 2856 25.14 26.74
2 BERT 76.54 7321 7045 71.80  81.87 | 7585 7845 76.12 7726 8225 | 29.80 32.14 29.56  30.79
3 MLAC 73.02  69.27 66.14 6423  79.54 | 7473 72.65 69.56 68.36  81.27 | 36.45 3450 2995 29.64
4 TopJudge | 78.60 76.59 74.84 7372 8431 | 81.17 81.87 80.57 7996 86.13 | 3570 3281 31.03 3149
5 MPBFN 76.83 7457 7145 7057 8229 | 76.17 7888 75.65 7568 8433 | 36.18 33.67 30.08 2943
6 EPM 83.98 80.82 77.55 78.10 88.17 | 79.10 84.55 80.22 81.43  86.52 | 36.69 35.60 32.70 32.99
7 LADAN 78.70 7495 75.61 7383 8530 | 80.86 81.69 80.40 80.05 86.92 | 36.14 31.85 29.67 29.28
8 NeurJudge | 78.74 8034 81.92 79.66 86.06 | 79.04 82.60 80.92 80.70  87.40 | 3744 3407 3277 3194
9 CTM 81.72 79.67 77.67 7682 8579 | 81.22 77.51 78.17 7799  87.13 | 37.35 32.17 29.15 30.57
10 PLJP 83.21 84.62 7947 7487 89.21 | 7932 76.84 7432 7632 8620 | 38.24 3480 3222 3248
11 DeepSeek | 77.90 81.77 7835 76.07 8436 | 70.57 73.65 76.64 7390 8338 | 26.08 29.11 27.60 2745
12 OURS 8535 88.82 82.07 8329 9349 | 8240 89.33 80.89 8236 90.64 | 39.76 3577 3398  34.08

Table 1: Performance Comparisons on CAIL2018. The best results are bolded and the second-best are underlined

Law Article Charge Term of Penalty
Acc% MP% MR% MF1% Hit@2 | Acc% MP% MR% MF1% Hit@2 | Acc% MP% MR% MF1%
1 TopJudge 7130 68.89 742 71.28 8035 | 72.19 71.82 69.45 70.53  83.26 | 36.83 2745 2496  26.10
2 EPM 7523 7645 7489  76.10 87.77 | 7342 7415 69.88 7220 8572 | 4344 2510 28.77  26.65
3 LADAN 7123 7245 7098 71.12 8570 | 70.23 7145 69.89 70.67 84.10 | 37.92 2832 2770 27.14
4 NeurJudge | 73.69 7440 80.14 7244 8420 | 7430 7159 775 70.56  86.17 | 42.87 2540 2637 25.14
5 CIM 7671 6830 71.07 69.57  83.18 | 73.17 7225 7140  70.31 85.18 | 41.17 2450 26.67 2533
6 PLJP 86.30 87.23 83.25 8550 90.33 | 83.20 84.14 79.82 80.32 8932 | 4425 274 2237 2430
7 DeepSeek | 83.01 7632 71.60 73.67 86.70 | 8144 6830 7322 73.10 86.67 | 3538 29.10 2872 2657
8 AutoGen 84.26 77.08 7451 7496 8720 | 77.99 5090 4501 4579  84.11 | 2932 1887 2426 1945
9 G-Memory | 86.52 77.32 7841 7546  88.45 | 8245 7932 7753 78.10 83.70 | 31.77 2876 29.55  28.10
10 OURS 90.56 9045 87.26 8794 96.26 | 85.84 8586 80.46 80.66 93.67 | 45.68 34.04 30.71 29.32

Table 2: Robustness evaluation on CJO2025. The best results are bolded and the second-best are underlined

and EPM (Feng et al., 2022); (3) Structure &
Knowledge-Enhanced Models utilizing graph struc-
tures or retrieval, represented by NeurJudge (Yue
et al., 2021) and PLJP (Wu et al., 2023); and (4)
LLMs and Agentic Systems, covering the founda-
tion model DeepSeek-V3 (Liu et al., 2024) and
multi-agent frameworks like AutoGen (Wu et al.,
2024) and G-Memory (Zhang et al., 2025). For fair
comparison, all LLM-based baselines are equipped
with RAG using the statutory library. Detailed de-
scriptions and implementation settings are provided
in Appendix B.

4.3 Overall Performance

As presented in Table 1 and Table 2, VERDICT
demonstrates superior performance across both
standard benchmarks and rigorous emerging scene.
State-of-the-Art on CAIL2018. VERDICT out-
performs all baselines across all tasks. Notably,
it surpasses dependency-aware models (e.g., Top-
Judge) by 6.75% in Law Article Accuracy, at-
tributing to the effective disentanglement of com-
plex facts by our multi-agent topology. Compared
to retrieval-augmented models (PLJP), VERDICT
maintains a clear lead (85.35% vs. 83.21%).

Generalization on CJO2025. The results on the
future-split dataset highlight the framework’s ro-
bustness. While traditional SOTA models (e.g.,

NeurJudge) suffer significant performance drops
(78.7% — 73.7%) due to overfitting historical pat-
terns, VERDICT achieves a remarkable 90.56%
accuracy. Furthermore, our specialized legal frame-
work significantly outperforms generic agentic sys-
tems (AutoGen: 84.26%, G-Memory: 86.52%),
providing strong evidence that the specialized
“Virtual Collegial Panel” and jurisprudence-based
“Micro-Directive” memory are essential for rigor-
ous legal reasoning.To further verify that VER-
DICT’s performance is not tied to a specific back-
bone choice, we provide a robustness analysis
with alternative expert model configurations in Ap-
pendix E.

4.4 Ablation Result

Results of ablation experiment: From Table 3,
we can conclude that: 1) The performance im-
provement of Vanilla+ (Expert model for the Case
Judge agent; base Qwen2.5-7B-Instruct for others)
over Vanilla (Qwen2.5-7B-Instruct for all agents)
demonstrates that equipping the core reasoning role
with domain alignment brings fundamental gains.
2) The substantial performance gap of w/o Mem-
ory on the dataset CJO2025 (e.g., Law Article Acc
drops from 90.56% to 86.55%) demonstrates the
critical effects of the Hybrid Jurisprudential Mem-
ory in mitigating catastrophic forgetting. 3) The
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CJO2025 CAIL2018

Method Law Article Charge Prison Term | Law Article Charge Prison Term

Acc Ma-F Acce Ma-F Acc Ma-F| Acc Ma-F Acc Ma-F Acc Ma-F
Vanilla 82.12 76.54 77.61 72.10 27.06 19.76 | 73.04 72.01 67.95 69.13 26.07 25.01
Vanilla+ 83.08 78.83 79.21 71.68 28.17 22.18 | 76.40 75.52 70.80 72.18 24.14 25.25
w/o Memory 86.55 83.70 81.30 79.40 44.71 24.10 | 82.60 82.10 79.13 81.50 35.77 30.20
w/o MAS 87.32 8542 8348 80.32 39.50 30.15 | 83.10 81.50 79.80 82.30 36.20 28.10
w/o Expert 87.57 8137 8260 79.17 4277 2840 | 8435 79.22 81.70 79.20 39.32 26.10
w/o Mg 88.46 84.72 8432 80.16 45.07 29.02 | 84.12 83.01 80.30 79.77 3832 27.87
VERDICT 90.56 87.94 85.84 80.66 45.68 29.32 | 8535 83.29 8240 8236 39.76 34.08

Table 3: Ablation experiments. The best results are bolded and the second-best are underlined.

Input Case (Sample from CJ02025)
On January 15, 2025, defendant Zhang was drinking at a public BBQ stall. Due to a trivial conflict (stranger Li looked at
him), Zhang felt provoked. Zhang beat Li with a beer bottle, resulting in chaos at the stall. Forensic examination confirmed
that Li suffered a Minor Injury. Zhang claimed he was just venting anger and had no personal grudge against Li.

Vanilla PLJP VERDICT (Ours)

Logic: Keyword Matching Logic: Precedents Retrieval Logic: Retrieval + Refinement

The model focuses on high-frequency
patterns without deep reasoning.
Internal Monologue:

“Detected keywords ‘beat” and ‘Minor
Injury’. In training data, ‘Minor Injury’
strongly correlates with Art. 234.”

Retrieves precedents but lacks system-
atic adjudication experience.

Reasoning Process:

“Retrieved precedents labeled Art. 234
and Art. 293. However, since the in-
put’s objective result (‘Minor Injury’)
shows high textual similarity with Art.
234 cases, the model aligns with them
and ignores the motive nuance in Art.
293 precedents.”

Uses Micro-Directives & Supervisor.

Agent Interaction Loop:

1. Assistant: Retrieves directive “Public
Place + Venting Anger — Art. 293”.

2. Case Judge: Drafts Art. 234 based on
injury result.

3. Supervisor: REJECTS draft. “Logic
Error: Location is public; Motive is provo-
cation. Social order violation > Personal
injury. Apply Art. 293.”

Wrong Prediction
X Art. 234 (Intentional Injury)

Wrong Prediction
X Art. 234 (Intentional Injury)

Correct Judgment
v Art. 293 (Picking Quarrels)

Figure 3: Case study comparison. The red highlights indicate misleading surface features (resulting in Intentional
Injury), while the green highlights denote contextual evidence supporting Picking Quarrels. Vanilla falls into the
keyword trap; PLJP fails to resolve the statutory conflict; VERDICT correctly identifies the crime’s nature via the

Supervisor’s logical rectification.

results of w/o M ;. prove the importance of the
“Micro-Directive Paradigm”; relying solely on raw
precedents fails to achieve precise logic transfer. 4)
Considering the topological dependence of the five
specialized agents benefits the model performance
as w/o MAS shows, indicating that the multi-agent
workflow acts as a capability multiplier. 5) The
performance decline in w/o Expert confirms that
domain-specific alignment via SFT and DPO is
essential for standardizing judicial reasoning.

4.5 Case study

Figure 3 illustrates a challenging case from
CJO2025 involving a public assault. While Vanilla
(Qwen2.5-7B-Instruct for all agents) and PLJP are
misled by the “Minor Injury” feature into predict-
ing Intentional Injury (Art. 234), VERDICT suc-
ceeds via its self-refining mechanism: the Super-

visor Agent retrieves a key Micro-Directive pri-
oritizing “public order violation” over “personal
injury” in provocation contexts, rejecting the initial
draft and correctly identifying the charge as Pick-
ing Quarrels and Provoking Trouble (Art. 293).

5 Conclusion

We presented VERDICT, a self-refining multi-
agent system that improves interpretability and gen-
eralization for Legal Judgment Prediction. By sim-
ulating a virtual collegial panel and leveraging a
Hybrid Jurisprudential Memory (HJM) that evolves
Micro-Directives from validated verification trajec-
tories, VERDICT provides legally grounded, re-
viewable reasoning while adapting to shifting ju-
risprudential patterns. Experiments on CAIL2018
and future-split CJO2025 show state-of-the-art per-
formance and robustness to distribution shifts.
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Limitations

Due to computational resource constraints, the core
expert agent (Case-handling Judge) in VERDICT
was fine-tuned primarily on a 7B-parameter back-
bone. While this hybrid setup (incorporating API-
based general agents) demonstrates superior per-
formance, we have not yet conducted a systematic
study on fine-tuning larger-scale foundation mod-
els. Additionally, the multi-agent interactive work-
flow involving iterative retrieval and self-refining
loops inevitably increases inference latency com-
pared to simple end-to-end classifiers. However, in
the high-stakes domain of Legal Judgment Predic-
tion (LJP), we prioritize interpretability and judicial
accuracy over real-time response speed, consider-
ing this trade-off essential for ensuring trustworthy
and rigorous adjudication. Furthermore, this study
focuses on the Civil Law system. We plan to vali-
date the framework’s generalizability to Common
Law systems in future research, exploring its ef-
fectiveness in environments heavily dependent on
case law and stare decisis.

Ethics Statement

Regarding data privacy, we strictly adhere to ethical
regulations; for the CAIL2018 benchmark, we use
the official anonymized version, and for our newly
constructed CJO2025 dataset, we implemented rig-
orous data cleaning to remove all Personal Identifi-
able Information (PII) before use. Furthermore, the
design intent of our system—simulating a virtual
collegial panel to generate reasoning—is to func-
tion as an intelligent assistant providing sugges-
tions rather than replacing human decision-making.
We advocate that human judges must remain the
final safeguard to review Al-generated results and
protect judicial fairness. We also acknowledge that
historical training data may contain inherent soci-
etal biases, and mitigating such biases remains a
critical direction for our future work.
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A Dataset Details

A.1 CAIL2018

We utilize the CAIL2018 dataset (Xiao et al., 2018),
specifically the CAIL-Small configuration, as our
primary training platform. This subset encom-
passes the most prevalent case samples within crim-
inal justice. We filter out cases with missing ele-
ments and truncate text lengths to fit model context
windows

A.2 Construction of CJ0O2025

To strictly eliminate data contamination risks-
where test samples might inadvertently exist in
the vast pre-training corpora of backbone LLMs
(e.g., Qwen2.5)—we constructed a strict future-
split dataset named CJ02025. This dataset exclu-
sively comprises cases adjudicated after January 1,

2025, retrieved from the same authoritative source
as CAIL2018, China Judgments Online!. Given
its distinct temporal nature, CJO2025 serves as a
strictly unseen testbed rather than a training corpus,
designed to assess model robustness to fact-level
temporal distribution shift while keeping the label
space consistent with CAIL2018. This temporal
cutoff ensures the data is unseen by the pre-trained
LLMs used in this work (DeepSeek-V3, Qwen2.5),
providing a rigorous test bed for temporal robust-
ness. Table 4 presents the statistical distribution of
charges and prison terms for both datasets.

Type CAIL2018 CJO2025
# Law Article 99 67

# Charge 115 73

# Prison Term 11 11

# Sample 134739 8199
Avg. # words in Fact 288.6 332.13

Table 4: Statistics of the datasets.

B Detailed Baselines Description

To rigorously evaluate the effectiveness of VER-
DICT, we compare it against a wide range of base-
lines. We categorize these methods into four dis-
tinct paradigms based on their modeling strategies:

General Text Encoders. These methods treat
LJP as a standard multi-label text classification task
without explicit modeling of legal dependencies.

* CNN (Kim, 2014): Utilizes multiple convolu-
tion kernels of varying window sizes to cap-
ture local n-gram features (e.g., keywords like
“theft” or “injury”) from case descriptions, fol-
lowed by max-pooling for classification.

* BERT (Devlin et al., 2019): Employs a multi-
layer bidirectional Transformer encoder pre-
trained on large-scale corpora. It captures
deep semantic context and long-range depen-
dencies in legal texts using the [CLS] token
representation.

Dependency-Aware Models. These approaches
explicitly model the topological dependencies
among the three LJP subtasks (Law Article —
Charge — Term of Penalty).

"https://wenshu.court.gov.cn/
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* MLAC (Luo et al., 2017): Proposes a topo-
logical multi-task learning framework where
the predicted probability distributions of law
articles serve as input features for charge pre-
diction, passing dependencies sequentially.

* TopJudge (Zhong et al., 2018): Formalizes
the LJP task as a Directed Acyclic Graph
(DAG) and utilizes a topological structure to
model the logical constraints among subtasks.

* MPBFN (Yang et al., 2019): Introduces a
Multi-Perspective Bi-Feedback Network that
enables information flow not only in a forward
direction but also allows backward verifica-
tion (e.g., inferring law articles from charges)
to resolve inconsistencies.

* EPM (Feng et al, 2022): Focuses on
event-centric extraction, enforcing consis-
tency across subtasks by identifying key le-
gal events and their arguments within the case
fact.

Structure & Knowledge-Enhanced Models.
These models incorporate external legal knowledge
or graph structures to handle complex cases.

* LADAN (Xu et al., 2020): Specifically de-
signed to distinguish confusing law articles.
It applies Graph Distillation mechanisms to
capture subtle nuances between semantically
similar charges.

e CTM (Liu et al., 2022): Leverages contrastive
learning with metric learning objectives to
align case facts with legal articles in a shared
semantic space, enhancing the separation of
confusing classes.

* NeurJudge (Yue et al., 2021): Splits the un-
structured case text into factual components
and constructs a graph to model the interac-
tions between intermediate results, enhancing
interpretability.

* R-Former (Dong and Niu, 2021): Utilizes a
relation-aware transformer to build a global
consistency graph, effectively capturing the
logical connections between case descriptions
and judgment results.

e PLJP (Wu et al,, 2023): A recent strong
baseline that integrates domain-specific pre-
trained models with Retrieval-Augmented

Generation (RAG), using similar precedents
to guide prediction.

LLMs and Agentic Systems. To ensure a fair
comparison, all baselines in this category are
equipped with RAG using the same statutory li-
brary as VERDICT.

* DeepSeek-V3 (Liu et al., 2024): A state-of-
the-art open-source foundation model. We
evaluate its performance in a zero-shot set-
ting to establish a baseline for general LLM
capabilities in the legal domain.

AutoGen (Wu et al., 2024): A representative
conversational multi-agent framework. We
construct a standard multi-agent debate work-
flow using AutoGen to benchmark against
generic agentic collaboration without domain-
specific memory.

* G-Memory (Zhang et al., 2025): A cutting-
edge general-purpose agent framework featur-
ing a graph-based memory mechanism. We
compare against it to highlight the necessity of
our jurisprudence-specific "Micro-Directive"
design.

C Detailed Implementation Settings

All experiments are conducted on a server equipped
with 6 X NVIDIA A100 (40GB) GPUs.

Training Setup. For parameter-efficient fine-
tuning, we apply LoRA with rank » = 64, a = 32,
and a dropout rate of 0.05. In the SFT phase, the
model is trained for 2 epochs with a batch size
of 64, an initial learning rate of 1 x 1075, and a
maximum sequence length of 4096, optimized by
AdamW with a cosine scheduler. In the DPO phase,
the learning rate is adjusted to 5 x 107>,

Inference Configuration. During multi-agent in-
ference, we set the temperature to 0 and Top-p to
0.9 to ensure logical rigor, limiting the maximum
refinement turns (7},,4.) to 3 to prevent infinite
loops. Regarding the memory retrieval mechanism
defined in Eq. 7, we empirically set the weighting
coefficients to « = 0.4, 5 = 0.3, and v = 0.3.

Retrieval Settings. For the Hybrid Jurispru-
dential Memory (HJM), we utilize Qwen3-
Embedding-8B for vector encoding and Chro-
maDB for index management. We retrieve the Top-
3 similar precedents and Top-3 micro-directives as

5842



context support, with the directive pruning thresh-
old set to 0.3.

D Memory Component Definitions

For each node v; = (txt;, h;, A;, ¢;) in the Contex-
tual Standards Archive M g4:

¢ txt;: the full serialized record of case facts
and verified reasoning trace, preserving the
granularity of judicial practice.

*h; = &(txt;): the L2-normalized dense
embedding of txt; produced by Qwen3-
Embedding-8B.

* A; = {Lart, Lacc}: the legal metadata, i.e.,
the cited statute labels and charge labels.

* ¢;: the cluster identifier used for subsequent
memory updates.

The edge similarity sim(h;, h;) refers to cosine
similarity, with threshold 7 = 0.7.
For each dynamic unit

<7ntact7 Sconfa Cp057 Cneg7 Aanchor) il’l the EVOlViIlg
Micro-Directive Base M g,

Mdir =

* r1¢: anatural-language Micro-Directive that
refines a statute under specific contexts, rather
than restating a generic legal article.

* Scony: the confidence score of the directive,
accumulated by successful verifications and
decayed by rejections.

* Cpos; Cneg: provenance indices pointing to the
supporting and opposing precedents in M g4
for this directive.

* Aunchor: the anchoring statute identifier (e.g.,
Article 114) that prevents the interpretation
from drifting away from codified law.

E Robustness Analysis with Different
Expert Model Backbones

To verify that VERDICT’s strong performance
is not contingent on a specific backbone choice,
we replace the default Qwen2.5-7B expert with
four alternative configurations and evaluate on the
CJO2025 Law Article task. As shown in Table 5,
VERDICT maintains Acc > 88% across all config-
urations, confirming that the multi-agent topology
and HJM are the primary drivers of performance
rather than any particular backbone. Notably,

Qwen2.5-14B with SFT only (88.04%) underper-
forms Qwen2.5-7B with full SFT+DPO (90.56%),
demonstrating that logic-driven preference opti-
mization contributes more than raw model scale.

Table 5: Results with different expert model backbones
(CJO2025 Law Article).

Expert Backbone Acc% MP% MR% MF1%
Llama-3-8B (SFT+DPO) 89.07  90.88  87.36 86.75
Qwen3-8B (SFT+DPO) 90.85 83.72 86.44 86.53
Qwen2.5-14B (SFT only) 88.04 89.97 86.54 86.39
DeepSeek + 4x7B 86.54  86.03  78.07 81.02
Qwen2.5-7B (SFT+DPO, ours)  90.56 9045  87.26 87.94

F Details of Multi-dimensional Retrieval
Score

We detail the three components in Eq. (7) and their
intended roles.

(1) Statute/charge overlap via IoU. Each mem-
ory unit m stores a set of statute/charge tags
A,,,. Given the current case’s candidate statute set
Sstatutes W€ compute:

Am N Ss atute
IOU(Ama Sstatute) - M

= . 10
’Am U Sstatute’ ( )

Unlike generic text retrieval, this term forces the
retriever to prioritize jurisprudential applicabil-
ity. Even when two cases differ greatly in fac-
tual descriptions (e.g., different tools or settings), a
high overlap in applicable statutes/charges yields a
strong score, supporting cross-scenario analogical
reasoning.

(2) Topological co-occurrence for associative
recall. To strictly map the jurisprudential sub-
space, we construct the graph Ny,qp, by linking
case nodes only if they share identical Law Arti-
cles and Charges. The score Topo(m, gmph) is
calculated via a two-step diffusion process:

1. Seed Activation: We first retrieve the top-K
semantic neighbors of the current case wcyyr
to form a seed set S.eq-

2. Diffusion & Counting: We expand S,..q via
k-hop propagation on Ny, 4, to obtain an ac-
tivation set S,.:. The score is defined as the
co-activation frequency:

Topo(m, Ngrapn) = Z I(v — m) (11)

VESqget

where [(v — m) indicates whether an activated
neighbor v is historically associated with the mem-
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ory unit m. This mechanism recalls implicit knowl-
edge centrally located in the relevant legal sub-
space.

(3) Semantic similarity as a factual anchor.
This metric ensures factual alignment. We utilize
a dense embedding model £(-) to compute the co-
sine similarity between the memory unit m and the
current case Ueyyr:

SemSim(m, Ueyrr)
= Cos(E(m), & (Ucurr)) (12)
~ 1 —dist(E(m), & (ueyrr))

In our implementation, we use the normalized dis-
tance (1 — distance) as the scoring basis, acting as
a soft gatekeeper to filter out associations that drift
too far from the surface facts.

G Detailed Prompt Design

To ensure reproducibility, we provide the specific
system prompts used for each agent in the VER-
DICT framework, as illustrated in Figure 4 to Fig-
ure 8. Simulating a "Virtual Collegial Panel," the
workflow coordinates five specialized roles: Court
Clerk, Judicial Assistant, Case-handling Judge,
Adjudication Supervisor, and Presiding Judge.
Variables enclosed in {{}} (e.g., {{CASE_FACT}3})
represent dynamic inputs populated during the in-
ference process.
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Prompt 1: Court Clerk Agent (Event Extraction)

System Instruction:

You are a legal fact extraction agent (Court Clerk). Your duty is to extract core points from the
raw legal facts, focusing on key dimensions such as the perpetrator’s subjective intent, specific
criminal acts, consequences caused, and the severity of the circumstances. Do not make any conviction
or sentencing judgments, and do not output article numbers or charges.

Input Case:

{{CASE_FACT}}

Output Format:

Finish[1. Point 1; 2. Point 2; ...]

Figure 4: System prompt for the Court Clerk Agent, responsible for distilling objective event points from raw
facts.

Prompt 2: Judicial Assistant Agent (Retrieval & Rerank)

System Instruction:

You are a legal assistant with extensive criminal law knowledge (Judicial Assistant). Your duty is
to filter and re-rank candidate law articles (retrieved via vector similarity) based on the case
facts and event points. Articles with higher reference value for ruling this case should be ranked
earlier. Try not to omit relevant ones (select about 5). If existing candidates are insufficient,
use your own knowledge to suggest more reasonable articles.

Input:

- Facts: {{CASE_FACT}}

- Event Points: {{EVENT_POINTS}}

- Candidate Articles: {{EXTRA_CONTEXT}}

Retrieval Rules:

- Fine-ranking basis: Compare the article’s description of criminal acts with the defendant’s
intent, means, object, and results (attempted/completed, severity). Priority goes to articles that

constrain the target charge. - Only output the final result, no analysis required.
Output Format:
Finish[[Article_ID_1, Article_ID_2, ...1]

(e.g., Finish[[272, 384, 185]1)

Figure 5: System prompt for the Judicial Assistant Agent, performing semantic re-ranking of precedents and
statutes.

Prompt 3: Case-handling Judge Agent (Drafting & Refinement)

System Instruction:

You are a judge with extensive criminal law knowledge (Case-handling Judge). Carefully analyze
the legal facts and event points. Based on dimensions like subjective intent, core criminal
acts, results, and severity, and combining knowledge from candidate articles (for reference only),
recommend the most relevant criminal law article for this case.

Input Context:

- Facts & Event Points: {{CASE_FACT}}, {{EVENT_POINTS}}

- Candidates: {{CANDIDATES_FOR_JUDGE}}

- (Optional) Supervisor Opinion: {{VERIFICATION_OPINION}}

Task Logic:

1. Analyze the criminal behavior (distinguish primary/secondary, chronological order). 2.
Refinement Loop: If the Supervisor Agent thinks your previous recommendation was inaccurate,
re-recommend the most relevant article based on the Supervisor’s feedback.

Output Format:

Provide the predicted article ID and explanation:

{’predicted_article’: <int>, ’explanation’: ’<Brief basis matching facts to elements>’}

Figure 6: System prompt for the Case-handling Judge Agent. It includes logic for initial drafting and iterative
refinement based on feedback.
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Prompt 4: Adjudication Supervisor Agent (Verification)

System Instruction:

You are a verification agent with extensive legal knowledge (Adjudication Supervisor). Your task
is to check if the article recommended by the "Case-handling Judge” is suitable as a reference for
the final ruling. Check for reasonableness or obvious errors (e.g., confusing primary/secondary
issues, sequence, or missing deep semantics) from dimensions like intent, acts, and results. Combine
knowledge from reference articles, insights, and precedents (if any) to give an opinion on whether
a re-judgment is needed.

Input:

- Facts & Judgment Output: {{CASE_FACT}}, {{JUDGMENT_OUT}}

- Reference Law & Precedents: {{LAW_CTX}}, {{PRECEDENTS_TEXT}?}

Output Format:

No analysis process needed, just the result:

Finish[{"need_rejudge": <bool>, "suggestions”: "<Supplement suggestions for re-judgment>"}]

Figure 7: System prompt for the Adjudication Supervisor Agent, responsible for logical consistency checks and
issuing correction signals.

Prompt 5: Presiding Judge Agent (Final Decision)

System Instruction:

You are the final decision-making agent (Presiding Judge) with professional judging capability.
Your duty is to synthesize outputs from all agents and auxiliary info to make the final decision:
Article, Charge, and Penalty Term.

Sentencing Guidance:

- Unit for ‘imprisonment‘ is "months". - Determine reasonable values based on the sentencing range
of the selected article and case circumstances (e.g., severity).

Output Requirements:

- Synthesize opinions from the Case Judge and Supervisor. - thought: Briefly explain the reasoning
process. - finish: Output format:

Finish[{"relevant_articles”: [int], "accusation”: [str], "term_of_imprisonment”: {"death_penalty":
bool, "life_imprisonment”: bool, "imprisonment”: int}}]

Figure 8: System prompt for the Presiding Judge Agent, synthesizing the multi-agent workflow into a standard

verdict.
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