MEMOBench: A Process Level Memory Benchmark for Robotic
Manipulation

Haiyang Sun™!, Haoxiao Wang™!, Junming Chen"!, Weicheng Fang!, Zihao Su',
Jingkun Yi', Wenyou Yi!, Hao Chen', Zhou Zhao"'

1Zhejiang University, Hangzhou, China
{sunsealucky, 22551003, 3240106190, 3240104144}@zju.edu.cn
{3240102078, 22471163, 22651324}@zju.edu.cn, c3236455482@gmail.com

zhaozhou@zju.edu.cn

“Equal contribution fCorresponding author

Abstract

Robotic manipulation often requires acting
on information that is no longer visible, yet
Vision-Language-Action policies are usually
evaluated when the current observation largely
determines the next action. Existing robotic
memory benchmarks expose this gap, but they
still rely mainly on final task success and there-
fore conflate forgetting with manipulation fail-
ure. We present MEMOBench, a benchmark
for process level memory evaluation in robotic
manipulation. MEMOBench includes 30 his-
tory dependent tasks, 1,500 expert demon-
strations, and 4,200 executable checkpoint in-
stances from 84 templates. Each checkpoint
pairs coarse to fine language with a simula-
tor predicate and labels one memory operation:
Storage, Update, or Compression. These anno-
tations define Memory Storage Rate, Memory
Update Rate, and Memory Compression Rate,
which measure memory fidelity alongside task
success. Across standard and memory aug-
mented VLA policies, the strongest memory
module baseline reaches only 31.9% average
success rate, and high storage often coexists
with weak update and compression. Check-
point language also supervises semantic, con-
trastive, and framewise memory alignment ob-
jectives, yielding modest gains across different
memory operations. MEMOBench provides
a diagnostic evaluation suite and training su-
pervision for memory grounded robotic poli-
cies. The project page is available at https:
//github.com/Collab-Gen/MEMOBench.

1 Introduction

Robotic manipulation often requires a policy to act
on information that is absent from the current ob-
servation. A household robot may need to place
an object at a location named earlier, turn off a
stove after a delay, or repeat an action a specified
number of times. These settings break the Markov
assumption because the correct action depends on
stored references, changed states, or accumulated

events. Recent Vision-Language-Action (VLA)
models, including 7o (Black et al., 2026), 7g.5 (In-
telligence et al., 2025), OpenVLA (Kim et al.,
2024), and Octo (Ghosh et al., 2024), have ad-
vanced robotic manipulation, but prior analysis re-
ports only 0 to 5% success when such policies
face memory dependent tasks (Chung et al., 2026).
This gap calls for benchmarks that evaluate mem-
ory as a core capability. Figure 1 previews the
MEMOBench task setting, checkpoint diagnosis,
and result summaries that address this gap.

Existing robotic memory benchmarks expose
the problem, but they still make memory fail-
ures difficult to diagnose (Fang et al., 2025;
Cherepanov et al., 2026; Dai et al., 2026; Chen
et al., 2026; Han et al., 2025). Many tasks use
structurally simple targets, such as blocks or but-
tons, and most demonstrations do not mark when
information should be stored, revised, or consoli-
dated. Evaluation also relies mainly on final task
success, which mixes memory failure with manip-
ulation failure. A failed rollout therefore does not
reveal whether the policy failed to store relevant
information, update stale state, compress history,
or execute the right action after remembering cor-
rectly. A benchmark for memory grounded manip-
ulation should make these operations observable
and measure them separately from task comple-
tion.

We propose MEMOBench, a benchmark for
process level memory evaluation in robotic manip-
ulation. MEMOBench contains 30 history depen-
dent tasks and 1,500 expert demonstrations over
household objects and fixtures. Its 84 executable
checkpoint templates yield 4,200 demonstration
level checkpoint instances, each with coarse to
fine language, a simulator predicate, and one op-
eration label: Storage for newly observed informa-
tion, Update for changed state, or Compression for
accumulated history. These checkpoints support
Memory Storage Rate, Memory Update Rate, and
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Figure 1: Overview of MEMOBench, including history dependent manipulation tasks, process level checkpoint
annotations, and radar summaries for model evaluation and memory alignment.

Memory Compression Rate, which measure mem- to evaluate memory fidelity beyond final task
ory fidelity alongside task success without reading success.
model internals.

MEMOBench shows that current VLA policies * We evaluate standard and memory aug-

mented VLA policies, showing that current
policies often store task information but strug-
gle to update and compress it over time.

remain far from reliable memory grounded ma-
nipulation. We evaluate six models on MEMO-
Bench. The strongest memory module baseline
reaches 31.9% average success rate under its best
replan setting, and high storage rates often coex-
ist with weak update and compression. We also
use checkpoint language as supervision for seman-
tic, contrastive, and framewise memory alignment
on the same 7 5 memory module backbone (Dai 2 Related Work

et al., 2026). Alignment gives modest gains and

benefits different operations depending on the ob- General Robotic Manipulation Benchmarks.
jective, showing that MEMOBench can serve as Robot intelligence research has long emphasized

both an evaluation suite and a source of supervi- manipulation intelligence, the skill of reliably ma-
sion. nipulating objects according to tasks (LIU et al.,

2018). General manipulation benchmarks have
driven policies that map current observations and
e We introduce MEMOBench, a robotic ma- language instructions to actions. RLBench (James
nipulation memory benchmark with process et al, 2020), CALVIN (Mees et al., 2022),
level memory operation annotations, cover- LIBERO (Liu et al., 2023), ManiSkill3 (Tao et al.,
ing 30 tasks, 1,500 demonstrations, and 4,200 ~ 2025), and BridgeData V2 (Walke et al., 2023)
checkpoint instances. cover diverse skills, task chains, simulation plat-
forms, and real trajectories. However, they usually

* We define executable checkpoints and Mem-  assume that the current observation and instruc-
ory Storage, Update, and Compression Rates  tion contain the information needed for the next
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* We use checkpoint language for controlled
memory alignment, showing that annotation
based supervision can benefit different mem-
ory operations.

Our contributions are summarized as follows:



action, and they score final completion rather than
whether a reference, state change, or event count
was stored before later use. MEMOBench targets
this missing setting by making every task history
dependent and by evaluating memory alongside
manipulation success.

Benchmarks for Tasks Requiring History.
Recent history dependent and long horizon bench-
marks move beyond single observation evalua-
tion by requiring policies to reason over prior
observations and actions. MemoryBench (Fang
et al., 2025) introduced three tasks that require
history, showing an early path toward explicit
memory evaluation in manipulation. MIKASA-
Robo (Cherepanov et al., 2026) scales mem-
ory evaluation to 32 ManiSkill3 tasks across ob-
ject, spatial, sequential, and capacity categories.
LIBERO-Mem (Chung et al., 2026) exposes the
weakness of VLA policies on object centered
memory tasks, reporting 0 to 5% success across
10 tasks. RoboMME (Dai et al., 2026) offers
a broad prior taxonomy by grounding 16 tasks
in the Atkinson-Shiffrin memory model (Atkin-
son and Shiffrin, 1968), collecting 1,600 demon-
strations, and evaluating 14 model variants. RM-
Bench (Chen et al., 2026) formalizes task mem-
ory demand with Task Memory Complexity across
9 dual arm tasks. RoboCerebra (Han et al.,
2025) studies the temporal dimension at larger
scale through 100 long horizon tasks with Mem-
ory Exploration and Memory Execution subtasks.
RoboMemArena (Lei et al., 2026) further raises
the difficulty with 26 simulation tasks, 5 real robot
tasks, and keyframe and subtask supervision. To-
gether, these benchmarks establish memory as a
meaningful bottleneck for robot policies. Ma-
chine memory research makes the same point from
the cognitive side, arguing that intelligent systems
need explicit storage structures that support dy-
namic updates and associative retrieval (Zheng
et al., 2025). However, they still make mem-
ory failures difficult to localize: annotations usu-
ally identify subtasks or keyframes rather than ex-
plicit memory operations, and evaluation is domi-
nated by final or stage success rates that mix mem-
ory fidelity with motor execution. MEMOBench
addresses this gap with household object scenar-
ios, coarse to fine checkpoint language, executable
checkpoint predicates, and process level metrics
for Storage, Update, and Compression.

3 MEMOBench Benchmark

3.1 Memory Taxonomy

MEMOBench uses a two layer taxonomy that sep-
arates what a task requires from how the remem-
bered state changes during execution. The task
type layer follows prior cognitive memory bench-
marks (Dai et al., 2026; Cherepanov et al., 2026)
and assigns each task to the dominant content that
must remain available beyond the current observa-
tion:

* Temporal Memory (when): retaining event
counts, temporal order, and transition condi-
tions across timesteps.

* Spatial Memory (where): retaining object lo-
cations and spatial relationships when the cur-
rent visual observation is insufficient.

* Object Memory (what): preserving object
identity and referential consistency across vi-
sually similar instances or earlier language
cues.

* Procedural Memory (how): retaining
demonstrated motion patterns or manipula-
tion sequences as constraints on later actions.

The memory operation layer assigns each exe-
cutable checkpoint to the change in task relevant
memory state. Here, M denotes the information
implied by the checkpoint annotation, not a direct
readout from model hidden states. We use three
operation labels:

» Storage (g — M): encoding newly ob-
served task information.

« Update (M — M’): revising an existing
memory entry after the external state changes,
following the intuition of memory reconsoli-
dation (Nader et al., 2000).

« Compression (M — M): aggregating accu-
mulated information into a compact task rep-
resentation, following the intuition of chunk-
ing in working memory (Miller, 1956).

The operation labels are mutually exclusive at
each checkpoint. Update covers state changes, in-
cluding deletion, while Compression covers accu-
mulated information. Retrieval is not annotated
because it may occur at any decision step. A blind
relabeling study with three independent annotators
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TASK PROPERTIES

INPUTS ANNOTATIONS SCALE

Mem. Non- Part. Dyn. . Mem.

Benchmark Type Mkv. Obs. Scene Vid. Lang. Subgoal Keyframe Op. #Task #Demo Avg. Len.
General purpose manipulation benchmarks

RLBench (James et al., 2020) T X X X X v X v X 18 1,800 137
CALVIN (Mees et al., 2022) T X X X X v v v X 34 1,000 584
LIBERO (Liu et al., 2023) T X X X X v X X X 130 6,500 162
RoboCerebra (Han et al., 2025) T X X v X v v X X 100 1,000 2,972
Memory focused manipulation benchmarks

MemoryBench (Fang et al., 2025) T+S v X X X v X v X 3 300 312
MIKASA-Robo (Cherepanov et al., 2026) S+O+Seq+Cap v v 4 X X X X X 32 1,250 72
RoboMME (Dai et al., 2026) T+S+O+P v v v v v v v X 16 1,600 481
RoboMemArena (Lei et al., 2026) T+S+0+Seq v v v v v v v X 26 2,600 1,076
MEMOBench (Ours) T+S+0+P v v v v v v v v 30 1,500 618

Table 1: Comparison with existing manipulation benchmarks.

Memory types: T = temporal, S = spatial, O =

object, P = procedural, Seq = sequential, Cap = memory capacity. RLBench reports the commonly evaluated
18 task subset. RoboMemArena reports its simulation benchmark only, excluding 5 real robot tasks. The final
column reports average trajectory length when available. MEMOBench is the first robotic manipulation memory
benchmark with process level memory operation annotations, diagnosing which memory operation fails rather than

only whether the task succeeds.

confirms that these labels can be applied consis-
tently, with Fleiss’ x = 0.799 (Appendix C). To-
gether, the two taxonomy layers let MEMOBench
report both which memory type is difficult and
which operation fails. Table 1 situates this design
relative to existing manipulation benchmarks.

3.2 Task Suite

MEMOBench contains 30 history dependent ma-
nipulation tasks implemented as BDDL task spec-
ifications on the LIBERO/robosuite stack (Liu
et al.,, 2023). Each task has 50 expert demon-
strations, giving 1,500 demonstrations over 29 ob-
ject classes and five fixture classes. The tasks use
household settings in which object identity, spatial
location, interaction history, or demonstrated rou-
tines must be preserved after they are no longer
visible.

Table 5 in Appendix A summarizes the task fam-
ilies and operation coverage. Temporal tasks pre-
serve event order, state transitions, or repeated in-
teractions. Spatial tasks maintain object locations
across drawer events. Object tasks isolate refer-
ential memory among similar instances. Procedu-
ral tasks require reproducing an observed routine.
The suite mixes operation profiles so each family
can be interpreted through both memory type and
executable checkpoints.

3.3 Memory Checkpoint Annotations

Each task 7 specifies memory checkpoints C; =
{c1,...,ck}. A checkpoint contains a coarse to
fine language annotation, a memory operation la-
bel, and an executable subgoal predicate. The

three language levels range from concise phrases
such as “put tomato in” to grounded descriptions
such as “put the tomato into the top drawer of the
cabinet”.

Across the 30 tasks, MEMOBench defines 84
checkpoint templates. With 50 demonstrations per
task, these templates yield 4,200 checkpoint in-
stances at the demonstration level. At the default
annotation granularity used in evaluation, the suite
contains 1,750 Storage instances, 1,600 Update in-
stances, and 850 Compression instances. The dis-
tribution is intentionally not uniform: object refer-
ence tasks primarily stress Storage, spatial drawer
tasks exercise all three operations, and procedural
tasks emphasize the transition from observed rou-
tine to executable action sequence.

The predicate field makes each checkpoint di-
rectly verifiable in the simulator. Rather than read-
ing internal memory states, MEMOBench evalu-
ates whether the environment satisfies the state
implied by the checkpoint. Checkpoints are or-
dered by the task script, and order sensitive anal-
yses report prefix completion, where checkpoint
ci counts as progress only when (cy, ..., cx) has
been completed. This sequence aware view pre-
vents an isolated later predicate from being inter-
preted as valid task progress. These predicates
connect the annotation layer to the process level
metrics in Section 4. Appendix B details data col-
lection and quality control.

3.4 Memory Alignment from Annotations

The checkpoint annotations also provide training
time supervision for policies with memory aug-
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Figure 2: Overview of memory alignment from annotations. MEMOBench checkpoints provide subgoal text and
frame level supervision for Semantic, Contrastive, and Framewise Memory Alignment.

mentation. Figure 2 summarizes three objectives
for the RoboMME 7 5 memory module (Dai et al.,
2026): Semantic Memory Alignment uses co-
sine similarity between pooled memory and text,
Contrastive Memory Alignment applies a bidi-
rectional Information Noise-Contrastive Estima-
tion (InfoNCE) loss (van den Oord et al., 2019)
to paired memory and text representations, and
Framewise Memory Alignment matches sampled
history frames with temporally aligned checkpoint
text. In all cases, an alignment loss is added as a
training regularizer:
»Ctotal = Eaction + Aﬁalign-

Here, Lajign is the Semantic, Contrastive, or
Framewise Memory Alignment objective, and )\ is
chosen per objective. All objectives are used only
during training. Appendix E gives the full defini-
tions.

4 Evaluation Metrics

MEMOBench reports task success and three pro-
cess level memory metrics. Task Success Rate
(SR) follows the final BDDL goal:

L
NZ 1[d; succeeds],

where d; succeeds only when all goal predicates
of task 7 are satisfied at termination. SR measures
end to end manipulation performance but does not
localize memory failures.

The process metrics evaluate executable check-
points from Section 3. Each checkpoint is labeled
Storage (S), Update (U), or Compression (C), and
its predicate is evaluated on simulator state. For
operation o € {S,U, C} with checkpoint set C2, we
compute

1L 1
ro(T) = N Z co] Z vi(c),
i=1 ceCe
where v;(¢) = 1 when episode ¢ satisfies the

checkpoint predicate and 0 otherwise. We re-
port rs as Memory Storage Rate (MSR), ry as
Memory Update Rate (MUR), and ¢ as Mem-
ory Compression Rate (MCR). Tasks without an
operation are marked N/A and excluded from its
macro average.

Together, SR and process metrics separate task
completion from memory fidelity. Low SR with
high process scores suggests action execution as
the likely bottleneck, while selective drops in
MUR or MCR indicate failures in revising stale
state or consolidating history. Appendix D gives
the full notation.
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Temporal Mem. Spatial Mem.

Object Mem. Procedural Mem. Average

Model SR MSR MUR MCR SR MSR MUR MCR SR MSR MUR MCR SR MSR MUR MCR Avg SR Avg. MSR Avg. MUR Avg. MCR
mo (Black et al., 2026) 44 940 124 40 02 04 04 03 276 27.6 - - 124 324 120 11.2 38.6 83 2.1
0.5 (Intelligence et al., 2025) 22 676 184 20 00 64 0.3 64 99.6 99.6 - - 19.6 46.0 22.0 - 304 549 135 4.2
‘i OpenVLA-OFT (Kim et al., 2025) 04 56 0.5 1.0 00 05 1.6 03 332 332 - - 64 9.6 15.3 - 10.0 122 5.8 0.6
3 MemoryVLAT (Shi et al., 2026) 02 878 380 0.0 224 236 241 223 24 24 - - 43.6 584 457 - 17.2 43.1 359 11.1
HiF-VLAT (Lin et al., 2026) 02 1.8 0.0 00 00 03 00 0.1 796 79.6 - - 40 104 143 - 21.0 23.0 4.8 0.1
0.5 + RoboMME Memory Module! (Dai etal., 2026) 9.8 92.0 322 100 20 84 1.7 56 99.6 99.6 - - 16.0 324 157 - 319 58.1 16.5 7.8
7o (Black et al., 2026) 04 582 3.1 20 00 57 0.0 59 136 136 - - 1.6 104 163 - 39 22.0 6.5 39
0.5 (Intelligence et al., 2025) 02 400 255 0.0 1.8 103 23 84 996 99.6 - - 3.6 80 4.0 - 26.3 395 10.6 42
OpenVLA-OFT (Kim et al., 2025) 04 796 404 1.0 04 05 0.5 03 352 352 - - 124 196 313 - 12.1 337 24.1 0.6
3 MemoryVLAT (Shi et al., 2026) 02 79.8 44.0 0.0 284 41.6 42.1 283 324 324 - - 55.6 664 63.7 - 29.2 55.1 49.9 14.1
HiF-VLAT (Lin et al., 2026) 86 640 676 00 02 03 1.6 03 336 336 - - 80 144 220 - 12.6 28.1 304 0.1
0.5 + RoboMME Memory Module! (Daietal., 2026) 7.6 90.0 315 80 4.0 124 37 76 99.6 99.6 - - 84 104 80 - 29.9 53.1 14.4 7.8
o (Black et al., 2026) 04 516 40 00 16 244 24 176 356 356 - - 04 20 0.3 - 9.5 28.4 22 88
0.5 (Intelligence et al., 2025) 04 404 200 00 02 16 0.1 20 988 988 - - 00 04 00 - 249 353 6.7 1.0
”Tj OpenVLA-OFT (Kim et al., 2025) 0.0 71.6 424 1.0 00 05 0.5 03 132 132 - - 184 216 293 - 79 26.7 24.1 0.6
l? McmoryVLAr (Shi et al., 2026) 02 778 420 00 64 56 6.1 63 64 64 - - 47.6 804 59.7 - 15.2 42.6 359 3.1
HiF-VLAT (Lin et al., 2026) 9.6 400 616 200 02 03 3.6 03 236 236 - - 04 104 8.0 - 8.5 18.6 24.4 10.1
0.5 + RoboMME Memory Module! (Dai et al., 2026) 5.6 860 275 6.0 02 4.4 0.1 36 992 992 - - 64 64 10.0 - 279 49.0 12,5 48
my (Black et al., 2026) 00 720 07 00 04 243 16 9.6 104 104 - - 44 64 57 - 3.8 283 2.7 4.8
mo.5 (Intelligence et al., 2025) 22 356 273 00 44 163 3.6 124 764 764 - - 0.0 0.0 1.7 - 20.8 32.1 10.8 62
ﬁ OpenVLA-OFT (Kim et al., 2025) 10.0 756 564 100 04 05 0.5 03 312 312 - - 24 56 193 - 11.0 28.2 254 5.1
;E McmnryVLA‘ (Shi et al., 2026) 04 924 184 00 102 137 143 96 96 96 - - 47.6 524 563 - 17.0 42.0 29.7 48
HiF-VLAT (Lin et al., 2026) 1.6 1.6 916 640 00 03 0.0 0.1 84 84 - - 40 13.6 103 - 35 6.0 34.0 321
0.5 + RoboMME Memory Module' (Dai etal., 2026) 3.6 80.0 195 4.0 20 44 1.7 56 1796 79.6 - - 20 24 1.7 - 21.8 41.6 7.6 48
Table 2: Main MEMOBench results under replan steps 5, 20, 35, and 50. Avg. columns macro average over

applicable memory types. Bold and underline mark the best and second best values within each replan block.
Dashes are excluded from averages, and T marks explicit memory mechanisms.

S Experiments

The experiments ask whether current VLA poli-
cies solve MEMOBench, which memory opera-
tions fail, and whether checkpoint annotations su-
pervise memory alignment.

5.1 Experimental Setup

We evaluate each policy on all 30 MEMOBench
tasks with 1,500 training demonstrations and
1,500 held out simulator rollouts. Each task has
50 demonstrations and 50 evaluation episodes.
Rollouts use seed base 7, 10 stabilization steps,
a 1,200 step horizon, and replan intervals k &
{5,20,35,50}, where the evaluator executes the
first k£ actions from each 50 action prediction.

We report task success rate (SR), memory stor-
age rate (MSR), memory update rate (MUR), and
memory compression rate (MCR), grouped by
temporal, spatial, object, and procedural mem-
ory with macro averages over applicable memory
types.

We compare standard policies, my (Black
et al., 2026), mg 5 (Intelligence et al., 2025), and
OpenVLA-OFT (Kim et al., 2025), with Memo-
ryVLA (Shi et al., 2026), HiF-VLA (Lin et al.,
2026), and the RoboMME 75 memory mod-
ule (Dai et al., 2026). All rows are fine tuned
on MEMOBench. The alignment study uses the
same backbone and checkpoint rule for every vari-
ant. Appendix H gives reproducibility settings.

5.2 Main Results

Table 2 shows that current VLA policies are far
from saturating MEMOBench. The strongest set-
ting before alignment is 75 with the memory
module at replan step 5, reaching 31.9% average
SR, close to standard 7 5 at 30.4%. This average
masks severe imbalance: standard 75 reaches
99.6% object SR but only 2.2% temporal, 0.0%
spatial, and 19.6% procedural SR, showing that
stable object references are easier than changing
states, event history, or procedural constraints.

The process metrics reveal failures that SR
alone hides. mg at step 5 reaches 94.0% tempo-
ral MSR but only 4.4% temporal SR, and 7 5
with the memory module at step 20 reaches 90.0%
temporal MSR but only 7.6% temporal SR. These
gaps show that policies can store initial informa-
tion while failing to update or consolidate it for
action. Figure 3 visualizes the same pattern across
model, replan, and memory type entries. Across
replan settings, the g 5 memory module has much
higher average MSR than average MUR and MCR,
indicating that the bottleneck appears after initial
storage.

Explicit memory mechanisms help different op-
erations, but none dominates. MemoryVLA has
the strongest update result, with 49.9% average
MUR and 55.6% procedural SR at step 20, while
HiF-VLA reaches the highest MCR at step 50,
mainly from temporal memory, but only 3.5% av-
erage SR. 7y 5 with the memory module gives the
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Temporal Mem. Spatial Mem. Object Mem. Procedural Mem. Average

Method SR MSR MUR MCR SR MSR MUR MCR SR MSR MUR MCR SR MSR MUR MCR Avg. SR Avg. MSR Avg. MUR Avg. MCR
Contrastive Memory Alignment 144 918 39.6 140 14 7.6 1.6 83 992 99.2 - - 236 404 23.0 - 34.7 59.8 214 11.1
I Semantic Memory Alignment 124 97.8 365 120 02 5.6 0.5 43 992 99.2 - - 156 404 15.0 - 31.9 60.8 17.4 8.1
; Framewise Memory Alignment 104 994 256 100 14 36 16 43 992 992 - - 19.6 344 19.0 - 32.7 59.2 15.4 7.1
Memory module 98 920 322 100 20 84 17 56 996 996 - - 160 324 157 - 319 58.1 16.5 7.8
Contrastive Memory Alignment 12.4 97.8 256 120 14 76 16 63 992 992 - - 56 144 50 - 29.7 54.8 10.7 9.1
ﬁ Semantic Memory Alignment 84 898 325 80 14 76 16 43 992 992 - - 1.6 64 170 - 27.7 50.8 13.7 6.1
$ Framewise Memory Alignment 84 938 23.6 80 34 96 3.6 43 992 992 - - 56 84 50 - 292 52.8 10.7 6.1
Memory module 76 900 315 80 40 124 37 76 996 996 - - 84 104 80 - 29.9 53.1 144 18
Contrastive Memory Alignment 6.4 798 185 6.0 0.2 5.6 0.5 43 992 99.2 - - 1.6 32 2.0 - 269 47.0 7.0 5.1
ﬁ Semantic Memory Alignment  10.4 87.8 325 100 14 56 1.6 23 992 992 - - 00 04 1.0 - 27.8 483 11.7 6.1
:? Framewise Memory Alignment 8.4 89.8 256 8.0 02 3.6 0.5 63 992 99.2 - - 36 44 50 - 279 49.3 104 71
Memory module 56 860 275 60 02 44 0.1 3.6 992 99.2 - - 64 64 10.0 - 279 49.0 12.5 4.8
Contrastive Memory Alignment 24 598 96 20 14 96 16 43 992 992 - - 00 04 10 - 25.8 423 4.1 3.1
ﬁ Semantic Memory Alignment 6.4 818 265 6.0 34 136 36 63 876 876 - - 00 00 07 - 24.4 45.8 10.3 6.1
$ Framewise Memory Alignment 6.4 87.8 19.6 6.0 34 76 3.6 63 992 992 - - 00 04 10 - 273 48.8 8.1 6.1
Memory module 36 800 195 40 20 44 17 56 796 796 - - 20 24 17 - 21.8 41.6 7.6 4.8

Table 3: Memory alignment results for the RoboMME 7 5 memory module (Dai et al., 2026). Alignment variants
add auxiliary training losses, while Memory module is the unaligned baseline. Bold and underline mark the best
and second best values within each replan block. Dashes are excluded from averages.
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Figure 3: Metric correlations from Table 2. Each Episode share (%)

point is one model, replan step, and memory type en-
try. Shading marks temporal cases with high MSR but
low SR. Pearson correlations use all applicable entries
for each process metric.

Figure 4: Failure taxonomy for a representative tem-
poral task. Bars summarize coarse, intermediate, and
fine-grained 50 episode rollout logs.

a three checkpoint stove task, only 10 succeed.
Among the 140 failures, 36 fail at initial storage,
63 fail from stale memory at the first update check-
point, and 41 reach the later checkpoint with stale
memory. Temporal failures are therefore concen-
trated in update and stale state persistence rather
than only initial encoding.

best average SR under every replan setting, de-
spite low update and compression metrics. These
contrasts motivate reporting task and process met-
rics together. Appendix G reports MemER (Srid-
har et al., 2025) as an additional reference row
with privileged checkpoint supervision. It reaches
56.4% average SR yet still leaves spatial update

and procedural memory far from solved.

Replanning frequency also matters. g5 with
the memory module drops from 31.9% average
SR at step 5 to 21.8% at step 50, while stan-
dard mg 5 drops from 30.4% to 20.8%. Mem-
oryVLA 1is the main exception, peaking at step
20 through stronger spatial and procedural perfor-
mance. Shorter replanning therefore helps mem-
ory dependent execution, but it does not remove
the need for reliable update and compression.

5.3 Error Analysis with Failure Mode
Taxonomy

Figure 4 localizes temporal failures to stale mem-
ory after state changes. Across 150 rollouts of

This taxonomy explains why temporal SR re-
mains low even when storage metrics are high. A
policy may store that the stove was turned on, but
then act as if the old state remains valid after the
stove is turned off. The late stale memory cate-
gory shows that some episodes pass earlier check-
points but still fail when the final action depends
on the revised state. Thus temporal memory fail-
ures mainly arise from revising and using state
changes, not from missing the first observation.

5.4 Oracle Memory Decomposition

A failed checkpoint can reflect either missing
memory content or perception, control, and exe-
cution failure. To bound the memory attributable
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Memory type SR MSR MUR MCR
Temporal 2.2/549 67.6/68.0 18.4/54.2 2.0/53.0
Spatial 0.0/45.8 6.4/779 0.3/84.1 6.4/60.7
Object 99.6/96.8  99.6/96.8 - -
Procedural 19.6/10.0 46.0/13.2 22.0/20.3 -
Average 30.4/51.9 54.9/64.0 13.5/52.9 4.2/56.8

Table 4: Oracle memory decomposition at replan step 5.
Each cell reports standard 7 5 and, after the slash, the
same backbone fine tuned and evaluated with ground
truth memory text appended to the prompt. Dashes
mark memory types without the corresponding opera-
tion.

share, we fine tune the standard 75 backbone
with ground truth memory text rendered from
realized checkpoint annotations appended to the
prompt at each replan step, using the same demon-
strations, architecture, and training recipe, and
evaluate all 30 tasks with 50 rollouts at replan
step 5. Table 4 shows that the largest recoveries
occur exactly where MEMOBench claims mem-
ory failure. Temporal and spatial MUR rise from
18.4% to 54.2% and from 0.3% to 84.1%, MCR
from 2.0% to 53.0% and from 6.4% to 60.7%, and
SR from 2.2% to 54.9% and from 0.0% to 45.8%,
while object memory remains near ceiling and pro-
cedural scores do not improve. This selectivity ar-
gues against a generic prompt or training effect
and supports a sandwich reading of the process
metrics. The standard score mixes memory and
manipulation, the oracle score estimates the fail-
ure that perfect memory content would recover,
and the remaining gap to 100% is the manipula-
tion and utilization floor. On average, oracle mem-
ory closes 45.5% of the MUR gap and 54.9% of
the MCR gap, but only 20.2% of the MSR gap,
consistent with Storage checkpoints being largely
satisfiable while the stored information is still vis-
ible.

5.5 Shuffled Memory Control

Figure 5 tests whether ordered subgoal memory
matters for the temporal task. We train the same
setting as the coarse annotation ablation, but shuf-
fle memory subgoals during training while keep-
ing the task, rollout protocol, and checkpoint pred-
icates fixed. The shuffled control reaches 90%
completion at the first storage checkpoint, but falls
to 24% after the stove state update and 2% final
success. Normal subgoal order reaches 76%, 52%,
and 8% on the same three checkpoints. Thus the

== shuffled =O= normal
100+

A o ®
S & S
1 1 1

/

[N
(=]
1

Prefix completion (%)

4/50
1/50

~
“\
~a
-~

[=]

Store on Update off Place pan

Figure 5: Shuffled memory control on the temporal task
from Figure 4. Lines show prefix checkpoint comple-
tion, and final labels show successful rollouts.

control can learn the local initial action, yet loses
the advantage when the final action depends on
the updated stove state. This supports a narrower
conclusion: unordered subgoal exposure is insuf-
ficient for the update dependent part of this tem-
poral task, and preserving temporal order provides
useful memory supervision.

5.6 Memory Alignment Results

Table 3 tests whether checkpoint annotations im-
prove memory representations through auxiliary
losses. All variants use the same 75 memory
module backbone, and checkpoint subgoal text is
used only during training. The Memory module
row is the controlled baseline without an align-
ment loss, so differences isolate annotation super-
vision.

Alignment improves the best setting, but gains
vary by replan interval. At step 5, Contrastive
Memory Alignment improves average SR from
31.9% to 34.7%, temporal SR from 9.8% to
14.4%, and procedural SR from 16.0% to 23.6%.
Across all replan settings, Contrastive and Frame-
wise both average 29.3% SR, compared with
27.9% for the unaligned memory module. Frame-
wise is more stable when replanning is sparse,
reaching 27.3% SR at step 50 compared with
21.8% for the baseline.

The process metrics specialize by objective. Av-
eraging each method’s average metric column over
the four replan settings, Framewise gives the high-
est mean MSR, Semantic the highest mean MUR,
and Contrastive the highest mean MCR. These dif-
ferences suggest that checkpoint annotations are
useful training signals, while the alignment objec-
tive determines which memory operation benefits
most.
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Figure 6: Annotation granularity ablation on the tem-
poral task from Figure 4. Lines show prefix checkpoint
completion, and final labels show successful rollouts.

5.7 Annotation Granularity Ablation

Figure 6 shows that more specific checkpoint lan-
guage does not monotonically improve grounding.
Coarse text gives the highest final success rate,
4/50 rollouts, while intermediate and fine-grained
text both reach 3/50. Intermediate text has the best
initial storage rate at 80%, but drops sharply at
the update checkpoint. Fine-grained text recov-
ers some update performance relative to interme-
diate text, but does not improve final task success.
Useful checkpoint text must therefore preserve the
state change that controls later action, not merely
describe the task in more detail.

5.8 Takeaways

The experiments support three conclusions. First,
MEMOBench is not saturated by current VLA
policies, even when they use explicit memory
modules. Second, initial storage is often easier
than update and compression, which explains why
high MSR can coexist with low SR. Third, process
level annotations are not only diagnostic. They
can also supervise memory alignment losses that
improve performance without changing the evalu-
ation protocol, and their linguistic granularity af-
fects the learned grounding signal. The oracle
memory decomposition further attributes much of
the remaining Update and Compression failure to
memory itself. Perfect memory content closes
45.5% of the MUR gap and 54.9% of the MCR
gap, while the residual prices the manipulation and
utilization floor. The central challenge for future
memory augmented policies is to maintain and
consolidate task relevant history, not merely to ap-
pend more observations to the model input.

6 Conclusion

MEMOBench evaluates memory grounded
robotic manipulation through task outcomes and
process level memory operations. It provides 30
history dependent tasks, 1,500 demonstrations,
checkpoint language, and executable predicates
for Storage, Update, and Compression. Experi-
ments show that standard and memory augmented
VLA policies still struggle: they store initial
information more reliably than they update stale
state or compress history for action. Checkpoint
language also provides supervision for memory
alignment, letting future systems be compared by
the operations they improve rather than only final
success.

Limitations

While MEMOBench advances memory evaluation
for robotic manipulation, several limitations re-
main and suggest directions for future work.

Simulation Evaluation. MEMOBench is con-
structed entirely in simulation, which enables data
collection at large scale and reproducible evalu-
ation but cannot fully capture real world factors
such as sensor noise, contact dynamics, and visual
domain shift. Validating whether our findings and
the proposed process level metrics transfer to phys-
ical robots remains an important open direction.

Model Coverage. Our main comparison evalu-
ates g, 9.5, OpenVLA-OFT, MemoryVLA, HiF-
VLA, and a 7 5 memory module, while the con-
trolled alignment study is limited to variants of
the same 7y 5 memory module backbone. Other
policy architectures, such as state space model ar-
chitectures, are not evaluated. Extending MEMO-
Bench evaluation to a broader set of model fam-
ilies would strengthen the generalizability of our
conclusions.

Annotation Subjectivity. The process level
memory annotations require human judgment to
determine when storage, update, and compression
events occur within each demonstration. Although
we establish clear guidelines and conduct quality
checks, some degree of subjectivity is inherent. A
blind relabeling study with three annotators who
did not author the released labels shows substan-
tial agreement on the operation labels, with Fleiss’
r = 0.799 and exact three rater agreement on 70
of 84 templates (Appendix C). The remaining dis-

7033



agreements concentrate on the boundary between
Update and Compression. Developing automated
or partly automated annotation pipelines could im-
prove scalability and consistency.

Ethics Statement

Potential Risks. MEMOBench is a simulated
benchmark for evaluating memory in robotic ma-
nipulation. We do not identify additional risks
beyond standard research use of simulated robot
benchmarks. The benchmark is intended for diag-
nostic evaluation and training analysis, not for di-
rect deployment of robot policies in safety critical
settings.

Artifacts and Licenses. We plan to release the
code under the Apache-2.0 license. The dataset,
task specifications, and annotations will be re-
leased under CC BY 4.0. The work builds on
existing robotics and VLA artifacts, including
LIBERO, robosuite, MuJoCo, OpenVLA, g, 70 5,
RoboMME, MemoryVLA, HiF-VLA, and SigLIP.
We use these artifacts in ways compatible with
their terms.

Data Content. The dataset is generated in sim-
ulation and contains task specifications, robot tra-
jectories, simulator states, rendered observations,
and memory checkpoint annotations. It contains
no human personal data, faces, speech, real house-
hold videos, or offensive text.

Human Annotation. The memory checkpoint
annotations were created and reviewed by the au-
thors. The blind relabeling study in Appendix C
was conducted by internal lab members who were
unaware of the study and did not author the re-
leased labels. No external annotators or human
subjects were recruited, no payment was involved,
and no participant consent procedure or ethics
board review was required.

Al Assistance. Al assistants were used for sen-
tence polishing. They were not used to generate
experimental results, create annotations, or make
scientific decisions.
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A Task Suite Details

Table 5 expands the 30 MEMOBench tasks into
84 executable checkpoint templates. At the de-
fault evaluation granularity, these templates con-
tain 35 Storage, 32 Update, and 17 Compression
checkpoints. With 50 demonstrations per task, the
checkpoint templates yield 4,200 demonstration
level instances, including 1,750 Storage, 1,600 Up-
date, and 850 Compression instances. The task
suite covers all four memory types, but operation
counts are intentionally uneven because object ref-
erence tasks mainly test Storage and spatial drawer
tasks contribute all three operations.

Table 6 gives the scale of the collected demon-
strations by memory family. The full dataset con-
tains 927,444 action steps and occupies 340.56
GiB. Because each task contributes 50 demonstra-
tions, family differences mainly reflect horizon
length rather than sampling imbalance. Procedu-
ral tasks have the longest demonstrations, with
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Type Family Task Variants Ops. #Task #Ckpt.
Drawer checking Top drawer, middle drawer, all three drawers S/a/C 3 5
Appliance tracking Microwave open/close, microwave open/close plus bowl  S/U/C 2 5
Temporal
placement
Stove transition Stove on/off, near shelf variant, two frying pan S/u 4 10
placement variants
Drawer transfer Check middle drawer, then place black bowl in top S/u 1 3
drawer and close it
. Single drawer Artichoke, broccoli, brussels sprouts, charger, or tomato S/U/C 5 15
Spatial .
placement into top drawer
Two drawer placement Five paired object variants for top and middle drawers S/u/C 5 30
Object Referent selection Milk or butter selected by prior pick, highlighted S 5 5
location, pointed reference, or target bowl
Procedural Demonstrated routines Assembly, clear and serve, discard then plate, bowl S/U 5 11
stacking, buffered object swap
Total All task families S/U/C 30 84

Table 5: Task family summary for MEMOBench. Ops. gives the memory operations covered by each family,
where S = Storage, U = Update, and C = Compression. #Ckpt. reports executable checkpoint templates before

expanding them across demonstrations.

Family Tasks Episodes Steps Avg. Median P95 Max Storage
Object 5 250 121,276 485.10  492.00 526.00 556 4453 GiB
Procedural 5 250 250,204 1,000.82  876.00 1,649.50 2,012 91.79 GiB
Spatial 10 500 357,865 71573 727.00 1,101.10 1,513 131.58 GiB
Temporal 10 500 198,099 396.20  400.50 679.05 779  72.66 GiB
Total 30 1,500 927,444  618.30  489.00 1,110.10 2,012 340.56 GiB

Table 6: Family level statistics for the expert demonstrations. Steps count action or control steps, and storage is

measured from the HDFS5 task files.

Length bucket Episodes Share
0-199 50 3.33%
200-399 199 13.27%
400-599 687  45.80%
600-799 108 7.20%
800-999 290 19.33%
1,000-1,199 110 7.33%
1,200-1,499 31 2.07%
1,500+ 25 1.67%

Table 7: Distribution of expert demonstration lengths
in action steps.

a mean of 1,000.82 steps and a maximum of
2,012 steps, because routines such as buffered ob-
ject swapping require several ordered manipula-
tion phases. Spatial tasks are tied with temporal
tasks by count, with 10 tasks and 500 episodes,
and they occupy the most storage at 131.58 GiB.
Object reference tasks are tightly concentrated
around 485.10 steps because the remembered in-
formation is usually a stable referent, while tempo-
ral tasks include both short state checks and longer
interaction chains.

Table 7 shows that MEMOBench contains both
compact and long horizon episodes. The largest
bucket contains 687 demonstrations between 400
and 599 steps, while 456 episodes are at least 800
steps and 25 episodes are at least 1,500 steps. The
shortest episodes are temporal top drawer checks,
while the longest episodes come from the procedu-
ral buffered object swap task. This spread is use-
ful for evaluation because the benchmark includes
both localized memory decisions and extended se-
quences where the policy must preserve or revise
information across many control steps.

B Data Collection and Quality Control

MEMOBench tasks are instantiated from BDDL
specifications on the LIBERO and robosuite stack.
Each BDDL file defines regions, fixtures, objects,
initial state predicates, a language prompt, and
a final goal predicate. Each metadata file adds
checkpoint language, operation labels, and exe-
cutable checkpoint predicates. Expert demonstra-
tions contain 927,444 control steps across 1,500
episodes, with a mean length of 618.30 steps and
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a maximum length of 2,012 steps. Evaluation roll-
outs start from randomized initial states within
the BDDL region constraints, run 10 no operation
stabilization steps, and then allow a 1,200 step
policy horizon. The policy receives a third per-
son RGB view, a wrist RGB view, proprioceptive
state, and the task language prompt. The task def-
initions make the current observation insufficient
for success, so a policy must preserve earlier ref-
erences, state changes, or demonstrated routines
across later decisions.

Each HDF5 task file stores one group per
demonstration. For every episode, the required ar-
rays are actions, states, third person RGB frames,
and wrist RGB frames. The action tensor has
shape (7,7), the two RGB observation tensors
have shape (7',256,256,3), and the state tensor
has shape (7', D) with task dependent state dimen-
sion D. The released files contain state dimen-
sions 38, 47, 51, 58, 71, 77, 84, 97, and 149.
We verified that actions, states, and both image
streams share the same episode length 7" for every
demonstration group.

Checkpoint labels are tied to simulator state
rather than to model self reports. During a rollout,
checkpoint predicates are evaluated after every
policy step, and final task success is still judged
by the task BDDL goal. The raw logger records
whether each checkpoint predicate has ever been
satisfied, while sequence aware summaries addi-
tionally apply an ordered prefix gate. This keeps
checkpoint evaluation executable for reactive poli-
cies, context based policies, and explicit memory
modules. It also makes process metrics a measure-
ment of memory dependent checkpoint comple-
tion, not a direct probe of hidden memory states.

Quality control checks consistency between
BDDL goals, checkpoint predicates, and opera-
tion labels. Because every task and checkpoint
is executed through the same simulator predicate
interface, missing or invalid objects, fixtures, re-
gions, and predicates surface during environment
instantiation or rollout evaluation rather than only
in offline text. We also check the operation la-
bels against the taxonomy in Section 3: initial task
information is labeled Storage, changed external
state is labeled Update, and accumulated history
is labeled Compression.

Statistic Value

Fleiss’ x (three raters) 0.799
Pairwise Cohen’s x 0.695/0.835/0.868
Exact three rater agreement 70/84 (83.3%)
Majority vote vs. released labels 71/84 (84.5%)
Pooled vs. released labels 203/252 (80.6%)

Per rater vs. released labels 77.4% 179.8% I 84.5%

Table 8: Agreement statistics for the blind relabeling
study over the 84 checkpoint templates. Pooled agree-
ment counts each of the three annotator decisions per
template, for 252 decisions in total.

Released label Ann.S Anmn. U Ann. C
S (35 templates) 100 5 0
U (32 templates) 2 90 4
C (17 templates) 0 38 13

Table 9: Pooled confusion matrix between released op-
eration labels and annotator labels in the blind relabel-
ing study. Each row pools the three annotator decisions
per template, so rows sum to three times the template
count.

C Blind Annotator Agreement Study

To test whether annotators who did not author the
released labels can apply the operation taxonomy
consistently, we ran a blind relabeling study over
all 84 checkpoint templates. Three annotators re-
ceived identical written instructions together with
the checkpoint language and the executable pred-
icate of each template, and the released operation
labels were hidden. Each annotator first completed
a 10 item pilot that was excluded from scoring and
then independently labeled the full set of 84 tem-
plates.

Table 8 reports the agreement statistics. Agree-
ment among the three raters is substantial, with
Fleiss’ k = 0.799 and pairwise Cohen’s x be-
tween 0.695 and 0.868. All three raters assign
the same label on 70 of 84 templates, and every
disagreement is a one versus two split rather than
a three way split. A majority vote over the three
raters matches the released label on 84.5% of tem-
plates.

Table 9 shows that the main mismatch is con-
centrated in the released Compression row. Anno-
tators often assigned Update when the checkpoint
text described a final physical state change rather
than an explicit aggregate over multiple events. In
total, 14 templates received any inter annotator dis-
agreement, with 8 splits between Update and Com-
pression and 6 splits between Storage and Update.
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The Update and Compression splits cluster at final
two item drawer closures and at final procedural or
counting checkpoints where a physical action also
implies completion of a multi-step sequence. The
Storage and Update splits occur when a compound
task first switches to a new drawer, which some
raters treated as a new memory record and oth-
ers as an update within the same episode. These
cases motivate an explicit adjudication rule. We la-
bel a checkpoint Compression only when its pred-
icate or language requires an aggregate over multi-
ple prior events or facts, Update when it is a later
physical state change of an already tracked entity,
and Storage when it establishes a new task relevant
memory record for a distinct entity.

D Metric Formulation Details

This section expands the process metrics intro-
duced in Section 4. For task 7 evaluated over N
rollouts, let C; = {c1,c2,...,cx} denote its or-
dered memory checkpoints. Each checkpoint has
an operation label o, € {S, U, C}, which partitions
checkpoints into C3, CY, and CC

For rollout d;, the verifier v;(c;) € {0,1}
records whether checkpoint ¢, is completed under
the simulator predicate rule from Appendix B. For
sequence aware summaries, we also use the prefix
indicator v;(cy) = H§:1 v;(c;), so an isolated or
out of order satisfaction of ¢ cannot raise prefix
completion. The paper tables report macro aver-
ages over applicable tasks and memory types. The
rollout logger can additionally pool checkpoint
records when summarizing diagnostic runs. For
nonempty operation subsets, the task level metrics
are

N
1 1
MSR(7) = NZ@ > wile), (D)
i=1 "7 cecs
1L 1
MUR(7) = NZ oy 2 vl @
i=1 cecy
11
MCR(7) = Nz e vi(e). ()
i=1 ceCt

Tasks without a given operation are marked as
not applicable for that metric and are excluded
from the corresponding macro average. MSR mea-
sures completion of predicates tied to newly ob-
served task information. MUR measures comple-
tion of predicates tied to revised state after an ex-
ternal change. MCR measures completion of pred-

icates tied to consolidated history. Together with
SR, these metrics separate final task completion
from checkpoint completion. Low SR with high
process metrics points to action execution as a
likely bottleneck, while a selective drop in MSR,
MUR, or MCR localizes failure to the operation
whose checkpoint predicates are never reached
during the rollout.

E Detailed Memory Alignment
Objectives

The alignment objectives in Section 3 add check-
point text supervision to the RoboMME 7 5 mem-
ory module (Dai et al., 2026). Let H € RB*Lxdm
denote encoded memory tokens for a batch and let
m € {0,1}P*F denote the valid token mask. In
the reported perceptual memory setting, L = 512
and d,,, = 2048. The memory input uses one front
camera view. The token budget is organized as 32
uniformly sampled history frames with 16 tokens
per frame. Each encoded memory token is pro-
duced from SigLIP visual features and positional
features.

The language target is the annotated
simple_subgoal. @ We encode every unique
subgoal offline with a frozen SigLIP text encoder
and cache text embeddings 7' € RB*% where
d; = 1152. The text encoder is used only to
produce training targets. During rollout, the
policy receives observations and memory tokens,
but no alignment text target.

Semantic Memory Alignment. Semantic Mem-
ory Alignment gives the pooled memory state a di-
rect language target. We compute a masked mean
over memory tokens and project it into the text em-
bedding space:

L
Eb _ Zizl mb,iHb,z‘
===
21:1 mp;

After L2 normalization, the objective minimizes
the positive pair cosine distance:

1 B
EZ@-@JT,,).

b=1

, Zb:WiLb—‘rﬁ.

Lsma =
This objective is a lightweight semantic regular-
izer because it does not introduce batch negatives.

Contrastive Memory Alignment. Contrastive
Memory Alignment makes the same pooled repre-

7038



sentation discriminative across subgoals. We com-
pute memory to text logits

Z-
where -y is a learnable log temperature initialized
from 7 = 0.07. Repeated subgoals within a batch
are treated as positives rather than negatives. The
positive target distribution is

Pi;

PA-:II[TA-TTA->O.99}, LS

Yij=

The two retrieval directions are

1
Em%t = —E Z Y%J log SOftmax(Zi,;)j,
i g
1
Lism= ~5 Z Y i logsoftmax(Z. ;);.

[

The final contrastive loss is

1
. (ﬁm%t + ﬁtﬁm) .

Lova = 5

This objective encourages each memory vector to
retrieve its matching subgoal from batch candi-
dates while avoiding false negative gradients for
repeated labels.

Framewise Memory Alignment. Framewise
Memory Alignment preserves the temporal layout
of sampled history. We reshape memory tokens
into A’ € RBXFXPxdm and reshape the token
mask into A’ € {0, 1}B*F*P \where F = 32
sampled frame slots and P = 16 tokens per frame.
Each frame representation is a masked mean over
the tokens in that frame:

P=1 g,f,le;,f,p'
Z:f:l Ag,f,p

We then project each frame vector into the text em-
bedding space:

ub’f =

2,5 = Wyup, g + By

The target text for a valid sampled frame is ob-
tained by looking up simple_subgoal at the same
episode step. If the sampled frame index is not
an annotated step, the lookup uses the next avail-
able annotated step. Frames beyond the last an-
notated step use the final annotation, and padded

frame slots are masked. After projection and nor-
malization, the frame loss is

fbe =1- él;ljfjjb,f-

The valid mask Vj, ; combines frame validity and
frame text validity. The reported framewise vari-
ant uses linear recency weighting:

Tb7f

=054+05—7+———
s * max(N, —1,1)’

where r, ¢y € {0,..., N, — 1} is the zero based
rank of frame f among the NV, valid frames in
episode b. The final objective is

20221 Vo ron sl g
Db 2o Vs

All three alignment losses are added only during
training:

Lrva =

Etotal = Eaction + )\Ealign'

We use A = 0.1 for Semantic and Contrastive
Memory Alignment and A = 0.05 for Frame-
wise Memory Alignment. Evaluation remains un-
changed and uses task success plus executable
memory checkpoint predicates.

F Radar Summaries

(1'z€ xew) YOW
(1°8 xew) YSW
(111 xew) YOW

MUR (max 49.9)
MUR (max 21.4)

=O= Contrastive = +r »

O s —— MemoryVLA | ==Om= 7, + Memory —0- Semantic

o= 7 == OpenVLA-OFT «w+ HiF-VLA'

Figure 7: Radar summaries for Table 2 (left) and Ta-
ble 3 (right). Each axis takes the best value over replan
settings for each method and metric, then normalizes
by the axis maximum.

Figure 7 provides a compact view of the trade-
offs in Tables 2 and 3. This radar uses a best over
replan rule, which differs from the mean over four
replan settings used in the alignment discussion of
Section 5. Under the radar rule, the 7y 5 mem-
ory module has the highest SR and MSR in the
main comparison, MemoryVLA has the highest
MUR, and HiF-VLA has the highest MCR. Un-
der the same rule, Contrastive Memory Alignment

7039



Memory type SR  MSR MUR MCR
Temporal 624 638 617 63.0
Spatial 504 843 528 776
Object 932 932 - -
Procedural 196 204 21.0 -
Average 564 654 452 70.3

Table 10: MemER results on MEMOBench. MemER
receives checkpoint based keyframe and subtask super-
vision, so we report it as a privileged supervision ref-
erence row rather than a matched baseline for Table 2.
Dashes mark memory types without the corresponding
operation.

has the highest SR, MUR, and MCR in the align-
ment comparison, while Semantic Memory Align-
ment has the highest MSR. These patterns support
the main conclusion that current methods improve
different memory operations rather than solving
MEMOBench uniformly.

G MemER with Privileged Supervision

Table 10 reports MemER (Sridhar et al., 2025) as
a reference row with privileged supervision. We
do not include MemER in the matched baseline
comparison of Table 2 because it is hierarchical.
Its high level VLM selects keyframes and issues
subtask instructions to a low level policy, which
on MEMOBench consumes checkpoint based su-
pervision from the same task suite used for evalu-
ation. This makes the system stronger but not di-
rectly comparable to policies trained with matched
supervision.

We run the official MemER recipe with check-
point annotations used as keyframe and subtask su-
pervision. The high level policy is Qwen2.5-VL-
7B and the low level policy is mg 5. Evaluation fol-
lows the same rollout protocol as the main results.

MemER improves average SR to 56.4, with av-
erage MSR 65.4, MUR 45.2, and MCR 70.3. The
profile remains diagnostic. Spatial MUR stays at
52.8, and procedural SR and MUR stay at 19.6 and
21.0. Even with privileged checkpoint supervision,
MEMOBench is far from saturated.

H Reproducibility Settings

Table 11 reports the evaluation and training set-
tings for the controlled 7y 5 memory alignment
runs. These runs use the RoboMME memory mod-
ule as the shared backbone (Dai et al., 2026).

Item Setting

Train data 1,500 expert demonstrations, 50
per task

Evaluation 1,500 held out simulator rollouts,
50 per task

Evaluation seeds
Rollout horizon

base seed 7, episode seed 7 + ¢

10 stabilization steps and 1,200
policy steps

256x 256 render, 224 x 224 policy
input

50 action predictions, replan steps
k € {5,20, 35,50}

mo.5 has 3.2B parameters, the
RoboMME memory module adds
about 80M parameters in the
modulator setting, and OpenVLA-
OFT uses a Prismatic-7B back-
bone

512 tokens from 32 frames and 16
tokens per frame

Memory view count  one front camera view

Memory feature com- SigLIP visual features plus tempo-

Image size
Action execution

Model size

Memory budget

position ral and spatial positional features,
encoded as 2048 dimensional to-
kens

Text target simple_subgoal, 1152 dimen-

sional SigLIP text embeddings
independently sampled for each
run, not fixed to seed 7

Training random key

Checkpoint rule final 80,000 update checkpoint for
controlled alignment variants

Optimizer AdamW, 51 = 0.9, B2 = 0.95,
weight decay 0

Learning rate 5 x 107°, constant schedule, 5%
warmup

Batch and clipping batch size 64, gradient clip norm
1.0

EMA and saving EMA decay 0.999, checkpoint ev-
ery 10,000 updates

0.1 for Semantic and Contrastive,
0.05 for Framewise

VLM expert, action expert, mem-
ory parameters, alignment heads
SigLIP vision backbone with
cached visual tokens

four A40 GPUs for about 3 to 4
days per 7p.5 memory run

Alignment weights
Trainable parts
Frozen parts

Compute

Table 11: Reproducibility settings for MEMOBench
evaluation and the controlled 7y 5 memory alignment
runs.
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