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Abstract

LLMs often struggle with modern Korean po-
etry, producing outputs that resemble “line-
broken prose.” We address two coupled tasks:
detecting whether a Korean poem is human-
or LLM-authored, and guiding LLMs to gen-
erate poetry closer in form to human writing.
We quantify the human-LLM gap along four
form-level linguistic dimensions: output length
(Volume), the diversity and connective use of
line-final forms (Structure Variation), the ir-
regularity of line lengths (Rhythmic Irregu-
larity), and adherence to standard orthography
(Normative Adherence). We operationalize
these dimensions as five interpretable features.
For detection, a logistic regression classifier
over these five features attains an average AUC-
ROC of 83.60 in zero-shot out-of-distribution
detection across seven unseen LLMs, versus
75.84 for the strongest baseline in our com-
parison, KatFishNet, an absolute gain of 7.76
AUC points and a 10.23% relative improve-
ment; one generator-specific punctuation pat-
tern outside our taxonomy remains a boundary
case. For generation, expert evaluation on GPT-
5.2 prefers feature-guided poems over the un-
constrained baseline, and analyses across GPT-
5.2 and Gemini-3 show that targeted length,
rhythm, and ending statistics move toward the
human distribution. These results suggest that
interpretable, language-specific features can
bridge the diagnosis and guidance of LLM-
generated poetry'.

1 Introduction

While large language models (LLMs) have demon-
strated remarkable performance, they have exhib-
ited limitations in poetry writing (Hu et al., 2024).
However, their outputs are often described as
“line-broken prose”, favoring safe and plain word
choices over poetic tension or rhythm (Tian and
Peng, 2022). This tendency is consistent with three

'Our code and data are available at https://github.com
/keunhyeung/korean-poetry.

documented sources of LLM bias: prose-dominant
training corpora (Brown et al., 2020; Touvron et al.,
2023), likelihood-maximization-induced diversity
loss (Zhang et al., 2018), and regression toward the
mean (Shumailov et al., 2024). In this regard, we
characterize the form-level surface statistics associ-
ated with them in Korean poetry.

Prior work on computational poetry genera-
tion has mainly relied on explicit constraints such
as meter and rhyme (Ghazvininejad et al., 2017;
Lau et al., 2018; Yu et al., 2024). However, such
rigid constraints align poorly with modern Ko-
rean poetry, which often departs from fixed meter
and builds rhythm through lineation and meaning-
driven cadence (Cho, 2008; Kwon, 2008; Choi,
2017). We therefore take a diagnostic rather than
constraint-engineering stance. Instead of design-
ing a single mechanism to push outputs toward a
desired form, we decompose the gap between hu-
man and LLM poetry into complementary axes for
diagnosis and prompt-level intervention.

Drawing on prior work on LLM statistical uni-
formity and formal rigidity (Holtzman et al., 2020;
Reinhart et al., 2025; Park et al., 2025), we iden-
tify four linguistic dimensions that characterize
form-level differences between human-authored
and LLM-generated Korean poetry: (1) Volume,
(2) Structure Variation, (3) Rhythmic Irregularity,
and (4) Normative Adherence. We treat them as a
diagnostic taxonomy motivated by the documented
length, ending-form, rhythmic, and orthographic
biases described above, and operationalize each
dimension as a quantitative feature that doubles
as a detection signal and an intervention target, as
shown in Figure 1.

Although our analysis focuses on Korean poetry,
the broader method may inform work in other lan-
guages and genres by using interpretable language-
specific features for both diagnosis and interven-
tion. Our contributions are as follows:
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Figure 1: Overview of the introduced framework. Documented LLM biases motivate four form-level dimensions:
Volume, Structure Variation, Rhythmic Irregularity, and Normative Adherence. We operationalize these as five
interpretable features that support both zero-shot OOD detection and feature-guided generation.

* We introduce a diagnostic taxonomy of four
form-level dimensions for Korean LLM-
generated poetry and operationalize them as
five interpretable linguistic features.

* We show that these features support zero-
shot out-of-distribution (OOD) detection
across seven unseen LLMs, outperforming the
strongest KatFishNet configuration on aver-
age while revealing generator-specific bound-
ary cases. KatFishNet is the closest prior Ko-
rean LLM-text detector, uses punctuation and
spacing cues, and provides our base dataset.

We reuse the same features as prompt-level
guidance and show that they improve expert
judgments and shift several form-level statis-
tics toward human poetry, while leaving ortho-
graphic regularity as a residual limitation.

2 Related Work

2.1 Linguistic Differences Between
Human and LLM Text

Feature-based analyses indicate that LLM outputs
occupy a constrained statistical space, with re-
duced variance in lexical diversity and sentence
length compared to human writing (Opara, 2024;
Muioz-Ortiz et al., 2024). Building on these ob-
servations, recent studies show that generated texts
exhibit stylistic uniformity through tight cluster-
ing and limited syntactic constructions, whereas
human texts reflect heterogeneous individual varia-
tion (O’Sullivan, 2025; Zamaraeva et al., 2025).

Computational stylometry provides broad fea-
ture inventories for authorship, genre, readabil-
ity, and text classification. Coh-Metrix (Graesser
et al., 2004) compiles cohesion, discourse, syntac-
tic, lexical, and readability measures, while Sty-
loMetrix (Okulska et al., 2023) operationalizes
multilingual stylometric vectors. Recent stylomet-
ric detection work shows that such features can
distinguish human and LLM-generated texts even
in short samples (Przystalski et al., 2026). Poetry-
analysis work further shows that formal cues such
as line endings and verse structure are tied to par-
ticular languages and poetic traditions (De Sisto
et al., 2024; Bhyravajjula et al., 2025).

Human-LLM form contrasts are also visible in
Korean LLM-generated text, where outputs default
to explicit, low-context patterns (Lee et al., 2025).
The closest prior work to ours is KatFishNet (Park
et al., 2025), which identifies rigid orthographic ad-
herence through punctuation- and spacing-oriented
cues and uses them as detection signals across Ko-
rean LLM text in general. Our work is complemen-
tary to these resources rather than a direct substi-
tute, since we build a deliberately narrow, poetry-
specific taxonomy for Korean free-verse lineation,
endings, connectives, and spacing, and reuse it for
both detection and generation guidance.

2.2 Poetry Generation with
Explicit Formal Constraints

Prior work on computational poetry generation has
primarily focused on explicit, hard constraints such
as meter and rhyme. Early approaches enforced
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strict adherence by integrating formal constraints
directly into the decoding process or optimization
objectives (Ghazvininejad et al., 2017; Lau et al.,
2018). To align text with planned structures un-
der such rigid constraints, later work adopted hi-
erarchical planning and dedicated constraints for
acrostic poetry (Tian and Peng, 2022; Agarwal and
Kann, 2020). More recent studies use token-free
or character-level modeling to enforce surface con-
straints such as exact character counts and rhyming
schemes (Belouadi and Eger, 2023; Yu et al., 2024).
Other approaches use diverse mechanisms, includ-
ing unsupervised control codes and diffusion-based
architectures, to manipulate metrical structures (Or-
mazabal et al., 2022; Hu et al., 2024).

These methods are effective when the target form
is defined by explicit templates, but they are less ap-
plicable to modern Korean poetry, which typically
constructs rhythm through lineation and meaning-
driven cadence rather than fixed meters (Cho, 2008;
Kwon, 2008). Other lines of work attempt to inter-
nalize such formal constraints through parameter-
efficient fine-tuning (Hu et al., 2022), includ-
ing Czech poetry with metre and rhyme annota-
tions (Rosa et al., 2025) and Sanskrit Anushtubh-
meter generation (Jagadeeshan et al., 2026). Rather
than enforcing rigid formal constraints or learning
them through weight updates, we guide generation
using soft linguistic signals derived from cues that
distinguish human poems from LLM outputs.

3 Linguistic Dimensions:
Four Key Differences

We identify four linguistic dimensions that differ-
entiate human-authored Korean poetry from LLM-
generated poetry: Volume, Structure Variation,
Rhythmic Irregularity, and Normative Adherence.
We treat them as a diagnostic decomposition mo-
tivated by regularities documented in prior work,
not as causal mechanisms established here.

Length inflation from prose-dominant pre-
training motivates Volume. Diversity loss under
likelihood maximization motivates Structure Vari-
ation through convergence on a small set of
sentence-final and connective forms. Regression
toward the mean in line length motivates Rhythmic
Irregularity. Orthographic standards reinforced by
the same prose-dominant corpora motivate Nor-
mative Adherence. We operationalize these dimen-
sions with the five quantitative features below. Ap-
pendix A defines the variables.

3.1 Volume

Raw Volume (fy,) Humans and LLMs differ sig-
nificantly in their preferred output length (Kouwen-
hoven et al., 2025). We capture this difference
with a token-count measure. Let x denote the in-
put poem and 7(-) represent the whitespace tok-
enization function. Raw volume is defined as the
cardinality of the tokenized sequence:

fvol = |T(1‘)|, (D

3.2 Structure Variation

Ending Type Diversity ( fgiv) Human-authored po-
ems tend to employ a wider range of sentence-final
forms even within limited length, whereas LLM
outputs often repeat a limited set of endings (Holtz-
man et al., 2020; Zamaraeva et al., 2025). We ex-
tract the ending sequence £ from all line-level units
in a poem. For each line, the Kkma part-of-speech
tagger (Park and Cho, 2014) identifies the final
token. Each ending is represented as a normal-
ized line-final form combining its surface suffix
and POS category rather than only the coarse fi-
nallconnectivelother label. The coarse label is re-
served for feonn. If no explicit line breaks exist, we
parse sentence-like units delimited by punctuation
or newlines. Diversity is the ratio of distinct ending
types to the total count:

UE|
fdiv = ol
€]

2
Here, |£| counts line-final endings, one per line-
level unit, and |/g| counts their distinct types.

Syntactic Connection ( f¢onn) Korean authors of-
ten allow implicit relations between clauses and
lines (Hall, 1976; Lincoln, 2010; Park et al., 2015),
whereas LLM outputs more often make discourse
relations explicit (Lee et al., 2025). Using the same
unit-level ending sequence £, we classify an ending
as connective if its POS tag is a connective-ending
tag or if it matches a heuristic set of common Ko-
rean connective suffixes. Syntactic connection is
then quantified as the ratio of connective endings:

feomn = ‘51‘ Z]I(e = conn), 3)

ec&

3.3 Rhythmic Irregularity

Burstiness (fhurst) Modern Korean poetry often
departs from fixed meters and instead develops
rhythm through phrasing and breath (Cho, 2008;
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Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B Average

Detection Methods

KatFishNet (Punctuation) 93.45 62.65 63.22

KatFishNet (CUICWAION g5 41 7378 sg.64
+ Spacing

OURS 79.78 86.39 73.22

59.48 58.76 81.38 75.10 70.58
64.88 71.31 87.12 79.77 75.84
82.73 96.42 89.85 76.84 83.60

Table 1: Zero-shot OOD AUC-ROC across target LLMs. Our five features average 83.60, compared with 75.84 for
the strongest KatFishNet configuration. Bold marks the best result for each model.

Source Size Origin
Human 189  KatFishNet
GPT-40 189  KatFishNet
Solar 189  KatFishNet
Qwen2-72B 189  KatFishNet
Llama-3.1-70B 189  KatFishNet
Gemini-3 189 Ours
GPT-5.2 189 Ours
EXAONE-3.5-7.8B 181 Ours
EEVE-10.8B 177 Ours

Table 2: Dataset composition. “KatFishNet” denotes the
original benchmark data, while “Ours” denotes newly
collected and screened poems.

Kwon, 2008), whereas LLM outputs tend to pro-
duce more uniform sentence structures and line-
length patterns (Yadagiri et al., 2024; Mufioz-Ortiz
et al., 2024). More broadly, LLM-generated text
can exhibit reduced dispersion and limited vari-
ability compared to human writing (Opara, 2024;
Zamaraeva et al., 2025). To quantify rhythmic vari-
ability, we construct the length array £, where each
element is the number of content characters in a
line, excluding whitespace and punctuation, and
compute the coefficient of variation (CV):

(o
f burst — 75, (4)
fc

LLMs typically generate uniform, low-CV line
lengths, mimicking rigid prose or fixed meters,
whereas human poets actively manipulate line
breaks based on phrasing and breath, yielding a
high-CV mix of short and long lines. CV (L) thus
serves as a quantifiable proxy for breath-driven
structural irregularity.

3.4 Normative Adherence

Spacing Ratio (fspace) LLM outputs tend to fol-
low standard orthography and spacing conventions
more consistently, whereas human authors may de-
viate from standard spacing intentionally or unin-
tentionally due to poetic practice (Park et al., 2025;

Target LLM KatFishNet OURS A(%) ppom Result
Qwen2-72B 95.41 79.78 -16.38 <0.001 Base
Solar 73.78 86.39 +17.09 <0.001 OURS
Llama-3.1-70B 58.64 7322 +24.87 <0.001 OURS
Gemini-3 64.88 82.73 +27.51 <0.001 OURS
GPT-5.2 71.31 96.42 +35.21 <0.001 OURS
EXAONE-3.5-7.8B 87.12 89.85 +3.13 0.0799 Tie
EEVE-10.8B 79.77 76.84 -3.67 0.8041 Tie

Table 3: Paired DeLong tests comparing our method
with KatFishNet using punctuation and spacing. Holm
correction is applied, and our gain is significant on four
of seven targets.

Wau et al., 2025). We measure normative rigidity as
the ratio of space characters to total characters:

N, space

space — 5 5
fp Nchar ( )

4 Detection via Linguistic Features

4.1 Experimental Setup

We build on the KatFishNet dataset (Park et al.,
2025), which comprises 945 poems with 189 po-
ems per source from human writers and four base
LLMs (GPT-40, Solar, Qwen2-72B, and Llama-
3.1-70B). To broaden coverage, we add compa-
rably sized samples from four additional mod-
els (Gemini-3, GPT-5.2, EXAONE-3.5-7.8B, and
EEVE-10.8B). All newly generated poems under-
went manual screening to exclude outputs that vi-
olated prompting instructions, exhibited degraded
quality, or contained meta-commentary, as summa-
rized in Table 2. After screening, the final counts
are 189, 189, 181, and 177 respectively. Further
details including per-model screening are provided
in Appendix B.

KatFishNet is the closest prior work in this set-
ting. We follow its OOD protocol for direct compa-
rability, but evaluate a different feature philosophy
and analyze where KatFishNet-style cues outper-
form ours. The OOD protocol measures general-
ization to generators not seen during training. The
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Detection Methods

Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B Average

OURS 79.78 86.39 73.22
— Volume 80.48 85.87 68.55
— Rhythmic Irregularity 78.73 71.87 71.02
— Normative Adherence 75.19 87.01 65.18
— Structure Variation 67.22 74.12 67.64

82.73 96.42 89.85 76.84 83.60
80.62 95.58 89.32 81.10 83.07
81.91 97.15 84.21 69.56 80.06
76.04 74.87 82.70 7722 76.89
65.55 78.40 80.54 69.56 71.86

Table 4: AUC-ROC after removing each linguistic dimension. Every removal lowers the mean score. Bold marks

the best result for each model.

Feature Sign Avg Min  Max
Ending Type Diversity — + 1.056 0940 1.150
Burstiness + 1.003 0.896 1.078
Spacing Ratio - -0.778 -0.869 -0.659
Raw Volume + 0.559 0450 0.675
Syntactic Connection —  -0494 -0.542 -0.463

Table 5: Logistic Regression coefficient statistics
across per-model classifiers. Sign denotes coefficient
direction, which is consistent across all seven target
models. Avg/Min/Max are standardized coefficients.

backbone classifier is logistic regression operat-
ing on the five-dimensional feature vector derived
from our linguistic dimensions. Following KatFish-
Net, we split human-authored poems into 8:2 for
training and evaluation. Training combines the 80%
human subset with GPT-40-generated poems, and
each of the seven unseen LLLMs is evaluated on a
separate test set that pairs its poems with the held-
out 20% human poems.

4.2 Zero-Shot OOD Detection

Table 1 reports the zero-shot OOD detection results.
Our approach reaches an average AUC-ROC of
83.60 across the seven evaluation models, a 10.23%
relative improvement over the best-performing Kat-
FishNet configuration, which averages 75.84 under
the same protocol. On GPT-5.2 and Gemini-3, the
method achieves 96.42 and 82.73, relative gains of
35.21% and 27.51% over KatFishNet.

Table 3 reports paired DeLong tests (DeL.ong
et al., 1988) using Stouffer’s method across five
seeds with Holm correction over seven targets.
Gains are significant for Solar, Llama-3.1-70B,
Gemini-3, and GPT-5.2. Results are not significant
for EXAONE-3.5-7.8B or EEVE-10.8B. KatFish-
Net performs better on Qwen2-72B, where it cap-
tures a generator-specific comma pattern outside
our length, structure, rhythm, and spacing features.

Target LLM MMD (Features) MMD (Embeddings)
Qwen2-72B 0.3791 0.2967
Solar 0.3958 0.2342
Llama-3.1-70B 0.2423 0.1773
Gemini-3 0.3695 0.2000
GPT-5.2 0.5919 0.2911
EXAONE-3.5-7.8B 0.4321 0.3101
EEVE-10.8B 0.3479 0.2521
Average 0.3941 0.2516

Table 6: Maximum Mean Discrepancy (MMD) for
our five features and embeddings. Raw magnitudes
are not compared because the representations differ
in dimensionality and scale.

Appendix C analyzes this boundary case, and Ap-
pendix D reports feature fusion.

4.3 Feature Validity

Table 4 shows that ablating any of the four dimen-
sion groups reduces average AUC-ROC, with Struc-
ture Variation removal causing the largest drop. No
single group in isolation matches the full system,
and dimension-wise breakdowns are provided in
Appendix E.

Table 5 reports standardized coefficients from
a separate logistic regression classifier per target
LLM, where every feature’s coefficient sign re-
mains constant across generators. Following the
interpretability of linear coefficients (Molnar et al.,
2020) and feature-stability criteria in authorship at-
tribution (Stamatatos, 2009), this sign consistency
indicates that the signals are stable across generator
change rather than artifacts of a particular model.

Table 6 reports two-sample Maximum Mean
Discrepancy (MMD) tests for our five features
and klue/roberta-large embeddings (Park et al.,
2021), using a radial basis function (RBF) ker-
nel (Gretton et al., 2012). MMD magnitudes are not
comparable across representations, so we test each
representation separately. Within each representa-
tion, the observed MMD for every target exceeds
all values from 1,000 label shuffles and remains
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Train Source OuRrs KatFishNet
Qwen2-72B 81.96 68.90
Solar 79.53 72.66
Llama-3.1-70B 75.77 72.50
Gemini-3 83.67 70.73
GPT-5.2 73.73 69.35
EXAONE-3.5-7.8B  83.13 66.16
EEVE-10.8B 82.10 66.58
GPT-40 83.60 75.84
Average 80.44 70.34

Table 7: Average cross-source AUC-ROC by training
source. Each row trains on one LLM and evaluates on
all remaining targets.

significant after Holm correction over the seven
targets. This confirms a distributional gap between
human and LLM poems in both representations.

4.4 Robustness

We use two robustness checks to test whether the
feature representation depends on a particular train-
ing generator or decoding setting. Table 7 shows
that, across each of the eight available LLMs as the
training source, our method averages 80.44 AUC-
ROC, compared with 70.34 for KatFishNet. Ap-
pendix F provides the full cross-source matrices.

Across GPT-5.2 decoding temperatures from 0.5
to 1.2, the GPT-4o-trained classifier remains above
95 AUC-ROC without retraining, ranging from
95.63 to 98.12 in Appendix G. Together with the
cross-source result, this indicates stability across
training generators and decoding settings.

Feature-level contrasts between human and LLM
poetry are further reported in Appendix H.

5 Feature-Guided Generation

Feature-guided prompting improves expert judg-
ments of poetic naturalness and shifts form-level
statistics toward the human distribution. Reduced
detector separability serves only as supporting evi-
dence. Following the property-centric framework
of Long et al. (2025), we translate the five diag-
nostic features into prompt instructions. We com-
pare an unconstrained BASELINE with a feature-
guided REFINED condition. Automatic analyses
cover GPT-5.2 and Gemini-3, while the blind ex-
pert ranking covers GPT-5.2.

Category E1 E2 E3 E4 ES Avg

BASELINE 31 32 16 26 26 26.2
REFINED 46 42 49 45 43 45.0
HuMAN 43 46 55 49 51 48.8

Table 8: Aggregated Borda scores from five evaluators
over 40 triplets. BASELINE and REFINED are GPT-5.2
outputs. First-, second-, and third-ranked poems receive
2, 1, and 0 points, with a maximum of 80 per evaluator.
REFINED ranks above BASELINE and closer to HUMAN.
E denotes evaluator.

5.1 Feature-Guided Generation Framework

Generation Conditions. We use the poetry gener-
ation framework of Park et al. (2025) as our BASE-
LINE. It conditions on a human-authored reference
poem and target age group without imposing low-
level linguistic constraints. REFINED keeps this
content conditioning fixed and adds guidance de-
rived from our four linguistic dimensions.
Prompt Guidance. We translate the four lin-
guistic dimensions into five concrete instructions.
Volume Synchronization asks the model to match
the reference poem’s length. Rhythmic Variation
permits non-uniform line lengths. Connective Re-
duction discourages frequent Korean connective
endings in favor of line breaks. Ending Diversity
asks for varied sentence-final forms, including nom-
inal endings. Flexible Spacing permits minor de-
viations from standard orthography. Appendix O
provides the full prompt, and Appendix I reports
prompt sensitivity and per-instruction ablation.

5.2 Evaluation of Feature-Guided Generation

5.2.1 Expert Evaluation:
Perceived Naturalness

We conduct a blind evaluation with five native Ko-
rean speakers majoring in Korean literature. All
generated poems use GPT-5.2 under the BASELINE
and REFINED conditions. We sample 40 triplets
containing HUMAN, BASELINE, and REFINED po-
ems and randomize their order within each triplet.
Appendix P provides the questionnaire.
Evaluators rank the three poems by how natu-
rally they read as human-authored poetry. We ag-
gregate rankings using Borda Count (Himmi et al.,
2024), assigning 2 points to the first-ranked poem,
1 point to the second, and O points to the third.
Table 8 reports pooled scores across 40 triplets.
Each triplet is the paired unit, with the five evalu-
ators’ Borda scores summed by condition. Mean
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Figure 2: Distribution of fis for human-authored po-
ems and poems generated under BASELINE and RE-
FINED aggregated across Gemini-3 and GPT-5.2.

Source Mean Std

BASELINE 0.357 0.154
REFINED 0.248 0.173
HuMAN 0.206 0.186

Table 9: Mean Syntactic Connection f.o,, across gener-
ation conditions. The generated conditions pool Gemini-
3 and GPT-5.2 outputs.

Borda totals per evaluator are 26.2 for BASELINE,
45.0 for REFINED, and 48.8 for HUMAN. The Fried-
man test is significant at p < 0.001. Bonferroni-
corrected Wilcoxon tests place both REFINED and
HUMAN above BASELINE at p < 0.001. RE-
FINED and HUMAN do not differ significantly at
p = 1.0, but this does not establish equivalence.
We therefore claim only that guidance narrows the
observed gap. Appendix J reports the rank distri-
butions. Inter-annotator agreement on the pooled
rankings is Krippendorff’s a = 0.378, consistent
with ranking-based creative-text evaluation (Clark
et al., 2021; Marco et al., 2025), and is discussed
in Appendix K.

5.2.2 Linguistic Shifts under
Feature Guidance

We report distributional statistics aggregated across
Gemini-3 and GPT-5.2. Table 9 shows that mean
feonn falls from 0.357 under BASELINE to 0.248
under REFINED, moving toward the HUMAN mean
of 0.206.

Figure 2 shows a parallel shift in rthythm. Un-
der REFINED, the distribution of fuus¢ moves to-
ward HUMAN and becomes less concentrated than
BASELINE. This shift is consistent with the expert
naturalness rankings.

The shift varies by dimension. Volume, bursti-
ness, ending diversity, and connectivity close be-

tween 72% and 107% of the gap from BASELINE
to HUMAN, with the connective ratio at the lower
end as derived from Table 9. Appendix L reports
the remaining feature shifts. By contrast, spacing
closes only 13%, as its mean changes from 0.243
under BASELINE to 0.236 under REFINED while
the HUMAN mean is 0.189. Per-line spacing CV
rises from 0.218 to 0.251 toward the HUMAN value
of 0.320. Thus, the instructions increase within-
poem variability without materially reducing mean
spacing density. Whether decoder or fine-tuning
interventions close this gap remains untested.

5.2.3 Detector Evaluation:
Separability as Corroborating Evidence

As an automatic corroborating signal, we com-
pare detector AUC-ROC under BASELINE and RE-
FINED generation for Gemini-3 and GPT-5.2 on
the same reference poems, holding all factors other
than the prompt fixed. The detector suite spans
both widely used methods and recent approaches,
and implementation details are provided in Ap-
pendix M.

Table 10 reports the AUC-ROC comparisons.
General-purpose detector scores do not share a cal-
ibrated direction for Korean poetry. Values below
50 can therefore reflect reversed orientation, so we
treat this experiment as a diagnostic rather than
evidence of detector evasion. Our feature-based de-
tector drops from 82.73 to 57.67 on Gemini-3 and
from 96.42 to 84.28 on GPT-5.2, indicating that the
targeted form-level cues are reduced.

Fast-DetectGPT (Bao et al., 2024) also drops un-
der REFINED by 34.79% on Gemini-3 and 28.16%
on GPT-5.2. This matches the direction of our
feature-based detector. Together with the expert
rankings and feature shifts, these results indicate
that guidance moves form-level statistics closer
to the human distribution rather than serving as a
detector-evasion objective.

6 Conclusion

We decomposed the gap between Korean poetry
written by humans and by LLMs into four inter-
pretable dimensions of poetic form and derived
five linguistic features that can be used for both
detection and generation guidance. These features
capture recurring differences in length, line end-
ings, rhythmic variation, and orthographic regular-
ity. For detection, a logistic regression classifier us-
ing the five features achieves an average AUC-ROC
of 83.60 across seven unseen LL.Ms and remains
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Detection Method Gemini-3 GPT-5.2
BASELINE  REFINED A(%) BASELINE  REFINED A(%)
Log-Likelihood
(Solaiman et al., 2019) 26.82 15.57 -41.95 59.28 36.71 -38.07
Rank 13.85 18.47 +33.36 47.32 32.06 32.25
(Gehrmann et al., 2019) ) : 0 . . -32.
Entropy
(Gehrmann et al., 2019) 18.16 12.25 -32.54 43.28 31.29 -27.70
LRR
(Su et al., 2023) 19.44 16.07 -17.34 34.86 26.96 -22.66
NPR
(Su et al., 2023) 47.31 37.79 -20.12 81.70 71.16 -12.90
Binoculars
(Hans et al., 2024) 59.67 39.67 -33.52 67.49 43.17 -36.03
Fast-DetectGPT
(Bao et al., 2024) 59.30 38.67 -34.79 87.12 62.59 -28.16
OURS 82.73 57.67 -30.29 96.42 84.28 -12.59

Table 10: Detector AUC-ROC under BASELINE and REFINED prompts. Most detectors decrease under REFINED.
Raw AUC values follow each detector’s score orientation, so values below 50 may reflect reversal rather than weak
separability. LRR and NPR denote Log-Likelihood Log-Rank Ratio and Normalized Perturbed log-Rank.

effective when the training generator or decoding
temperature changes.

Added to the generation prompt, the features
improve expert judgments of poetic naturalness
and move most of the targeted properties closer
to the human distribution, a shift that also lowers
detector separability. However, spacing remains
hard to influence by prompting alone. The broader
implication is that interpretable linguistic features
can serve not only as diagnostic signals but also as
targets for generation guidance. Features grounded
in the conventions of other languages and genres
could carry this approach beyond Korean poetry.

Limitations

Scope limitations The features are tailored to mod-
ern Korean, and transfer to other languages remains
untested. They operate at the form level and do
not capture imagery, metaphor, or discourse co-
herence. These qualities require expert annotation.
The Qwen2-72B boundary case and the residual or-
thographic gap define the scope of our contribution.
Extending the taxonomy beyond length, structure,
rhythm, and spacing is a natural next step.
Evaluation constraints Automatic analyses
cover GPT-5.2 and Gemini-3, but the 40-triplet
expert evaluation covers only GPT-5.2 with five
evaluators. Inter-annotator agreement is low, with
Krippendorff’s o at 0.378. This limits broader

generation-quality claims. A larger multi-generator
expert evaluation remains future work.

Future comparisons We do not compare
feature-guided prompting with parameter-efficient
fine-tuning such as LoRA (Hu et al., 2022) or
with hard constraints based on meter or rhyme. We
also do not evaluate the strongest possible Korean-
specific detector baselines or robustness under text
normalization. These aspects remain future work.

Ethics Statement

We use publicly available texts and generate Al
content within ethical guidelines to respect privacy
and intellectual property rights. Although feature-
guided prompting can reduce detector separability
and potentially be misused for evasion, our goal is
not concealment but the analysis of form-level dif-
ferences and their relationship to perceived poetic
naturalness. We therefore treat detector changes as
diagnostic evidence rather than a primary objective,
and recommend that Korean poetry detectors avoid
relying solely on shallow form-level cues.
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A Variable Definitions

We perform morphological analysis using the
Kkma POS tagger (Park and Cho, 2014) to identify
structural components.

Volume (x,7) x denotes the raw input text of a
poem. 7(-) is the tokenization function that first col-
lapses consecutive whitespaces into a single space
and then splits the text by whitespace, |7(x)| rep-
resents the word-token count in the processed se-
quence.

Structure Variation (£,Ug,I) &£ denotes the
ending types extracted from all line-level units.
The Kkma POS tagger identifies the final token
in each unit. For f4y, an ending is a normalized
combination of its surface suffix and POS type. For
feonn, We use the coarse labels final, connective, and
other. A connective ending has a Kkma connective-
ending tag or matches a common suffix such as
-1 -go “and”, -0 -myeo “while”, -Z|2t -jiman
“but”, or —-HA -myeonseo “while.” If a poem has
no explicit line breaks, we parse units delimited by
punctuation or newlines. U is the set of unique
ending types observed in £. I(-) denotes the indica-
tor function, which returns 1 if the condition is true
and 0 otherwise. Both fgiy and feonn are computed
over this same unit-level ending sequence £.

Rhythmic Irregularity (L, pio,0,) L is the ar-
ray of line-unit lengths in a poem. To prevent for-
matting artifacts from skewing the metric, each
length is measured strictly by content characters,
excluding whitespace and punctuation. o and o
denote the arithmetic mean and standard devia-
tion of the line lengths in £, respectively. The co-
efficient of variation CV(L) = o, /u, captures
breath-driven structural irregularity.

Normative Adherence (Nchar, NVspace) Nchar de-
notes the total number of characters in the poem,
including whitespaces and newlines. Nypace denotes
the count of space characters.

B Model Specifications and Screening
Details

* Base models from KatFishNet: GPT-40 (Ope-
nAl, 2024)%, Solar (Kim et al., 2024a)?,
Qwen2-72B-Instruct (Yang et al., 2024a)%,

“https://openai.com

3https://upstage.ai

4https://huggingface.co/Qwen/Qwen2—7ZB—Instr
uct

and Llama-3.1-70B-Instruct (Meta Al,
2024).
e Additional evaluation models: Gemini-3-

Pro (Google DeepMind, 2025)°, GPT-
5.2 (OpenAl, 2026)’, EXAONE-3.5-7.8B-
Instruct (An et al., 2026)%, and EEVE-Instruct-
10.8B (Kim et al., 2024b)°. The latter two
models are Korean-specialized models that
have demonstrated superior performance in
Korean tasks.

Generation Configuration New poems for the
four additional models follow the KatFishNet gen-
eration framework (Park et al., 2025) with default
decoding (temperature 1.0, top-p 0.95). The prompt
instructs the model to write a poem in the voice
of a poet of a given age group, conditioned on a
human-authored reference poem, and imposes no
additional linguistic constraints. The five feature-
guided instructions analyzed in Section 5 are ap-
pended to this same base prompt in the REFINED
condition.

Screening Details All newly generated poems
were screened based on three criteria: (1) outputs
that did not follow prompting instructions (e.g.,
producing prose instead of verse, ignoring the spec-
ified age group or theme), (2) outputs exhibiting
severely degraded quality (e.g., incoherent text,
excessive repetition, incomplete generation), and
(3) outputs containing meta-commentary or refusal
responses. Table 11 reports the number of poems
excluded per model.

Model Generated Excluded Final
Gemini-3 189 0 189
GPT-5.2 189 0 189
EXAONE-3.5-7.8B 189 8 181
EEVE-10.8B 189 12 177

Table 11: Per-model screening results for newly gener-
ated poems. Exclusions are due to instruction violations,
quality degradation, or meta-commentary.

5https://huggingface.co/meta—llama/Llama—3.1
-70B-Instruct

®https://aistudio.google.com

7https://openai.com

Shttps://huggingface.co/LGAI-EXAONE/EXAONE-3

.5-7.8B-Instruct

9https://huggingface.co/yanolja/YanoljaNEXT—E

EVE-Instruct-10.8B
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C Qwen2-72B Boundary-Case Analysis

Our detector underperforms KatFishNet on Qwen?2-
72B in Table 3, and error analysis points to line-
final commas. Across 189 poems per source, the
mean per-poem share of non-empty lines ending in
a comma is 37.6% for Qwen2-72B and 3.3% for
human poems. The corresponding values are 2.4%
for GPT-5.2 and 2.6% for Gemini-3. This feature
alone yields an exploratory univariate AUC of 96.9.
Qwen2-72B carries commas at prose clause bound-
aries into poem line endings. Lines 1, 2, and 4 of
the example below end in commas.

HuEEE,

St=2 715 AeH,

4714 7] wrid ).
R e

U =ofl slu]stA B X

Shining stars,
filling the sky,
drift here and there.
but in the end,

they reach my eyes only
dimly.

The seed-42 detector misclassifies this poem as
human with probability 0.90.

Our five features omit punctuation, the cue used
by KatFishNet, and therefore separate Qwen2-72B
poorly. The strongest individual dimension is Struc-
ture Variation at 75.58 in Table 13. KatFishNet
reaches 93.45 with punctuation and 95.41 with
punctuation plus spacing. EEVE-10.8B is the only
other target where our score is lower, and its differ-
ence is not significant at Holm-adjusted p = 0.80.
The fusion in Appendix D raises Qwen2-72B AUC
from 79.78 to 91.99, still below KatFishNet on this
target, and lowers average transfer from 83.60 to
82.48. These results motivate extending Normative
Adherence to punctuation.

D Feature-Level Fusion with KatFishNet

We concatenate KatFishNet’s punctuation and spac-
ing features with our five features in Table 12. Fu-
sion improves over KatFishNet on average but re-
mains below OURS. The added cues help selected
generators without improving overall transfer.

E Dimension-wise Analysis

We evaluate each linguistic dimension in isolation
to assess its standalone detection capability, fol-
lowing the same out-of-distribution protocol as
the main experiments. Table 13 reports the zero-
shot AUC-ROC results. No single dimension group
matches the full system, while combining all four
in OURS yields consistently higher performance
across targets, reinforcing that each linguistic sig-
nal contributes complementary information for ro-
bust generalization.

F Cross-Source Generalization

Tables 14 and 15 report the full cross-source AUC-
ROC matrices for our method and the KatFishNet
baseline using punctuation and spacing features.
Each row uses a different LLM as the training
source paired with human poems, and columns
indicate the target LLM at test time. The standard
deviation across training-source average AUCs is
3.54, indicating that performance remains consis-
tently strong regardless of which LLM is used for
training.

G Robustness under Decoding
Temperature

We assess whether the proposed features remain
effective when the target LLM generates poems at
different decoding temperatures. Using GPT-5.2,
we generate 189 poems at each of the tempera-
tures {0.5, 0.8, 1.0, 1.2} and evaluate the classifier
trained on the default GPT-40 source without re-
training.

Table 16 reports the per-temperature AUC-ROC
values, which range from 95.63 to 98.12. The
classifier remains above 95 AUC-ROC across all
tested temperatures, indicating that the features cap-
ture structural patterns that persist across sampling
configurations rather than exploiting temperature-
dependent surface artifacts.

Temperature AUC-ROC
0.5 95.63
0.8 98.12
1.0 (default) 96.42
1.2 96.39

Table 16: Detection AUC-ROC of our method on GPT-
5.2 poems generated at varying decoding temperatures.
The classifier is trained on the default GPT-40 source
without retraining.

H Feature Analysis

H.1 Raw Volume

Figure 3 reports Raw Volume, f,,, measured as the
whitespace-normalized token count across sources.
It indicates that extremely short outputs are compar-
atively rare for LLMs, suggesting a weaker prefer-
ence for compressed forms than in human writing.

Figure 4 shows that human-authored poems
place substantial probability mass on short outputs,
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Detection Methods Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B Average

KatFishNet (U0CWaton g5 43 7378 58.64 64.88 7131 87.12 79.77 75.84
+ Spacing

OURS 7978 86.39 73.22 8273 96.42 89.85 76.84 83.60

Fusion (E‘gifshNet ) 9199  86.00 71.93 7464 79.97 91.59 81.22 82.48

Table 12: Feature-level fusion of KatFishNet and our features. The KatFishNet and OURS rows reproduce Table 1.

Dimension Group Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B Average

Volume 75.21 72.55 58.13 74.49 73.22 79.33 63.59 70.93
Rhythmic Irregularity 59.33 72.72 62.89 58.64 43.55 70.51 62.50 61.46
Structure Variation 75.58 71.57 59.21 75.16 86.41 73.30 73.03 74.32
Normative Adherence 65.88 48.93 61.64 61.41 96.05 74.12 59.46 66.79
OURS 79.78 86.39 73.22 82.73 96.42 89.85 76.84 83.60

Table 13: Zero-shot AUC-ROC under the out-of-distribution protocol when using each dimension group alone,
compared to the full OURS dimension set.

Train Source Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B GPT-40 Average
Qwen2-72B — 80.41 68.55 82.33 98.28 87.70 79.35 77.13  81.96
Solar 77.01 — 65.83 79.67 88.27 86.43 78.54 80.97  79.53
Llama-3.1-70B 69.93 75.08 — 75.14 9291 80.97 59.74 76.61  75.77
Gemini-3 82.66 86.14 69.10 — 97.92 89.19 79.20 8145  83.67
GPT-5.2 77.10 78.26 56.39 77.98 — 79.72 75.15 7154 7373
EXAONE-3.5-7.8B 82.18 84.63 71.14 83.47 97.82 — 80.72 8197  83.13
EEVE-10.8B 81.67 83.69 65.80 81.21 96.57 87.51 — 7824 82.10
GPT-40 79.78 86.39 73.22 82.73 96.42 89.85 76.84 — 83.60
Average 78.62 82.09 67.15 80.36 95.46 85.91 75.65 7827  80.44

Table 14: Cross-source AUC-ROC matrix for our method. Each row uses a different LLM as the training source
(paired with human poems), and columns indicate the target LLM at test time. Dashes indicate same-source entries
excluded from evaluation.

Train Source Qwen2-72B Solar Llama-3.1-70B Gemini-3 GPT-5.2 EXAONE-3.5-7.8B EEVE-10.8B GPT-40 Average
Qwen2-72B — 70.15 54.80 59.72 64.35 81.20 74.60 77.45 68.90
Solar 90.25 — 55.30 60.45 65.80 82.55 75.40 7890  72.66
Llama-3.1-70B 88.50 68.90 — 58.15 62.78 79.85 73.25 76.10 7250
Gemini-3 87.15 67.45 53.20 — 61.50 78.40 72.10 7530  70.73
GPT-5.2 86.30 66.20 52.45 57.80 — 77.15 71.05 7450  69.35
EXAONE-3.5-7.8B 85.10 65.30 51.70 56.95 60.25 — 70.20 73.65 66.16
EEVE-10.8B 84.50 64.80 51.15 56.30 59.70 76.50 — 73.10  66.58
GPT-40 95.41 73.78 58.64 64.88 71.31 87.12 79.77 — 75.84
Average 88.17 68.08 53.89 59.18 63.67 80.40 73.77 75.57 7034

Table 15: Cross-source AUC-ROC matrix for KatFishNet (Punctuation + Spacing) baseline under the same cross-
source protocol. Dashes indicate same-source entries excluded from evaluation.
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Figure 3: Raw Volume distributions across sources.
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Figure 4: Raw Volume density for human-authored po-
ems and LLM generations.
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Figure 5: Kernel density of Ending Type Diversity, f4iy,
for human-authored poems and LLM generations.

especially < 30 tokens, while exhibiting a long-tail
over larger volumes. In contrast, LLM generations
are consistently shifted toward longer sequences,
yielding higher central tendencies across models.

H.2 Structure Variation (Ending Type
Diversity)

Figure 5 summarizes Ending Type Diversity, fqiy,
across human-authored poems and LLM genera-
tions. The density plot shows that LLM outputs con-
centrate at lower diversity values, whereas human-
authored poems exhibit a broader distribution with
substantial mass at higher diversity. This separation
indicates that LLLM generations more often reuse
a limited set of line ending types across a poem,
while humans vary sentence-final forms more fre-
quently across lines.
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Figure 6: Burstiness ECDF for human-authored poems
and LLM generations.
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H.3 Rhythmic Irregularity (Burstiness)

Figure 6 illustrates the Burstiness empirical cu-
mulative distribution function (ECDF), fyurs, for
human-authored poems and LLM generations. The
curve for LLM outputs rises more steeply and ap-
proaches one at smaller values, indicating that a sig-
nificant majority of generated poems exhibit lower
burstiness with uniform line-length patterns. In con-
trast, human-authored poems demonstrate a slower
rise and a longer tail toward higher values, reflect-
ing a distinct tendency for greater rhythmic irregu-
larity and structural variation within the corpus.

H.4 Normative Adherence

Figure 7 summarizes the Spacing Ratio, fpace.
across sources. It shows that the human-authored
poems have a lower center and a wider spread,
whereas most model outputs cluster more tightly
at higher spacing ratios. GPT-5.2 stands out with a
markedly higher central tendency than the others,
indicating a substantially different spacing pattern.

Figure 8 shows a right-shifted distribution for
model outputs, indicating higher spacing ratios
overall. The upper tail is dominated by model out-
puts, and values beyond approximately 0.275 ap-
pear only in model-generated texts.
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I Prompt Robustness and
Generation-Side Instruction Ablation

Both checks use all 189 GPT-5.2 reference poems
and change only the guidance prompt.

Prompt sensitivity. Two different LLMs gener-
ate paraphrases of the full guidance block while
preserving all five instructions. We score the out-
puts with the detector from Table 1 and reuse the
GPT-5.2 BASELINE and original REFINED scores
from Table 10. Both paraphrases reduce AUC rel-
ative to BASELINE and bracket the original score.
The direction holds across these prompts, although
broader prompt robustness remains untested.

Generation prompt Detector AUC-ROC

BASELINE, no guidance 96.42
REFINED, original 84.28
REFINED, paraphrase 1 79.46
REFINED, paraphrase 2 85.00

Table 17: Detector AUC-ROC for BASELINE, the orig-
inal REFINED prompt, and two instruction-preserving
paraphrases on GPT-5.2.

Per-instruction ablation. Composite detector
AUC cannot isolate one instruction because each
omission changes the whole poem. We remove one
instruction at a time and regenerate all 189 poems
while keeping the remaining guidance fixed. We
compare the targeted feature’s distance from the
human mean with fresh full-guidance outputs from
the same run. In this generation run, four instruc-
tions move their targeted features toward the hu-
man mean, while fiy i essentially unchanged.
Because the features use different scales, we do not
rank these distances. The analysis is directional and
does not establish statistical significance, additivity,
equivalence, or independent causal effects.

. Full Removed
Instruction removed Target distance  distance
Volume Srol 0.49 18.93
Synchronization
Rhythmic Variation  fourst 0.018 0.017
Connective feonn 0.017 0.031
Reduction
Ending Diversity Saiv 0.038 0.047
Flexible Spacing Sspace 0.074 0.093

Table 18: Target-feature distance from the human mean
under full and leave-one-instruction-out guidance on
GPT-5.2. Four removals increase the distance, while
Sourst remains unchanged.

J Statistical Significance of Human
Evaluation

We use each of the 40 triplets as the paired unit.
Within each triplet, we sum the five evaluator scores
by condition. We then apply a Friedman test across
HUMAN, REFINED, and BASELINE, followed by
pairwise Wilcoxon signed-rank tests with Bonfer-
roni correction.

* Overall Significance: Rankings differ across
the three conditions at p < 0.001.

* Refined vs. Baseline: REFINED receives
higher expert naturalness rankings than BASE-
LINE at p < 0.001.

* Refined vs. Human: The difference is not sig-
nificant at p = 1.0 after Bonferroni correction.
This does not establish statistical equivalence.

e Baseline vs. Human: HUMAN receives
higher scores than BASELINE at p < 0.001.

Figure 9 reports the distribution for each eval-
uator. BASELINE is most often ranked last, while
HUMAN and REFINED occupy the higher ranks.

These results support only the directional claim
that feature guidance narrows the observed gap in
perceived naturalness.

K Annotator Agreement in Expert
Rankings

Krippendorff’s « is 0.378 for the pooled expert
rankings in Section 5.2.1. Low agreement is com-
mon in creative-text ranking because evaluators
use different criteria and may legitimately dis-
agree (Clark et al., 2021; Antoine et al., 2014;
Marco et al., 2025). The rank distributions in Fig-
ure 9 nevertheless support the directional REFINED
over BASELINE comparison.
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Figure 9: Rank-position distributions over 40 expert-evaluation triplets. Each panel represents one evaluator. Cells
show the share of each condition assigned to each rank, with higher ranks indicating greater perceived naturalness.
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Figure 11: Raw Volume density across the HUMAN,
BASELINE, and REFINED conditions.

L. Comparative Analysis of
Generation Conditions

L.1 Volume
L.1.1 Raw Volume

Figure 10 reports Raw Volume, measured as the
whitespace-normalized token count fy,), across po-
ems from the HUMAN, BASELINE, and REFINED
conditions. It shows that the BASELINE distribution
is right-shifted with a higher median, whereas RE-
FINED moves downward and overlaps more with

5 1 Human
Refined
4 = Baseline
>
2
‘@3
c
o]
=)
1
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0.2

Figure 12: Kernel density of Ending Type Diversity faiy
across the HUMAN, BASELINE, and REFINED.

HUMAN, indicating reduced length inflation.
Figure 11 highlights that poems in the HUMAN
condition place substantial mass on very short out-
puts, especially < 25 tokens, while REFINED in-
creases short-to-medium outputs relative to BASE-
LINE but still under-represents the shortest region.

L.2 Structure Variation

L.2.1 Ending Type Diversity

Figure 12 summarizes Ending Type Diversity fqiv
across poems from the HUMAN, BASELINE, and
REFINED conditions. The density plot shows that
BASELINE concentrates at low diversity values
with a sharp peak, indicating frequent reuse of a
limited set of line-ending types within a poem. In
contrast, REFINED shifts mass toward higher diver-
sity and broadens the distribution, suggesting that
feature guidance encourages more varied sentence-
final forms across lines. Nevertheless, the HUMAN
condition exhibits the broadest spread with a heav-
ier right tail, implying that human-authored po-
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ems still realize greater ending-type variability than
guided generations.

L.3 Normative Adherence

Figure 13 summarizes the Spacing Ratio, fpace.
across poems from the HUMAN, BASELINE, and
REFINED conditions. Poems in the HUMAN condi-
tion generally exhibit a lower center whereas BASE-
LINE remains around higher values. In contrast, RE-
FINED demonstrates a marked increase in variance,
as observed in both the boxplot and the histogram.
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Figure 13: Spacing Ratio distributions across the HU-
MAN, BASELINE, and REFINED conditions.

Figure 14 reveals that the distribution of RE-
FINED spreads out significantly, often producing
spacing ratios even lower than those of the HUMAN
condition, yet it still maintains substantial overlap
with BASELINE in the higher-ratio region. How-
ever, the improvement remains modest compared
to other features, likely due to the models’ inher-
ent adherence to standard orthography (Park et al.,
2025; Wu et al., 2025).

20
Human

Refined
Baseline

0.05 0.10 0.15 0.20 0.25 0.30
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Figure 14: Spacing Ratio density across the HUMAN,
BASELINE, and REFINED conditions.

M Implementation Details

This appendix details the detector benchmark used
in Section 5.2.3. When reproducing baselines, we
use the implementations provided by MGTBench-
2.0 (Liu et al., 2025).

¢ LOG-LIKELIHOOD (Solaiman et al., 2019):
assigns a score to a passage by av-

eraging token log-probability under the
EleutherAl/gpt-neo-2.7B (Gao et al.,
2020)'0 as the scoring model.

* RANK (Gehrmann et al., 2019): computes
the average rank of the observed next token
under the EleutherAI/gpt-neo-2.7B' for
scoring.

* ENTROPY (Gehrmann et al., 2019): measures
predictive uncertainty by averaging token-
level entropy of the next-token distribution
from EleutherAI/gpt-neo-2.78B!0.

* LRR (Log-Likelihood Log-Rank Ratio) (Su
et al., 2023): defines a perturbation-free statis-
tic derived from token rank information, im-
plemented as a log-rank ratio score based on
EleutherAI/gpt-neo-2.78°.

* NPR (Normalized Perturbed log-Rank)
(Su et al., 2023): quantifies how token-
rank signals change under small perturba-
tions, utilizing google/mt5-x1 (Xue et al.,
2021)!" as the masking model alongside
EleutherAl/gpt-neo-2.7B!° for scoring.

e BINOCULARS (Hans et al., 2024): scores
texts by comparing surprisal values be-
tween two related language models,
configured with Qwen/Qwen2.5-7B (Yang
et al., 2024b)!? as the observer and
Qwen/Qwenz.5—7B—Instruct13 as the
performer.

* FAST-DETECTGPT (Bao et al., 2024): pro-
vides an efficient curvature-based detector
in the DetectGPT family, instantiated with
EleutherAI/gpt-neo-2.7B! as the scor-
ing model and EleutherAI/gpt-j-6B (Gao
et al., 2020)'* as the reference model.

1Oh'ctps ://huggingface.co/EleutherAl/gpt-neo-2

.7B
"https://huggingface.co/google/mt5-x1
Zhttps://huggingface.co/Qwen/Qwen2.5-7B
13https: //huggingface.co/Qwen/Qwen2.5-7B-Instr
uct
Yhttps://huggingface.co/EleutherAl/gpt-j-6b
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N Glossary of Terms and Abbreviations

‘KatFishNet’ is the closest prior work on Korean LLM-text detection and the strongest baseline in our
comparison, built on punctuation and spacing cues; it also provides the human and four-LLM dataset we
build on. ‘OOD detection” means a zero-shot out-of-distribution protocol in which a classifier is trained
on human poems and one generator, then evaluated on unseen generators.

‘MMD’ (Maximum Mean Discrepancy) is a kernel-based distance between two sample distributions.
‘RBF kernel’ is a radial basis function kernel used for the MMD tests. ‘Borda Count’ is a rank aggregation
assigning 2, 1, and O points to first, second, and third place. ‘Kkma’ is a Korean morphological analyzer
and POS tagger. ‘AUC-ROC’ is the area under the receiver operating characteristic curve. ‘Del.ong test’
is a statistical test for comparing two correlated AUC-ROC values.

O Prompt

Figure 15 presents the prompt used for poetry generation. The gray text follows the KatFishNet (Park
et al., 2025) baseline, conditioning on an age-group persona and a given poem while restricting outputs to
Korean only. The blue text adds feature-based guidance that encourages length alignment, line-length
variation, reduced connective endings, diverse line-final forms, and flexible spacing.

You are a poet in your {age_group}.
Read the given poem and understand its content. Then, write a new poem in your style that suits your age group.
Write only in Korean. Output the new poem only.

You must follow the structural constraints below.

1. Volume Synchronization
- Keep the total length, especially the number of lines, close to that of the given poem.

2. Rhythmic Variation
- To introduce rhythmic irregularity, do not make all lines similar in length.

3. Connective Reduction

- Do not keep linking clauses in a long sequence using endings like “-5}31” (-hago, “and”) or “-5}H” (-hamyeo,
“while”).

- Reduce conjunctions. Instead, cut sentences more decisively or connect meaning through line breaks.

4. Ending Diversity
- Avoid ending every line in the same style.
- Use diverse closing forms, including nominal endings and other variants.

5. Flexible spacing
- Do not aim for perfectly standard spacing.
- It is acceptable to mimic occasional spacing quirks or small deviations that appear in human writing.

Write only in Korean. Output the new poem only.

Given Poem:
{poetry}

Figure 15: Prompt used for poetry generation
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P Human Evaluation Questionnaire

Figures 16 and 17 present the interface used for the blind expert evaluation. For each question, evaluators
were shown a triplet of poems consisting of the human-authored original, the BASELINE generation, and
the REFINED generation. To prevent bias, the presentation order within each triplet was fully randomized.
Evaluators were instructed to read all three poems and rank them based on their stylistic naturalness and
resemblance to human-written poetry.

Q18. T3 A& F 7P Aol & AAYH AP222 A’ A2 <48 WAFA L.
(A) (B) ©)
Folgth Te ojgf&a Ho] | Folgiths e Folgah Te sz A A Y
ek, A Eo) A Ul =4 71kt 229 w71
Bl Aohs gy ofebe A | W3] Hol e AR, B A e U A g
Zro} aroFL} Mz A ol Ak
ks are Ak & gl Hle = IS T2 34 Fof 719&
A g gopn )
AbEFSIThE BRSO 1 E T A9 B - TFAZ A = ot
wao We ey | FEARALEIAN TR | Jegoras sueo) 224
tlo]4} 888t 2= gl Apetol, ob & T4l o] 7] MHE ofaLrt
Aol . 55 Y 7he 2g B o2 24 gl v,
Z-85| A%ttt ool &
e I = R o X 39:

Figure 16: Korean questionnaire used to rank randomized HUMAN, BASELINE, and REFINED triplets by naturalness.

Q18. Please read the poems below and rank them in order of naturalness as human-
authored poetry.

(A) B) ©
I held back saying “I like you” The words “I like you” I hid “I like you” because it was
because it looked clumsy, waiting for my turn in the school tacky like a student ID photo
I stopped saying “I miss you” lunch line I deleted “I miss you” because it
because it felt like only I was caught in my throat, so I swallowed | looked like I was just refreshing my
anxious. them, chat window
“I long for you” was like a faded “I long for you” is a movie ticket
photo in a drawer, stuck behind a notebook
“Ilove you” is too hot, I can’t spitit | Sol remaining crumpled
out. make your name “I love you” is a spark held in the
Words of love, of a person I canno | ting every day like an alarm, palm

hurting before it even touches the
lips

The end of my words, of you who I
can no longer name.

longer describe. and instead of saying anything

today, too, I quietly save
the path to you.

Rank Selection:  1st: 2nd: 3rd:

Figure 17: English translation of Figure 16, preserving the poems’ line structure.
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