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Abstract

While multi-agent systems based on large lan-
guage models (LLMs) have shown promise in
automating the progressive workflow of aca-
demic research, extending them to economics
and business research, where specialized do-
main knowledge spans neighboring disciplines
yet remains difficult to access in a structured
way, presents two challenges. First, existing
methods mostly retrieve at the paper level, yet
the evidence needed for research tasks is often
distributed across different sections, creating
a granularity mismatch that hinders retrieval
coverage and precision. Second, these fields
demand strict empirical rigor, yet current sys-
tems provide limited mechanisms for learning
from evaluation feedback. We present BizSage,
a multi-agent framework combining corpus-
level fine-grained retrieval with quality-driven
self-evolution. We build a Lateral Knowledge
Graph (LKG) by merging section-level knowl-
edge graphs and apply Personalized PageR-
ank (PPR) to surface semantically relevant and
structurally important sections. Seven special-
ized agents collaborate under a Meta-Review
self-evolution mechanism that distills failure
modes from evaluation traces into reusable
strategies. On a benchmark spanning four do-
mains and three tasks, BizSage ranks first on
the majority of metrics, achieves pairwise win-
rates above 60% against six baselines, and pro-
duces zero hallucinated citations. We hope
BizSage paves the way for reliable research
assistance in economics, business, and the
broader social sciences.

1 Introduction

Academic research typically follows progressive
convergence. Researchers first survey the litera-
ture to understand the state of a field, then identify
open problems and form research ideas, and re-
fine those ideas into experimental plans through
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iterative improvement (Snyder, 2019; Fernandez,
2019; Duncan et al., 2023). This process requires
locating relevant work in growing literature, identi-
fying gaps, and integrating methodological knowl-
edge across disciplines. As the volume of aca-
demic publications grows, the cognitive cost of
literature screening, method comparison, and re-
search design continues to rise, making automated
research assistance a common need in interdisci-
plinary work (Harari et al., 2020; Shahrzadi et al.,
2024; Finocchi et al., 2025). This challenge is par-
ticularly pronounced in economics and business
research, where relevant knowledge is often dis-
tributed across neighboring disciplines, raising the
bar for accurate literature retrieval and method se-
lection (Kapeller et al., 2017; Gusenbauer and Had-
daway, 2020, 2021).

Multi-agent systems driven by large language
models (LLMs) have shown potential for auto-
mated scientific discovery (Boiko et al., 2023; Gha-
farollahi and Buehler, 2025). Current research pro-
ceeds along two main directions. The first focuses
on idea generation, using multi-agent collaboration
to propose, review, and refine hypotheses (Zhou
et al., 2024; Qi et al., 2024; Baek et al., 2025); rep-
resentative frameworks include VirSci (Su et al.,
2025) and Co-Scientist (Gottweis et al., 2025).
The second pursues end-to-end systems that au-
tomate the full research workflow (Weng et al.,
2025a; Ghareeb et al., 2025; Mitchener et al., 2025;
Novikov et al., 2025), such as Al Scientist (Lu et al.,
2024) and its successor (Yamada et al., 2025), Al-
Researcher (Tang et al., 2025), and InternAgent (In-
ternAgent Team et al., 2025). Building on these
frameworks, recent work addresses the evolution of
system capabilities and knowledge retention (Wei-
dener et al., 2026; Lin et al., 2026; Bicker, 2026;
Feng et al., 2026); EvoScientist (Lyu et al., 2026)
uses persistent memory to enable cross-task ca-
pability accumulation. These advances show that
LLM-based agents are nearing the capability for
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Figure 1: Comparison of three retrieval methods. Left:
online API search returns selected information but is
slow. Middle: offline database retrieves whole papers
but includes irrelevant content. Right: our approach
builds a Lateral Knowledge Graph and retrieves selected
sections, achieving both speed and accuracy.
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autonomous research.

Although these systems show promise in au-
tomating research tasks, extending them to eco-
nomics and business research presents two chal-
lenges, as illustrated in Figure 1. First, existing
methods mostly retrieve at the paper level, yet the
evidence needed for literature review and research
design often resides in scattered sections within a
single paper. In large-scale interdisciplinary cor-
pora, this granularity mismatch makes it difficult
to balance retrieval coverage, precision, and effi-
ciency. Second, economics and business research
demands strict empirical rigor, requiring systems to
produce quality research plans and adapt to domain-
specific quality patterns. Accordingly, we study the
following research question:

How can we build a multi-agent system
for economics and business research that
achieves efficient and accurate fine-grained
knowledge retrieval while continuously adapt-
ing to domain-specific quality standards?

To address this question, we propose BizSage, a
self-evolving multi-agent framework for economics
and business research assistance. The framework
pre-builds a corpus-level Lateral Knowledge Graph
(LKG) from over 130,000 source papers span-
ning economics, finance, operations management,
and statistics, and applies Personalized PageRank
(PPR) to retrieve sections that are both relevant
and structurally important. Multiple specialized
agents then collaborate on survey, idea formula-
tion, and research plan as progressive tasks, guided

by a Meta-Review self-evolution mechanism that
distills reusable quality strategies from historical
evaluations.

Our contributions are summarized as follows:

* We propose BizSage, to our knowledge the
first multi-agent framework with built-in self-
evolution for economics and business re-
search, and construct a 300-query benchmark
spanning four domains. BizSage achieves
leading scores on the majority of metrics
across three backbone LLMs.

* We introduce an efficient fine-grained retrieval
mechanism that unifies section-level knowl-
edge graphs into a corpus-level graph and ap-
plies PPR to capture cross-document evidence
that paper-level retrieval misses.

* We propose a Meta-Review self-evolution
mechanism that converts accumulated evalua-
tion feedback into actionable quality strate-
gies, enabling progressive adaptation to
domain-specific quality standards.

* We extend citation hallucination evaluation
from standalone LLMs to multi-agent re-
search systems, identify domain drift as a new
failure mode, and demonstrate zero halluci-
nated citations.

2 Business Automated Research Task

We highlight that relevant literature retrieval is crit-
ical to these tasks, as language models lack suffi-
cient domain-specific knowledge to conduct rigor-
ous research independently. Accordingly, we for-
malize these tasks as a two-stage process: Stage 1:
literature retrieval, which gathers relevant domain
evidence for a given research request; and Stage 2:
grounded response generation, which produces a
response supported by the retrieved evidence.

2.1 Problem Definition

Let Q@ = {q1,42,-..,qm} be a set of heteroge-
neous research tasks (e.g., survey, idea formula-
tion, research planning), and let C be a domain-
specific corpus. For each ¢; € Q, the system
first retrieves a task-specific literature collection
D; = {dy,da,...,d,} C C, where each d; is a
document pertinent to ¢;. The objective is then to
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generate the optimal response ¥;:

D; = Retrieve(q;, C)
y; = argmax P(y | ¢i, D;) (D
y

3 Method

In this section, we detail the proposed framework,
as illustrated in Figure 2.

3.1 Stage 1: Literature Retrieval via
Knowledge Graph

Retrieving the most relevant content from a large
corpus is non-trivial (Gusenbauer and Haddaway,
2020). A naive similarity search tends to surface
many semantically similar but informationally re-
dundant sections, missing the truly important ones.
To address this, we propose a Lateral Knowledge
Graph (LKG), a single unified graph built across
all documents in the corpus. LKG allows con-
cept nodes from different papers to be connected,
enabling cross-document knowledge flow during
retrieval. We then apply Personalized PageRank
(PPR) (Yang et al., 2024b) on the LKG to iden-
tify sections that are both relevant and structurally
important.

Section-Level Knowledge Graph Extraction.
For each document d; € C, we segment it into
sections and prompt a LLM to extract a local
knowledge graph G; = (V}, ;) from each sec-
tion, where nodes V; represent key concepts and
edges E; represent semantic relations between
them (Lairgi et al., 2024; Mo et al., 2025).

Lateral Knowledge Graph Construction. Du-
plicate or semantically equivalent nodes are in-
evitable in section-level graph construction, yet
prior methods often overlook this issue, leading to
fragmented graphs and limited effectiveness. We
therefore introduce an additional merging step to
align these nodes across documents and construct
a unified corpus-level lateral knowledge graph
G=(V,E):

¢=JaG; )
i

This design consolidates concepts shared across
multiple papers into unified nodes, making cross-
paper connections explicit and allowing PPR to
propagate importance signals across the entire cor-
pus rather than within individual documents.

Personalized PageRank Retrieval. Given a
query q;, we initialize a personalization vector p
over nodes in GG based on the semantic similarity
between ¢; and each concept node. We then run
PPR on G to obtain an importance score 7(v) for
each node v:

m=ap+(1-a)A'rw 3)

where A is the column-normalized adjacency ma-
trix of G and « is the teleportation probability.
Sections whose constituent nodes accumulate high
PPR scores are ranked as the most relevant and
important, effectively distinguishing informative
sections from merely similar but redundant ones.
The top-n sections are collected to form the re-
trieved literature D;.

3.2 Stage 2: Self-Evolving Multi-Agent
Generation System

Stage 2 organizes Equation (1) into seven agents
coordinated by a Manager. The Manager maintains
a quality strategy memory Mg indexed by agent
and weakness type; before each task, every agent
retrieves its strategies K, = Ro(Mq, a).

Planner Agent. The Planner maps each input ¢;
to a task specification (74, z;), where 7; identifies
the task type and z; is the research intent.

Retriever Agent. The Retriever applies PPR on
the LKG from Stage 1 to collect n candidate sec-
tions D;. When the Assessor judges evidence in-
sufficient, the Retriever receives new keywords and
retrieves additional sections, skipping seen papers.

Assessor Agent. The Assessor labels each d; €
D; as useful D;L , uncertain Dl?t, or noise D, ; ev-
idence is sufficient when |D;"| > 6. It then ranks
Df by relevance and diversity and selects the top
M., sections, where M. is set per task type:

Dy = Top,, (D;). 4)

Academic Research Meeting. The writing stage
proceeds in three steps. The Presenter generates a
draft @Z(O) from (77, z;, DI'"*) with a task-specific
template. The Discussant examines it on multi-
ple quality dimensions and raises issues R;. The
Chair integrates the draft and critique into a re-
vised output:

9 = 99, Ry, DY), (5)
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Figure 2: Overview of the proposed framework. The left part illustrates Stage 1 (literature retrieval) and the right

part illustrates Stage 2 (grounded response generation).

Reviewer Agent. The Reviewer scores ¢; on mul-
tiple dimensions, yielding s; € {1,...,5}* with
total S; = ), si . The output is accepted when
Si > Spass and ming s; . > Smin; otherwise it
identifies the responsible agent a; and generates
feedback fq:.

Self-Evolving Manager. The Manager enables
agents to evolve at two granularities. At the task
level, it corrects the current output by routing Re-
viewer feedback to the diagnosed agent and re-
running from that point for up to 7" rounds, where
® denotes one pipeline pass:

(g | £7), (6)

At the system level, after m tasks the Manager
analyzes traces {H1, ..., H,} to identify agents
that are repeatedly blamed and the failure patterns
behind them. For each pattern, it generates can-
didate strategies {c1, ..., cx } and selects the one
that most improves the worst historical case:

t+1)
y(

t=1,...,T.

(7

CZ, = argmax V(Ck, Hworst)v
k

where v measures quality gain. Validated strategies
are committed to M:

Mg < Mg U{(a, )} 8)

This distills recurring failures into general strate-
gies that change agent behavior, rather than storing
individual past outputs. The prompt templates for
all agents are provided in Appendix J.

4 Experimental Setup

To evaluate BizSage and understand what drives
its performance on domain-specific research tasks,
we investigate three research questions (RQs):

* RQ1: How well does BizSage meet the qual-
ity standards of business and economics schol-
arship compared to existing methods?

* RQ2: How does self-evolution reshape the
quality profile across iterations, and does back-
bone capacity affect the improvement ceiling?

* RQ3: Which aspects of output quality de-
pend on structured retrieval, and which require
multi-agent collaboration?

4.1 Data Source

Knowledge Graph. For the knowledge graph
construction in Section 3, we employ GPT-40 to
extract entities and relations from each paper sec-
tion. Following prior work (Zhu et al., 2024), we
treat knowledge graph extraction as a fundamental
information extraction task where GPT-4o is suffi-
cient. After merging all section-level graphs across
the corpus, the resulting LKG contains 3,799,002
concept nodes and 9,722,116 edges. Details of our
dataset are provided in Appendix A.

Evaluation Dataset. We hold out 4,000 papers
from the source corpus before LKG construction
and derive 600 research queries from them, pre-
venting information leakage between the retrieval
index and evaluation targets. The three task types
are survey, which asks for a structured review of
a research area; idea formulation, which asks for
a novel methodological proposal addressing a spe-
cific problem; and research plan, which asks for
a concrete experimental design with hypotheses,
data, and validation strategy. Each type yields 200
queries across four domains, from which 100 are
randomly sampled as the development set for self-
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evolution and the remaining 100 form the evalua-
tion benchmark. The evaluation set remains unseen
throughout the evolution process. Details of the
construction pipeline appear in Appendix C.

4.2 Baselines

We compare against two groups of baselines. Full-
pipeline systems that support all three task types
include Al-Scientist-v2 (Yamada et al., 2025), Evo-
Scientist (Lyu et al., 2026), InternAgent-1.5 (Feng
et al., 2026) and ResearchAgent (Baek et al., 2025).
Task-specific systems serve as additional baselines
for their respective task types: Idea2Story (Xu
et al., 2026a) for idea formulation, and AI Co-
Scientist (Gottweis et al., 2025) for research plan.
Implementation details for each baseline appear in
Appendix D.

4.3 Evaluation Metrics

We use GPT-40 as an LLM judge (Liu et al., 2023;
Yu et al., 2025) to score each output using a 1-5
scale. All task types are evaluated on Relevance
and Grounding, measuring query alignment and ci-
tation reliability, respectively (Agarwal et al., 2025;
Wu et al., 2025). The remaining two dimensions
are task-specific: Coverage and Synthesis for sur-
vey (Snyder, 2019; Yan et al., 2025), Novelty and
Feasibility for idea formulation (Baek et al., 2025;
Lyu et al., 2026), and Rigor and Feasibility for
research plan (Jing et al., 2025; Goel et al., 2025).
Appendix E provides the full rubric and Appendix F
validates LLM—-human agreement.

S Experimental Results

5.1 Main Results (RQ1)

Quantitative Comparison. Table 1 summarizes
all methods across three backbones and three task
types. BizSage achieves the highest score on the
majority of metrics under every backbone. On GPT-
5.5, it ranks first on 10 out of 12 metrics, falling
to second only on Relevance and Novelty for Idea
Formulation. Among all dimensions, Grounding
shows the most pronounced advantage: most base-
lines score below 3.0 on this dimension, while
BizSage leads the second-best method by 0.57
points on Survey. This gap stems from the cross-
document structure of the LKG, where PPR rank-
ing retrieves passages that are both topically rele-
vant and structurally important, thereby reducing
citation errors in the generation stage. The two
task-specific baselines target only a single task, yet

they fail to consistently outperform BizSage even
on their designated task, indicating that a general-
purpose framework with strong retrieval and gener-
ation can match or exceed specialized systems.

Comparing across backbones, absolute scores
for all methods increase with stronger backbone
capability, confirming that backbone strength is the
key factor determining the upper bound of output
quality. BizSage exhibits a larger relative gain on
weaker backbones: its average Grounding lead over
the second-best method widens from 0.28 points
on the strongest backbone to 0.55 points on the
weakest, suggesting that structured retrieval and
multi-agent collaboration partially compensate for
limited backbone capacity. Representative outputs
for each task type are shown in Appendix I.

Pairwise Comparison. Independent scoring av-
erages over queries of varying difficulty, which
may mask per-query differences. To control for
this, we conduct pairwise evaluation: for each
query, GPT-4o directly judges which of two out-
puts is better, and we report the fraction of queries
where BizSage is preferred. As shown in Figure 3,
BizSage achieves win-rates above 60% across most
backbone and task combinations, further confirm-
ing its broad advantage.

5.2 Effect of Self-Evolution (RQ2)

Table 2 tracks quality scores across three strategy-
refinement iterations for all three backbones. It-
eration 3 achieves the best score on nearly every
metric and backbone. Since Iteration 1 runs with
an empty strategy memory Mg, the gap between
Iteration 1 and Iteration 3 also serves as a direct ab-
lation of the cross-task strategy memory. Ground-
ing shows the largest gains: it starts as the lowest-
scoring dimension in Iteration 1, and the gap be-
tween Grounding and other dimensions narrows
substantially after three iterations, indicating that
self-evolution preferentially repairs the dimension
with the largest initial deficit. The three backbones
exhibit distinct improvement trajectories: GPT-5.5
improves evenly across iterations with the highest
final scores yet not the largest total gain, suggest-
ing that a high starting point compresses the room
for improvement; DeepSeek-V4-Flash stalls for
the first two iterations before producing the sin-
gle largest per-iteration jump across all backbones
with the greatest total gain, suggesting a threshold
effect in which accumulated strategies only take
effect once a critical mass is reached; Gemini-3-
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[ Survey | IdeaFormulation | Research Plan

| Rel. Grd. Cov. Syn.|Rel. Grd. Nov. Fea.|Rel. Grd. Rig. Fea.

Method

GPT-5.5

Al-Scientist-v2 | 4.68 3.57 3.97 3.94 |4.68 3.29 3.69 3.85|4.88 422 4.05 3.84
EvoScientist 455 220 3.97 3.82|4.72 228 253 375|443 184 280 2.76
InternAgent-1.5 |3.52 1.97 2.54 2.84 [4.19 2.16 3.04 336|422 156 3.87 3.03

ResearchAgent | 4.37 2.47 3.81 3.82|4.33 2.87 332 3.66|4.83 255 3.17 3.52

Idea2Story® - - - — |466 256 3.14 369| - - -
AlCo-Scientist’ | — - - — | — - - — |391 1.62 240 247

BizSage (Ours) | 4.77 4.14 4.04 399|471 342 343 3.95|4.89 4.36 4.07 3.95

Gemini-3-Flash

Al-Scientist-v2 | 3.73 248 3.00 2.85|4.09 225 285 2.72|4.25 1.80 2.88 2.83
EvoScientist 3.91 227 3.16 2.83 (423 247 243 3.32(3.97 230 2.28 252
InternAgent-1.5 | 2.69 1.53 2.12 1.90|3.44 125 2.15 224|321 1.51 211 203
ResearchAgent |3.67 1.82 275 2.53|3.65 2.19 276 274|399 196 2.89 2.84

Idea2Story’ - - - - |444 203 3.05 3.12| - - - -
AlCo-Scientist' | — - - - | — - - - |258 136 123 148

BizSage (Ours) | 3.94 296 3.41 3.01|425 299 286 3.78|4.02 2.95 2.94 2.86

DeepSeek-V4-Flash

Al-Scientist-v2 | 3.93 2.61 3.06 3.03 |4.37 2.62 291 3.31|4.46 2.06 342 3.28
EvoScientist 4.51 276 397 390|472 291 3.19 3.20|4.87 3.67 3.89 3.68
InternAgent-1.5 |2.38 142 1.82 1.87|395 196 264 275|390 146 2.68 2.54
ResearchAgent |3.97 2.05 3.12 3.06 |3.93 2.21 2.80 3.04|4.44 232 333 3.26

Idea2Story’ - - - - 1450 222 292 313 | - - - -
Al Co-Scientist’ | — - - - - - - - 59 146 2.09 223

BizSage (Ours) | 4.65 2.96 3.89 4.08 |4.74 3.07 3.06 3.79|446 3.88 3.93 3.70

[9%])

Table 1: Main results across three backbone LLMs. Bold and underline mark the best and second-best scores in
each column within each backbone. | denotes task-specific systems evaluated only on their target task. Metric abbre-
viations: Rel. =Relevance, Grd. = Grounding, Cov. = Coverage, Syn. = Synthesis, Nov. = Novelty, Fea. = Feasibility,
Rig. =Rigor.
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Figure 3: Pairwise win-rate (%) of BizSage against each baseline, judged by GPT-40. Each sub-figure shows one
task type, with bars grouped by backbone.

Flash shows the smallest total gain with several  can reliably execute the accumulated strategies.
metrics declining slightly, indicating that strategies

are difficult to execute when backbone capacity is 5.3 Ablation Study (RQ3)

insufficient. Overall, self-evolution reshapes the
quality profile by concentrating its corrections
on the weakest dimension rather than lifting all
dimensions uniformly, and its lower bound of ef-
fectiveness is determined by whether the backbone

To isolate each component’s contribution, we ab-
late four modules from the full system using GPT-
5.5, with results reported in Table 3. The four
components divide along two axes, citation accu-
racy and content quality: Section-Level Knowledge
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|

Method ‘

Survey

Idea Formulation

Research Plan

Rel.

Grd.

Cov.

Syn. ‘ Rel. Grd. Nov. Fea. ‘ Rel. Grd. Rig. Fea.

GPT-5.5

BizSage (Iteration 1)
BizSage (Iteration 2)
BizSage (Iteration 3)

4.14
4.30
4.77

3.05
4.06
4.14

3.77
3.94
4.04

3.86
3.89
3.99

4.52
4.57
4.71

2.07
3.17
3.42

3.16
340
3.43

3.54
3.67
3.95

4.60
4.62
4.89

3.35
375
4.36

3.94
4.00
4.07

3.31
3.42
3.95

Gemini-3-Flash

BizSage (Iteration 1)
BizSage (Iteration 2)
BizSage (Iteration 3)

3.90
3.92
3.94

2.67
2.88
2.96

3.35
3.38
341

2.93
2.99
3.01

4.10
421
4.25

2.95
297
2.99

2.73
2.82
2.86

3.63
3.78
3.78

3.57
3381
4.02

2.55
276
2.95

2.96
2.94
3.07

291
2.90
2.86

DeepSeek-V4-Flash
BizSage (Iteration 1)
BizSage (Iteration 2)
BizSage (Iteration 3)

4.13
4.15
4.65

2.92
291
2.96

3.47
3.52
3.89

3.42
343
4.08

4.22
421
4.74

1.98
1.93
3.07

2.64
2385
3.06

2.77
2.94
3.79

4.18
4.29
4.46

3.06
3.11
3.88

3.33
3.37
3.93

3.21
3.26
3.70

Table 2: Self-evolution across three strategy-refinement iterations per backbone. Each iteration refines strategies
using 10 development queries. Bold and underline mark the best and second-best scores per column within each

backbone.
‘ Survey ‘ Idea Formulation ‘ Research Plan
Method i
‘ Rel. Grd. Cov. Syn. ‘ Rel. Grd. Nov. Fea. ‘ Rel. Grd. Rig. Fea.
BizSage (full) |4.77 414 4.04 399|471 342 343 395|489 436 4.07 395
Ablations
F without Section-Level Knowledge Graph | 4.32 3.19 3.99 3.92 |4.48 226 3.35 3.61|4.73 3.56 4.01 3.55
F without Reviewer 416 4.06 3.89 3.83 (436 3.08 3.35 3.50|4.62 3.27 3.97 3.32
 without Discussant 420 4.03 379 3.68 426 3.07 3.19 3.36|4.57 3.26 3.87 3.18
F without Iterative Refinement 423 315 393 3941436 223 334 355471 241 397 3.46

Table 3: Ablation study on the GPT-5.5 backbone. Each variant removes one component from the full system.

Bold

and underline mark the best and second-best scores per column.

Graph and Iterative Refinement primarily affect
Grounding, while Reviewer and Discussant primar-
ily affect Coverage and Synthesis. For citation
accuracy, removing Iterative Refinement causes
a larger Grounding drop than removing Section-
Level Knowledge Graph, indicating that complex
citation structures require multi-round correction
rather than merely better retrieval input. Notably,
removing the knowledge graph leaves Coverage
largely intact while Grounding drops sharply, sug-
gesting that the bottleneck lies in attribution pre-
cision rather than literature breadth. For content
quality, the Discussant has a greater impact than the
Reviewer, because the former proactively injects
alternative perspectives during generation while the
latter only scores existing output. Overall, the four
components exhibit a largely complementary im-
pact pattern: retrieval modules and collaborative
agents address largely independent failure modes,
and strengthening one cannot compensate for defi-

ciencies in the other.

6 Discussion

6.1 Retrieval Efficiency Analysis

We compare BizSage with four retrieval-only vari-
ants and three agentic framework baselines. LKG
uses the corpus-level graph without additional
graph diffusion, while Long-Walk PPR follows
Personalized PageRank-style propagation over the
graph (Page et al., 1999; Haveliwala, 2002; Yang
et al., 2024b). Katz Diffusion (Katz, 1953) and
Heat-Kernel Diffusion (Kondor and Lafferty, 2002)
replace PPR with alternative graph diffusion oper-
ators. The agentic baselines include ResearchA-
gent (Baek et al., 2025), Idea2Story (Xu et al.,
2026a), and Al Co-Scientist (Gottweis et al., 2025).

Figure 4 summarizes the efficiency and perfor-
mance trade-off. BizSage occupies the favorable
high-quality, low-time region for survey and idea
formulation, combining the highest mean quality
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Figure 4: Efficiency—performance matrix across the three task types. Each point represents one method; the x-axis
shows mean quality score and the y-axis shows retrieval time in seconds. Methods closer to the lower-right corner

achieve higher quality with shorter retrieval time.

Extraction Model | NV RS MC

Qwen3-8B 65.0 444 429
GPT-40 900 882 923
GPT-5.5 952 944 933

Table 4: Quality of section-level graph extraction across
extraction models on 50 manually annotated paper sec-
tions. NV = Node Validity, RS = Relation Support, MC
= Merge Consistency. All values are percentages, and
higher is better.

with the shortest retrieval time among the plotted
methods. For research plan, AI Co-Scientist re-
trieves faster but has substantially lower quality,
while BizSage remains close to ResearchAgent in
retrieval time and yields a much stronger quality
score. The full runtime table in Appendix G fur-
ther shows that diffusion-heavy retrieval variants,
especially Long-Walk PPR and Heat-Kernel Diffu-
sion, incur larger propagation costs than BizSage’s
default configuration.

6.2 Knowledge Graph Construction Analysis

Building section-level graphs for the full corpus
with GPT-40 cost approximately $7,300 in API us-
age. This expense is incurred once at ingestion
and is absorbed by the operator of the system; it
is not repeated per query and is not passed on to
users. The released graph covers publications dat-
ing back to the 1920s, and bringing it up to date
only requires extracting and merging the papers
added since the previous build, a workload that is
small relative to the initial construction.

Selecting GPT-40 for extraction balances graph
quality against expense. To quantify this trade-
off, we collect 50 paper sections with manually
annotated entities and relations and run Qwen3-8B,
GPT-40, and GPT-5.5 under an identical prompt

Method \ #Citations Hallucination Rate
BizSage (Ours) 894 0.0%
InternAgent-1.5 98 5.1%
EvoScientist 75 2.7%
Al-Scientist-v2 0 -
ResearchAgent 0 -
Idea2Story™ 0 -

AI Co-Scientist™ 0 -

Table 5: Citation integrity on the survey task. *These
systems do not produce surveys; we evaluate twenty
outputs from their native tasks instead.

and merging pipeline. Three measures are reported
in Table 4: node validity, the proportion of ex-
tracted nodes that denote a genuine concept in the
annotated section; relation support, the proportion
of extracted edges that the passage directly asserts
or clearly entails; and merge consistency, the pro-
portion of cross-document merges that the annota-
tors confirm as denoting one and the same entity.
GPT-5.5 exceeds GPT-40 by 5.2 points on node
validity and 6.2 points on relation support, with
the gain arising chiefly from more complete rela-
tion extraction in a few long sections, while merge
consistency differs by only one point. Given the
far higher inference cost and latency of GPT-5.5,
applying it to the full corpus would not be cost-
effective. Qwen3-8B produces unstable extractions
on this task, and its errors propagate and compound
during node merging, so it is unsuitable for build-
ing a corpus-scale graph.

6.3 Citation Integrity Analysis

Reliable citations allow researchers to verify claims
in system-generated text against published litera-
ture. Their absence leaves researchers unable to
assess which claims are substantiated, while fabri-
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cated citations mislead by lending false credibility.
We select the survey task for its intensive citation
demands, extract all citations from twenty outputs
per system, and verify each against CrossRef! with
human review of unmatched entries. This audit
covers whether each cited work exists, whether its
bibliographic details are accurate, and whether it is
topically relevant to the queried domain.

As shown in Table 5, BizSage produces zero
hallucinated citations across 894 entries, while
InternAgent-1.5 and EvoScientist contain five and
two hallucinated entries respectively, with approx-
imately 40% of InternAgent-1.5’s valid citations
drawn from unrelated fields. The remaining sys-
tems produce no citations at all, meaning their out-
puts lack verifiable evidence trail for academic writ-
ing. Beyond correctness, Appendix H shows that
BizSage’s citations are widely dispersed across the
corpus rather than concentrated on a small set of
papers.

Prior work has shown that standalone LLMs hal-
Iucinate citations at rates of 14% to 95% (Linardon
et al., 2025; Xu et al., 2026b; Sakai et al., 2026).
This analysis extends that concern to research agent
systems and identifies domain drift, where citations
refer to real but topically irrelevant publications, as
a failure mode that current hallucination detection
cannot capture. Addressing both hallucination and
drift requires domain-aligned retrieval with explicit
verification at the output stage.

7 Conclusion

We present BizSage, a self-evolving multi-agent
framework for automated research in economics
and business, which leverages a corpus-level LKG
with PPR retrieval to support three progressive
tasks: survey, idea formulation, and research plan.
On a benchmark spanning four sub-domains and
three backbone LL.Ms, BizSage achieves leading
scores on the majority of evaluation dimensions,
with zero hallucinated citations in a sampled ver-
ification study. Our analysis further reveals two
findings relevant to future system design: self-
evolution concentrates its corrections on the weak-
est quality dimension rather than lifting all dimen-
sions uniformly, and retrieval modules and col-
laborative agents address largely independent fail-
ure modes, making both indispensable for domain-
specific research quality. We hope this work pro-
vides a foundation for extending automated re-

"https://www.crossref.org/

search assistance to broader social-science disci-
plines.

8 Limitations

Despite the promising results demonstrated in this
study, several limitations must be acknowledged.
The source corpus used for knowledge graph con-
struction is drawn from 73 peer-reviewed journals
and does not include working papers, conference
proceedings, or preprints, potentially missing the
most recent findings in fast-moving research areas.
In addition, the system and all evaluation materials
are in English, and the applicability to non-English
academic literature remains unexplored. The LKG
is built once during corpus ingestion and cannot
automatically incorporate newly published work,
requiring periodic reconstruction to maintain up-
to-date coverage. The self-evolution mechanism
has only been tested for three iterations, and the
long-term convergence behavior as well as whether
accumulated strategies may become mutually con-
flicting have not been studied. Finally, the bench-
mark contains only 300 test queries. Since each
query is retained through strict expert curation and
elicits a long, citation-dense output that is costly
to generate and judge, this scale already supports
a reliable comparison across systems, and we will
consider larger-scale evaluation in future work.
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A Source Journal Corpus

We construct a domain corpus from peer-reviewed
journals in four fields central to economics and
business research: economics, finance, operations
management, and statistics. Journal selection fol-
lows a two-step process. First, we anchor each
domain on its widely acknowledged flagship jour-
nals, identified through bibliometric ranking stud-
ies (Currie and Pandher, 2020; Kalaitzidakis et al.,
2011; Petersen et al., 2011). Second, we extend
coverage by adding leading field journals that hold
top-tier ratings in the Chartered Association of
Business Schools (ABS) Academic Journal Guide
(AJG) (Walker et al., 2021; Hudson, 2025). The re-
sulting journal list comprises 73 journals. The pro-
cessed corpus snapshot used for knowledge graph
(KG) construction contains 134,234 papers span-
ning publication dates from the 1920s to 2025. It
includes 56,213 economics papers, 40,466 finance
papers, 8,094 operations management papers, and
29,461 statistics papers. Tables 6-9 list all jour-
nals with their publishers, temporal coverage, pro-
cessed paper counts, and access uniform resource
locators (URLs). Publisher abbreviations in the
journal tables use official short names: American
Economic Association (AEA), Oxford University
Press (OUP), Massachusetts Institute of Technol-
ogy (MIT) Press, University of Wisconsin (U Wis-
consin), Econometric Society (Econometric Soc.),
and the Institute for Operations Research and the
Management Sciences (INFORMS).

A.1 Economics

Economics research values methodological rigour,
disciplinary reach, and balanced field coverage.
Bibliometric surveys consistently place a small set
of flagship general journals at the centre of cita-
tion influence and promotion decisions (Kalaitzi-
dakis et al., 2011; Heckman and Moktan, 2020);
our corpus includes four of these: American Eco-
nomic Review, Quarterly Journal of Economics,
Econometrica, and Review of Economic Studies.
To avoid overweighting these flagships, we add the
top-ranked field journals that remain in the over-
all top-30 after field-normalized and multi-criteria
rankings (Combes and Linnemer, 2010; Engemann
et al., 2009; Ritzberger, 2008), covering economet-
rics (Journal of Econometrics, Econometric The-
ory), development (Journal of Development Eco-
nomics), and labor (Journal of Human Resources).
The four American Economic Journal sub-titles,

launched in 2009, provide additional coverage of
applied, macro, micro, and policy research. FEx-
perimental Economics ensures representation of
laboratory and behavioural methods, and Review
of Economics and Statistics bridges empirical eco-
nomics and quantitative social science. The se-
lected 22 journals and their details are shown in
Table 6.

A.2 Finance

Finance scholarship values methodological rigour,
cross-field impact, and sub-field balance. Ci-
tation and promotion studies identify the “Top
Three” general journals—Journal of Finance,
Journal of Financial Economics, and Review
of Financial Studies—as dominant in career-
making citations (Currie and Pandher, 2011, 2020;
Borokhovich et al., 2000). We extend coverage
with leading field journals that rank A/A™ in active-
scholar assessments (Borokhovich et al., 2011),
spanning corporate finance (Journal of Corporate
Finance), market microstructure (Journal of Finan-
cial Markets, Journal of Financial Intermediation),
and risk management (Journal of Financial Sta-
bility). Insurance and actuarial science are repre-
sented by Insurance: Mathematics and Economics,
ASTIN Bulletin, Journal of Risk and Insurance, and
two Scandinavian and North American actuarial
outlets. Real-estate finance is covered by Real Es-
tate Economics and Journal of Real Estate Finance
and Economics. The resulting 29-journal set cap-
tures the citation core of contemporary financial
economics, as shown in Table 7.

A.3 Operations Management

Operations management and operations research
are organized around a compact citation core. Bib-
liometric analyses show that a small number of
INFORMS-published journals account for a large
share of within-field citations (Petersen et al., 2011;
Song et al., 2022), and these journals hold top-
tier AJG 2021 ratings (Walker et al., 2021). We
anchor the corpus on four INFORMS flagships—
Management Science, Operations Research, Trans-
portation Science, and INFORMS Journal on Ap-
plied Analytics—which collectively represent the
core of the discipline. To ensure breadth in method-
ology and applications, we add journals covering
production systems (International Journal of Pro-
duction Research, Journal of Operations Manage-
ment), mathematical optimization (Mathematical
Programming, Journal of Optimization Theory and
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Journal Publisher Coverage Website Papers
American Economic Review AEA 1980-2021 aeaweb.org/j/aer 8,760
Journal of Econometrics Elsevier 1973-2022 elsevier.com/j/econometrics 5,637
Journal of Economic Theory Elsevier 1974-2022 elsevier.com/j/econ-theory 5,151
The Economic Journal OUP 1927-2023 oup.com/ej 4,832
Econometrica Econometric Soc.  1980-2023 econometricsociety.org 4,622
Review of Economics and Statistics MIT Press 1969-2018 direct.mit.edu/rest 3,744
Review of Economic Studies oup 1936-2016 oup.com/restud 3,309
Journal of Development Economics Elsevier 1975-2015 elsevier.com/j/dev-econ 3,207
International Economic Review Wiley 1961-2020 wiley.com/j/14682354 3,116
Quarterly Journal of Economics OuUP 1927-2021 oup.com/qje 2,421
Journal of Human Resources U Wisconsin 1966-2018 jhr.uwpress.org 1,892
Econometric Theory Cambridge 1985-2023 cambridge.org/j/ect 1,785
RAND Journal of Economics Wiley 1973-2017 wiley.com/j/17562171 1,593
Journal of the European Economic OUP 2003-2018 oup.com/jeea 1,310
Association

Experimental Economics Springer 2000-2023 springer.com/j/10683 828
American Economic Journal: Economic AEA 2009-2021 aeaweb.org/j/pol 821
Policy

American Economic Journal: AEA 2009-2021 aeaweb.org/j/mic 670
Microeconomics

American Economic Journal: AEA 2009-2021 aeaweb.org/j/mac 668
Macroeconomics

Theoretical Economics Econometric Soc. 20062020 econtheory.org 556
American Economic Journal: Applied AEA 2009-2021 aeaweb.org/j/app 507
Economics

Quantitative Economics Econometric Soc. 2010-2022 geconomics.org 407
Journal of Economic Growth Springer 1996-2023 springer.com/j/10887 377

Table 6: Economics journals in the source corpus.

Applications), scheduling and logistics (Journal of
Scheduling, Naval Research Logistics, Operations
Research Letters), and decision analysis (Decision
Sciences). Institute of Industrial and Systems En-
gineers (IISE) Transactions (formerly Institute of
Industrial Engineers (IIE) Transactions) provides
additional coverage of industrial and systems en-
gineering methods. The selected 13 journals are
listed in Table 8.

A.4 Statistics

Citation capital in statistics is concentrated: the
ten most-cited statistics journals capture just over
half of all within-field citations (Wang et al., 2022),
and field-normalized analyses reveal pronounced
inequality in citation distributions (Crespo et al.,
2013; Ruiz-Castillo and Waltman, 2015; Kozlowski

et al., 2024). We select journals that cover the
field’s core areas: mathematical statistics and prob-
ability theory (Biometrika, Journal of the Royal Sta-
tistical Society (JRSS) Series B), computational and
graphical methods (Journal of Computational and
Graphical Statistics), applied and public-health
statistics (Biostatistics, JRSS Series C), and a gen-
eralist forum (Scandinavian Journal of Statistics).
Journal of Business & Economic Statistics is in-
cluded in this domain rather than economics, as it
bridges econometrics and statistical methodology
and is frequently cited by both communities. Com-
putational Statistics & Data Analysis and Journal
of Multivariate Analysis round out the computa-
tional and theoretical coverage respectively. The
selected 9 journals are listed in Table 9.
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Journal Publisher Coverage Website Papers
Journal of Finance Wiley 1949-2020 wiley.com/j/15406261 5,902
Journal of Financial Economics Elsevier 1978-2022 elsevier.com/j/jfe 3,201
Review of Financial Studies oup 1988-2021 oup.com/rfs 2,529
Journal of International Money and Finance Elsevier 1982-2023 elsevier.com/j/jimf 2,264
Journal of Corporate Finance Elsevier 1997-2021 elsevier.com/j/jcf 2,214
Insurance: Mathematics and Economics Elsevier 1982-2022 elsevier.com/j/ime 1,806
Financial Review Wiley 1968-2019  wiley.com/j/15406288 1,598
Journal of Applied Corporate Finance Wiley 1988-2024 wiley.com/j/17456622 1,595
Review of Quantitative Finance and Springer 1992-2024 springer.com/j/11156 1,550
Accounting

ASTIN Bulletin Cambridge 1960-2024 cambridge.org/j/astin 1,521
Corporate Governance: An International Wiley 1993-2022 wiley.com/j/14678683 1,485
Review

Journal of Financial Research Wiley 1978-2015 wiley.com/j/14756803 1,424
Real Estate Economics Wiley 1973-2023  wiley.com/j/15406229 1,421
European Journal of Finance Taylor & Francis  1997-2025 tandfonline.com/rejf20 1,398
Applied Financial Economics Taylor & Francis  1997-2012 tandfonline.com/rafe20 1,136
North American Actuarial Journal Taylor & Francis 1997-2024 tandfonline.com/uaaj20 1,098
European Financial Management Wiley 1995-2016 wiley.com/j/1468036x 1,089
Journal of Financial Stability Elsevier 2005-2020 elsevier.com/j/jfs 1,075
Journal of Risk and Insurance Wiley 1956-2020 wiley.com/j/15396975 949
Mathematical Finance Wiley 1991-2018 wiley.com/j/14679965 884
Review of Finance OuUP 1997-2023 oup.com/rof 843
Journal of Financial Services Research Springer 1988-2023 springer.com/j/10693 644
International Review of Finance Wiley 2000-2017 wiley.com/j/14682443 616
Journal of Financial Intermediation Elsevier 2001-2017 elsevier.com/j/jfi 610
Journal of Financial Markets Elsevier 2003-2020 elsevier.com/j/finmar 584
Scandinavian Actuarial Journal Taylor & Francis  1997-2024 tandfonline.com/sact20 528
Review of Asset Pricing Studies OUP 2011-2020 oup.com/raps 204
Review of Corporate Finance Studies OuUP 2012-2021 oup.com/rcfs 191
Journal of Real Estate Finance and Economics Springer 2007-2023 springer.com/j/11146 107

Table 7: Finance journals in the source corpus.
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https://onlinelibrary.wiley.com/journal/15406261
https://www.sciencedirect.com/journal/journal-of-financial-economics
https://academic.oup.com/rfs
https://www.sciencedirect.com/journal/journal-of-international-money-and-finance
https://www.sciencedirect.com/journal/journal-of-corporate-finance
https://www.sciencedirect.com/journal/insurance-mathematics-and-economics
https://onlinelibrary.wiley.com/journal/15406288
https://onlinelibrary.wiley.com/journal/17456622
https://link.springer.com/journal/11156
https://www.cambridge.org/core/journals/astin-bulletin
https://onlinelibrary.wiley.com/journal/14678683
https://onlinelibrary.wiley.com/journal/14756803
https://onlinelibrary.wiley.com/journal/15406229
https://www.tandfonline.com/toc/rejf20/current
https://www.tandfonline.com/toc/rafe20/current
https://www.tandfonline.com/toc/uaaj20/current
https://onlinelibrary.wiley.com/journal/1468036x
https://www.sciencedirect.com/journal/journal-of-financial-stability
https://onlinelibrary.wiley.com/journal/15396975
https://onlinelibrary.wiley.com/journal/14679965
https://academic.oup.com/rof
https://link.springer.com/journal/10693
https://onlinelibrary.wiley.com/journal/14682443
https://www.sciencedirect.com/journal/journal-of-financial-intermediation
https://www.sciencedirect.com/journal/journal-of-financial-markets
https://www.tandfonline.com/toc/sact20/current
https://academic.oup.com/raps
https://academic.oup.com/rcfs
https://link.springer.com/journal/11146

Journal Publisher Coverage Website Papers
INFORMS Journal on Applied Analytics INFORMS 1971-2023 informs.org/j/inte 3,204
Operations Research INFORMS 1976-2024 informs.org/j/opre 2,164
Transportation Science INFORMS 1967-2011 informs.org/j/trsc 1,328
Management Science INFORMS 1970-1977 informs.org/j/mnsc 1,043
Mathematical Programming Springer 1995-2024  springer.com/j/10107 70
Operations Research Letters Elsevier 2004-2023 elsevier.com/j/orl 38
International Journal of Production Research ~ Taylor & Francis = 1980-2023 tandfonline.com/tprs20 37
Decision Sciences Wiley 1998-2011 wiley.com/j/15405915 37
Journal of Optimization Theory and Springer 2007-2022 springer.com/j/10957 36
Applications

Naval Research Logistics Wiley 2001-2018 wiley.com/j/15206750 35
Journal of Scheduling Springer 2007-2022 springer.com/j/10951 35
Journal of Operations Management Wiley 1983-2016 wiley.com/j/18731317 35
IISE Transactions Taylor & Francis  1973-2023 tandfonline.com/uiie20 32

Table 8: Operations management journals in the source corpus.

Journal Publisher Coverage Website Papers
Biometrika OuP 1925-2019 oup.com/biomet 6,947
Computational Statistics & Data Analysis Elsevier 1990-2022 elsevier.com/j/csda 4,906
Journal of Multivariate Analysis Elsevier 1976-2022 elsevier.com/j/jmva 4,791
Journal of Business & Economic Statistics Taylor & Francis  1983-2024 tandfonline.com/ubes20 3,418
JRSS Series C (Applied Statistics) OUP 1950-2019 oup.com/jrsssc 3411
JRSS Series B (Statistical Methodology) (018) 1936-2010 oup.com/jrsssb 1,717
Journal of Computational and Graphical Taylor & Francis  1992-2025 tandfonline.com/ucgs20 1,659
Statistics

Scandinavian Journal of Statistics Wiley 1974-2017 wiley.com/j/14679469 1,442
Biostatistics oup 2000-2022 oup.com/biostatistics 1,170

Table 9: Statistics journals in the source corpus.
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https://pubsonline.informs.org/journal/inte
https://pubsonline.informs.org/journal/opre
https://pubsonline.informs.org/journal/trsc
https://pubsonline.informs.org/journal/mnsc
https://link.springer.com/journal/10107
https://www.sciencedirect.com/journal/operations-research-letters
https://www.tandfonline.com/toc/tprs20/current
https://onlinelibrary.wiley.com/journal/15405915
https://link.springer.com/journal/10957
https://onlinelibrary.wiley.com/journal/15206750
https://link.springer.com/journal/10951
https://onlinelibrary.wiley.com/journal/18731317
https://www.tandfonline.com/toc/uiie20/current
https://academic.oup.com/biomet
https://www.sciencedirect.com/journal/computational-statistics-and-data-analysis
https://www.sciencedirect.com/journal/journal-of-multivariate-analysis
https://www.tandfonline.com/toc/ubes20/current
https://academic.oup.com/jrsssc
https://academic.oup.com/jrsssb
https://www.tandfonline.com/toc/ucgs20/current
https://onlinelibrary.wiley.com/journal/14679469
https://academic.oup.com/biostatistics

B Related Works

B.1 Multi-Agent Systems for Scientific
Research

Multi-agent systems for scientific research have
advanced along two directions: idea generation
through propose-critique-refine cycles (Baek et al.,
2025; Su et al., 2025; Gottweis et al., 2025),
and end-to-end automation of the research work-
flow (Lu et al., 2024; Yamada et al., 2025;
Schmidgall et al., 2025; Schmidgall and Moor,
2025; Tang et al., 2025; InternAgent Team et al.,
2025). Recent work also addresses cross-task ca-
pability retention (Weidener et al., 2026; Bicker,
2026; Lin et al., 2026): EvoScientist (Lyu et al.,
2026) maintains persistent ideation and experi-
mentation memories for improvement across tasks,
DeepScientist (Weng et al., 2025b) retains find-
ings for long-horizon discovery, and InternAgent-
1.5 (Feng et al., 2026) provides a unified frame-
work for extended research trajectories. Despite
these advances, existing systems and their evalua-
tion benchmarks (Luo et al., 2025; Liu et al., 2026)
target computational disciplines where experiments
are validated through code execution. In economics
and business research, by contrast, current efforts
are limited to agentic workflow tools (Dawid et al.,
2025) and methodological guidelines (Korinek,
2025); social science applications have explored
only synthetic-agent settings (Ji et al., 2026). This
gap reflects challenges in retrieval granularity and
quality adaptation that existing architectures do not
address.

B.2 Knowledge Retrieval for Scientific
Research

Retrieval-augmented generation (RAG) (Lewis
et al., 2020) has become the standard paradigm
for grounding LLM outputs in external knowl-
edge, with dense retrieval methods (Karpukhin
et al., 2020; Izacard et al., 2022) enabling seman-
tic matching beyond keyword overlap. In the aca-
demic domain, LitSearch (Ajith et al., 2024) bench-
marks literature retrieval, LitLLM (Agarwal et al.,
2025) provides an end-to-end review toolkit, and
recent work automates survey generation (Wu et al.,
2025). These tools rely on online platforms such
as Semantic Scholar (Kinney et al., 2025) and Ope-
nAlex (Priem et al., 2022); this dependence in-
troduces latency, rate limits, and limited control
over result quality. These retrieval challenges are
compounded in economics and business research,

where disciplinary boundaries are fluid (Truc et al.,
2023), relevant work is dispersed across working-
paper ecosystems (Lusher et al., 2023), and termi-
nology varies across subfields, making keyword-
based or single application programming inter-
face (API) retrieval difficult (Gusenbauer and Had-
daway, 2020; Gusenbauer and Gauster, 2025).

Beyond retrieval speed, the granularity of re-
trieved units affects downstream quality. Dense
X Retrieval (Chen et al., 2024) shows that finer-
grained proposition-level retrieval outperforms
document-level approaches, and segmentation
strategies are shown to influence RAG effective-
ness (Wang et al., 2025). This is relevant for aca-
demic papers, where different sections carry dis-
tinct types of knowledge that paper-level retrieval
conflates. Knowledge graphs provide structured
organization of scholarly content (Jaradeh et al.,
2019; Auer et al., 2023), and SciAgents (Gha-
farollahi and Buehler, 2025) shows that KG-driven
reasoning aids scientific discovery. Graph-based
reranking through Personalized PageRank (Page
et al., 1999; Haveliwala, 2002) extends retrieval
coverage by propagating relevance scores to neigh-
boring nodes that embedding similarity alone
misses (Dong et al., 2024; Zheng et al., 2025).
However, existing scholarly KGs operate at the
concept or paper level and often require manual
curation. We address these limitations by pre-
building a section-level knowledge graph offline
from domain corpora and combining cosine-based
semantic matching with PPR graph propagation,
achieving fast, fine-grained retrieval with cross-
disciplinary coverage.

B.3 Self-Evolving Agent Systems

Self-evolving agents that learn from accumulated
experience have attracted growing attention (Fang
et al., 2025; Gao et al., 2026). Existing mechanisms
fall into three broad categories: self-reflection ap-
proaches (Shinn et al., 2023; Madaan et al., 2023)
use verbal feedback to improve outputs within a
single task but do not retain lessons across tasks;
experience memory systems (Zhao et al., 2024;
Packer et al., 2024; Chhikara et al., 2025) store
trajectories for later retrieval but operate at the
instance level without abstracting recurring pat-
terns; and prompt optimization methods such as
Optimization by PROmpting (OPRO) (Yang et al.,
2024a) searches for better instructions but targets
general objectives rather than domain-specific qual-
ity dimensions. In scientific discovery, EvoScien-
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tist (Lyu et al., 2026) applies experience-memory-
based evolution to both ideation and experiment ex-
ecution, representing the most developed cross-task
improvement approach. Yet instance-level retrieval
does not capture systemic quality patterns that per-
sist across tasks. Our Meta-Review mechanism
takes a different approach: it identifies recurring
weaknesses from historical evaluation traces, vali-
dates candidate prompt patches through case replay,
and commits only verified improvements.

C Evaluation Benchmark Construction

We produce 600 research queries from 4,000 held-
out papers through paper pooling, classification, fil-
tering, query generation, and expert curation. Each
paper contributes at most one query; domain pro-
portions in the final set are determined by quality
filtering.

Held-Out Paper Pool. Before LKG construction,
we set aside 1,000 papers per domain from the most
recent five years, yielding 4,000 held-out papers
via journal-stratified sampling proportional to each
journal’s corpus share. These papers are excluded
from KG extraction; their content does not appear
in the LKG, preventing the system from accessing
evaluation papers through graph retrieval.

Task-Type Classification. GPT-4o0 classifies
each held-out paper into one task type from the
full text, returning a label and confidence o € [0, 1].
No filtering is applied at this stage. Table 13 reports
the distribution and average confidence.

Classification Prompt

Role
You are an academic paper classifier for economics and
business research.

Task

Given the full text of a research paper, classify it into
exactly one of three task types and estimate your confi-
dence. A paper is survey if it compares multiple methods
or reviews a subfield, idea_formulation if it proposes
a novel method by combining or adapting existing tech-
niques, and research_plan if it presents an empirical
study with research questions, data, methodology, and
validation.

Output Format

n,on non

{"type": "<task_type>", "confidence": <float>}

Example

Input: A paper comparing difference-in-differences
(DID), synthetic control methods (SCM), and regres-
sion discontinuity designs for estimating minimum wage
employment effects.

Output: {"type": "survey", "confidence": 0.88}

Quality Filtering. We filter in two steps. First,
papers with ¢ < 0.7 are removed. Second,
within each type, embedding-based deduplication
removes topic-redundant papers: candidates are
processed in descending o order, and p; is skipped
if

max cos(e;, e;) > 9, 0 =0.85 9)

Di€ES

where S is the set already selected within the same
type. The pool reduces from 4,000 to 808 candi-
dates: 253 survey, 284 idea formulation, and 271
research plan.

Query Generation. For each of the 808 papers,
GPT-40 generates one query from the full text
matching the assigned type. The prompt enforces
three requirements: natural phrasing, no paper-
identifying information, and task-type-matched
scope.

Query Generation Prompt

Role
You are a senior researcher in {domain}.

Task

Given the full text of a research paper and its assigned
task type, write one research query that a domain re-
searcher would naturally ask. Do not include the paper
title, author names, or any terminology coined by the
paper. The query scope must match the task type: sur-
vey queries ask about the landscape of a research area,
idea_formulation queries ask how to address a problem
with a novel approach, and research_plan queries re-
quest a concrete experimental design with hypotheses
and validation.

Output Format
Query: <research query>

Example

Input: Paper about integrating vine copulas with deep
reinforcement learning for portfolio optimization. Task
type: idea_formulation.

Output: Query: How can dependence structures across
asset returns be combined with deep optimization to
improve tail-risk-aware portfolio construction?

Example Queries from the Benchmark

Survey What methods have been developed for model-
ing time-varying volatility in financial returns, and how
do they compare in forecasting accuracy?

Idea Formulation How can copula-based dependence
modeling be integrated with deep portfolio optimization
to capture tail risk in multi-asset allocation?

Research Plan Design an experiment to test whether
Bayesian change-point detection improves early warning
of structural breaks in macroeconomic time series over
frequentist methods.

Expert Curation. Two domain experts indepen-
dently rate each of the 808 queries on four dimen-
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sions at 1-5: naturalness, type correctness, diffi-
culty, and non-leakage. Inter-annotator agreement,
measured by Cohen’s weighted kappa, is £ = 0.82,
indicating substantial agreement. Scores are aver-
aged across annotators and summed across dimen-
sions. Within each type, the top 200 by total score
form the query pool. From each task type, 100
queries are then randomly sampled as the devel-
opment set for self-evolution; the remaining 100
constitute the evaluation benchmark. Table 14 re-
ports the domain distribution of both splits.

D Baseline Details

We compare BizSage with both full-pipeline and
task-specific systems. All baselines are configured
following the settings reported in their original pa-
pers or official repositories, and all retrieve from
the same domain corpus via BizSage’s LKG using
the same backbone LLM. This setup is conservative
toward BizSage, as any performance gap reflects
differences in agent coordination and self-evolution
rather than retrieval source or model capability.

Full-Pipeline Systems.

¢ Al-Scientist-v2 (Yamada et al., 2025) is an
end-to-end agentic system that employs agen-
tic tree search to generate hypotheses, design
experiments, analyze data, and produce scien-
tific manuscripts.

* EvoScientist (Lyu et al., 2026) is a multi-
agent system with persistent ideation and ex-
perimentation memories that enable cross-task
capability accumulation for end-to-end scien-
tific discovery.

* InternAgent-1.5 (Feng et al., 2026) is a uni-
fied agentic framework for long-horizon au-
tonomous scientific research, emphasizing
scalability and human-in-the-loop extensibil-
ity.

* ResearchAgent (Baek et al., 2025) iteratively
refines research outputs over scientific liter-
ature through a propose-review-refine cycle,
supporting survey, idea formulation, and re-
search plan.

Task-Specific Systems.

* Idea2Story (Xu et al., 2026a) transforms re-
search concepts into complete scientific nar-
ratives by extracting reusable research pat-

terns from a methodological knowledge graph.
Evaluated on idea formulation queries.

¢ AI Co-Scientist (Gottweis et al., 2025) is
a multi-agent system designed to assist re-
searchers in generating and refining research
plans through iterative collaboration. Evalu-
ated on research plan queries.

E Evaluation Metric Definitions

Each output is scored on four of the following seven
dimensions at 1-5. Two dimensions apply to all
task types; the remaining two are task-specific. Be-
low we define each dimension and its rationale.
Table 10 provides the scoring rubrics.

Relevance. Relevance measures whether the out-
put addresses the topic and scope specified by the
input query. It is a standard evaluation criterion
in information retrieval (Ajith et al., 2024) and a
foundational requirement in peer review across all
academic disciplines.

Coverage. Coverage measures the breadth of
methods, approaches, and findings represented in
the survey. Systematic review guidelines empha-
size comprehensive coverage as a core quality indi-
cator (Snyder, 2019), and SurveyForge (Yan et al.,
2025) identifies content breadth as one of three pri-
mary evaluation dimensions for automated surveys.

Synthesis. Synthesis measures whether the sur-
vey compares, contrasts, and integrates findings
rather than listing them. Critical analysis has been
identified as a key quality gap in LLM-generated
surveys (Wu et al., 2025), and distinguishing inte-
grative reviews from descriptive ones is a long-
standing quality criterion in survey methodol-
ogy (Snyder, 2019).

Novelty. Novelty measures whether the proposed
method is genuinely new rather than a trivial recom-
bination of known techniques. Recent LLM-based
idea generation systems adopt novelty as a primary
evaluation dimension (Baek et al., 2025; Lyu et al.,
2026), consistent with the peer review process at
major venues.

Feasibility. Feasibility measures whether the pro-
posed method or experimental design can be ex-
ecuted with realistic resources and existing tech-
niques. Multiple idea evaluation frameworks in-
clude feasibility as a core dimension (Lyu et al.,
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A. Relevance

Survey, Idea Formulation, Research Plan

1 Output does not address the query topic.

2 Partially addresses the query but drifts substantially.

3 Addresses the query topic with noticeable tangential content.

4 Stays on topic with only minor digressions.

5 Directly and fully addresses the query.

B. Coverage Survey
1 Mentions fewer than two approaches or methods.

2 Covers a narrow subset, missing major lines of work.

3 Covers several approaches but omits important ones.

4 Covers most major approaches with minor gaps.

5 Covers all major approaches and key findings.

C. Synthesis Survey
1 Lists papers without comparison or integration.

2 Superficially compares a few works.

3 Compares methods on some dimensions but lacks integration.

4 Systematically compares and relates findings with minor gaps.

5 Integrates findings into a coherent narrative with clear conclusions.

D. Novelty Idea Formulation
1 Restates known methods without modification.

2 Makes trivial changes to an existing method.

3 Combines existing techniques in a non-obvious way.

4 Introduces a meaningfully new component or formulation.

5 Presents a fundamentally new approach to the problem.

E. Feasibility Idea Formulation, Research Plan
1 Requires resources or techniques that do not exist.

2 Faces major unresolved barriers to execution.

3 Executable but requires substantial effort or scarce resources.

4 Executable with standard tools and moderate effort.

5 Can be directly executed with available resources.

F. Rigor Research Plan
1 No testable hypothesis; methodology absent or invalid.

2 Hypothesis vague; methodology has fundamental flaws.

3 Hypothesis stated but not fully testable; methodology partially valid.

4 Hypothesis clear and testable; methodology sound with minor gaps.

5 Hypothesis precise and testable; methodology complete and valid.

G. Grounding Survey, Idea Formulation, Research Plan
1 No verifiable citations or predominantly fabricated references.

2 Fewer than half of citations are accurate.

3 Most citations are real but some are misattributed or misused.

4 Nearly all citations are accurate with minor issues.

5 All citations are real, correctly attributed, and appropriately used.

Table 10: Scoring rubrics for the seven evaluation dimensions. Each is rated 1-5.
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2026; Gottweis et al., 2025), and rubric-based eval-
uation of research plans confirms feasibility as
a key discriminator of plan quality (Goel et al.,
2025).

Rigor. Rigor measures whether the plan contains
testable hypotheses and a valid, complete experi-
mental methodology covering data, methods, base-
lines, and analysis. Hypothesis quality metrics
developed for clinical research validate testability,
clarity, and methodological soundness as orthogo-
nal evaluation dimensions (Jing et al., 2025).

Grounding. Grounding measures whether cited
papers are real, correctly attributed, and used to sup-
port the claims made. Hallucinated references are a
well-documented failure mode in LLM-generated
academic text (Agarwal et al., 2025; Wu et al.,
2025), making citation fidelity a critical evaluation
dimension for automated research systems.

F LLM Judge Validation

To assess the reliability of GPT-40 as an evaluation
judge, we sample 100 outputs stratified across all
seven systems and three task types to cover the full
quality range. Five annotators with doctoral-level
training in economics or business, including PhD
candidates, postdoctoral researchers, and faculty
members at research universities, independently
score each output on the same rubric defined in
Appendix E. None of the annotators participated
in the development of BizSage, and all outputs are
anonymized and presented in randomized order.

Table 15 reports inter-annotator agreement mea-
sured by ICC under a two-way random, absolute-
agreement model, and LLM-human agreement
measured by Spearman p between GPT-40 scores
and averaged human scores.

All dimensions achieve ICC above 0.70 and
LLM-human p above 0.75, with Relevance and
Grounding showing the strongest agreement. These
results confirm that GPT-40 scores are well cali-
brated to expert judgments.

G Efficiency Runtime

Table 16 reports the retrieval runtimes used in the
efficiency analysis. All values are measured in
seconds.

The results show that BizSage achieves a favor-
able runtime profile across all three task types. For
Survey and Idea Formulation, BizSage obtains the
lowest mean runtime among all compared methods,

Task | Instances Unique | 1 2 3 4 5+
Survey 4,121 3,710 3,384 262 46 16 2
Idea Formulation 3,039 2,725 2,449 245 26 4 1
Research Plan 2,151 1,936 | 1,757 149 26 2 2
Overall ‘ 9,311 7,535 ‘ 6,269 951 204 68 43

Table 11: Citation-frequency distribution over all 300
outputs. The numbered columns give how many unique
papers appear in exactly that many outputs.

requiring only 2.539 and 2.345 seconds, respec-
tively. These results indicate that the proposed re-
trieval design can preserve the benefits of structured
knowledge access without introducing the large
propagation overhead observed in diffusion-heavy
alternatives such as Long-Walk PPR and Heat-
Kernel Diffusion. For Research Plan, BizSage
is slightly slower than AI Co-Scientist and the
retrieval-only LKG variant, but remains compet-
itive with ResearchAgent while supporting a more
general multi-task research workflow. Overall, the
runtime results suggest that BizSage provides a
practical balance between retrieval efficiency and
task coverage, especially for surveying and idea for-
mulation where efficient access to broad literature
is particularly important.

H Citation Concentration Analysis

We analyze all citations across the 300 outputs gen-
erated with GPT-5.5 as the backbone. After nor-
malizing paper entities, the 9,311 citation instances
refer to 7,535 unique papers, of which 83.2% ap-
pear in only one output and just 43 appear in five
or more. Table 11 reports the distribution by task,
and Table 12 lists the ten most frequently cited
papers, which span all four fields and are mostly
foundational or methodological studies, with the
most frequent one appearing in only nine outputs.

I Qualitative Examples

We show one representative BizSage output per
task type, generated with the GPT-5.5 backbone
and selected from the highest-scoring outputs.
Each example includes the input query, an excerpt
covering the main structural sections, and a sample
of verbatim citations produced by the system. Eval-
uation scores on all four dimensions are reported
in the box title. Full outputs typically span 4,000 to
7,000 tokens with 20 to 30 citations; the excerpts
below preserve the organizational structure and key
arguments while condensing repetitive detail.
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Rank Most-Cited Paper Domain Main Task(s) Outputs Share

1 Are Trading Imbalances Indicative of Private Finance All three 9 3.0%
Information?

2 Network Design and Transportation Planning: Models  Operations Mgmt.  All three 9 3.0%
and Algorithms

3 Enhanced Branch and Price and Cut for Vehicle Operations Mgmt.  All three 8 2.7%
Routing with Split Deliveries and Time Windows

4 Price Discovery and Liquidity Recovery: Forex Market Finance Survey, Idea Form. 7 2.3%
Reactions to Macro Announcements

5 Robustness of the Linear Mixed Model to Misspecified  Statistics All three 7 2.3%
Error Distribution

6 Branch-and-Cut-and-Price for the Pickup and Delivery =~ Operations Mgmt.  All three 7 2.3%
Problem with Time Windows

7 Price Discovery and Trading After Hours Finance All three 6 2.0%

8 Bringing Owners Back on Board: A Review of the Finance Survey, Idea Form. 6 2.0%
Role of Ownership Type in Board Governance

9 Foreign Effects of Higher U.S. Interest Rates Finance All three 6 2.0%

10 Measuring the Effect of the Zero Lower Bound on Economics All three 6 2.0%

Medium- and Longer-Term Interest Rates

Table 12: Ten most frequently cited papers. Outputs is the number of outputs citing the paper and Share is the

corresponding fraction of the 300 outputs.

| Survey Idea Form. Res.Plan | Total
Economics 261 389 350 1000
Finance 228 364 408 1000
Operations Mgmt. 196 427 377 1000
Statistics 243 398 359 1000
Avg. o ‘ 0.76 0.83 0.80 ‘ 0.80

Table 13: Classification distribution of 4,000 held-out
papers. Idea formulation and research plan papers out-
number survey papers across all domains; confidence is
highest for idea formulation.

Survey Idea Form. | Res. Plan Total

Ev  Dev | Ev Dev Ev  Dev | Ev Dev
Economics 29 26 24 27 27 24 80 77
Finance 24 27 28 25 30 33 82 85
Operations Mgmt. | 22 25 26 23 23 21 71 69
Statistics 25 22 22 25 20 22 67 69
Total | 100 100 | 100 100 | 100 100 | 300 300

Table 14: Distribution of the 600 benchmark queries.
Ev = evaluation set, Dev = development set for self-
evolution.

J Prompt Templates

This section provides the full prompt templates
used in BizSage. We include six prompts in to-
tal: the knowledge graph extraction prompt used
in Stage 1 retrieval, three task-specific scoring
prompts and one pairwise comparison prompt used
by the LLM judge in evaluation, and the meta-
review strategy generation prompt used by the Self-
Evolving Manager.

Dimension \ Human ICC LLM-Human p

Relevance 0.85 0.89
Grounding 0.82 0.86
Coverage 0.79 0.83
Synthesis 0.74 0.78
Novelty 0.71 0.75
Feasibility 0.76 0.80
Rigor 0.80 0.84
Average | 0.78 0.82

Table 15: LLM judge validation. Human ICC: intra-
class correlation among five annotators. LLM—Human
p: Spearman correlation between GPT-40 scores and
averaged human scores. All correlations are significant
atp < 0.01.

Method | Survey Idea Form. Res. Plan
LKG (no diffusion) 3.806 £0.775  3.828 +0.889  3.283 £ 0.853
Long-Walk PPR 6.991 +£1.313  6.327 £ 1.569 6.689 + 1.318
Katz Diffusion 4.404 +2.092 4.485+3.640 3.542+0.994
Heat-Kernel Diffusion | 5.752 +2.133  7.677 =2.596 4.666 4+ 1.584
AI Co-Scientist - - 2.176 £+ 0.666
Idea2Story - 2.602 £ 1.595 -
ResearchAgent 2.644 £1.577  3.403 £5.719 3.775 £ 5.464
BizSage (Ours) 2.539 +0.573 2.345+0.342 3.670 £ 2.077

Table 16: Runtime efficiency across task types. All
runtimes are reported in seconds.
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Survey Example (Score: Relevance 5, Grounding 4, Coverage 5, Synthesis 4)

Query
What are the major modeling approaches and optimization techniques for airline scheduling, including fleet assignment,
crew scheduling, and route planning, and how do operational constraints shape the structure of these problems?

Output (excerpt from 5 sections, 6,413 tokens, 29 citations)

Introduction. Airline scheduling is a large-scale planning problem in which flight schedules, aircraft resources, maintenance
requirements, crew resources, passenger demand, and operational recovery must be coordinated under tight operational
and regulatory constraints. A broad aircraft-and-crew planning decomposition includes schedule design, fleet assignment,
aircraft maintenance routing, and crew scheduling [1]. A more detailed five-step operational sequence solves flight
scheduling, fleet assignment, aircraft routing, crew pairing, and then crew bidding or rostering, in which pairings are
combined into personalized monthly schedules [3][6]. The central theme across the reviewed work is therefore the trade-off
between decomposition, which preserves tractability, and integration, which can reduce downstream infeasibility, crew cost,
passenger disruption, and operational recovery cost [2][6].

Methodology Classification. The first core tactical planning problem is fleet assignment, usually modeled as a multicom-
modity network-flow problem. Aircraft types are treated as commodities flowing through a time-space or timeline network
whose nodes represent station-time events and whose arcs represent flight legs and ground time [1]. The core constraints
are cover constraints, ensuring that each flight leg receives exactly one fleet type; balance constraints, preserving flow
conservation; and aircraft-count constraints, preventing the number of assigned aircraft from exceeding fleet availability
[2][1][10]. The second is aircraft routing and maintenance routing, commonly modeled as a network circulation or
set-partitioning-type problem with side constraints [1][7]. The third is crew pairing and crew scheduling, usually modeled
by generating feasible pairings and selecting a minimum-cost subset that covers each flight leg exactly once [5][8][11][13].
Pairings implicitly encode regulatory and contractual rules such as maximum duty time, rest requirements, and time away
from base [4][S][11][18].

Research Evolution. A major turning point occurred when fleet assignment became representable and solvable as a large
multicommodity network-flow problem. Abara and Hane et al. formulated fleet assignment on time-space networks with
aircraft types as commodities, flight and ground arcs, and side constraints enforcing coverage, aircraft counts, and balance
[1]. This development superseded earlier route-allocation formulations by enabling realistically sized airline problems to be
solved; one reviewed account states that a major-airline formulation with about 20,000 rows and 30,000 columns could
typically be solved within minutes [1]. As fleet assignment models matured, researchers increasingly recognized that a
fleet solution optimized in isolation could create infeasible or costly downstream plans [7][9]. This led to extensions that
incorporated maintenance, crew, and operational modeling devices while retaining computational tractability [9][2][27].

Research Gaps and Open Questions. The most persistent open question is how far integration can be pushed without
losing computational tractability. Multiple sections state that sequential decomposition is used because complete integration
is not computationally feasible [1][3][2][6]. Yet the same sections show that sequential decisions create suboptimality:
fleet assignment can constrain maintenance routing, aircraft routing can limit crew scheduling opportunities, and different
fleet solutions can produce dramatically different downstream crew costs [1][4][2][6]. A second gap concerns schedule
design and demand-aware schedule development. Future work should ask when frequency planning, itinerary spill, pricing
or revenue-management decisions, and aircraft-and-crew feasibility should be optimized jointly rather than sequentially
[1][21][28]. A third gap concerns robustness and recovery-aware planning. Robust planning is motivated by the fact that
optimized plans are rarely executed as planned [2][1], but reviewed approaches differ in their recovery assumptions [15].

References (verbatim from output, 6 of 29)
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Idea Formulation Example (Score: Relevance 5, Grounding 3, Novelty 4, Feasibility 4)

Query

What are the welfare consequences when households make small correlated errors in their expectations about future
productivity, and how does this near-rational behavior endogenously reduce the information content of asset prices through
amplification effects?

Output (excerpt from 6 sections, 3,491 tokens, 30 citations)
Title. Near-Rational Expectations, Price Informativeness, and Welfare under Correlated Productivity Belief Errors

Abstract. This paper develops a modeling framework for studying the welfare consequences of small correlated household
errors in expectations about future productivity. The proposed contribution is to combine them in a quantitative macro-
finance model in which individually small but correlated household errors about future aggregate productivity enter asset
demand, contaminate equilibrium prices, reduce the information content of prices for households who use them as signals,
and generate welfare losses relative to a rational-expectations benchmark. The framework evaluates the resulting distortions
in consumption, savings, investment, and risk exposure while treating income-risk and balance-sheet literatures as analogies
for welfare heterogeneity rather than as direct foundations for the productivity-belief mechanism.

Problem Framing. Expectations about future productivity are a central object in macro-finance because news shocks
are explicitly defined as shocks that affect expectations of future productivity without changing current productivity
[6]. Empirical work suggests that expectation shocks can drive boom-bust dynamics even after controlling for a broad
set of measured fundamental disturbances [4]. Models with adaptive expectations show that departures from rational
expectations can alter the propagation of technology shocks: when agents are backward looking, the wealth effect of a
positive technology shock is muted and investment can be amplified relative to rational expectations [7]. In asset markets,
the price-dividend ratio can depend nonlinearly on subjective capital-gain expectations [3], while forecast-error frameworks
show that individual overreaction to private signals can coexist with discounting of price information [2][9].

Gap Analysis. The news-shock literature focuses on aggregate dynamics rather than welfare losses from small correlated
household forecast errors [6]. The adaptive-expectations model does not analyze asset prices as endogenous signals whose
informativeness is reduced by households’ own correlated errors [7]. Asset-pricing work shows that subjective capital-gain
expectations affect the price-dividend ratio [3], and investors form expectations conditional on private signals and prices
[2], but these do not build a household productivity-belief feedback loop with welfare evaluation. Household-expectations
work documents biased beliefs about income processes [5], but its object is household income expectations rather than
expectations about aggregate productivity embedded in asset prices.

Innovation Claims. (1) Moving from expectation shocks as exogenous drivers to a mechanism in which small correlated
household errors endogenously affect equilibrium prices, extending news-shock models [6] and expectation-driven boom-
bust dynamics [4]. (2) Reinterpreting amplification under bounded expectations as an information-feedback problem:
correlated errors reduce the informational value of asset prices used for learning [7]. (3) Connecting subjective asset-pricing
beliefs to price informativeness via a specific macro-finance feedback: correlated subjective productivity errors move prices,
and those moved prices become noisier signals for households [2][3].

References (verbatim from output, 6 of 30)
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Research Plan Example (Score: Relevance 5, Grounding 4, Rigor 5, Feasibility 4)

Query

To what extent are wage losses after involuntary job displacement driven by losses in firm-specific wage premiums rather
than depreciations of worker productivity, and how does pre-displacement employer size mediate the magnitude and
persistence of these losses?

Output (excerpt from 4 sections, 7,889 tokens, 24 citations)

Data Plan. Primary dataset: Pennsylvania UI wage records following the JLS-style data construction [4][19]. Quarterly
earnings by worker-employer pair, aggregated to annual worker-firm panels for the main event-study and AKM-style
decomposition. Period: 1974-1991, with displacement events defined during 1980-1986 [19]. Fields: quarterly earnings,
principal employer, employer industry, employer employment size, worker employment history, and firm employment
contractions used to define mass-layoff displacement [19]. Optional robustness dataset: Washington State administrative
wage records used to estimate rolling and time-varying AKM firm effects from 2002-2014 [15]; used only to validate the
stability of firm-premium estimation if displacement events cannot be constructed.

Method Plan. Use a linked employer-employee event-study decomposition design. The central estimand is the post-
displacement log wage loss relative to matched nondisplaced workers, decomposed into: (i) loss of firm wage premium from
moving to a lower-premium employer, (ii) employment/nonemployment margin, and (iii) unexplained residual component,
which is not interpreted as pure human-capital depreciation without additional mechanism-specific evidence [1][2][3][5][20].
Estimate a baseline event-study model: y;: = o + e + 32, BrDil[t=k] + X1y + €it, where a; are worker fixed
effects and ). are calendar-year effects [3][18]. Include leads to test for pre-displacement wage declines, because prior
work finds losses can begin before separation [4][18]. For the firm-premium channel, estimate an AKM wage equation:
log wij: = X3 + 0; + 1j + Tt + rij:, where 0; is the worker effect and 1), is the employer wage premium [12][13].

Metrics. Cumulative log wage loss at event years 0, 1, 2-3, 4-5, 6-10, and 10+ relative to matched controls [3][18];
change in employer wage premium A from pre- to post-displacement employer [1][12]; share of total wage loss explained
by loss of employer wage premium, At /A log w, with confidence intervals [1]; persistence half-life of wage losses by
pre-displacement employer-size bin [4][19]; employer-size mediation share after controlling for firm wage premia [12];
pre-trend lead coefficients for wages in years —5 to —2 [3][18].

Risk Mitigation. If restricted data access is denied, execute a harmonized meta-analysis: collect published event-study
and decomposition estimates, harmonize them into comparable units, and quantify how much of persistent displacement
losses can be reconciled by firm-premium loss, tenure/switching penalties, and employment margins across studies
[T1[2]1[3][41[5]1[12][20][24]. If firm-premium loss explains little of the wage loss after robust estimation, reframe the paper
as evidence on the relative importance of employer-premium versus residual, search, and employment-margin channels
[2][51[71[20][24]. If employer size does not mediate persistence once firm premia are controlled, shift the contribution to
showing that apparent size gradients are largely compositional or premium-driven [12].

References (verbatim from output, 6 of 24)
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KG Extraction Prompt

Role
You are an expert information extraction assistant for academic papers in economics and business research, specialized in
constructing section-level knowledge graphs for fine-grained literature retrieval.

Task

You will receive the metadata and text of one section from an academic paper. Extract a compact knowledge graph that
captures the substantive concepts, methods, findings, and relationships in the section. Output only valid JSON or the literal
word NULL. Do not include markdown code fences or explanatory text.

Node Selection. Extract nodes only for concepts, methods, components, algorithms, papers, authors, or formulas that carry
substantive knowledge value. Relation Selection.

Extract directed edges only when the text states or strongly implies a meaningful semantic relationship, such as using,
extending, monitoring, estimating, scheduling, or being part of another concept.

Granularity. Merge closely related mentions into one node when they refer to the same concept, and prefer concise node
names that can support cross-paper matching.

Null Case. If the section is too short, mostly boilerplate, or contains no substantive knowledge worth capturing, output
exactly NULL.

Output Format

Otherwise, output a single JSON object with two keys:

"nodes”: list of objects, each with "id" (string, unique within this chunk, e.g. "n1"), "type" (one of: concept, method,
component, algorithm, paper, author, formula), "name”, "description” (one short sentence), "keywords" (optional,
comma-separated string).

"edges": list of objects, each with "source_id", "target_id" (refer to node ids), "relation” (one of: uses, extends,
part_of, cited_by, monitors, estimates, schedules), "description” (optional).

Example

Input:

Paper: {paper_id}
Section: {section_label}
Text:

The proposed estimator extends double machine learning by using
orthogonal moment conditions to reduce bias in treatment-effect
estimation.

Output:

{"nodes": [{"id": "n1", "type": "method", "name": "double machine learning", "description": "A method extended by
the proposed estimator.”, "keywords": "causal inference, orthogonalization"}, {"id": "n2", "type": "method", "name":
"orthogonal moment conditions", "description": "Moment conditions used to reduce estimation bias.", "keywords":

non n,on

"moments, bias reduction"}, {"id": "n3", "type": "concept", "name": "treatment-effect estimation", "description": "The

non

target estimation problem addressed by the method.", "keywords": "causal effect, treatment effect"}], "edges": [{"source_id":

"nl", "target_id": "n2", "relation": "uses", "description": "The estimator extends double machine learning using orthogonal

moment conditions."}, {"source_id": "n2", "target_id": "n3", "relation": "estimates", "description": "Orthogonal moment
conditions reduce bias in treatment-effect estimation." }]}
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LLM Judge Prompt — Survey

Role
You are an academic survey quality evaluator, calibrated to top-tier venue standards.

Task

You will receive a research query and a model-generated survey output. Score the output on the following four dimensions
(1-5 integer). Before assigning each score, identify at least one specific flaw; assign 5 only when no deduction is justified.
If the output is notably short, lacks key structural elements, or remains superficial, lower all scores by 1-2 points.
Relevance. 1=does not address the query; 2 =partially addresses but drifts substantially; 3 =addresses the topic with
noticeable tangential content; 4 =stays on topic with only minor digressions; 5 =directly and fully addresses the query.
Coverage. 1=mentions fewer than two approaches; 2= covers a narrow subset, missing major lines of work; 3 =covers
several approaches but omits important ones; 4 =covers most major approaches with minor gaps; 5 =covers all major
approaches and key findings.

Synthesis. 1=lists papers without comparison or integration; 2 =superficially compares a few works; 3 =compares
methods on some dimensions but lacks integration; 4 =systematically compares and relates findings with minor
gaps; S5 =integrates findings into a coherent narrative with clear conclusions.

Grounding. 1=no verifiable citations or predominantly fabricated; 2 =fewer than half of citations are accurate; 3 =most
citations are real but some are misattributed or misused; 4 =nearly all citations are accurate with minor issues; 5=all
citations are real, correctly attributed, and appropriately used.

Output Format

{"relevance": <int>, "coverage": <int>, "synthesis": <int>, "grounding": <int>}
Example

Input:

Query: “What methods exist for modeling time-varying volatility in financial returns?”
Output: [full model-generated survey text]

Output:

{"relevance": 5, "coverage": 3, "synthesis": 3, "grounding": 4}

LLM Judge Prompt — Idea Formulation

Role
You are an academic idea formulation quality evaluator, calibrated to top-tier venue standards.

Task

You will receive a research query and a model-generated idea formulation output. Score the output on the following four
dimensions (1-5 integer). Before assigning each score, identify at least one specific flaw; assign 5 only when no deduction
is justified. If the output is notably short, lacks key structural elements, or remains superficial, lower all scores by 1-2
points.

Relevance. 1=does not address the query; 2= partially addresses but drifts substantially; 3 =addresses the topic with
noticeable tangential content; 4 =stays on topic with only minor digressions; 5 =directly and fully addresses the query.
Novelty. 1=restates known methods without modification; 2 =makes trivial changes to an existing method; 3 =combines
existing techniques in a non-obvious way; 4 =introduces a meaningfully new component or formulation; 5 = presents a
fundamentally new approach to the problem.

Feasibility. 1=requires resources or techniques that do not exist; 2=faces major unresolved barriers to execu-
tion; 3 =executable but requires substantial effort or scarce resources; 4 =executable with standard tools and moderate
effort; 5=can be directly executed with available resources.

Grounding. 1=no verifiable citations or predominantly fabricated; 2 =fewer than half of citations are accurate; 3 =most
citations are real but some are misattributed or misused; 4 =nearly all citations are accurate with minor issues; 5=all
citations are real, correctly attributed, and appropriately used.

Output Format

{"relevance": <int>, "novelty": <int>, "feasibility": <int>, "grounding": <int>}
Example

Input:

Query: “How can copula-based dependence modeling be integrated with deep portfolio optimization?”’
Output: [full model-generated idea formulation text]

Output:

{"relevance": 4, "novelty": 4, "feasibility": 3, "grounding": 4}
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LLM Judge Prompt — Research Plan

Role
You are an academic research plan quality evaluator, calibrated to top-tier venue standards.

Task

You will receive a research query and a model-generated research plan output. Score the output on the following four
dimensions (1-5 integer). Before assigning each score, identify at least one specific flaw; assign 5 only when no deduction
is justified. If the output is notably short, lacks key structural elements, or remains superficial, lower all scores by 1-2
points.

Relevance. 1=does not address the query; 2 = partially addresses but drifts substantially; 3 =addresses the topic with
noticeable tangential content; 4 =stays on topic with only minor digressions; 5=directly and fully addresses the query.
Rigor. 1=no testable hypothesis; methodology absent or invalid; 2 =hypothesis vague; methodology has fundamen-
tal flaws; 3 =hypothesis stated but not fully testable; methodology partially valid; 4 =hypothesis clear and testable;
methodology sound with minor gaps; 5 =hypothesis precise and testable; methodology complete and valid.

Feasibility. 1=requires resources or techniques that do not exist; 2=faces major unresolved barriers to execu-
tion; 3 =executable but requires substantial effort or scarce resources; 4 =executable with standard tools and moderate
effort; 5=can be directly executed with available resources.

Grounding. 1=no verifiable citations or predominantly fabricated; 2 =fewer than half of citations are accurate; 3 =most
citations are real but some are misattributed or misused; 4 =nearly all citations are accurate with minor issues; 5=all
citations are real, correctly attributed, and appropriately used.

Output Format

{"relevance": <int>, "rigor": <int>, "feasibility": <int>, "grounding": <int>}
Example

Input:

Query: “Design an experiment to test whether Bayesian change-point detection improves early warning of structural breaks
in macroeconomic time series.”

Output: [full model-generated research plan text]

Output:

{"relevance": 5, "rigor": 4, "feasibility": 4, "grounding": 3}

Pairwise Comparison Prompt

Role
You are an impartial academic output comparator.

Task

You will receive a research query and two complete outputs generated by different systems for the same query, labeled A
and B. Determine which output is better in overall quality. Consider relevance to the query, reliability of citations, depth of
analysis, coverage, and logical coherence. Evaluate content quality only; do not favor an output based on its presentation
order. You must choose one; ties are not allowed.

Output Format
A single letter: A or B

Example

Input:

Query: “How can copula-based dependence modeling be integrated with deep portfolio optimization?”’
Output A: [full output from system A]

Output B: [full output from system B]

Output:

A
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Meta-Review Strategy Generation Prompt

Role
You are a meta-reviewer analyzing recurring quality issues in an academic research pipeline.

Task

Two-step process:

Step 1 (Pattern Identification): Given multiple instances where the same type of quality issue was identified across
different runs, summarize the recurring pattern in one sentence.

Step 2 (Candidate Generation): Given the identified pattern and the target agent’s role, generate exactly 3 candidate
instructions that could be appended to the agent’s prompt to prevent the issue. Each instruction must be specific, actionable,
one sentence, and must not duplicate or contradict existing patches.

Output Format
Step 1: one-sentence pattern summary.
Step 2: {"candidates": ["instruction 1", "instruction 2", "instruction 3"]}

Example

Step 1 Input: Five cases where generated surveys list methods without comparing them.

Step 1 Output: “The agent consistently produces descriptive summaries rather than comparative analyses across methods.”
Step 2 Output: {"candidates": ["After describing each method, add a paragraph comparing its strengths and limitations
against at least two alternatives.", "Include a summary table contrasting all reviewed methods on shared evaluation dimen-
sions.", "End each subsection with an explicit discussion of trade-offs relative to the methods in adjacent subsections."]}
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