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Abstract
Scaling laws guide large language model
training by relating compute to cross-entropy
loss, and recent work further extends them to
predict downstream benchmark performance.
However, prior approaches face generaliza-
tion limitations from two aspects: focusing
on benchmark-level performance introduces
scenario-specific artifacts, while relying on IID
validation loss fails to track capability improve-
ments when training distributions vary. In this
work, we argue that downstream scaling should
be studied at the capability level, which cap-
tures shared skill factors across related tasks
while abstracting away benchmark-specific
noise. We propose SuperValid, a framework
that synthesizes OOD (out-of-distribution),
capability-aligned validation data by distilling
core concepts from benchmarks within a capa-
bility domain and expanding them into diverse,
knowledge-rich texts. Extensive experiments
spanning 16 benchmarks grouped into 6 capa-
bility domains show that SuperValid loss ex-
hibits strong and stable correlation with down-
stream performance across models of different
architectures, scales, and training data distri-
butions. As a training-free metric computable
during training without benchmark evaluation,
SuperValid enables effective model selection,
early stopping, and scaling decisions.

1 Introduction

Large Language Models (LLMs) achieve strong
performance across diverse downstream tasks,
yet training them remains computationally expen-
sive (Kaddour et al., 2023). To guide efficient scal-
ing, prior work on scaling laws (Bahri et al., 2024;
Hoffmann et al., 2022; Kaplan et al., 2020; Muen-
nighoff et al., 2023) has established empirical rela-
tionships between compute (FLOPs), model size,
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Figure 1: Comparison of loss-performance correlation
on CEval (Huang et al., 2023) across three methods:
IID Loss, weighted IID Loss (Ge et al., 2025), and
SuperValid (ours). Data points in different colors denote
metrics collected from diverse training scenarios (e.g.,
varying architectures or datasets), while the solid black
line represents the fitted sigmoid curve. SuperValid
exhibits superior cross-scenario generalization.

and validation loss on IID held-out data. More
recently, efforts have been made to bridge valida-
tion loss and downstream benchmarks, enabling
accurate prediction across a variety of tasks (Gadre
et al., 2025; Ruan et al., 2024; Ge et al., 2025).

Despite their effectiveness, prior approaches face
generalization limitations stemming from two key
design choices: prediction targets and loss com-
putation. First, existing work typically focuses on
benchmark-level downstream performance (Zhang
et al., 2024; Ge et al., 2025). Since each bench-
mark is an entangled metric that conflates do-
main knowledge and format adaptation, overem-
phasizing benchmark-level metrics risks introduc-
ing scenario-specific artifacts such as invariant
question templates and limited knowledge cover-
age (Liang et al., 2023). Second, prior work relies
on IID validation loss derived from either train-
ing or benchmark data (Owen, 2024). However,
scaling curves fitted on such IID loss fail to track
underlying capability improvements, particularly
when training distributions vary (Liu et al., 2023a).
These two limitations jointly degrade generaliza-
tion in cross-architecture and cross-data-mixture
prediction settings (refer to Figure 1), substantially
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Figure 2: Overview of the SuperValid framework. Each benchmark text sample is first transformed into knowledge
components via knowledge extraction, which are then used to retrieve relevant corpus text from the knowledge
domain. After LLM-based filtering, the selected text is rewritten into knowledge-expanded validation samples. The
loss on these samples serves as a domain capability indicator, enabling capability-level scaling law analysis. An
economic example is shown for illustration.

reducing practical value in industrial training sce-
narios such as ablation studies over diverse data
mixtures and architectures.

To address these challenges, we argue that down-
stream scaling should be studied at the capability
level, an implicit variable underlying various down-
stream tasks that is free from benchmark-specific
artifacts. Specifically, a domain-specific capability
captures the shared skill factors required by a fam-
ily of related tasks, explaining their common vari-
ance by extracting core concepts and skills while
abstracting away scenario-specific noise. Since
domain capabilities are agnostic to model-specific
supervision, they provide a general indicator appli-
cable across architectures, scales, and training data
mixtures. To further decouple from the training
distribution, we operationalize such capability in-
dicators by synthesizing OOD (out-of-distribution)
validation data for each domain, yielding a power-
ful and easy-to-use observation metric.

Building on this insight, we propose Super-
Valid, a novel framework that constructs capability-
aligned validation sets from synthetic OOD data,
whose loss serves as a faithful proxy for domain-
specific capabilities and a general instrument for
predicting downstream task performance. Con-
cretely, SuperValid distills capability-relevant tex-
tual content into knowledge components and ex-

pands them into capability-aware general text car-
rying diverse semantics. We validate SuperValid
through extensive experiments spanning 16 bench-
marks grouped into 6 capability domains, evaluated
on various open-source models from different fam-
ilies. Results show that SuperValid loss exhibits a
strong and stable correlation with downstream per-
formance across models of different architectures,
scales, and training data distributions, achieving
an average mean square error of 1.51e-3 across all
settings. Moreover, this correlation remains highly
robust under changes in data mixtures, indicating
that the SuperValid synthesis pipeline can produce
capability-aware validation data that generalizes to
models with arbitrary architectures and data com-
positions. Our contributions are as follows.

• Conceptual Framework. We reformulate
downstream validation as capability measure-
ment and propose SuperValid to synthesize
OOD, capability-aligned validation data.

• Empirical Findings. SuperValid loss strongly
correlates with downstream performance
across diverse models, regardless of data mix-
tures, scales, or architectures.

• Practical Impact. SuperValid loss can be
computed during training without benchmark
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evaluation, enabling effective model selection,
early stopping, and scaling decisions.

2 Methodology

As illustrated in Figure 2, our proposed SuperValid
is a data synthesis pipeline that leverages LLMs
to generate capability-aware OOD validation data
without benchmark-specific artifacts. Next, we
first formulate domain-level capabilities as the pre-
diction target (§2.1), then describe the synthesis
pipeline (§2.2), and finally introduce the capability
scaling law (§2.3).

2.1 Preliminary: Domain Capability
Formulation

In order to define the prediction target for valida-
tion loss, we formulate model evaluation at the
level of domain-specific capabilities. Let D =
{d1, . . . , dK} denote a set of capability domains
(e.g., knowledge, mathematics, coding, reasoning).
For each domain dk, we assume an underlying ca-
pability variable ck(M) that characterizes model
M ’s general proficiency in that domain, beyond
any specific task format or benchmark.

Since ck(M) is not directly observable, we ap-
proximate it by aggregating scores from a set of
benchmarks Bk = {bk,1, . . . , bk,nk

} associated
with domain dk. Let s(M, b) denote the normalized
score of model M on benchmark b. We estimate
the domain capability ĉk(M) by averaging bench-
mark scores:

ĉk(M) =
1

|Bk|
∑

b∈Bk

s(M, b). (1)

Aggregating multiple benchmarks within a domain
mitigates the bias of any single evaluation setup
and yields a more robust estimate of domain-level
capability.

In this work, we instantiate D with six domains
(knowledge, basic mathematics, intermediate math-
ematics, code generation, code completion, and rea-
soning), covering representative LLM capabilities
while remaining extensible to additional domains
or benchmark collections.

2.2 SuperValid: Capability-Aware OOD
Validation Data

As evidenced by preliminary experiments (Fig-
ure 1), IID validation loss is often insufficient for
predicting downstream capability, as it primarily
captures the likelihood under the training distribu-
tion (Liu et al., 2023a) rather than domain-specific

Algorithm 1 Capability-Aware OOD Data Synthe-
sis for Domain dk

Input: Domain dk, benchmark set Bk, corpus C
Output: Domain-specific validation set Vk

// Initialization
1: Validation set Vk ← ∅, knowledge set Kk ← ∅
2: Gather domain samples Sk ←

⋃
b∈Bk
Sb

// Knowledge extraction from Sk
3: for s ∈ Sk do
4: Kk ← Kk ∪ fM (s, dk)
5: end for
6: for Knowledge factor q ∈ Kk do

// Retrieval
7: Rq ← fR(q, C)

// Filtering
8: R̃q ← fJ(Rq, q, dk)

// OOD generation
9: Vk ← Vk ∪ fG(R̃q, q, dk)

10: end for
11: return Vk

competence. We therefore seek to construct OOD
validation data with broader semantic coverage that
better aligns with domain capabilities.

The key insight is that benchmark questions are
only sparse instantiations of domain capability un-
der fixed formats and scenarios (Liang et al., 2023),
and synthesizing from them directly risks preserv-
ing benchmark-specific artifacts. SuperValid there-
fore targets the latent factors behind domain capa-
bilities, including core knowledge concepts, rea-
soning patterns, and application scenarios. Given
benchmark questions from a domain dk, it abstracts
their underlying capability factors, retrieves and
filters related content from a large corpus, and
rewrites them into OOD validation samples that
are less tied to surface-level formats and more re-
flective of domain-level capabilities.

Concretely, SuperValid consists of four stages as
shown in Figure 2:

• Knowledge Extraction. An LLM fM ex-
tracts domain-relevant keywords, concepts,
and reasoning patterns as knowledge factors
that constitute the knowledge set Kk from
benchmark questions Sk.

• Knowledge Retrieval. Each extracted knowl-
edge factor q in Kk is used to retrieve related
candidate evidenceRq from a large corpus C.
This can be viewed as retrieving a common
scenario for each factor.
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Figure 3: The domain-level loss and capability fitting results on open-source models. Each data point in a figure
represents an open-source model with SuperValid loss and capability performance for that domain. Solid black line
represents the sigmoid fitting curve. The results show that SuperValid is applicable on different domains, proving
SuperValid can synthesize domain capability-aware validation data.

• Relevance Filtering. An LLM-based judge
fJ removes weakly related retrieved content,
retaining valid items in R̃q. An empty R̃q is
produced when all candidates are filtered out.

• Scenario Expansion. An LLM fG augments
and rewrites R̃q into diverse validation sam-
ples. Each resulting sample consists of de-
tailed knowledge factors and questions under
various scenarios in the form of questions,
analyses, and solutions at different difficulty
levels.

The resulting samples constitute the domain-
specific validation set Vk for domain dk. The cross-
entropy loss of Vk is termed SuperValid loss.

The procedures above are summarized in Algo-
rithm 1 using the aforementioned notations. To
illustrate the synthesis process in a specific case,
we present an example in Figure 2. Appendix A
provides a detailed formulation, and all prompts
for LLMs in the SuperValid algorithm are listed in
Appendix C.

2.3 Connecting SuperValid Loss to
Downstream Capability

With the synthesized validation set in hand, we now
establish a quantitative link between validation loss
and downstream capability. For each domain dk,
let Vk = {xk,1, . . . , xk,nk

} denote the validation
set produced by SuperValid. We define the domain
validation loss of model M as

Lk(M) =
1

|Vk|
∑

x∈Vk

ℓ(M,x), (2)

where ℓ(M,x) is the token-level cross-entropy loss
on sample x.

Following prior work on loss-to-performance
mapping (Ge et al., 2025), we connect Lk(M) to

domain capability via a bounded sigmoid:

fk(L) = γk +
1− γk

1 + exp (αk(L− βk))
, (3)

where fk(·) is the predicted capability score for do-
main dk, γk is the chance-level performance lower
bound, the upper bound is fixed at 1, and αk, βk are
domain-specific parameters controlling the curve’s
steepness and midpoint. The sigmoid is monoton-
ically decreasing in L, encoding the expectation
that lower validation loss corresponds to stronger
capability.

For each domain dk, we fit the scaling function
by minimizing the mean squared error between
the predicted capability score and the benchmark-
derived capability proxy:

min
αk,βk

1

|M|
∑

M∈M
(ĉk(M)− fk(Lk(M)))2 , (4)

whereM is the set of models used for fitting, and
ĉk(M) is the observed domain capability proxy
defined by aggregating benchmark scores within
domain dk. Operating at the domain level rather
than the individual benchmark level allows us to
evaluate whether the validation set captures sta-
ble capability signals that generalize across bench-
marks within the same domain.

3 Experiment

In this section, we verify that the SuperValid val-
idation set possesses the properties described in
previous sections. The main results (§3.2) demon-
strate that SuperValid loss faithfully reflects do-
main capabilities on various models, surpassing
benchmark-level methods and IID loss. In the rest
parts, we discuss our pipeline effectiveness (§3.3)
as well as robustness to training-data switching.
(§3.4).

7483



Table 1: Statistics of SuperValid-synthesized validation data per domain. zhongkao2024_math and
gaokao2024_math are in-house benchmarks collected from China’s 2024 senior high school entrance exami-
nation (Zhongkao) and national college entrance examination (Gaokao), respectively.

Domain Sample
Counts

Average
Sample
Length

Benchmarks

Knowledge 19813 4235.67 CEval(2023), CMMLU(2024), MMLU(2020)
Basic Math 12572 1333.59 MSGM(2023), CMath(2023), zhongkao2024_math
Intermediate Math 21711 1592.48 CollegeMath(2024), gaokao2024_math, MATH(2021)
Code Generation 3871 4802.78 MBPP(2021), MBPP_PLUS, BIRD_SQL(2023a)
Code Completion 3237 2527.29 HumanEval_Plus(2023b), HumanEval(2021)
Reasoning 24898 2319.16 HellaSwag(2019), PIQA(2020)

3.1 Settings

Domains and Benchmarks. To conduct the ex-
periments, we empirically select 16 benchmarks
grouped into six domains for evaluation. The de-
tails of the benchmarks and domains are shown in
Table 1.

SuperValid Settings. Using the SuperValid syn-
thesis pipeline described in Algorithm 1, we con-
struct a validation set containing 86,102 samples.
The number of samples in each domain varies for
different domains. Detailed sample features of do-
mains can be found in Table 1.

We utilize the FineWeb (Penedo et al., 2024)
dataset as the corpus. Retrieving text from a large
corpus is a challenging task. To improve efficiency,
we utilize OLMOTrace (Liu et al., 2025), a high-
performance text retrieval framework. For the gen-
erative models used in the pipeline, Qwen3-Next-
80B-A3B-Instruct (Yang et al., 2025) is used for
knowledge extraction and expansion. DeepSeek-
V3.1-Terminus-Think (DeepSeek-AI et al., 2025)
is used to judge the relevance of retrieved text.

Models. All the models used in our experiments
are open-weight models. For experiments in a train-
ing scenario, we refer to the model architecture of
Ling-Mini-2.0-Base (Ling-Team et al., 2025) to cre-
ate models with different scales. For training-free
experiments, we test Qwen3 (Yang et al., 2025),
Kimi K2 (Kimi Team et al., 2026), GLM 4.5 (Zeng
et al., 2025), DeepseekV3 (DeepSeek-AI et al.,
2025) etc. with their base models. Detailed models
used in the experiments are shown in Appendix B.

Evaluation Details. We use the OpenCom-
pass (Contributors, 2023) tool to evaluate the
downstream benchmark scores for all models

in our experiments. The evaluation backend is
SGLang (Zheng et al., 2024). We set the inference
context length to 8192 for alignment on different
models. The temperature during inference is 0.

Fitting Evaluation Metrics. To fit the sigmoidal
function, we utilize the L-BFGS-B (Zhu et al.,
1997) optimization method provided by Scipy (Vir-
tanen et al., 2020) Python package. To evaluate
the performance of the adjustment, we use the
MSE and the width of the 95 percent confidence
interval as metrics. This value is calculated as
P95 = 1.96R̄, where R is the absolute standard
variance of the residual errors. A smaller P95 value
indicates better predictive performance.

3.2 Main results

Domain-Level Capability Indicator for Open-
Source Models. To validate the SuperValid val-
idation loss as a effective metric for evaluating
domain-level capabilities, we use SuperValid data
as a validation set for open-source models with six
domains. Figure 3 shows that the sigmoidal fitted
curve can effectively predict the downstream capa-
bilities for various open-source models on different
domains with the MSE values within the range of
1e-3. These results demonstrate that SuperValid
validation set is able to capture domain-specific
capabilities across open-source models with dif-
ferent families, architectures, and scales, showing
that SuperValid loss is a training-free and general
downstream capabilities indicator.

Domain-Level Loss Improves Cross-Domain
Prediction. To prove the generalization perfor-
mance of domain-level validation, we conduct a
cross-domain prediction experiment on the afore-
mentioned models. We synthesize a benchmark-
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Figure 4: Scaling law curve on different model scales. Points and lines in different colors denote compute and
SuperValid loss collected from models of different scales trained from scratch. The results demonstrate that
SuperValid loss on different models largely obey the log-linear scaling law curve.

Basic Math
Code Completion

Code Generation
Intermediate Math

Knowledge
0.00

0.01

0.02

0.03

0.04

0.05

M
SE

 V
al

ue

2.92e-03
1.20e-03 1.84e-03

3.42e-03 3.32e-03

2.46e-02

4.44e-02

1.91e-02 1.84e-02
2.19e-02

Knowledge Scope
Domain-level
Benchmark-level

Figure 5: Fitting results for domain capabilities with
either domain-level loss or benchmark-level loss. The
latter is derived from a validation set constructed by
SuperValid with merely a single benchmark as data
source. We instantiate the domain-level OOD set with
Intermediate Math, and benchmark-level OOD set with
CollegeMath (Tang et al., 2024) which is from the same
domain. The MSE values in each group denote pre-
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captures downstream capability better than benchmark-
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level validation set with SuperValid by limiting the
data source to a single benchmark of a domain.

Figure 5 shows that domain-level SuperValid
loss provides a stronger predictor than benchmark-
level loss in cross-domain settings. For both in-
domain and cross-domain targets, domain-level
loss achieves lower fitting errors, suggesting that
it captures more generalizable capability signals
rather than benchmark-specific patterns. This sup-
ports our motivation of modeling downstream scal-
ing at the domain-capability level: domain-level
loss offers a more stable and transferable proxy for
downstream performance, which is crucial for reli-
able downstream scaling analysis across domains.
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Figure 6: Fitting results for domain capabilities with 3
different methods: IID loss, weighted IID loss and Su-
perValid loss. The results show that traditional IID-loss-
based methods fail to capture the downstream capability
while SuperValid performs better.

Leveraging Better Generalization with Super-
Valid. To validate the effectiveness of OOD vali-
dation compared to IID validation, we train 3 mod-
els with arbitrary architectures and data-mixtures,
which is a common scenario for ablation studies.
Figure 1 shows the comparison of downstream task
predicting on the CEval benchmark between IID
loss and SuperValid loss. Figure 6 shows the results
with those methods at domain-level. We implement
a prior token-level loss re-weight method from Ge
et al. (2025) and learn the re-weight mapping on
two of the shown experiments. The results illustrate
that SuperValid loss aligns better with downstream
task performance, while IID loss fails to track the
downstream performance with different training
settings even with token-level loss re-weight. It is
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Figure 7: Effect of mid-training data switching on IID loss versus SuperValid loss. We fit a dedicated capability
sigmoidal curve for each training stage and measure the gap at the transition point. When training data is switched
in stage 2, IID loss (up) exhibits a large discontinuity between the two stages, whereas SuperValid loss (down)
maintains a consistent loss-to-capability relationship.

demonstrated that the SuperValid data have better
generalization comparing with traditional IID data.

Log-Linear Scaling Law for SuperValid Loss.
To investigate whether the property of log-linear
scaling law can be observed on SuperValid loss,
we test a series of MoE models with similar archi-
tectures but different scales with the active param-
eters from 10M to 324M and corresponding total
paramerter from 193M to 6.17B. We train those
models from scratch with the same training data.
The learning rate varies from 1.73e-3 to 7.4e-4 as
the model scale increases to align the training ef-
ficiency. The results in Figure 4 clearly show that
the SuperValid loss follows a typical scaling law
curve with a clear log-linear relationship, obeying
the scaling law. This experiment is strong evidence
that the SuperValid loss is suitable for the scaling
law prediction method, providing a potential to
achieve reliable downstream scaling on compute
budget, model scales, and data consumption.

3.3 From Surface Matching to Capability
Alignment

To validate the effectiveness of our synthesis
pipeline, we design the ablation experiments by
skipping two key steps in our pipeline: knowledge
extraction and knowledge expansion.

The experiment that skips knowledge extraction
uses blank-reference filling, in which we fill the
benchmark query text with correct answers directly

as validation samples. We utilize the aforemen-
tioned benchmarks to generate 70660 samples in
total, with an average sample length of 1582.86.

The knowledge expansion experiment skips the
pipeline procedures after (iii), using the retrieved
text from the corpus directly as the validation sam-
ples. Due to the huge number of retrieved text
samples, we randomly choose 80000 samples to
align the quantity with the other two experiments.

The MSE results in Table 2 reveal that simply
matching the surface form of the benchmark text
(blank filling) is insufficient to capture downstream
capability. Introducing retrieval improves align-
ment by incorporating semantically relevant con-
tent, but still falls short due to limited coverage
and lack of contextual diversity. SuperValid further
improves performance by expanding and rewrit-
ing knowledge into diverse contexts, resulting in a
validation distribution that better captures the un-
derlying capabilities required by downstream tasks.
These results suggest that effective validation sig-
nals require not only semantic relevance, but also
sufficient diversity and contextualization, which
are achieved through knowledge synthesis.

3.4 Train Data Switching Robustness

Mid-training has been increasingly adopted in pre-
training practices, where different data mixtures are
used at different stages to meet evolving training
requirements (Mo et al., 2025). Although effective,
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Table 2: Synthesis method ablation on knowledge do-
main of open-source models. As the synthesis pipeline
approaches the full SuperValid pipeline, the MSE and
P95 values decrease, indicating better alignment. This
proves the effectiveness of the SuperValid pipeline.

Method MSE P95

SuperValid 6.73e-4 3.09e-2
Retrieved Text 2.31e-3 5.17e-2
Blank Filling 7.29e-3 1.17e-1

this method of shifting the training distribution in-
evitably causes a significant loss shift in IID loss.
However, it is not the case for SuperValid loss.

We set up an experiment to train a model from
scratch with a total number of 2T(2e12) tokens,
divided into two stages of 1T tokens each. During
training, we collect both IID validation loss and
SuperValid loss every 25B(2.5e10) tokens. For
stage 1, a data mixture with a small proportion of
synthetic data is applied. After the training process
reaches stage 2, we change the data mixture by
increasing the proportion of synthetic data. This
setup allows us to evaluate how validation signals
respond to distribution shifts during training.

The experiment results in Figure 7 show that
switching data mixtures during training causes a
tremendous shift in IID loss, which disrupts tra-
ditional scaling-law tracking, leading to disagree-
ment between scaling law and mid-training. Mean-
while, SuperValid loss manifests good robustness
when switching data mixtures, allowing down-
stream scaling laws to remain compatible with mid-
training. This confirms that IID loss is sensitive
to changes in training data distribution and fails to
provide a consistent proxy for downstream perfor-
mance during mid-training. This robustness to data
distribution shifts allows SuperValid to recover a
consistent scaling behavior, making it a reliable
signal for tracking capability.

4 Related Work

Scaling Laws and Performance Prediction.
Scaling laws (Bahri et al., 2024; Hoffmann et al.,
2022; Kaplan et al., 2020; Muennighoff et al., 2023)
have been widely used to guide LLM training. Re-
cent work extends scaling analysis to downstream
performance prediction, such as modeling bench-
mark scores from compute (Chen et al., 2024),
model scale and pretraining loss (Hu et al., 2024).
Another line of work characterizes model capabil-

ities through low-dimensional structures derived
from benchmark matrices, using principal com-
ponent analysis (Ruan et al., 2024), factor analy-
sis (Burnell et al., 2023), or latent-variable mod-
els (Jin et al., 2025; Zhang et al., 2024). However,
these approaches all operate on benchmark scores
and do not address how to obtain better validation
signals from the loss side.

Validation Signals for Capability Estimation.
Traditional validation sets are constructed from
training data subsets, and the corresponding loss is
termed IID validation loss (Tamang et al., 2025).
Recent works (Liu et al., 2023a; Lourie et al., 2025;
Teney et al., 2023; Isik et al., 2024; McKenzie et al.,
2022) show that differences in downstream perfor-
mance across pretraining corpora are often only
weakly reflected in IID validation loss. Several
methods attempt to improve validation signals with-
out changing the underlying data, such as learning
token-level importance weights (Ge et al., 2025),
data-mixture-aware loss proxies (Li et al., 2026),
capability-specific skill representations (Maia Polo
et al., 2026; Ye et al., 2023), benchmark metrics de-
composition (Ruan et al., 2024), analysis of emer-
gent abilities (Du et al., 2024), and proxy model
evaluation (Anugraha et al., 2025; Koh et al., 2025).
In contrast, SuperValid improves the validation sig-
nal by constructing new OOD validation data rather
than reweighting existing data or metrics.

OOD Data Generation. OOD data have been
previously investigated in fields such as OOD detec-
tion in CV (Yu et al., 2024). Some of those works
focus on OOD data generation (Yang et al., 2024;
Tamang et al., 2025), which provide insights for
the NLP field on evaluation and generalization (Li
et al., 2023b; Yang et al., 2023). For instance, Cao
et al. (2024) provide an idea of synthesizing OOD
data using LLMs. Abbas et al. (2025) propose
a framework to synthesize structured OOD text
data with different levels of distribution shifting
strength using LLMs. Lin et al. (2026) and Koh
et al. (2021) constructs OOD benchmarks for better
evaluation on model capabilities. Zhou et al. (2020)
proves that testing on domain-level OOD data is
benefitial for model generalization. Feder et al.
(2023) involves counterfactual data augmentation
to strengthen OOD generalization. Those works
inspire us to further utilize OOD data as validation
set to achieve downstream capability prediction
with better generalization.
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5 Conclusion

In this work, we revisit the role of validation in
large language model training and show that con-
ventional IID validation loss is an unreliable proxy
for downstream capability, particularly under dis-
tribution shifts and across model scales. To address
this limitation, we propose SuperValid, a synthetic
validation framework that constructs a capability-
aligned validation distribution by distilling and ex-
panding knowledge from domain-clustered down-
stream benchmarks without involving benchmark-
specific artifacts. Extensive experiments demon-
strate that SuperValid loss exhibits a strong and con-
sistent correlation with domain capabilities across
different model architectures and scales, and also
remains stable under data-distribution changes, in-
dicating a more faithful signal for model selection,
early stopping, and scaling decisions.

Limitations

First, SuperValid remains benchmark-informed
rather than fully benchmark-independent. Domain
capability is approximated by an unweighted aver-
age of manually grouped benchmark scores, while
the validation data are seeded from the same bench-
mark collection. Although our synthesis pipeline
reduces dependence on benchmark-specific for-
mats and surface patterns, it may still inherit biases
in capability definition and knowledge coverage
from the selected benchmarks.

Second, cross-family SuperValid losses are com-
puted using each model’s native tokenizer. Dif-
ferences in tokenization granularity may therefore
affect the comparability of per-token cross-entropy
across model families. Future work should con-
sider byte- or character-normalized likelihoods to
better isolate capability-related differences.

The optimal validation-set size for capability
evaluation has not been studied in our work. In our
experiments, we generate approximately 80,000
samples in total. The size of validation samples
implies a trade-off between validation time during
training and effectiveness of capability prediction.
Therefore, the sweet spot of synthetic validation
set size is still an interesting topic to be explored.
Another unexplored area of our work is that we
select the benchmarks for domains based on em-
pirical knowledge and community consensus, and
additional domains, such as multilinguality or se-
curity, are not included. Nevertheless, the selected
domains provide sufficient evidence to support our

claims; exploring additional domains and bench-
marks remains future work.
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A Formalization of SuperValid Synthesis

We provide a formal description of the SuperValid
synthesis pipeline introduced in Algorithm 1. For
a capability domain dk, let Bk = {bk,1, . . . , bk,nk

}
denote the set of benchmarks associated with this
domain. Each benchmark b ∈ Bk contains a set of
original benchmark samples Sb. We first collect all
benchmark samples within the domain:

Sk =
⋃

b∈Bk

Sb. (5)

SuperValid synthesis process is defined by four
functions: knowledge extraction fM , retrieval fR,
relevance filtering fJ , and sample generation fG.

First, for each benchmark sample s ∈ Sk, we
use an LLM-based extractor fM to identify domain-
relevant knowledge factors:

Kk =
⋃

s∈Sk

fM (s, dk), (6)

where Kk denotes the set of extracted knowledge
factors for domain dk.

For each knowledge factor q ∈ Kk, we retrieve
a set of relevant text from a large corpus C:

Rq = fR(q, C). (7)

Since retrieval may introduce noisy or weakly re-
lated text, we further apply an LLM-based judge
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fJ to select texts that are relevant to both the knowl-
edge factor q and the domain dk:

R̃q = fJ(Rq, q, dk), (8)

where R̃q ⊆ Rq is the filtered evidence set.
Finally, the generator fG rewrites the filtered

evidence into validation samples. Each generated
sample may contain contextual knowledge, ques-
tions, analyses, and solutions designed to probe the
corresponding domain capability:

Vk,q = fG(R̃q, q, dk). (9)

The final domain-specific validation set is obtained
by aggregating generated samples over all extracted
knowledge factors:

Vk =
⋃

q∈Kk

Vk,q (10)

By retrieving, filtering, and expanding knowl-
edge around these factors, SuperValid constructs
Vk as a capability-aware OOD validation set
with broader semantic coverage than benchmark-
specific or IID validation data.

B Open-Source Model List

Table 3 provides the open-source models used in
our experiments. We get the model weights and
standard configurations from their Hugging Face
pages.

C Synthesis Prompt

The prompts applied in SuperValid in our experi-
ments are shown in this section. We provide three
prompts corresponding to three LLM-required pro-
cedures of SuperValid, including knowledge extrac-
tion, relevance filtering, and scenario expansion.
The template form ${var} should be filled with the
actual text data such as benchmark text, extracted
concepts, etc.

D Synthesis Example

To better illustrate the SuperValid pipeline, we
show a canonical example from the knowledge
domain. The results for every synthesis step are
merged in the same text box with some omissions
for better presentation.

Table 3: Open-source models for the experiments.

Family Model

Qwen3

Qwen3-1.7B-Base
Qwen3-4B-Base
Qwen3-8B-Base
Qwen3-14B-Base
Qwen3-30B-A3B-Base

Qwen2.5
Qwen2.5-0.5B-Base
Qwen2.5-1.5B-Base
Qwen2.5-3B-Base

GLM4.5 GLM-4.5-Air-Base

GLM4.7 GLM-4.7-Flash-Base

DeepSeekV3
DeepSeek-V3-Base
DeepSeek-V3.1-Base

Kimi-K2 Kimi-K2-Base

Ling-2.0 Ling-Mini-Base-2.0
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Prompts for Knowledge Extraction

You are a professional knowledge search engine optimization expert. Your task is to optimize a teacher’s lesson
plan question into the most searchable single knowledge concepts, entities, or phrases in keyword form, such that
correctly answering the question requires mastery of these knowledge keywords.

Task Requirements:

1. Core Intent Knowledge Extraction: Capture the core knowledge of the question. This can be a summary of
the question’s knowledge or the extraction of key knowledge keywords from it. You must ignore redundant,
descriptive, colloquial modifiers and purely numerical descriptions.

2. Concept Decomposition: Break down composite concepts into more fundamental keywords that are more
likely to appear as titles in knowledge documents, making them suitable as **search knowledge keywords**.

3. Output Format:

• Knowledge keywords should use precise and concise terminology, e.g., "Newton’s Second Law," "Ideal Gas
Equation of State," "Law of Diminishing Marginal Utility," "DNA Semiconservative Replication."

• Each knowledge keyword should represent a complete and targeted knowledge concept that covers a full
concept, e.g., "Reflection of Light" instead of "Reflection" or "Light," "1990 Billboard Year-End Chart" instead
of "1990" or "Year-End Chart," "T cell" instead of "T."

• Prohibited invalid knowledge keywords:

– Vague or incomplete meanings, such as "calculate," "understand the situation," "boundary," "D," etc.
– Overly general or non-specific meanings, such as "water," "fire," "human," "she," "doubling time," and

especially pure data types such as "100," "ten meters," "1990," "one million dollars," "128-bit," "400
meters or below," "sum of points equals 4," "[1]," "interval 1," etc.

• Use standardized terminology.

• Do not use Markdown or complex special symbols. Only use plain text and simple symbols.

• The final result should be a string, separated by English commas (",").

• Output at most 6 knowledge keywords.

• Do not output any additional explanations. The output structure must strictly follow the format below:

Extraction of key knowledge words:
1. xxx
2. xxx
......

Example:

Lesson Plan Question:

"Chemistry is closely related to daily life. Which of the following statements is incorrect?
A. Using fluoride toothpaste can prevent dental caries
B. The main component of baking soda is Na2CO3
C. Vinegar can be used to remove calcium carbonate scale
Answer: B"

Output:

Extraction of key knowledge words:
1. Chemistry in daily life
2. fluoride toothpaste
3. prevention of dental caries
4. baking soda
5. vinegar
6. dissolving calcium carbonate

Lesson Plan Question:

${raw_exam}
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Prompts for Relevance Filtering

Please carefully read, understand, and reason step by step based on the knowledge concept and knowledge learning
text provided below, and determine whether the knowledge learning text is strictly related to the knowledge
concept.

Strict relevance criteria: Either the knowledge learning text directly contains descriptions of the knowledge concept
and its related concepts/entities, or the knowledge learning text enables learning and understanding of the knowledge
concept. Note that some knowledge entities and concepts may have aliasing, inclusion, or inferable relationships;
such differences in expression can be ignored.

Output format requirements: Do not output any redundant explanations. Directly follow the format below and
include the judgment result inside [] brackets.
The judgment result can only be Yes or No:

<Knowledge_Concept_Start>
${knowledge_concept}
<Knowledge_Concept_End>

<Candidate_Relevant_Text_Start>
${candidate_retrieved_content}
<Candidate_Relevant_Text_End>

Judgment Result:
Output:

Prompts for Scenario Expansion

You are an education expert. Based on the knowledge material provided below, please carefully read, understand,
and reason step by step, then complete the following tasks in order as required:

Step 1. Key Knowledge Concepts Analysis:

Understand the knowledge material, identify core knowledge concepts, conceptual relationships, logical reasoning
scenarios, knowledge application scenarios, etc., and comprehend the key knowledge concepts.

• Extract the core text and content related to key knowledge concepts.

• Extract key action nodes and causal relationships in event chains.

• Identify professional terminology and conceptual relationships.

• Identify potential branching points in situational logic.

• Analyze implicit application scenarios involving physical/social common sense.

• The knowledge concept should be as specific and detailed as possible.

Output the key knowledge concepts in the following format:
Key Knowledge Concepts:
1. xxx
2. xxx
......

Step 2. Knowledge Expansion:

Based on the extracted key knowledge concepts, combined with the original material and your in-depth knowledge,
expand the breadth and depth of the knowledge concepts and output related expanded knowledge in the following
format:
Related Knowledge Expansion
1. xxx
2. xxx
......
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Prompts for Scenario Expansion

Step 3. Practice Generation:

Based on the core paragraphs of the knowledge material and combined with the key concepts, design and generate
training questions in a targeted manner. The question type is limited to multiple-choice questions only. Note that the
question design must follow the specifications below:

Question Requirements:

• Principle: The questions must be based on the original material, but must not directly copy it!

• Quantity: Generate as many questions as possible. At minimum, provide 5 questions strictly aligned with the
key knowledge concepts, with a maximum of 10; for the expanded related knowledge concepts, provide at
least 5 questions, with a maximum of 10.

• Approach: The questions must be targeted toward knowledge concepts, not vague open-ended questions. The
questions should focus on the knowledge concepts extracted from the original material, and must concern the
knowledge concepts themselves while remaining independent of the original text content. Again, do not copy
directly!

• Diversity: The questions should be diverse and multi-dimensional. For the same concept, include different
assessment perspectives such as knowledge recall, logical reasoning, computational proof, conceptual relation-
ship discrimination, etc.

• Difficulty: Include multiple levels of difficulty, such as foundational, professional, and competition-level
questions.

Answer Specifications:

• Ensure the standard answer option is correct.

• You may appropriately include solutions and analyses for the questions, such as question interpretation, knowl-
edge discrimination, method explanations, step-by-step reasoning, logical inference, viewpoint discussion,
mathematical calculation processes, etc.

Output Specifications:

• Use plain text only. Do not use Markdown formatting.

• Separate each question, options, answer, and analysis pair using line breaks. Use standard uppercase English
letters such as A/B/C/D/E/F/G for options, and mark answers with “Answer:”.

Example Format:

<Question_1_Start>
xxx (question content)
A. xxx
B. xxx
C. xxx
D. xxx
(or more options)
Answer: xxx (answer content, including the answer option letter)
Analysis: xxx (analysis content)
<Question_1_End>

Below is the provided knowledge material. Please begin the task.

<Knowledge_Material_Start>
${content}
<Knowledge_Material_End>

Output:
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An Example of SuperValid from Knowledge Domain

Source Data

An obese individual with a breathing-related sleep disorder most likely suffers from which of the following?
A. Narcolepsy
B. Hypersomnia
C. Insomnia
D. Sleep apnea
Answer: D

Key Knowledge Concepts

1. Breathing-related sleep disorder
2. Obstructive sleep apnea (OSA) is a sleep disorder characterized by recurrent pauses in breathing during sleep,
primarily caused by mechanical obstruction of the airway due to relaxation of the muscles at the back of the throat.
3. Narcolepsy is a condition that makes people very sleepy during the day and can cause them to fall asleep suddenly.
......

Retrieved Content

Depression, Anxiety, and Obstructive Sleep Apnea.
Sleep problems are a common reason that people see their doctor ...... Up to 20% of people coming to their doctor
with a breathing-related sleep disorder or a major depression disorder ......

Related Knowledge Expansion

1. OSA Definition and Mechanism: Sleep apnea lasting ≥ 10 seconds, caused by relaxation of the pharyngeal
muscles leading to mechanical airway obstruction.
2. The three main clinical signs of OSA are: nocturnal wheezing/breath-holding, snoring, and daytime sleepiness.
3. OSA by gender and age distribution: More prevalent in males, but present in all populations.
......

Questions

<Question_1_Start>
1. Which of the following combinations of signs most typically suggests that a patient may have obstructive sleep
apnea (OSA)?

A. Nighttime chest pain, palpitations, daytime anxiety
B. Snoring, nighttime awakenings, daytime sleepiness
C. Persistent headache, blurred vision, agitation
D. Insomnia, early awakening, decreased appetite
Answer: B

Analysis: Key knowledge 2 and the extended information clearly list the three main signs of OSA: snoring, nighttime
breathing difficulties/awakenings, and daytime sleepiness. B is a perfect match. A is a cardiovascular symptom, C is
related to intracranial pressure, and D is a typical depressive symptom, but not a characteristic manifestation of OSA;
it is necessary to distinguish between primary and secondary OSA.
<Question_1_End>

<Question_2_Start>
2. Which of the following statements about the epidemiology of OSA is accurate?

A. OSA only occurs in obese men over 40 years of age.
B. OSA is extremely rare in women, and clinical screening of female patients is unnecessary.
C. OSA can occur in any sex and age, but the incidence is higher in men.
D. Childhood OSA is mainly caused by psychological stress and is unrelated to obesity.
Answer: C

Analysis: The extended information clearly states that "OSA is more common in men, but exists in all sexes and
age groups," and C completely replicates this statement. A and B negate other groups, so they are incorrect; D is
incorrect, as the main cause of childhood OSA is often adenoid hypertrophy, not psychological stress.
<Question_2_End>
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