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Abstract

Recent Large Reasoning Models (LRMs)
achieve strong performance by leveraging long-
form Chain-of-Thought (CoT) reasoning, but
uniformly applying overlong reasoning at in-
ference time incurs substantial and often un-
necessary computational cost. To address this,
prior work explores various strategies to infer
an appropriate reasoning budget from the in-
put. However, such approaches are unreliable
in the worst case, as estimating the minimal
required reasoning effort is fundamentally dif-
ficult, and the trade-off between reasoning cost
and accuracy is implicitly fixed during training,
limiting flexibility under varying deployment
scenarios. Motivated by these limitations, we
propose ORBIT, a controllable multi-budget
reasoning framework with well-separated rea-
soning modes triggered by prompt. ORBIT
employs multi-stage reinforcement learning to
discover an accuracy-length profile across rea-
soning efforts, followed by On-Policy Distilla-
tion to fuse these behaviors into a single uni-
fied model. Experiments show that ORBIT
achieves (1) controllable reasoning behavior
over multiple modes, (2) competitive reasoning
density within each mode, and (3) integration
of these policies into a single unified student
model while preserving clear mode separation
and token-efficient per-mode performance.

1 Introduction

Recent advances in Reinforcement Learning with
Verifiable Rewards (RLVR) (Guo et al., 2025; Team
et al., 2025; Xiaomi et al., 2025) have significantly
pushed the frontier of complex task solving and
long-form Chain-of-Thought (CoT) (Wei et al.,
2023) reasoning in large language models. By
encouraging explicit reasoning trajectories, these
methods enable models to explore richer solution
paths and achieve strong performance on challeng-
ing benchmarks (Guo et al., 2025). However, the
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continued push toward greater reasoning depth in-
troduces a practical trade-off between reasoning
effort and operational efficiency: increasingly long
reasoning traces incur higher latency and compu-
tational cost, while often being unnecessary for
simpler queries (Yang et al., 2025c).

Notably, this concerns not the use of long-form
reasoning during training, which underpins the re-
sulting peak accuracy (Setlur et al., 2025). The
challenge primarily emerges at deployment time,
where models trained to reason deeply may apply
the same heavy, uncalibrated reasoning patterns
indiscriminately across inputs.

To optimize inference-time efficiency, prior work
has explored various strategies for adjusting rea-
soning effort according to task demands (Luo et al.,
2025a; Lou et al., 2025; Luo et al., 2025b; Zhang
et al., 2025). Across these approaches, the under-
lying goal is essentially the same: to estimate an
optimal allocation of reasoning effort.

However, this estimation problem is fundamen-
tally difficult. Determining the minimal amount
of reasoning required to solve an instance can be
viewed as attempting to estimate its Kolmogorov
complexity (Li and Vitanyi, 2008), which is known
to be uncomputable and connected to the halt-
ing problem theoretically (Graves, 2017). Em-
pirically, adaptive mechanisms can also misallo-
cate reasoning effort—truncating reasoning on in-
stances that would benefit from deeper delibera-
tion (Jin et al., 2025; Aggarwal et al., 2026), while
preserving unnecessarily long reasoning for sim-
pler instances (Chen et al., 2025a).

Moreover, these inference-agnostic approaches
implicitly determine the trade-off between reason-
ing effort and expected accuracy during training,
reflecting a fixed preference over cost and perfor-
mance. While suitable for standardized bench-
marks, this design may be less flexible in deploy-
ment scenarios where user preferences and system
constraints vary across queries.
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Figure 1: ORBIT demonstrates controllable reasoning behaviors comparable to advanced systems, covering multiple
reasoning modes: low/mid/high for 03-mini and gpt-oss-120B, and an extended set of low/mid/high/extra-high for
ORBIT, illustrating its ability to flexibly trade off reasoning cost and performance across modes.

Motivated by these limitations, we rethink a con-
trollable reasoning model that can flexibly adjust its
reasoning effort according to user preferences by
switching reasoning policies across modes at infer-
ence time, while achieving competitive reasoning
density within each effort level.

We introduce ORBIT, a fully on-policy training
framework for controllable multi-budget reasoning.
By exploring under different training context win-
dows, ORBIT learns reasoning behaviors spanning
an accuracy-length profile and integrates these into
a single model whose discrete reasoning modes can
be triggered by specific prompts. As illustrated in
Figure 1, ORBIT achieves clear and well-separated
reasoning modes similar to state-of-the-art control-
lable systems, while maintaining strong per-mode
accuracy and token-efficient reasoning.

Our contributions are as follows:

1. We propose ORBIT, a fully on-policy training
framework for controllable multi-budget rea-
soning, enabling a single model to generate
responses across multiple reasoning modes
triggered by mode-specific prompts.

2. We introduce an Expansion-Compression
Loop exploration strategy that efficiently
traces an accuracy-length profile under vary-
ing context constraints, yielding high quality
policies across reasoning efforts.

3. We design a Multi-Teacher On-Policy Dis-
tillation pipeline with mode-aware initializa-
tion, which fuses the resulting policies into
a single unified student model while preserv-
ing clear mode separation and token-efficient
performance across all modes.

2 Preliminary

Problem Statement. We study controllable
multi-budget reasoning, aiming to learn a single,
unified policy mg(o | ¢, c) that generates distinct,
mode-specific reasoning behaviors for a query
q € D, where the mode ¢ € C = {c1,...,ckx}
can be selected or triggered at inference time, cor-
responding to different levels of reasoning effort.

Crucially, each induced behavior is expected to
be strong in its own right: for every mode cy, the
conditional policy 74(- | g, cx) should achieve high
task accuracy relative to its reasoning budget, rather
than representing a compromised linear interpola-
tion performance.

The core challenge, therefore, lies in learning
such a unified yet controllable policy under a fixed
training budget, while maintaining clear behavioral
separation across modes.

RLVR. We model language generation as au-
toregressive sampling from a conditional proba-
bility distribution 7y(0|q), and our training goal
is to maximize the expected correctness reward

r(q,0) € {0,1}:

mQaX EqND, o~y [T(q’ 0)]7 (D
where ¢ represents the input query and o represents
the output response.

In this work, we adopt Group Relative Policy
Optimization (GRPO) (Shao et al., 2024) as our
RLVR algorithm for its simplicity and effectiveness
in training reasoning models (Guo et al., 2025). Un-
like traditional methods (Schulman et al., 2017),
GRPO bypasses the value model by computing
advantages relative to a group of G responses
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3 Methodology

3)

We approach controllable multi-budget reasoning
through an exploration—exploitation perspective.
To operationalize, we decompose the problem into
two complementary phases:

Exploration Phase. Multi-stage RL allocates
computational effort to sample sequences in seman-
tic space under varying context budgets, discover-
ing high-quality per-mode strategies.

Exploitation Phase. Model merging and On-
Policy Distillation consolidate these policies into
a single student model, preserving mode-specific
behaviors while enabling an efficient unified model
for all reasoning modes.

Figure 2 provides an overview of this framework.

3.1 Expansion-Compression Loop for
Mode-Specific Policy Exploration

During exploration, each reasoning mode ¢ € C is
subject to a context budget reflecting its intended
reasoning effort. The training objective is to dis-
cover high-quality strategies that maximize task
accuracy under a given budget. To achieve this,
we adopt the simple length regularizing method—
truncation, along with a scheduling strategy and
formalize the exploration stage as tracing an accu-
racy—length profile across context budgets, yielding
mode-specific policies that later serve as special-
ized teachers.

Dual-Objectivity under Truncation. For a
given context budget L, and reasoning mode ¢ € C,
we consider a policy g, and define its truncated,
mode-specific version:

ﬁéi)(o; Ly) :=mg, (0| q,¢)I(lo] < Lg), (5)

For a given mode c, the expected reward (accu-
racy) under truncation is

J(C)(ﬂ-ek) = EQNDEO (lq) [T((L 0)]a (6)

Nﬁéz)
We define the non-truncation probability

pg&&f%runc(‘]) = IP)o~7r(;k(~\q,c)(|0| < Lk)v (7

and the corresponding renormalized truncated pol-
icy
7o, (0| ¢, ¢) I(lo] < Ly)

e . ®
pnégl—zrunc(q)

L,(c
70| q) ==

Then the truncated expected reward decomposes
as

T (70,) = By | Proseanc (@) Poonceune ()]

€))
(10)

F;r(;r(ft)runc(q ) = o

E L r(q,0)|.
Nﬂ_@: ( )(Iq)[ (q7 )]
This decomposition shows that, for each mode c,

optimization under truncation involves two coupled

directions:

1 1 7T,(C) : s
* increasing P, trunc» 1-€-» concentrating proba-

bility mass on valid-length trajectories;

(c)

. . _Tr,(C . . .
* increasing 7o truncs 1-€-» improving the seman-
tic quality of non-truncated trajectories.

Tracing the Accuracy-Length Profile via an
Expansion—-Compression Loop. To efficiently
obtain per-mode strategies, we introduce a one-
time Expansion—Compression Loop for schedul-
ing context window in RLVR training:

* Expansion (Semantic Optimality). We first
enlarge the context budget to Leyp, > E[|o™]],
where o™ denotes correct, within-window tra-
jectories, ensuring truncation is inactive and
the policy focuses on semantic correctness.
This allows exploration of harder instances
and establishes a global performance ceiling.

Sequential Compression (Density Optimal-
ity).

Starting from the expanded policy, we pro-
gressively tighten the context budget L. This
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Figure 2: The ORBIT framework overview: (1) In the Exploration stage, multi-stage RL traces an accuracy-length
profile under varying context from the Expansion-Compression Loop. (2) In the Exploitation stage, the resulting
policies are unified into a single student model via Model Merging and Multi-Teacher On-Policy Distillation.

constraint imposes truncation, inducing a dis-
continuous length distribution that can desta-
bilize training through two mechanisms: (i) in-
creased reward variance due to the scarcity of
valid-length correct trajectories, which leads
to noisy gradient estimates; and (ii) “survival
mode,” where the model collapses to the short-
est, trivial solutions, suppressing the complex
reasoning required for harder instances.

To balance mode separability and training sta-
bility, we adopt a logarithmic compression
schedule (Ly1 = Li/2) and sequentially op-
timize the policy under progressively smaller
budgets. This schedule applies comparable
truncation pressure on the remaining trajec-
tory mass at each stage, allowing the policy
to re-equilibrate under the current constraint
before the next compression is applied. Fur-
ther discussion of this design is provided in
Appendix A.

Notably, binary compression serves as the
canonical instantiation of our framework. If
finer-grained trade-offs between output qual-
ity and latency are desired, additional com-
pression stages can be simply inserted into the
current schedule.

The loop yields stage-wise per-mode experts that
span the accuracy-length profile and provide pol-
icy anchors in semantic space for consolidating
multiple reasoning modes into a single model.
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3.2 On-Policy Distillation for Reasoning
Policy Exploitation

While the exploration stage obtained multiple rea-
soning experts, REINFORCE-style updates pro-
vide only a sparse O(1) supervision signal per roll-
out sequence (uniform A across all tokens). Such
scalar feedback is insufficient to efficiently consoli-
date the experts’ distinct reasoning behaviors into
a single model.

Transitioning from discovery to consolidation,
we therefore adopt distillation as a high-bandwidth
alternative, enabling supervision at a tokenwise
O(N) resolution. Specifically, we treat the ex-
pert models obtained during the exploration stage,
{mg, }X_,, as teachers and fuse their mode-specific
behaviors into a single unified student model 7.
This is achieved through a unified pipeline that
combines Multi-Teacher On-Policy Distillation
with a Mode-aware Initialization, allowing di-
verse reasoning modes to be consolidated in a struc-
tured and controllable manner.

Multi-Teacher On-Policy Distillation Mode Fu-
sion. A common intuition is to perform distil-
lation using an offline dataset of query—response
pairs sampled from the teacher model, and then
train the student in an SFT manner.

However, distilling an autoregressive student
model in this way leads to a training—inference
distribution mismatch, commonly known as expo-
sure bias (Bengio et al., 2015), because supervision



is provided on teacher-generated trajectories that
the student policy may never enter during infer-
ence, preventing it from learning to calibrate its
own behavior on the trajectories induced by its own
policy (Agarwal et al., 2024).

Based on these intuitions, we adopt On-Policy
Distillation (Agarwal et al., 2024; Lu and Lab,
2025), minimizing the Reverse Kullback-Leibler
(RKL) divergence:

7 (0l¢, Pk)
(1)
For stable and effective reasoning mode fusion,
we apply two techniques in the optimization pro-
cedure. (i) The policy-gradient estimator of the
sequence-level RKL above couples each token with
the return-to-go of all subsequent KL costs, whose
variance grows quadratically with length and is es-
pecially harmful in our longer reasoning modes;
following (Lu and Lab, 2025), we set v = 0 and
stop the gradient through the resulting immediate
RKL weight, decoupling it from future KL costs.
(i1) Response lengths for the same query differ sub-
stantially across modes, so we aggregate the loss
sequence-wise rather than token-wise as in the ex-
ploration stage, keeping each mode’s signal bal-
anced. Let hy ¢ = (g, pi, 0<¢) denote the reasoning

prefix, these designs yield the final fusion loss:

lo|

1 .
£fusion(¢) = IEk,q,o H Zwk,t log 7T¢>(0t | hk,t)
t=1
(12)
R 7p(0t | Pt)
= log—————= ] . 13
Wt sg< 0g 7o (00 | Tes) (13)

Mode-aware initialization via Model Merging.
Despite its advantages, On-Policy Distillation suf-
fers a "cold-start": if the student 7 initially lacks
confidence in the target modes, rollouts rarely reach
the expert’s high-density manifold, limiting the su-
pervisory signal (Jang et al., 2026). We mitigate
this by initializing the student via model merging,
combining the stage-wise expert models {mg, }5
obtained during exploration, to align input-output
mappings with the teacher 7y, . This provides a
more stable start and accelerates convergence. De-
tails can be found in Appendix B.

4 Experiments

4.1 Experimental Settings

Training Details. We implemented ORBIT on
three open-weight models: DeepSeek-Distill-
Qwen-1.5B (Guo et al., 2025), Qwen3-4B-2507-
Thinking (Yang et al., 2025a), and Openmath-
Nemotron-7B (Moshkov et al., 2025), each con-
figured with four selectable reasoning modes: Low,
Mid, High, and Xhigh. The training context
lengths for these modes were set according to the
model: 2K, 4K, 8K, and 16K tokens for DeepSeek-
Distill-Qwen-1.5B, and 4K, 8K, 16K, and 32K
tokens for both Qwen3-4B-2507-Thinking and
Openmath-Nemotron-7B. The initial model is first
expanded to the Xhigh mode, followed by reverse-
order training: Xhigh — High — Mid — Low.

We build on the VeRL codebase (Sheng et al.,
2024) and follow the DAPO recipe (Yu et al., 2025),
using a higher clipping bound and rejection sam-
pling during exploration to improve training stabil-
ity. We train DeepSeek-Distill-Qwen-1.5B on
DAPO-Math-17K (Yu et al., 2025), and the other
two models on Polaris-53K (An et al., 2025). For
OPD, we use the same training data as in the corre-
sponding RLVR runs. Further implementation and
training details are provided in Appendix C.1.

Baselines. We first evaluate our full pipeline
against the recent controllable reasoning mod-
els, including 03-mini (OpenAl, 2025), gpt-oss-
120b (OpenAl, 2025), and ThinkDial (He et al.,
2025). Next, we compare ORBIT’s within-
mode performance against current RL-based adap-
tive and efficient reasoning methods, includ-
ing TLMRE (Arora and Zanette, 2025), Adapt-
Think (Zhang et al., 2025), AutoThink (Tu et al.,
2025), Laser (Liu et al., 2025), L1-Max (Aggarwal
and Welleck, 2025), and ThinkLess (Fang et al.,
2025). Finally, we ablate ORBIT with other poten-
tially used methods and baselines.

Evaluation Benchmarks. We evaluate our
methods on three mathematical reasoning tasks:
AIME 2024 & 2025, BeyondAIME (ByteDance-
Seed, 2025), as well as representative multi-task
benchmarks spanning diverse domains in sci-
ence, humanities, and professional knowledge:
GPQA-Diamond (Rein et al., 2024) and MMLU-
Pro (Wang et al., 2024). All modes and baselines
share a single decoding configuration with a 49,152
tokens maximum response length, mode-triggering
prompts are listed in Appendix D. Further details
are provided in Appendix C.3.
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‘ Mathematics Multi-Task
Overall
| AIME24 | AIME25 |BeyondAIME | GPQA | MMLU |
Models ‘ Avg@32 Toks ‘ Avg@32 Toks ‘ Avg@8  Toks ‘ Avg@8 Toks ‘ Avg@l Toks ‘ Avg. Toks
DeepSeek-Distill-Qwen-1.5B
Initial Model 28.6 18.8 22.8 18.5 10.1 18.6 28.0 127 | 355 72 | 250 152
- ORBIT Low 28.7 2.7 21.1 2.3 9.9 1.9 34.8 1.8 38.1 14 | 265 20
- ORBIT Mid 34.5 5.6 26.0 4.9 12.6 3.6 343 2.6 38.2 20 | 29.1 37
- ORBIT High 38.8 7.7 30.2 7.4 15.6 7.1 41.0 4.9 41.7 34 | 335 6.1
- ORBIT Xhigh | 42.6 8.5 31.1 7.8 15.9 7.7 41.8 6.4 41.2 44 | 345 7.0
Qwen3-4B-2507-Thinking
Initial Model 81.6 20.1 77.1 183 | 524 27.6 66.1 8.8 74.4 44 | 703 158
- ORBIT Low 59.7 33 46.8 3.8 31.4 34 60.5 2.0 71.7 1.1 540 2.7
- ORBIT Mid 69.5 6.6 61.0 7.5 40.6 7.4 62.9 3.1 72.8 1.9 | 614 53
- ORBIT High 75.0 9.6 69.2 11.0 | 483 11.8 65.2 4.6 73.5 2.8 | 662 8.0
- ORBIT Xhigh 82.6 15.5 78.2 17.4 | 535 20.7 69.5 8.4 74.5 54 | 71.7 135
Openmath-Nemotron-7B

Initial Model 71.6 11.9 59.9 13.7 | 41.8 13.6 325 8.5 424 5.7 | 496 107
- ORBIT Low 60.0 5.2 36.5 5.7 31.5 4.7 31.5 24 39.3 1.8 | 39.8 4.0
- ORBIT Mid 66.4 7.4 45.2 8.3 35.0 7.5 32.3 42 41.5 29 | 41 6.1
- ORBIT High 71.4 10.0 57.1 11.6 | 414 10.9 31.9 6.1 41.7 44 | 487 8.6
- ORBIT Xhigh | 72.0 11.0 57.8 12.1 | 41.8 12.1 34.8 6.6 42.2 50 | 497 94

Table 1: Comparison of reasoning modes of ORBIT across various reasoning tasks. “Avg@k” denotes the average
accuracy (in %) over k generations (i.e., pass@1), and "Toks" indicates the average output length in thousands of
tokens (K). Darker colors in the cell background denote better results.

| AIME24 | AIME25 |BeyondAIME| GPQA | MMLU | Overall
Models | Avg@32 Toks | Avge32 Toks | Avges Toks | Avge8 Toks | Avgel Toks | Avg. Toks
Initial Model 286 188 | 228 185 | 101 186 | 280 127 | 355 72 | 250 152
1) TLMRE-DS-1.5B (o = 0.1) | 28.1 147 | 221 142 | 84 127 | 308 78 | 343 47 | 247 108
2) AdaptThink-1.5B (§ = 0.05) | 252 7.6 | 213 8. 9.9 5.1 313 67 | 369 41 | 249 63
3) AutoThink-DS-1.5B-Stage3 | 31.0 11.0 | 228 106 | 11.0 94 | 314 7.6 | 363 45 | 265 8.6
4) Laser-DE-L4096-1.5B 306 82 | 220 75 | 103 72 346 34 | 378 23 | 271 57
5) AutoThink-Stage3* 395 90 | 290 90 | 124 80 357 47 | 396 36 | 312 69
6) L1-1.5B-Max* 236 34 | 223 31 | 104 31 | 330 12 | 395 14 | 258 24
7) ThinkLess-1.5B-RL* 278 111 | 218 111 | 111 116 | 289 128 | 352 6.6 | 250 106
~ORBIT Low 287 | 27 | 211 | 23 | 99 1.9 348 18 | 381 | 14 | 265 20
- ORBIT Mid 345 56 | 260 49 | 126 3.6 343 26 | 382 20 | 291 37
- ORBIT High 388 77 | 302 74 | 156 7.1 410 49 | 417 34 | 335 6.1
- ORBIT Xhigh 426 85 | 311 78 | 159 7.7 418 64 | 412 44 | 345 70

Table 2: Comparison of reasoning modes of ORBIT with efficient reasoning baselines across various reasoning
tasks. Models marked with * build on DeepScaleR-1.5B (Luo et al., 2025¢), a forward multi-stage RL post-trained
version of DeepSeek-R1-Distill-Qwen-1.5B; unmarked models build directly on the latter.

4.2 Main Results

@ ORBIT Achieves Controllable Reasoning Be-
havior Across Domains. Table 1 illustrates the
reasoning behaviors learned by ORBIT under dif-
ferent reasoning budgets across domains. We ob-
serve a clear and consistent separation between
reasoning modes, with each exhibiting a mono-
tonic trade-off between reasoning effort and task
performance. This pattern indicates that ORBIT

successfully learns prompt triggered inference-time
separable distinct reasoning policies.

Importantly, these controllable behaviors trans-
fer reliably across domains. When transferring
from mathematical reasoning to general question
answering benchmarks, the ordinal ordering of rea-
soning modes is preserved, while only minimal
stepwise performance degradation is incurred. We
also observe retained task-conditioned token allo-
cation across tasks within each mode.
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Figure 3: Fusion fidelity between the mode-specific teachers and the fused ORBIT students across three backbones.
We report student-minus-teacher changes in average accuracy (top) and output length in thousands of tokens (bottom).
Values near zero indicate faithful behavior transfer. Whiskers indicate the range across all five benchmarks.

® ORBIT Achieves Competitive Token Effi-
ciency Within Each Mode. We evaluate each
ORBIT mode separately on DeepSeek-Distill-
Qwen-1.5B, comparing its accuracy—length trade-
off with RL-based efficient reasoning methods. We
aim to determine if the multi-mode student main-
tains high reasoning density across all triggered
efforts without performance compromise.

As shown in Table 2, ORBIT achieves a consis-
tently superior accuracy—length profile, reaching
higher accuracy under the same reasoning budget
or matching baseline accuracy with fewer tokens.
Notably, these results are obtained with a mini-
malist truncation-based reward. This observation
motivates a broader view of token-efficient rea-
soning beyond specialized length-reward shaping:
with appropriate context scheduling, even simple
truncation can outperform methods equipped with
purpose-built efficiency mechanisms.

® ORBIT Achieves Performance-Preserving Fu-
sion Across Reasoning Modes. Figure 3 jointly
evaluates the accuracy and the response length of
each fused student against its corresponding mode-
specific teacher. The inheritance is overall tight:
performance stays close to the teacher behavior
and the mode separation remains clear, with only
the Nemotron series showing a slight contraction,
where its Low mode gains accuracy and length
while its Xhigh mode loses both. The trend is also
favorable, as eight of the twelve model-mode pairs
match or slightly exceed teacher accuracy at nearly
the same token cost. Overall, ORBIT keeps the
distillation fidelity intact.

5 Analysis

Comparison with End-to-End Joint RL Train-
ing. We first investigate whether mode separation
can be integrated into the RL training, where we
jointly train each single query under four different
reasoning modes, each associated with the specific
system prompt and corresponding context window.
To ensure the peak performance, we start our joint
RL training after expansion stage, and stabilize the
training with rejection sampling to prevent training
oscillation under the most aggressive truncation
(e.g. 32K — 4K). All other training settings are
identical to those of our sequential counterpart.

As shown in Figure 4a, joint RL leads to mode
collapse, where the Mid, High, and Xhigh modes
converge to nearly identical behaviors.

We identify two key factors contributing to this:
(i) supervision from truncated sequences domi-
nates optimization, which is consistent with our
truncation-rate decomposition in Sec. 3.1; and (ii)
higher-mode sequences can satisfy their truncation
requirements by compressing below lower modes.
Together, these effects encourage reward hacking
on response length rather than the intended mode-
selective reasoning behavior.

Analysis of Fusion Strategies. We examine OR-
BIT’s fusion strategy by replacing on-policy fu-
sion with offline distillation, where consolidation
proceeds without additional on-policy rollouts, re-
lying instead on a pre-sampled dataset from the
exploration-stage expert models. Both variants are
initialized from the same merged model to mini-
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Figure 4: Step-wise analysis on AIME24. (a) ORBIT starts from step 278, where OPD training begins; sequential
compression stages are omitted for clarity. (b) On-policy fusion achieves slightly higher performance than offline

distillation while both strategies show similar trends.

mize behavioral inconsistency.

As shown in Figure 4b, on-policy fusion
achieves slightly higher performance than offline
distillation, while both methods exhibit similar con-
vergence trends. This outcome can be attributed to
the strong framework-level alignment in ORBIT:
all teacher and student models share a sequential
training with same base model trained on same data
with same algorithm, effectively reducing policy
mismatch and rendering offline distillation in this
setting closer to a semi-offline procedure.

Beyond performance, on-policy fusion provides
operational advantages: it generates rollouts dy-
namically, adapts convergence on-the-fly, and
can naturally integrate with RL-based correctness
signals. In contrast, offline distillation decou-
ples dataset construction from training, allowing
for scalable evaluation via pre-collected datasets,
which can be leveraged in techniques like Rejection
Fine-tuning. The choice between these strategies,
or their combination, can be tailored depending on
specific application requirements.

ORBIT’s Soft-Mode Constraint Elicits Cogni-
tion Separation. To further analyze how OR-
BIT’s mode control shapes reasoning behavior, we
evaluate it on MATHS00 (Lightman et al., 2023)
and visualize the evolution of reasoning compo-
nents in Figure 5.

We categorize ORBIT’s reasoning behavior
along three functional levels: (i) Logical Deduction
steps grow linearly as modes increase, reflecting
structured problem-solving calibrated by training
context; (ii) Self-Reflection exhibits characteristics
analogous to System 2 thinking via an exponential-
like increase, allocating computational effort to-
ward iterative reasoning as modes advance; and (iii)
Information Extraction remains constant, suggest-
ing that increased token usage stems from deeper
reasoning rather than additional input parsing.

Together, these trends suggest a structured and
hierarchical organization of reasoning behavior, in
which different reasoning components occupy dis-
tinct functional levels. Detailed analyses are pro-
vided in Appendix C.2.
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Figure 5: Cognitive composition of ORBIT across rea-
soning modes. The vertical axis reports the average
count per sample for self-reflection, logical deduction,
and information extraction. The annotated slopes char-
acterize how each component scales.

6 Related Work

Reasoning Effort Adjustment in LRMs. Exist-
ing works on reasoning effort adjustment primar-
ily target overthinking through RL-based length
penalties (Aggarwal and Welleck, 2025; Arora
and Zanette, 2025; Yi et al., 2025; Zhang et al.,
2025; Fang et al., 2025; Lou et al., 2025) , ver-
ification training (Chen et al., 2025b), early exit
strategies (Yang et al., 2025b; Jiang et al., 2025),
or inference-time interventions (Wang et al., 2025).
Few lines of methods tackle the underthinking
problem by decoding time intervention (Muen-
nighoff et al., 2025; Jin et al., 2025). ORBIT ad-
dresses these problems by offering flexible reason-
ing modes at inference time.

Controllable Reasoning Generation. Prior
work for reasoning control can be broadly cate-
gorized in two main streams (1) Hard Token Bud-
get Constraint: A common approach enforces rea-
soning efficiency through externally specified con-
straints, most notably by fixing explicit token bud-
gets that cap the length of intermediate reason-
ing (Muennighoff et al., 2025; Sun et al., 2025;
Aggarwal and Welleck, 2025; Anthropic, 2025),
relying on an absolute tokenwise budget estimation
across all inputs. (2) Discrete-Mode Systems: Of-
fer intuitional discrete reasoning levels, enabling
users to explicitly specify their preference for the
efficiency-performance trade-off (OpenAl, 2025;

He et al., 2025), representing a soft form of control
based on model’s own capability. ORBIT falls into
this category, controlling reasoning effort relative
to the task through explicit mode selection.

7 Conclusion

In this paper, we propose ORBIT, a fully on-policy
training framework for learning controllable rea-
soning models that operates at a target reasoning
level while maintaining high reasoning density
within each mode. We employ a simple truncation
reward and a one-time Expansion—Compression
Loop to trace an accuracy—length profile, followed
by On-Policy Distillation to consolidate multiple
modes into a unified model initialized from merged
reasoning policies, which enables inference-time
mode control via natural language prompts. Experi-
ments across LRMs of different sizes show that OR-
BIT enables controllable reasoning across modes
while maintaining competitive accuracy-length
trade-offs within each mode compared to existing
RL-based efficient reasoning methods.

Limitations

We elucidate the limitations of this work as follows:
First, long-form RL-based training can be compu-
tationally expensive for larger models, since each
rollout requires autoregressive sampling, which
may limit scalability to very large architectures or
long-context reasoning tasks. Moreover, when the
model output entropy is low, on-policy RL training
may suffer from low sample efficiency, limiting fur-
ther compression progress. Second, our evaluation
mainly focuses on reasoning tasks with relatively
structured verification signals, and we have not ex-
tended experiments to tasks where correctness is
difficult to verify with rule-based criteria. Finally,
despite the empirical results, we do not establish
theoretical guarantees on the convergence or opti-
mality of the proposed training procedure.

Ethical Considerations

Use of AI Assistants

The algorithmic design and main methodology pre-
sented in this work were developed through human-
led research and reasoning. During implementa-
tion, we utilized GitHub Copilot! for coding assis-
tance. We affirm that the primary content and logic
of the code are entirely our own work.

"https://github.com/features/copilot
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Potential Risks

This work introduces ORBIT (On-policy
Exploration-Exploitation for Controllable Multi-
Budget Reasoning), a framework for training
language models with controllable reasoning
modes. We acknowledge potential risks associated
with controllable reasoning models. Misuse could
lead to over-reliance on automated reasoning, prop-
agation of incorrect conclusions, or reinforcement
of biases present in the training data. Moreover,
the ability to choose reasoning modes in ORBIT
may lead to misleading outputs if used improperly
or adversarially.
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A Intuition for Logarithmic Compression
Scheduling

The logarithmic schedule used in the expansion—
compression loop can be motivated by a simple

structural property under heavy-tailed trajectory
length distributions in LLM responses (Jiao et al.,
2025).

Let T := |o| denote the trajectory length. Define
the tail probability

S(L) :=P(T > L),

which measures the probability mass of trajectories
whose length exceeds the context budget L.

Over the relevant range of budgets, we approxi-
mate the tail distribution by a heavy-tailed form:

S(L)y=CL™®, C>0,a>0. (14

Under a multiplicative compression schedule

Lk—‘rl = pLg, 0<p<l, (15)
the truncated trajectory mass satisfies
L L)~
Sit) _ COLDT _ a4
S(Lg) CL,

which is independent of k. Thus, each compres-
sion stage imposes a constant relative truncation
pressure on the trajectory distribution.

By contrast, consider an additive schedule

Lk‘+1 = Lk‘ - Aa A> Oa (17)
the corresponding change becomes
L L ¢
Swe) (LB Vg
S(Lg) Ly —A

which depends on Ly, and grows as Lj decreases.

We therefore take a logarithmic scheduling with
p = 0.5 in ORBIT for a balance between stable
truncation and clear separation of different reason-
ing policies.

B Mode-aware initialization via Model
Merging

As described in Sec. 3.2, optimizing Eq. 12 in prac-
tice faces a "cold-start" challenge. To mitigate this
misalignment, we proposed using model merging
as an initialization of the student model.

Model merging acts as a simple linear combina-
tion of model parameters. Numerous methods have
been proposed, we use average merging (Wortsman
et al., 2022) here for simplicity. This process can
be defined as follows:

(19)
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Figure 6: Misalignment rate on sequences generated by
the merged model and the final-stage model.
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Figure 7: RKL training loss dynamics under differ-
ent initializations in OPD. Merge initialization leads
to faster and more stable convergence.

We compare two initialization strategies: the
merged model and the final-stage policy from se-
quential multi-stage RL, as both capture informa-
tion from all reasoning modes.

We first use the Accumulated Misalignment
Rate (AMR), which measures whether the top-
1 token probabilities differ between two models.
This metric aligns naturally with the on-policy
distillation process and provides an intuitive vi-
sualization of behavioral differences. Specifi-
cally, let a; = argmaxm(o¢|q,0<;) and a; =
arg max 7, (0¢|q, 0<¢). The AMR is defined as:

lo|

1 .
AMR(, 79, ) = Egup onr(-[g) ol > T(ar # i)
t=1

(20)

As shown in Figure 6, this merged initializa-
tion significantly reduces the initial misalignment
gap, providing a more stable starting point and
accelerating the convergence of subsequent RKL
distillation.

We further examine the training performance un-
der different initialization, as shown in Figure 7,
merged model consistently outperforms final stage
policy by a lower per token RKL penalty, demon-
strating the effectiveness of such initialization.

C Implementation Details

C.1 Training Configuration.

We maintain consistent hyperparameters through-
out the exploration RL stage, using a batch size of
256, rejection pools of 512, and a learning rate of
1 x 1079 without warm-up. For rejection sampling,
we discard prompt groups whose rollouts are ei-
ther all correct or all wrong and cap the retained
effective batch at 256. Rollouts are sampled with
standard settings: temperature 1, top-p 1, top-k
—1, and 8 generations per prompt.

For exploitation, we train OPD with a batch size
of 1024, single generation per prompt, and a token-
wise KL penalty coefficient of 1.0, all other hyper-
parameters follow the exploration-stage configura-
tion.

Context Window Scheduling. We implement
an expansion-compression loop strategy to dy-
namically manage context windows in Explo-
ration stage RL. Specifically, the maximum out-
put length follows a schedule of 32K — 16K —
8K — 4K for Qwen3-4B-2507-Thinking and
Openmath-Nemotron-7B, and 16K — 8K —
4K — 2K for DeepSeek-Distill-Qwen-1.5B. In
both cases, the first stage of the context window
serves as the expansion phase.

Reference Stage-wise Stopping Criteria. OR-
BIT is designed to flexibly accommodate training
runs with different numbers of stages and budget
levels, enabling cost—performance trade-offs un-
der different computational budgets. We provide
the configuration of our reference runs below: we
check the training statistics over a 30-step stability
window; we terminate expansion when training ac-
curacy saturates, each compression stage when the
truncation ratio falls below 0.2 (0.1 for Qwen3-4B-
2507-Thinking), and OPD when the 5-step mov-
ing average of the per-token reverse-KL change
falls below 5%.
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C.2 Cognitive Analysis Details

Figure 5 uses deterministic lexical cue counts. For
each generation, we extract and lowercase the rea-
soning segment, count case-insensitive substring
matches against three fixed cue sets, and report the
per-sample mean for each mode.

5
e Information Extraction (condition restatement):
given, we have,we are told, the problem states.

o Logical Deduction (sequential or inferential reasoning):
first, next, then, step, therefore, thus.

o Self-Reflection (verification or self-correction): wait,
actually, let me reconsider, double-check, let me
fix.

C.3 Evaluation Protocol

‘We evaluate the initial models, ORBIT modes, and
all baseline methods with one shared inference con-
figuration: temperature 0.6, top-p 0.95, top-k 20,
repetition penalty 1.0, maximum prompt length
2,048, and maximum response length 49,152 to-
kens. The initial-model system prompt is Please
reason step by step, followed by the task-
specific output-format instruction; each ORBIT
mode instead uses its corresponding prompt in Ta-
ble 5.

To ensure statistically stable estimates across
benchmarks of different sizes, we report avg@32
for AIME 2024/2025, avg@8 for BeyondAIME and
GPQA-Diamond, and avg@1 for MMLU-Pro. To-
ken counts are averaged over the same generations
used to compute accuracy. Comparisons in Table 2
use the checkpoints from each method’s complete
original training recipe.

D System Prompts For Reasoning Modes

To build a semantically meaningful guidance for
discrete mode separated reasoning behavior, we
follow (Yang et al., 2025c) and generalized it to
four modes, where each one of them represents
semantically aligned expected reasoning behavior
under corresponding mode, as shown in Table 5.

E Additional Evaluation Results

E.1 Performance of Teacher Models

We provide the evaluation results for each teacher
model from exploration stage in Table 6. These re-
sults provide pre-fusion reference points; the same
values can also be recovered from the fused-student
results and the student-minus-teacher differences
reported in Figure 3.

HumanEval+ LiveCodeBench

Mode

Avg@8 Toks Avg@8  Toks

DeepSeek-Distill-Qwen-1.5B

Initial 62.8 5.1 18.3 14.3
ORBIT Low 54.0 1.9 20.1 9.2
ORBIT Mid 62.0 34 21.0 9.9
ORBIT High  66.1 4.5 22.5 10.8
ORBIT Xhigh 67.5 5.4 23.3 11.8

Qwen3-4B-2507-Thinking

Initial 80.6 34 520 15.0
ORBIT Low  76.1 1.1 54.2 6.5
ORBIT Mid 87.8 1.8 557 8.1
ORBIT High 884 25 581 9.8
ORBIT Xhigh 902 53 615 12.6

Openmath-Nemotron-7B

Initial 546 6.6 10.8 14.7
ORBIT Low  46.7 1.9 1.3 7.2
ORBIT Mid 49.1 3.0 9.1 9.8
ORBIT High 52.0 42 9.9 11.2
ORBIT Xhigh 564 5.5 10.8 12.2

Table 3: Code-generation performance under different
reasoning modes. Accuracy is reported as Avg@8 (%),
and Toks denotes the average output length in thousands
of tokens.

E.2 Prompt Steering

We evaluate prompt-based steering as a baseline
to assess whether controllable behavior can be
achieved through simple system prompts (e.g., in-
structing a vanilla LRM to be concise). This
comparison quantifies the benefits of our special-
ized training (Table 7). Results show limited con-
trollability: performance remains close to the de-
fault across effort levels, with no consistent mode-
dependent scaling. Output length varies slightly,
but accuracy changes are modest and often non-
monotonic, indicating that ORBIT’s clear mode
separation arises from specialized training rather
than prompt steering.

E.3 Generalization to free-formed generation

To further assess ORBIT’s generalization to free-
form generation tasks, we extend our evaluation
to code generation on HumanEval+ (Liu et al.,
2023) and LiveCodeBench (Jain et al., 2025), us-
ing the same ORBIT checkpoints and per-mode
comparison protocol. As shown in Table 3, ORBIT
preserves monotonic length scaling across modes
and generally achieves higher accuracy at larger
budgets. These results demonstrate that ORBIT’s
controllable multi-budget behavior extends consis-
tently to code generation.
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Expansion Compression Compression Compression
Model Measure  (Xhigh) (High) (Mid) (Low) OPD Total
DeepSeek-Distill-Quen-1.5B étg%s-h jg?GOEI6 N%?(?% N ;1??6 N 288 : 86 ~185:(1)32
Qwen3-48-2507-Thinking ?fﬁ%s.h ~ ;r)z?oo ~ 1,6;)56 N §80 N 8(2)8 N?ﬁﬁ ~ (63,24000
OpenMath-Nemotron-78 étlg%s-h ~?),72048 Ni?(?oo ~§?§04 Ng?s?go ~42024 ~ ig,,72056

Table 4: Optimization steps and computational cost of our reference runs. All experiments use 32 NVIDIA
H20 GPUs. TThe DeepSeek-Distill-Qwen-1.5B expansion run was capped at 1,000 steps before reaching the
saturation criterion to keep its optimization horizon within the scale of existing 1.5B RL training recipes. This
cap keeps the expansion-stage optimization-step budget below the approximately 1,750 RL steps used by the full
DeepScaleR-1.5B-Preview recipe (Luo et al., 2025¢), which follows an 8K — 16K — 24K context schedule.

/* Low Mode */

You have extremely limited time to think and respond to the user’s query. Every additional second
of processing and reasoning incurs a significant resource cost, which could affect efficiency and
effectiveness. Your task is to prioritize speed without sacrificing essential clarity or accuracy. Pro-
vide the most direct and concise answer possible. Avoid unnecessary steps, reflections, verification,
or refinements UNLESS ABSOLUTELY NECESSARY. Your primary goal is to deliver a quick,
clear and correct response.

/* Mid Mode */

You have sufficient time to think and respond to the user’s query, allowing for a more thoughtful
and in-depth answer. However, be aware that the longer you take to reason and process, the
greater the associated resource costs and potential consequences. While you should not rush, aim
to balance the depth of your reasoning with efficiency. Prioritize providing a well-thought-out
response, but do not overextend your thinking if the answer can be provided with a reasonable
level of analysis. Use your reasoning time wisely, focusing on what is essential for delivering an
accurate response without unnecessary delays and overthinking.

/* High Mode */

You have a substantial amount of time to think and respond. The pressure on reasoning cost is
low, allowing you to prioritize accuracy and robustness over speed. You should verify your key
steps and consider alternative interpretations to ensure your answer is reliable. While you are
encouraged to think deeply, aim for a confident solution rather than an endless exploration. If
you encounter ambiguity, take the time to resolve it, but remain focused on deriving the correct
conclusion efficiently within a generous budget.

/* Xhigh Mode */

You have unlimited time to think and respond. There are absolutely no constraints on reasoning
length or associated costs. Your singular goal is to achieve the highest possible level of accuracy
and certainty. You must exhaustively explore the problem space, considering all edge cases,
theoretical nuances, and alternative methodologies. Engage in rigorous, iterative self-correction
and deep verification to eliminate even the slightest possibility of error. Do not settle for a ’likely’
correct answer; explore every angle until you are certain. Perfection is the only standard.

Table 5: System prompts used for triggering Low, Mid, High, Xhigh modes
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‘ Mathematics ‘ Multi-Task ‘
Overall
| AIME24 | AIME25 |BeyondAIME| GPQA | MMLU |
Models ‘ Avg@32 Toks ‘ Avg@32 Toks ‘ Avg@8  Toks ‘ Avg@8 Toks ‘ Avg@l Toks ‘ Avg. Toks
DeepSeek-Distill-Qwen-1.5B
Initial Model 28.6 18.8 22.8 185 | 10.1 18.6 280 127 | 355 72 | 250 152
- Teachers Low 28.3 2.6 19.0 2.0 11.0 2.0 34.3 1.8 37.6 1.4 | 260 20
- Teachers Mid 35.2 4.9 264 4.5 10.4 3.6 329 29 382 22 | 286 3.6
- Teachers High 40.0 7.0 29.8 6.7 14.0 6.3 398 48 407 3.8 | 329 57
- Teachers Xhigh | 42.5 10.7 329 11.0 | 16.0 11.7 39.5 83 400 7.7 | 342 99
Qwen3-4B-2507-Thinking
Initial Model 81.6  20.1 77.1 183 | 524 27.6 66.1 8.8 744 44 | 703 1538
- Teachers Low 64.4 5.0 54.3 5.5 36.6 52 57.3 19 | 715 09 | 568 3.7
- Teachers Mid 66.3 5.9 577 6.4 | 40.0 6.4 638 3.1 72.3 1.9 | 600 4.7
- Teachers High 75.1 9.4 69.1 10.6 | 46.0 11.7 654 49 | 734 30 | 658 79
- Teachers Xhigh | 83.2 16.8 78.2 19.0 | 527 22.7 67.1 79 | 741 58 | 71.1 144
Openmath-Nemotron-7B
Initial Model 71.6 11.9 59.9 137 | 418 13.6 3255 85 424 57 | 496 107
- Teachers Low 55.2 4.5 33.1 4.5 29.8 3.7 293 22 39.2 1.7 | 373 33
- Teachers Mid 67.1 6.7 445 7.6 36.3 6.6 324 44 | 412 3.0 | 43 57
- Teachers High 74.3 11.1 62.1 129 | 419 12.1 309 79 | 426 53 | 504 99
- Teachers Xhigh | 75.9 13.2 65.1 149 | 438 15.0 337 98 43.1 65 | 523 119
Table 6: Comparison of reasoning modes of Teachers across various reasoning tasks.

Setting | AIME24 | AIME25 |BeyondAIME | GPQA MMLU Overall

‘ Avg@32 Toks ‘ Avg@32 Toks ‘ Avg@8  Toks ‘ Avg@8 Toks ‘ Avg@l Toks ‘ Avg. Toks

DeepSeek-Distill-Qwen-1.5B
Prompt Steering Low 26.1 15.1 21.9 14.2 8.5 13.8 28.7 8.4 34.5 54 | 239 114
Prompt Steering Mid 268 155 | 226 149 | 100 150 | 286 99 | 353 63 | 247 123
Prompt Steering High 284 162 | 225 159 | 105 162 | 289 114 | 353 68 | 251 133
Prompt Steering Xhigh | 282  16.1 200 157 | 100 159 | 290 123 | 351 7.0 | 245 134
Qwen3-4B-2507-Thinking
Prompt Steering Low 79.3 16.6 77.0 17.1 | 47.1 204 63.6 7.3 73.1 38 | 68.0 13.0
Prompt Steering Mid 790 199 | 713 204 | 544 268 | 667 85 | 728 46 | 70.0 16.0
Prompt Steering High 81.1 204 | 777 208 | 535 277 | 654 9.1 | 741 50 | 704 166
Prompt Steering Xhigh | 81.9  21.1 79.1 219 | 536 288 | 669 99 | 737 62 | 71.0 176
Openmath-Nemotron-7B

Prompt Steering Low 70.8 11.3 57.5 13.7 | 413 13.1 31.9 8.2 42.6 55 | 48.8 104
Prompt Steering Mid 70.0 11.8 57.5 13.1 | 403 13.6 334 8.2 42.4 5.7 | 487 105
Prompt Steering High 733 11.1 | 558 133 | 418 135 | 344 86 | 425 57 | 496 104
Prompt Steering Xhigh | 69.1 12.1 | 610 131 | 426 133 | 341 85 | 423 58 | 498 10.6

Table 7: Prompt steering results on initial models across various reasoning tasks.
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