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Abstract

Few-shot prompting provides an effective way
to adapt auditory large language models to low-
resource tasks such as children’s speech recog-
nition. However, most auditory large language
models are not explicitly trained to perform in-
ference in this demonstration-conditioned for-
mat, limiting the extent to which they can ben-
efit from In-Context Learning (ICL). To ad-
dress this limitation, we introduce Few-Shot
Aware GRPO (FSA-GRPO), an RL-based post-
training recipe that uses a specially designed
reward to encourage the model to leverage few-
shot demonstrations, thereby strengthening its
few-shot adaptation ability. Notably, training
with only 2k high-resource adult ASR utter-
ances improves the model’s general few-shot
adaptation ability, yielding gains not only in
children’s speech recognition (53.9% relative
WER reduction without any in-domain train-
ing) but also in multilingual ASR (including
low-resource languages), speech translation,
and audio understanding. We further study data
selection and the weight and similarity cutoffs
of the auxiliary reward to identify an effective
training recipe. Our experiments show that
when in-domain data are unavailable or can-
not be used for training, FSA-GRPO is more
effective than direct tuning on related out-of-
domain data.

1 Introduction

Recent progress in auditory large language models
(LLMs) has led to rapid improvements across a
wide range of speech and audio tasks, including
automatic speech recognition, speech translation,
and audio understanding/reasoning (Jin et al., 2025;
Ghosh et al., 2026; Wang et al., 2026b,a). How-
ever, these advances are largely driven by train-
ing on large-scale, high-resource data. Their per-
formance can drop substantially in low-resource
settings where labeled in-domain data are scarce,
expensive to collect, or difficult to release due to

privacy and access constraints (Fong et al., 2025).
In such cases, domain-adaptive post-training is of-
ten needed to achieve acceptable performance. In
practice, the collected data may fail to capture
the full variability of the target distribution, leav-
ing a persistent performance gap. For example,
children’s speech differs substantially from adults’
in acoustic and linguistic patterns, making adult-
trained speech models difficult to apply directly
to child speech (Ghai and Sinha, 2010; Gerosa
et al., 2009; Shivakumar and Georgiou, 2020). Al-
though several domain adaptation techniques have
been explored under limited-data conditions, child
ASR still lags behind standard adult ASR (Fan
et al., 2024), highlighting the difficulty of adapting
speech models when the available target-domain
data are sparse and under-representative.
In-Context Learning (ICL) (Brown et al., 2020)
allows LL.Ms to adapt to out-of-domain data by con-
ditioning on a small set of labeled in-domain exam-
ples, without requiring gradient updates. Compared
with direct fine-tuning on a small amount of low-
resource data, which can be brittle under domain
shift, ICL allows the model to dynamically adapt
to new domains by simply changing the few-shot
demonstrations provided at inference time. This
few-shot adaptation is particularly useful in low-
resource scenarios. However, the gains from vanilla
ICL are intuitively upper-bounded because most
auditory LLMs are not explicitly exposed to this
demonstration-conditioned format during training.
A natural solution (Zheng et al., 2026a) is to post-
train auditory LLMs on few-shot formatted data so
that they become more familiar with demonstration-
conditioned inference. However, this strategy in-
troduces two risks: the model may sacrifice its
zero-shot capability after additional tuning, or it
may only learn the structure of the few-shot for-
mat for the training task rather than learning to use
the demonstrations to guide the query prediction in
general. In order to benefit more effectively from
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Figure 1: Overview of FSA-GRPO. We construct few-shot ASR training instances by pairing a query utterance
with retrieved speech—text in-context examples (ICEs), then optimize a LoRA-augmented auditory LLM with
GRPO. Each sampled response receives a reward combining ASR accuracy, measured by WER against the reference
transcript, and semantic alignment, which encourages the prediction to remain close to relevant ICE labels in
embedding space. By explicitly rewarding both transcription correctness and demonstration awareness, FSA-GRPO

teaches the model to better leverage few-shot examples for low-resource and unseen speech/audio tasks.

few-shot examples in low-resource scenarios, we
ask an important question:

Can few-shot adaptation be optimized without
catastrophic forgetting of zero-shot inference?

To answer this question, we propose Few-Shot
Aware GRPO (FSA-GRPO), an RL-based post-
training strategy designed to strengthen the model’s
ICL capability while maintaining direct inference
performance. Specifically, we construct few-shot
training instances from high-resource ASR data
and introduce an auxiliary reward that encourages
the model to leverage these demonstrations during
generation in addition to the base reward. Our key
contributions are summarized as follows:

* We propose the first RL-based post-training
approach for improving speech in-context
learning. The recipe is architecture-agnostic
in that it requires only a demonstration-
conditioned prompt format and a rule-based
reward, and we demonstrate it on two audi-
tory LLMs; broader cross-model effectiveness
remains to be established. Training on En-
glish ASR data alone improves the model’s
general ability to exploit demonstrations, and
this transfers to held-out tasks and unseen lan-
guages: multilingual ASR across 57 FLEURS
languages, speech translation in seven CoV-
0oST?2 directions, and audio understanding.

* Under a rigorous low-resource ASR evalu-

ation setting, we show that FSA-GRPO pro-
vides a more effective adaptation strategy than
directly fine-tuning the model on related out-
of-domain ASR data.

* We study two practical design dimensions
of FSA-GRPO: selecting high-quality few-
shot training instances to improve train-
ing efficiency, and analyzing the auxiliary
demonstration-aware reward through con-
trolled ablations of its weight and similarity
cutoffs.

2 Related Work

Few-Shot Adaptation for Speech and Audio.
ICL-based few-shot adaptation has been explored
beyond text and has shown promise across mul-
timodal settings, including vision-language and
audio-language models (Huang et al., 2023; Kong
et al., 2024; Xiaomi, 2025). In the speech do-
main, prior work has mainly studied ICL as an
inference-time adaptation mechanism. For ASR,
the first SICL work adapted Whisper to Chinese
dialect recognition by conditioning on a few paired
speech utterances and transcripts from the tar-
get dialect or speaker, showing gains in dialect-
level, speaker-level, and spontaneous continuous-
speech settings (Wang et al., 2024b). Subsequent
work has mainly focused on selecting more use-
ful demonstrations: Bayesian example selection
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was evaluated on Chinese dialect ASR and regional
English ASR (Wang et al., 2024a), while M2R-
Whisper combines sentence-level ICL with token-
level retrieval to improve Mandarin and Mandarin-
subdialect ASR in low-resource settings (Zhou
et al., 2025). More recent LMM-based SICL
methods extend this paradigm beyond Whisper:
TICL retrieves semantically related demonstra-
tions for accented English, multilingual, and chil-
dren’s ASR (Zheng et al., 2026b), and TICL+ fur-
ther adds acoustic reranking for children’s speech
recognition (Zheng et al., 2025a). Beyond ASR,
demonstration-conditioned speech/audio models
have also been studied for speech translation,
speech classification, and emotion-related adapta-
tion. COSMIC and SALM use speech-text demon-
strations or speech-supervised in-context training
for speech-to-text translation and keyword-aware
ASR/AST adaptation (Pan et al., 2024; Chen et al.,
2024). In speech classification, textless speech
LMs have been warmup-trained to solve unseen
classification tasks from utterance-label demon-
strations (Chang et al., 2024), and recent SLU
work studies in-context learning for unseen spoken-
language-understanding tasks without task-specific
annotations (Agrawal and Ganapathy, 2025). For
affective speech, Thori et al. personalize speech
emotion recognition by conditioning on a few emo-
tional utterances from the target speaker (ILhori
et al., 2025), while UniAudio 1.5 further extends
cross-modal ICL to broader audio tasks includ-
ing speech emotion classification, audio classifi-
cation, TTS, and speech enhancement (Yang et al.,
2024). Together, these studies suggest that few-
shot prompting is a flexible and effective adaptation
mechanism for speech and audio tasks, but most
of them focus on inference-time prompting or re-
trieval rather than explicitly optimizing the model’s
ability to use demonstrations.

Training Models to Use Demonstrations. A
complementary line of work studies whether the
ability to learn from demonstrations can itself be
improved through training. MetalCL (Min et al.,
2022) enhances LLMs’ ICL ability through few-
shot meta-training on diverse NLP tasks. However,
because it operates entirely in the text modality,
it remains unclear whether this strategy can trans-
fer to speech-conditioned LLMs. SMILE (Hsu
and Lee, 2025) and Omnilingual ASR (Keren
et al., 2025) further explore ICL-style training in
the speech domain. SMILE uses high-resource

ASR data to perform ICL-style tuning on Whis-
per, while Omnilingual ASR explicitly trains the
language decoder in a few-shot format for multilin-
gual ASR, enabling transfer to unseen languages
by conditioning on a few examples. However,
both methods are tied to specific ASR-oriented
model designs, leaving unclear whether a similar
paradigm can be transferred to general auditory
LLMs. Li and Niechues (2026) further extends this
direction to speech LLMs. Their cross-lingual set-
ting shows that ICL-format training can general-
ize to unseen low-resource languages, but it re-
mains unclear whether it can transfer to broader
audio tasks. Most related to our work, Meta-
SICL (Zheng et al., 2026a) studies whether ICL-
style post-training with various speech tasks can
improve few-shot adaptation for auditory LLMs.
It shows that meta-training with demonstration-
conditioned speech tasks can improve performance
on held-out tasks. However, its analysis primarily
focuses on few-shot performance, leaving unclear
whether such training improves ICL behavior with-
out sacrificing the model’s direct inference ability.

RL Post-Training for Speech and Audio LLMs.
Group Relative Policy Optimization (GRPO) was
introduced in DeepSeekMath as a memory-efficient
variant of PPO (Schulman et al., 2017; Shao et al.,
2024) and later became a common framework
for rule-based RL post-training of LLMs (Guo
et al., 2025). Unlike supervised fine-tuning,
GRPO can directly optimize sequence-level, non-
differentiable objectives such as exact match,
BLEU, or WER through automatic rewards. Re-
cent speech and audio studies have applied this
paradigm to audio question answering, spoken
question answering, speech translation, and ASR,
often showing stronger performance than SFT un-
der limited post-training data or improved robust-
ness under domain shift (Li et al., 2025; Elmakies
et al., 2026; Shivakumar et al., 2025).

3 Methodology

We formulate FSA-GRPO as a demonstration-
conditioned RL post-training recipe. Given a query
audio and a set of retrieved (audio, text) demonstra-
tions, the model is optimized to generate the query
transcript while receiving rewards for both tran-
scription correctness and demonstration semantic
alignment. Figure 1 illustrates the overall frame-
work, and Algorithm 1 summarizes the training
procedure.
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3.1 Training Data & Preparation

We construct training data using only the English
subset of Common Voice (Ardila et al., 2020). This
design highlights a key advantage of our recipe: it
does not require scarce or privacy-sensitive target-
domain data for training, but instead learns few-
shot adaptation behavior from high-resource ASR
data. Since GRPO training is computationally ex-
pensive, we sample 2k query instances using the
data-selection strategy identified in Section 4.4, un-
less otherwise specified.

To mirror the few-shot inference format, we con-
struct training instances following TICL (Zheng
et al., 2026b). Specifically, we treat the Com-
mon Voice development split as the query set
Dguery and training split as the demonstration pool
Dpool. At each training step, we sample a query
utterance-transcript pair (zq,vq) ~ Dquery and
retrieve k! in-context demonstrations (z;, yj)?zl
from Dyoo1. The model is trained to generate
the query transcript conditioned on the retrieved
demonstrations and the query audio, i.e., Py(y, |
Z1,Y1,--.,Tk, Yk, Lq). This exposes the model to
the same demonstration-conditioned format used
at test time.

3.2 Reward Design

For GRPO training, we use rule-based rewards
derived from ASR supervision and the retrieved
in-context demonstrations. Given a prompt, the
policy samples a group of GG candidate responses
g(x) = {y;}$,. Following GRPO, each response
is assigned a reward R;, and the corresponding
advantage is computed relative to the reward distri-
bution within the same group:
1 G
Ai _ Rz GZj:l R]. (1)
o <{Rj }JG=1)

ASR Reward. The primary reward measures
transcription accuracy using word error rate
(WER):

rasr(@,yi) = max (0, 1 — WER(%,7%)), (2)

where §; = N(y;) and §* = N (y*) denote the
normalized prediction and reference transcript. The
ASR reward allows the model to take advantage
of in-context examples when they are useful and
ignore them when they are not, thereby helping
optimize few-shot adaptation without catastrophic
forgetting of zero-shot inference.

'We use k£ = 3 throughout the paper.

Semantic Alignment Reward. Prior work has
shown that auditory LLMs benefit more from se-
mantically similar in-context examples than from
arbitrary demonstrations (Zheng et al., 2026b). Mo-
tivated by this observation, we introduce a se-
mantic alignment (SA) reward to encourage the
model to generate responses that remain semanti-
cally aligned with the retrieved demonstrations.

Let Z(z) denote the index set of the k demon-
strations retrieved for input x, whose transcripts
are {y;}jer(z)- To keep generations and demon-
strations distinct, we write g; for the i-th sampled
response and y; for a retrieved demonstration tran-
script. We encode both with the same sentence
encoder f, (Reimers and Gurevych, 2019) and nor-
malize their embeddings:

. fo(9i)
N T
o Jo(y5) . .
T A

Not all retrieved demonstrations are equally infor-
mative for a given query, so we compute the SA
reward using only the closest demonstration in the
embedding space. The semantic similarity between
the generated response and the retrieved demon-
strations is therefore computed as

5; = max zl-Tej.

JEL(w)

Since the SA reward is intended as a lightweight
auxiliary signal rather than the primary optimiza-
tion target, we bound its value with thresholds to
encourage demonstration awareness while avoiding
over-copying from the retrieved labels. We convert
this similarity into a bounded reward using a linear
ramp:

g(x) g(x
Teall — Tlow

o 9(2)
TSA(x7yi) = Chp <SZTIOW)7 07 1) s (3)

9()

g(z)
and 7,

where 7, are group-specific thresh-

olds. Similarities below 77

iow  TECEIVE Zero SA re-

ward, while similarities above ngu(lif) receive full

SA reward. By default, we set Tli(vff) and ngu(lf)
to the 25th and 50th percentiles, respectively, of
the group-specific empirical similarity distribution;
Section 4.5 analyzes alternative cutoff settings.
The final reward combines transcription accu-

racy and demonstration relevance:

R; = A xrga(z,yi) + rasr(@, vi),  (4)

where A controls the weight of the SA reward.
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3.3 GRPO Details & Model Selection

We apply the proposed GRPO-based post-training
recipe to both Qwen2.5-Omni (Jin et al., 2025)
and Audio-Flamingo-Next (Ghosh et al., 2026). To
keep training lightweight and reduce overfitting,
we freeze the audio encoder tower and update only
LoRA (Hu et al., 2022) adapters inserted into all
linear layers of the language backbone. Unless oth-
erwise specified, we use LoRA rank 8 and alpha
32.

For GRPO rollouts, we sample 8 candidate re-
sponses per prompt, corresponding to group size
G = 8§, with temperature = 1.0, top-p = 1.0,
and no top-k filtering. The KL reference policy
et 1S the frozen base model with LoRA adapters
disabled; no separate reference model is instan-
tiated. We use KL coefficient 5 = 0.001, clip-
ping parameter ¢ = 0.2, learning rate 5 x 1075,
and the adamw_torch_fused optimizer with betas
(0.9,0.95), epsilon 1078, and weight decay 0.1.
Training uses a cosine scheduler without warmup.
The final model is selected as the checkpoint with
the best training reward. All GRPO training is
conducted on NVIDIA A100 40GB GPUs.

3.4 Evaluation Data & Metrics

Following MetaSICL (Zheng et al., 2026a), we
use child ASR (MyST (Pradhan et al., 2024),
RSR (Redmond et al., 2019)) as the main low-
resource task, and hold out audio understand-
ing/reasoning (MMAU (Sakshi et al., 2025),
MMAR (Ma et al., 2026)), multilingual ASR (Com-
mon Voice (Ardila et al., 2020)), and speech transla-
tion (CoVoST2 (Wang et al., 2021)) to test whether
the learned few-shot behavior generalizes beyond
the training setup. Beyond that protocol, we ad-
ditionally evaluate on the Common Voice and
MLS (Pratap et al., 2020) subsets of the Open ASR
multilingual leaderboard (Srivastav et al., 2025),
on all 57 FLEURS (Conneau et al., 2023) lan-
guages for which we hold a retrieval pool, and
on five further CoVoST2 directions, which broad-
ens language coverage from three languages and
one translation pair to a substantially wider set.
We report WER for alphabetic ASR, CER for Chi-
nese and for FLEURS, accuracy for MMAU and
MMAR, and BLEU (Papineni et al., 2002) with up
to 4-gram precision for translation, computed with
SacreBLEU (Post, 2018), applying the Whisper
text normalizer (Radford et al., 2023) to predictions
and references before scoring. For child ASR we

report bounded WER, in which the per-utterance
edit count is capped at the reference length so that
severe hallucinations cannot dominate the corpus-
level score (Zheng et al., 2025b). Appendix C
describes each evaluation set in full.

4 Experiments

We organize the experiments into five parts. First,
we compare FSA-GRPO with the main baselines
under both zero-shot and few-shot inference set-
tings. Second, we examine a practical low-resource
setting, comparing our method with direct-tuning
strategies and testing how far the few-shot gain sur-
vives when the demonstrations stop matching the
query. Third, we ask whether the recipe is specific
to one backbone by applying it to a second auditory
LLM. Fourth, given the high cost of GRPO train-
ing, we study how to construct effective training
subsets under a limited budget. Finally, we ablate
the two hyperparameters of the auxiliary semantic-
alignment reward, its weight and its cutoff.

4.1 Comparison with Baselines

Baseline Setup. We compare FSA-GRPO with
three main baselines. The first baseline is the orig-
inal Qwen2.5-Omni model without post-training,
which measures the model’s native zero-shot and
few-shot capability. The second baseline is Meta-
SICL (Zheng et al., 2026a), a meta-learning-style
speech in-context learning method that trains the
model with the same few-shot format used at infer-
ence time. MetaSICL uses supervised fine-tuning
over multiple speech and audio tasks, providing a
strong baseline for testing whether meta-style few-
shot training alone can improve speech in-context
learning. The third baseline is direct SFT with a
budget of few-shot ASR training data comparable
to that used for FSA-GRPO. This baseline uses the
same demonstration-conditioned training format,
but replaces our GRPO objective with standard su-
pervised fine-tuning, serving as a direct comparison
between SFT-based and RL-based post-training un-
der a comparable data budget.

Overall Results. As shown in Figure 2, FSA-
GRPO achieves the strongest overall few-shot per-
formance across the evaluated tasks, outperforming
the original model, MetaSICL, and direct SFT on
most settings. Importantly, the improvement also
transfers to non-overlapping held-out tasks, includ-
ing audio understanding/reasoning, multilingual
ASR, and speech translation, suggesting that FSA-
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Figure 2: Main results for Qwen2.5-Omni, MetaSICL, direct SFT on the same training data, and FSA-GRPO.
Striped bars are zero-shot inference; solid bars are three-shot inference with in-context examples. Lower is better for
WER and CER, higher for accuracy and BLEU; FLEURS languages are grouped by Joshi et al. (2020) resource class
(5 = highest). Bold marks the best score among the four systems, within each shot setting separately. FSA-GRPO
improves few-shot performance in nearly every setting, transferring beyond child ASR to multilingual recognition
and translation despite English-only training. The one cell where the base model leads, ja—en zero-shot, reverses
under COMET (Rei et al., 2020, 2022) (78.5 vs. 76.6). Full per-language and per-direction results are in Appendix D.

GRPO improves the model’s general in-context
adaptation ability rather than only fitting the train-
ing task. At the same time, FSA-GRPO better pre-
serves zero-shot performance compared with other
post-training baselines, indicating that FSA-GRPO
strengthens few-shot behavior without making the
model overly dependent on in-context examples.

4.2 Comparison with Direct Tuning

Motivation & Experimental Design. We eval-
uate FSA-GRPO in a realistic low-resource ASR
scenario where target-domain training data are un-
available. Using RSR child speech as the target
domain, we ask a practical question: when RSR
training data cannot be used, should we use di-
rect ASR post-training or train the model with our
recipe for few-shot inference?

We include both related-domain and out-of-
domain direct-tuning baselines”, which represent
conventional direct ASR tuning, while our method

2All direct-tuning baselines are trained with standard
single-turn ASR prompts.

explicitly trains the model in a demonstration-
conditioned format. For related-domain tuning,
we use only 2k MyST? training examples for direct
SFT and direct GRPO. For out-of-domain data, we
use Common Voice, a generic ASR dataset, under
two budgets: CV 2k and CV 20k. This design
separates three intuitive alternatives: low-resource
related-domain direct tuning, low-resource out-of-
domain direct tuning, and higher-resource out-of-
domain direct tuning.

At inference time, we evaluate each system in
two settings. The first uses RSR samples as in-
context examples; the second is a stricter out-of-
domain setting, where the in-context examples are
drawn from MyST. This setting removes all depen-
dence on RSR data and tests whether FSA-GRPO
remains useful when no target-domain data is avail-
able for either training or demonstrations.

3MyST s also child speech, so it provides a related-domain
but still non-target-domain adaptation source.
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uses the 2k Common Voice budget with a demonstration-aware objective. All direct-tuning baselines are trained
in zero-shot format; only FSA-GRPO is trained in a demonstration-conditioned format. RSR demonstrations are
drawn from the RSR train split (in-domain) or MyST (out-of-domain); the random group studies sensitivity to
demonstration quality by sampling uniformly from the RSR train split. Bold marks the best score within each group.

Performance Analysis. As shown in Figure 3,
the direct-tuning baselines reveal some useful pat-
terns. First, under the same limited budget, related-
domain adaptation is more effective than generic
out-of-domain ASR tuning. Second, direct GRPO
performs better than direct SFT in our setting, sug-
gesting that RL-based post-training can extract
stronger signal from limited adaptation data. Third,
increasing the amount of out-of-domain Common
Voice data partly compensates for domain mis-
match, showing that larger generic ASR supervi-
sion can still improve transcription ability.

FSA-GRPO achieves the best few-shot perfor-
mance whether the in-context examples are drawn
from the target domain or from an out-of-domain
dataset. This matches our design goal: FSA-GRPO
teaches the model to better use demonstrations for
low-resource adaptation. Notably, it substantially
reduces RSR WER (by 53.9% relative) without any
in-domain training. We also observe that direct
tuning can improve few-shot adaptation to some
extent, but its gains remain limited compared with
FSA-GRPO.

Sensitivity to Demonstration Quality. Both
few-shot settings above use demonstrations re-
trieved by TICL (Zheng et al., 2026b), so neither
isolates how much of the gain depends on retrieval.
We add a third condition that replaces retrieval
with uniform sampling from the RSR training pool,
holding the pool, demonstration count, and prompt
fixed and evaluating every model using the same
pre-built demonstration set.

FSA-GRPO is the only model never hurt by its
demonstrations. Every direct-tuning baseline per-
forms worse than its own zero-shot result in at least
one mismatched-demonstration condition, whereas
FSA-GRPO improves in all three conditions and
gains the most when the demonstrations are infor-
mative. The model thus learns to exploit demon-
strations that carry signal and to fall back on its
own transcription otherwise. Its spread across the
three conditions is comparable to the stronger base-
lines; what differs is that the spread lies entirely
below its zero-shot score.

4.3 Transferability

To examine whether the proposed recipe is specific
to Qwen2.5-Omni or can transfer to other auditory
LLMs, we further apply the same FSA-GRPO train-
ing recipe to Audio-Flamingo-Next. This experi-
ment keeps the same motivation as the Qwen ex-
periments: the model is trained with the proposed
few-shot ASR objective and evaluated using few-
shot inference, without changing the downstream
evaluation protocol.

As shown in Figure 3, these results suggest
that the proposed training recipe is not tied to
a single model family. However, the gains on
Audio-Flamingo-Next are relatively modest com-
pared with those on Qwen2.5-Omni. One possi-
ble reason is that the GRPO configuration and
reward hyperparameters were selected based on
Owen2.5-Omni, while Audio-Flamingo-Next may
have a different optimal reward-weight sweet spot.
Therefore, these results should be interpreted as
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Table 1: Fixed-budget data-selection ablation for the
RSR follow-up with the semantic-alignment reward
recipe. Each selected subset contains 1k training sam-
ples. Here, ctx denotes the quality of retrieved in-context
examples, measured by similarity between the gold tran-
script and retrieved labels; perf denotes the base model’s
current few-shot performance, measured by WER. Re-
sults are reported as bounded WER, where lower is
better.

Training subset (1k) Bounded WER
Owen2.5-Omni 27.83
+ Random 22.14
+ Good ctx, good perf 23.59
+ Bad ctx, bad perf 21.37
+ Good ctx, bad perf 20.56

preliminary evidence of cross-model transferabil-
ity rather than a fully optimized result for Audio-
Flamingo-Next. Even under this non-tuned setting,
the consistent improvements across MyST, RSR,
and out-of-domain in-context evaluation indicate
that FSA-GRPO can strengthen few-shot adapta-
tion behavior across different auditory LLM back-
bones.

4.4 Data Selection Strategy

Motivation. Since GRPO training is expensive,
we conduct a fixed-budget ablation to identify
which types of data instances provide the most use-
ful training signal. Intuitively, examples on which
the base model already performs well under the
current few-shot prompting setting are unlikely to
provide strong learning signal®. Therefore, we fo-
cus primarily on failure cases, where the model’s
current output still leaves room for improvement.
However, in the few-shot setting, high WER can
arise from two different sources: the retrieved in-
context examples may contain useful signal, but the
model may still fail to effectively use that context,
or the retrieved examples may be poorly aligned
and therefore confuse the model. These two cases
should not be treated as equivalent. Our hypothesis
is that good-context/bad-performance examples are
more valuable for training.

We construct 1k-example ablation subsets from
the same few-shot training-instance pool described
in Section 3.1. For each instance, we compute
two diagnostic scores: context quality and the base
model’s current few-shot performance. Context
quality is measured by gold_to_ice_best, the

“Their rewards tend to be relatively flat because the model
has already largely solved them.

maximum similarity between the gold transcript
and the retrieved in-context labels. We define good
context as gold_to_ice_best > 0.6 and bad con-
text otherwise. Current model performance is mea-
sured by the raw WER of the base few-shot pre-
diction; we define bad performance as raw_wer
> 0.2 and good performance otherwise. This
yields three diagnostic groups: good-context/good-
performance, good-context/bad-performance, and
bad-context/bad-performance, along with a random
baseline. All groups are trained with the same
GRPO setup and data budget, so differences can
be attributed to the data-selection rule rather than
training scale.

Ablation Results & Analysis. Table 1 sup-
ports our data-selection hypothesis. The good-
context/good-performance subset improves over
the base model but underperforms the other se-
lected subsets. In contrast, both bad-performance
subsets outperform the random baseline. Among
these failure cases, context quality further matters:
good-context/bad-performance examples perform
best, showing that useful retrieved demonstrations
are important even when the base model initially
fails to use them. Based on this result, we prior-
itize good-context/bad-performance examples in
our main training recipe.

4.5 Reward Ablation

Reward Importance. After fixing the data-
selection rule, we examine the importance of the
auxiliary semantic-alignment reward. This exper-
iment uses the same training data, model, GRPO
configuration, reward preset, and RSR 3-shot evalu-
ation protocol, and varies only the auxiliary reward
weight A. Intuitively, A controls how strongly the
model is encouraged to align its predictions with
the retrieved in-context examples. A = 0 corre-
sponds to GRPO with only the WER reward, under
which the model can improve transcription accu-
racy without necessarily learning to attend to the
demonstrations. A small nonzero A provides a hint-
like signal that encourages the model to leverage
useful information from the in-context examples
while still keeping ASR accuracy as the dominant
objective. However, if X is too large, the model
may overemphasize matching or copying the re-
trieved demonstrations, even when the query audio
should remain the primary source of evidence.

Reward Cutoff. We then fix A = 0.04 and vary
the reward cutoff (7joy, Tran ), the band over which
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Figure 4: Ablation of the two semantic-alignment re-
ward hyperparameters on RSR 3-shot evaluation with
Owen2.5-Omni, reported as bounded WER (lower is
better). Each sweep varies one hyperparameter and
holds the other at its chosen value: the SA weight sweep
fixes the reward cutoff at (Tiow, Trun1) = (P25, Pso0), and
the cutoff sweep fixes A = 0.04; cutoffs are percentiles
of the group-specific similarity distribution. Training
data, GRPO setup, and evaluation protocol are other-
wise identical. Filled markers denote the best setting of
each sweep; both are the same run (A = 0.04 with the
(p25, p50) cutoff).

the auxiliary reward ramps from zero to its full
value. The upper cutoff is what keeps the term
from rewarding verbatim copying: without it, re-
producing a demonstration would be the easiest
way to score. Cutoffs are percentiles of the group-
specific similarity distribution, so the band adapts
to how similar demonstrations typically are for a
task. Both ends carry a risk: a band set too low is
cleared by almost every generation and gives little
signal, while a band set too high is reachable only
by closely matching the demonstration labels, invit-
ing the model to chase the reward by over-copying.

Ablation Results & Analysis. Figure 4 reports
both sweeps. The auxiliary reward consistently im-
proves over the ASR-only control at every nonzero
weight, with the best result at A = 0.04; perfor-
mance degrades again at A = 0.08, indicating
that the auxiliary reward is most effective as a
moderate regularizing signal rather than a domi-
nant optimization objective. The cutoff sweep has
the same shape: the percentile-derived default per-
forms best, and moving in either direction reduces
performance. The two extremes degrade for dif-
ferent reasons. With the low band, the auxiliary
reward saturates for nearly every generation and
stops discriminating; with the high band, few gen-

erations clear it, so the term stays near zero and the
run falls back to ASR-only behavior. Neither sweep
is knife-edge sensitive, which supports setting both
hyperparameters from the similarity distribution
rather than tuning them per task.

5 Conclusion

This work introduces FSA-GRPO, an RL-based
post-training recipe that teaches auditory LLMs
to better use few-shot demonstrations during in-
ference. To this end, we design a few-shot-aware
reward that jointly encourages task correctness and
effective use of the provided demonstrations. No-
tably, training with only English ASR data im-
proves the model’s general speech in-context learn-
ing ability across multiple held-out tasks, including
child ASR, multilingual ASR, speech translation,
and audio understanding. Through a controlled
low-resource ASR evaluation, we further show that
FSA-GRPO provides a more effective adaptation
strategy than direct fine-tuning on related out-of-
domain data. Overall, our results suggest that FSA-
GRPO is a promising alternative for adapting audi-
tory LLMs to low-resource tasks when in-domain
training data are unavailable or limited.

Limitations

This study has several limitations. First, although
FSA-GRPO improves few-shot adaptation across
multiple evaluation settings, most results are re-
ported from a single fixed checkpoint with fixed
decoding, retrieval, and demonstration settings. We
do not report mean and standard deviation over
multiple random seeds, so small differences be-
tween systems should be interpreted cautiously.
Second, our main experiments are conducted on
QOwen2.5-Omni, and the transfer experiment on
Audio-Flamingo-Next uses the same recipe without
model-specific hyperparameter tuning. Therefore,
the Audio-Flamingo-Next results should be viewed
as preliminary evidence of transferability rather
than a fully optimized result for that model family.

Third, our training recipe is evaluated under a
limited set of few-shot configurations. We mainly
study a fixed demonstration budget and retrieval-
based in-context examples, so the optimal behavior
may change with different numbers of demonstra-
tions, retrieval methods, prompt formats, or context
lengths. Similarly, our data-selection rule, auxiliary
reward weight, and similarity cutoffs are selected
based on bounded-budget ablations; while they pro-
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vide practical guidance for this setting, they may
not be optimal for other auditory LL.Ms, languages,
domains, or training budgets.

Fourth, our evaluation relies on benchmark
datasets and automatic metrics, including WER,
bounded WER, BLEU, and accuracy. These met-
rics are useful for controlled comparison, but they
do not fully capture all types of speech understand-
ing errors, user experience, or downstream con-
sequences. In addition, we apply text normaliza-
tion before computing WER and BLEU, which
reduces surface-form variation but may also hide
some punctuation, casing, or formatting differ-
ences. Finally, although child ASR is used as
a motivating low-resource setting, our results do
not establish readiness for clinical, educational
placement, legal, or other high-stakes deployment.
Real-world use would require additional evaluation
across speaker groups, recording conditions, and
application-specific safety requirements.

Data Use and Privacy

All experiments use existing datasets under their
original licenses and access conditions. Some
contain sensitive speech, including recordings
of children and multilingual or accented speak-
ers. We collect no new human-subject data and
rely on providers’ consent, access-control, and
de-identification procedures. We do not attempt
speaker identification, attribute inference, or iden-
tity linkage, and report only aggregate metrics. Any
released code or derived artifacts will exclude ma-
terials that could re-identify participants unless al-
ready public under the original terms.

Potential Risks and Mitigations

Improved speech recognition can support accessi-
bility, education, and low-resource language tech-
nologies, but may also enable surveillance, profil-
ing, or unsupported high-stakes use. These risks
are acute because ASR errors often disproportion-
ately affect children, accented speakers, and low-
resource languages. We therefore report results
across diverse settings, do not treat benchmark
gains as evidence of readiness for rights-impacting
decisions, and recommend informed consent, data-
security controls, human oversight, and monitoring
of differential error rates in any deployment.

Misuse Considerations

FSA-GRPO lowers the barrier to adapting general
speech models with limited data, which benefits
low-resource research but may also enable misuse
in new domains. We restrict our claims to research
evaluation and recommend documenting training
data, intended use, retrieval settings, reward design,
and known failure modes. The resulting models
do not provide clinical, diagnostic, or professional
judgments and should not replace qualified experts.

Environmental Impact

GRPO is compute-intensive because it samples
multiple outputs during training. We limit its
footprint through parameter-efficient adaptation,
bounded training budgets, fixed evaluation settings,
and ablations that improve sample efficiency. We
report key training configurations to support repro-
ducibility and future compute estimates.

AI Usage Statement

Generative Al tools assisted only with grammar,
clarity, organization, and IXTEX formatting. The
authors produced and verified all research ideas,
experimental design, implementation, data process-
ing, results, analyses, and claims, and take full
responsibility for the manuscript. No private, re-
stricted, or unpublished dataset content was pro-
vided beyond manuscript text, and the tools did not
generate or modify evaluation data, labels, model
outputs, or reported metrics.

Software and Packages

Experiments use open-source toolchains including
PyTorch, Hugging Face Transformers and Datasets,
LoRA libraries, and standard evaluation packages.
We use official benchmark protocols or public eval-
uation scripts when available.

Descriptive Statistics

We report corpus-level WER, bounded WER,
BLEU, and accuracy on the full evaluation sets.
Unless noted, each result comes from one run of
a fixed checkpoint with fixed decoding, retrieval,
and demonstration settings. We do not report varia-
tion across random seeds; small differences should
therefore be interpreted cautiously, with empha-
sis on larger trends consistent across tasks, shot
settings, and model backbones.
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A  FSA-GRPO Algorithm
B GRPO Objective

For each few-shot prompt p,, the old policy sam-
ples a group of G responses {y;}&; ~ g, (- |
pq)- Each response receives the FSA-GRPO re-
ward defined in Eq. 4, and the group-normalized
advantage is computed following Eq. 1.

We optimize the policy with the clipped GRPO
objective in Eq. 5. The importance ratio is

7o (Yit | Pgs Yi<t)
T0oa (Yit ‘ Pgs Yi,<t)

pit(0) = (6)

The KL penalty is computed against the refer-
ence model:

it _Wref(yi,t ‘pqayi,<t)

KL g (it | pg» vi<t)
1o 7rref(yi,t | pqui,<t)
mo(Yit | Pgs Yi,<t)

(N

-1
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Algorithm 1: FSA-GRPO

Input: Query set Dquery, demonstration pool D1,
retriever R, policy 7o, reference model mcf,
number of demonstrations &, group size G,
SA reward weight A

for step < 1 to Total_Step do

Sample (x4, yy) ~ Dquery

Retrieve demonstrations

1, = {(mjvyj)}?:l < R(xq, Dpool)
Construct few-shot prompt
Pq = [1'1, Yi, ... 71‘k7yk71‘q}

Sample candidate responses
{yi}iG:I ~ 7T901d(' | pq)

Compute rewards rasr (24, ¥:) and rsa (g, ¥i)
using Eq. 2 and Eq. 3

Combine rewards into
R; = rasr(xq,yi) + Arsa(zq, y;) following
Eq. 4

Normalize rewards within the group to obtain
{A;}S, using Eq. 1

Update ¢ with the GRPO objective in Eq. 5,

using reference model myer

C Evaluation Data

Child ASR. MyST (Pradhan et al., 2024) con-
sists of spontaneous speech from students in Grades
3 to 5, while RSR (Redmond et al., 2019) contains
scripted sentence-recall recordings from children
aged 5to 9.

Audio  Understanding and Reasoning.
MMAU (Sakshi et al.,, 2025) evaluates a
wide range of audio skills, emphasizing perception
and domain-specific reasoning. MMAR (Ma
et al., 2026) further covers speaker, environment,
and content reasoning, as well as audio quality
comparison, music understanding, anomaly
detection, spatial and temporal reasoning, and
general reasoning. For both we report accuracy on
the public test split using the official evaluation
scripts.

Multilingual ASR and Speech Translation.
From Common Voice (Ardila et al., 2020) we use
the German, French, and Chinese subsets, and from
CoVoST2 (Wang et al., 2021) the English-Japanese
pair in both directions; the five additional direc-
tions are English to German and Chinese, and Ger-
man, Chinese, and Portuguese to English. The
Open ASR leaderboard (Srivastav et al., 2025)
multilingual sets cover Common Voice in six lan-

[mln Pit( Ai, clip(pi(0),1 —€,1+ e)flz) — ﬁDf&tL], 5)

guages and MLS (Pratap et al., 2020) in six. For
FLEURS (Conneau et al., 2023) we evaluate every
language for which a same-language training split
is available as a retrieval pool, and group languages
by the resource classes of Joshi et al. (2020).

D Full Result Tables
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Table 2: Full OpenASR-multilingual results (bounded WER, lower is better). mcv = Common Voice, mls =
Multilingual LibriSpeech. Bold marks the best score per shot setting.

Qwen2.5-Omni  +MetaSICL.  +SFT w. same data +FSA-GRPO (Ours)
Config  0-shot 3-shot 0-shot 3-shot O-shot 3-shot  0O-shot 3-shot

mcv_de 8.10 8.68 831 812 9.03 9.03 6.49 6.10
mcv_en 856  9.36 816 813 9.84 9.45 6.10 5.84
mecv_es  5.83 6.23 599 579 677 7.07 4.54 4.24
mev_fr 991 1025  9.14 9.10 10.08 9.93 7.36 6.99
mev_it  6.86 741 7.04 7.03 7.78 7.78 5.39 491
mcv_pt  7.83 9.27 8.08 754 940 9.57 5.86 491
mls_es 1032 9.62 11.04 10.10 1255 10.32 7.50 6.30
mls_fr 999  9.36 925 9.90 10.30 9.75 6.01 5.86

mls_it 1688 17.58 17.34 17.51 19.13 18.48 12.83 12.58
mls_nl  21.51 22.65 23.01 2341 2432 23.71 16.44 15.53
mls_pl 89.67 88.00 91.50 89.62 90.98 89.82 81.86 74.16
mls_pt 2698 1987 27.13 22.80 34.53 23.97 16.77 12.75

Table 3: Full FLEURS results across all 57 languages (CER, lower is better), with each language’s Joshi et al. (2020)
resource class in parentheses. Bold marks the best score per shot setting.

Qwen2.5-Omni  +MetaSICL.  +SFT w. same data +FSA-GRPO (Ours)
Language (class) 0-shot 3-shot 0-shot 3-shot O-shot 3-shot  0-shot 3-shot

ar_eg (5) 16.14 1553 1894 17.14 19.07 16.16 12.28 10.62
cmn_hans_cn (5) 15.77 73.66 12.64 27.86 13.76 59.73 14.61 81.06
de_de (5) 636  7.06 695 7.09 747 6.57 5.03 4.66
en_us (5) 520 504 396 400 429 3.99 4.25 3.12
es_419 (5) 530  5.63 6.05 484 7.09 4.67 5.20 3.57
fr_fr (5) 7.96 8.58 723 831 832 8.12 6.19 5.98
ja_jp (5) 17.83 18.11 18.16 16.83 17.96 17.61 15.26 13.47
ca_es (4) 26.68 2429 2933 2497 2998 23.55 20.83 16.71
cs_cz (4) 6243 5826 6592 6098 66.05 59.43 54.01 46.01
fa_ir (4) 68.49 6493 7035 6584 69.96 65.50 62.37 55.21
fi_fi (4) 69.26 63.24 7094 66.83 70.27 65.02 59.26 51.10
hi_in (4) 5255 51.61 54.04 5225 5442 52.10 50.69 48.95
hr_hr (4) 4534 3931 4921 41.15 48.60 39.73 37.20 28.58
it_it (4) 550 561 568 521 586 5.75 4.72 3.93
ko_kr (4) 11.19 11.59 11.21 11.58 11.75 10.74 9.26 7.89
nl_nl (4) 10.24 1143 10.74 10.07 10.26 9.43 7.87 6.30
pl_pl (4) 59.94 5580 6128 5920 63.25 57.38 51.84 45.10
pt_br (4) 1503 6.76 1419 693 21.75 6.54 11.92 4.34
ru_ru (4) 9.59 856 11.77 872 11.68 8.76 8.84 6.50
sr_rs (4) 69.74 81.65 71.63 8397 70.02 82.74 61.10 77.87
tr_tr (4) 4097 37.52 40.62 36.83 45.52 37.48 31.23 23.76
vi_vn (4) 1236 1270 1422 11.82 13.83 10.80 10.61 7.96
be_by (3) 44.18 4296 47.04 4422 48.36 43.35 39.42 37.44
bg_bg (3) 5338 46.68 55.56 47.57 57.05 46.86 45.59 37.50
bn_in (3) 75.53 74.08 77.02 75.89 76.38 74.43 71.76 68.55
bs_ba (3) 49.63 4377 5371 46.05 53.22 45.45 42.09 34.27
da_dk (3) 61.36 59.29 64.13 6145 64.18 60.16 54.22 47.77
et_ee (3) 65.36 6227 67.13 67.15 66.76 64.10 52.04 48.52
fil_ph (3) 38.12  36.27 4299 3773 4125 36.20 28.18 24.78
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Table 3: Full FLEURS results across all 57 languages (continued).

Qwen2.5-Omni  +MetaSICL.  +SFT w. same data +FSA-GRPO (Ours)
Language (class) 0-shot 3-shot 0-shot 3-shot O0-shot 3-shot  0-shot 3-shot

he_il (3) 8427 83.25 80.59 78.13 79.86 79.33 81.50 75.84
id_id (3) 9.50 9.63 1053 10.01 10.89 9.54 8.80 6.73
It_1t (3) 6245 5823 6694 6153 65.82 60.19 55.23 47.53
Iv_1lv (3) 65.09 60.98 66.61 63.09 65.86 62.03 54.96 50.34
ro_ro (3) 46.68 43.62 5097 46.81 50.78 47.02 40.14 33.39
sk_sk (3) 5343 4451 5585 4575 55.39 44.95 41.12 32.47
sl_si (3) 51.73 48.10 55.17 50.86 55.10 48.47 41.21 34.00
ta_in (3) 80.27 78.10 83.18 79.50 83.02 78.36 80.03 75.35
th_th (3) 33.15 3274 3457 3452 3426 33.04 30.84 29.03
uk_ua (3) 58.02 3743 57.01 3722 65.01 37.06 54.62 28.24
ur_pk (3) 5748 5535 6041 5625 59.97 54.89 56.31 47.42
uz_uz (3) 6433 5476 6929 56.26 66.55 54.76 61.36 44.49
lo_la (2) 98.44 8273 97.85 83.01 96.82 82.45 97.98 81.83
mr_in (2) 68.02 67.58 69.66 69.16 69.43 68.40 64.38 63.13
mt_mt (2) 55.12 5543 5940 5723 57.53 54.95 47.05 43.88
pa_in (2) 84.67 78.66 88.15 80.53 85.48 79.56 84.97 75.43
sw_ke (2) 5259 47.52 5628 53.11 5590 46.76 38.58 33.83
as_in (1) 81.03 79.38 83.65 80.40 82.17 79.63 79.72 76.55
cy_gb (1) 7721 7777 76.61 7724 76.34 76.21 69.35 66.31
gu_in (1) 81.50 76.14 83.22 7690 80.59 76.42 81.35 73.59
kn_in (1) 85.87 7836 91.72 79.63 89.78 79.05 87.12 75.59
mk_mk (1) 43.16 38.66 4622 41.61 46.00 39.52 34.52 28.87
ml_in (1) 85.05 81.60 88.64 82.39 87.96 82.03 85.52 79.67
ne_np (1) 70.65 69.45 71.89 70.59 71.50 69.87 66.42 64.33
or_in (1) 91.20 8570 92.00 86.28 91.02 85.98 90.52 84.65
sd_in (1) 71.77 6511 7327 67.02 7227 65.97 69.17 62.03
te_in (1) 80.95 78.90 84.29 80.53 81.90 79.32 79.90 76.40

yue_hant_hk (1) 41.59 7334 40.55 50.45 39.22 68.43 40.46 82.77
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