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formulates 11 classical computer vision tasks
into a unified multi-video question-answering
framework, comprising 1,442 questions over
4,255 videos from diverse real-world datasets.
We further propose SAMA, a Skill-Augmented
Agentic Framework for Multi-Video Under-
standing, which integrates visual tools, task-
specific skills, and a conflict-aware verifica-
tion mechanism to support iterative and struc-
tured reasoning. Experiments show that SAMA
improves substantially over its visual percep-
tion backbone and achieves the best average
accuracy on MVX-Bench. Ablations confirm
the benefits of skill-guided orchestration and
conflict-aware verification.

1 Introduction

Multimodal Large Language Models (MLLMs) in-
tegrate visual and textual inputs, enabling a com-
prehensive understanding of spatial relationships,
object interactions, scene context, and abstract con-
cepts. Early research primarily focused on image-
based tasks such as image captioning and visual
question answering (VQA), where reasoning is
performed over static visual content. However,
many real-world scenarios involve dynamic visual
streams rather than isolated images, motivating a

High-level Reasoning
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Figure 1: Statistics of our benchmark. The benchmark
includes 1,442 samples across 11 tasks, spanning low-
level perception, mid-level cross-video matching, and
high-level reasoning.

transition toward video understanding tasks, in-
cluding video captioning and temporal question
answering. While MLLMs have achieved substan-
tial progress in single-video reasoning, their abil-
ity to model spatiotemporal patterns across multi-
ple videos remains limited, as multi-video under-
standing requires cross-video alignment, consis-
tency management, and structured reasoning be-
yond single-stream analysis.

To facilitate systematic evaluation of multi-
video understanding, recent benchmarks such as
CrossVid (Li et al., 2026a), MVU-Eval (Peng et al.,
2025), and CVBench (Zhu et al., 2025) have been
introduced to evaluate cross-video reasoning capa-
bilities of multimodal LLMs. These works provide
valuable testbeds for assessing event-level under-
standing and comparative reasoning across mul-
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tiple video streams. However, a substantial por-
tion of existing multi-video datasets rely on syn-
thetic or model-generated question—answer pairs,
which may introduce distributional biases and re-
duce the diversity of real-world visual complex-
ity. Moreover, current evaluations primarily em-
phasize event-level correspondence or comparative
reasoning, leaving identity-level matching, fine-
grained discrimination, and structurally complex
multi-step reasoning comparatively underexplored.
As a result, the current evaluation landscape may
not fully reflect the breadth and difficulty of real-
world multi-video understanding.

To address these limitations and provide a more
comprehensive and realistic evaluation framework
for multi-video understanding, we introduce MVX-
Bench, a Multi-Video Cross-Dimension Bench-
mark. MVX-Bench reimagines classical com-
puter vision problems within a unified multi-video
question-answering paradigm, enabling systematic
evaluation of MLLMs under diverse and realistic
settings. As illustrated in Figure 1, MVX-Bench
consists of 11 canonical computer vision tasks
adapted to multi-video scenarios, spanning low-
level pattern matching (e.g., Counting), mid-level
reasoning (e.g., Action Matching), and high-level
visual understanding (e.g., structured cross-video
reasoning and counterfactual inference). Each tra-
ditional task is reformulated into a modern multiple-
choice question-answering format, where answer
options may consist of either videos or text. In total,
MV X-Bench contains 1,442 questions across 4,255
videos. Each question involves multiple videos
curated from a diverse range of datasets (Amini-
Naieni and Zisserman, 2026; Zhang et al., 2025;
Zi et al., 2020), covering indoor household scenes
as well as outdoor urban and natural environments.
The questions and answer choices are either derived
from the original datasets or manually authored to
ensure clarity and controlled evaluation.

Existing multimodal approaches typically handle
multi-video tasks by concatenating multiple videos
into a single input sequence and performing direct
inference. However, this single-pass paradigm of-
ten suffers from a mismatch between single-video
training and multi-video inference, information
loss caused by aggressive frame compression, and
the absence of explicit mechanisms for coordinat-
ing reasoning across multiple video streams. Mo-
tivated by these limitations and inspired by recent
video agent frameworks (Fan et al., 2025), we pro-
pose SAMA, a Skill-Augmented Agentic Frame-

work for Multi-Video Understanding, as illustrated
in Figure 3. Unlike existing video agents primar-
ily designed for single-video reasoning, SAMA is
among the first agentic frameworks explicitly tai-
lored to multi-video scenarios. It incorporates a
diverse set of visual tools and task-specific agentic
skills designed for cross-video coordination, and
further introduces a conflict resolution mechanism
to address inconsistencies arising from heteroge-
neous tool outputs. Experimental results on MVX-
Bench demonstrate the effectiveness of our agentic
framework, which outperforms all evaluated base-
lines, including open-source model families such
as InternVL3.5 (Wang et al., 2025a), Qwen2.5-VL
(Bai et al., 2025), and Gemma-3 (Team et al., 2025),
as well as proprietary models such as GPT.

Our contributions can be summarized as follows:
1) We construct MVX-Bench, a Multi-Video Cross-
Dimension Benchmark comprising 11 computer
vision tasks adapted to multi-video scenarios, cov-
ering low-level pattern matching, mid-level reason-
ing, and high-level visual understanding. 2) To the
best of our knowledge, we present the first agen-
tic framework explicitly tailored for multi-video
understanding across diverse perception, match-
ing, and reasoning tasks. Our framework, SAMA,
integrates diverse visual tools, task-specific agen-
tic skills, and a conflict resolution mechanism to
support structured cross-video reasoning. 3) Exten-
sive experimental results demonstrate the effective-
ness of SAMA, outperforming strong open-source
baselines and GPT-40 on MVX-Bench. Ablation
studies further validate the importance of our skill
design and conflict detection mechanism.

2 Related Work

2.1 Multimodal Large Language Models

Multimodal Large Language Models (MLLMs)
have progressed from image understanding (Liu
et al., 2023, 2024a; Zhu et al., 2024b) to video
understanding (Zhang et al., 2023; Li et al.,
2025b; Maaz et al., 2024). Recent models,
such as Qwen2.5-VL (Bai et al., 2025) and In-
ternVL3.5 (Wang et al., 2025a), extend video un-
derstanding to longer temporal contexts. However,
current MLLMs are still primarily developed for
single-video inputs. When applied to multi-video
settings, they typically concatenate frames from
different sources into a single sequence, which can
lead to training—inference mismatch, information
loss under limited context budgets, and the absence
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of explicit mechanisms for cross-video coordina-
tion.

2.2 Video Understanding Benchmarks

Existing video benchmarks mainly focus on single-
video understanding (Li et al., 2024; Fu et al., 2025;
Zhou et al., 2025; Wu et al., 2024). More recent
benchmarks, including CVBench (Zhu et al., 2025),
CrossVid (Li et al., 2026a), and MVU-Eval (Peng
et al., 2025), begin to examine cross-video rea-
soning. Other recent efforts further study specific
aspects of multi-video understanding, including
fine-grained video differences, procedural step dif-
ferences, and semantic video similarity (Burgess
et al., 2025; Nagarajan and Torresani, 2024; Qiu
et al., 2025; Liberatori et al., 2025). However, exist-
ing benchmarks typically focus on specific aspects
of cross-video understanding, while comprehen-
sive evaluation spanning identity-level matching,
forensic discrimination, and more structured forms
of reasoning remains less explored. To study these
settings, we introduce MVX-Bench, which consists
of 11 tasks organized into three cognitive levels.

2.3 Agentic Frameworks for Video
Understanding

Agentic approaches augment language models with
external tools for visual reasoning (Wang et al.,
2025b; Yang et al., 2025; Zhi et al., 2025; Suris
et al., 2023). These methods provide tool access
but largely rely on the LLM to implicitly discover
effective orchestration strategies. In complex set-
tings, however, effective tool use often requires
more explicit procedural guidance, such as when
to invoke a tool, how to combine intermediate ev-
idence, and when to stop. Recent work beyond
video understanding (Li et al., 2026b) explores this
idea through skills, which provide structured guid-
ance for tool use and reasoning. However, existing
video agents are mainly designed for single-video
settings and do not explicitly support multi-video
coordination. To address this limitation, we pro-
pose SAMA, a multi-video agentic framework that
integrates task-specific skills with an external veri-
fication layer for conflict detection and refinement.

3 MVX-Bench

Our goal is to comprehensively evaluate the multi-
video understanding capabilities of existing Multi-
modal LLMs. While recent benchmarks have made
important progress in evaluating cross-video per-
ception, comparison, and temporal reasoning, most

existing efforts primarily focus on event-level asso-
ciation, aggregation, or alignment across videos.
We introduce MVX-Bench (Multi-Video Cross-
Dimension Benchmark), a novel benchmark de-
signed to extend the multi-video evaluation space
to identity-level matching, style-level abstraction,
manipulation discrimination, and structurally com-
plex reasoning scenarios such as counterfactual
inference and defeasible entailment.

3.1 Overview

To rigorously evaluate multi-video understanding,
we curated 11 challenging tasks (see Figure 2) rep-
resentative of both classic computer vision prob-
lems and emerging real-world multimodal appli-
cations. Crucially, these tasks inherently demand
cross-video reasoning. The benchmark spans a
broad spectrum of capabilities, ranging from low-
level perceptual analysis and mid-level cross-video
association to high-level complex reasoning. This
structured diversity enables a detailed examination
of Multimodal LLM performance across varying
levels of abstraction and cognitive complexity.

To facilitate evaluation, we recast all tasks into a
unified multiple-choice question-answering format.
We build on annotated datasets to avoid model-
generated labels and ensure controlled answer va-
lidity across diverse multi-video scenarios. In total,
our benchmark comprises 1,442 samples across
4,255 videos. Each sample consists of a question
paired with multiple videos, requiring the model to
synthesize cross-video evidence to select the cor-
rect candidate option. The questions and answer
choices are either adapted directly from the source
datasets or generated via curated templates. Task-
specific statistics are detailed in Figure 1.

Key features of MVX-Bench: Unlike prior
multi-video benchmarks that focus primarily on
cross-video perception and comparative reasoning,
our benchmark introduces identity-level matching,
style-level abstraction, forensic discrimination, and
logically structured cross-video reasoning (counter-
factual & defeasible inference), providing a quali-
tatively different stress-test for multi-video under-
standing. First, prior works primarily focus on
event-level or comparative reasoning across videos,
whereas our benchmark introduces identity-level
and style-level matching tasks (e.g., person re-
identification and art style recognition), requiring
models to disentangle invariant properties from su-
perficial changes. Second, we incorporate forensic
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Counting
Which video has more labeled objects than the reference?

C. Video C D. Video D

deo A

B. Video B
"remote control" "skateboard"

Reference

"bus" "person" "canister"

Re-Identification
Are the Same person showing in videos?

Forensic Detection
Which video is fake?

A. Video B. Video B

@ IQL{ (

A. YES B.
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Video Similarity

Which video is most similar to the reference video?

Reference A.Video A B.Video B C.Video C D.Video D

Multi-view Reasoning
Which candidate video is captured from the same event as the reference?

Reference C. Video C  D. Video D

A. Video A B. Video B

Action Matching
Which video performs the same action as the reference video?

ﬂ“- I I )
Reference

A. Video A B. Video B C. Video C D. Video D

Art Style

Which video has the most similar art style to the reference?

Reference  A. Video A B. Video B C. Video C  D. Video D

Spatial Relation
Which video shares at least o

ne motion trend with the reference video?

Reference  A. Video A

B. Video B C. Video C

D. Video D

Sequence Reasoning
What is the correct temporal order of the following videos?
3 o Y A. ACDB

B. DBAC

C. CBDA
D. ACBD

" v z A |

ik
- TR

Video A Video B Video C

Video D

Q: What if the person had held on to the sled's handlebar?
Option 1: He would not have been thrown off the sled.

| Q: what if she was more careful?
Option 1: She would have hit the tree.
Option 2: She wouldn't have
hit the free.

C. Video C

Counterfactual Reasoning
Which candidate video would choose the SAME correct option as the reference video?

Option 2: The person would have flipped forward off the sled.

Q: What if the pen cover had been larger?
Option 1: It might be harder to pick up.
Option 2: It would still be easy to pick up.

Q: What if the riders had been practicing more?
Option 1: They would still not succeed with the flip.
Option 2: They might have been less likely to fall.

A. Video A

Q: What if the person opened
the door 10 seconds earlier?

Option 1: They would've arrived 10s earlier.

I

Option 2: They would've arrived 10s later.

D. Video D

Premise

Update

Defeasible Entailment

Given the Premise video and the Update Video. is the undate a strengthener or a weakener of the hypothesis?
Hypothesis: People are watching as the bald man talks on the phone.

A. Strengthener

B. Weakener

Figure 2: Overview of MVX-Bench. MVX-Bench evaluates 11 complementary capabilities spanning low-, mid-,
and high-level video understanding and reasoning. Representative examples illustrate tasks ranging from perceptual
comparison and cross-video matching to temporal, spatial, counterfactual, and defeasible reasoning.

detection and near-duplicate discrimination tasks,
targeting subtle visual artifacts and fine-grained vi-
sual similarity—capabilities largely underexplored
in existing multi-video QA benchmarks. Third, be-
yond single-step comparison or aggregation, our
benchmark introduces structurally complex reason-
ing scenarios, including nested counterfactual infer-
ence and defeasible entailment with belief revision.
These tasks require multi-step reasoning across
video evidence rather than simple cross-video align-
ment.

3.2 Data Collection

MVX-Bench is constructed by repurposing 11 ex-
isting video datasets into a unified multiple-choice
evaluation format. Each task leverages dataset-
provided annotations to create controlled cross-
video reasoning problems, ensuring exactly one
correct answer per question. Detailed construction
procedures are provided in Appendix A.

Specifically, (1) Counting evaluates quantitative
comparison of object occurrences across videos;
(2) Forensic Detection tests the ability to distin-
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guish manipulated from authentic content; (3) Ac-
tion Matching measures semantic alignment of
actions across videos; (4) Re-Identification evalu-
ates identity consistency under viewpoint and ap-
pearance variation; (5) Art Style assesses stylistic
abstraction independent of depicted content; (6)
Multi-View Reasoning probes spatial consistency
across different viewpoints and sensing modali-
ties; (7) Video Similarity measures fine-grained
perceptual similarity; (8) Counterfactual Reason-
ing evaluates alignment of hypothetical outcomes
across videos; (9) Defeasible Entailment tests dy-
namic belief revision under additional evidence;
(10) Sequence Reasoning assesses temporal order-
ing capabilities; and (11) Spatial Relation evalu-
ates understanding of motion dynamics and spatial
trends.

4 SAMA

Multimodal LLMs (MLLMs) have demonstrated
strong performance on a wide range of video under-
standing tasks, including action recognition, tem-
poral reasoning, and video question answering.
Recent advances enable these models to process
longer videos and perform increasingly complex
visual-language reasoning. However, extending
these models from single-video understanding to
multi-video scenarios remains non-trivial. A com-
mon approach is to concatenate multiple videos
into a single input sequence and perform direct
inference. While straightforward, this paradigm
presents several structural challenges. First, most
MLLMs are predominantly trained on single-image
or single-video data, with limited exposure to coor-
dinated multi-video reasoning. As a result, direct
multi-video inference introduces a distribution shift
that these models are not explicitly optimized for.
Second, multi-video inputs significantly increase
the number of visual tokens, often requiring ag-
gressive frame sampling or compression, which
may lead to information loss and reduced tempo-
ral fidelity. Third, many multi-video tasks inher-
ently require structured decomposition, such as per-
video analysis, cross-video alignment, and multi-
step reasoning, yet single-pass inference lacks ex-
plicit mechanisms for such modular coordination.

While agentic frameworks have recently
emerged to handle complex video tasks, existing
approaches often fall short in multi-video scenar-
ios due to two primary limitations. First, despite
the availability of diverse information extraction

tools, current video agents typically rely on a ho-
mogeneous and restricted toolset—often limited to
basic captioning or tagging. This lack of tool di-
versity prevents the agent from capturing the multi-
faceted evidence necessary to resolve cross-video
contradictions or alignments. Second, these frame-
works typically assume the underlying LLM can
inherently orchestrate tools without explicit guid-
ance, creating a procedural "how-to" gap. With-
out a mechanism to teach the model the specific
logic of tool coordination, the agent struggles to
effectively synthesize information from multiple
streams. To bridge these gaps, we propose SAMA,
a Skill-Augmented Agentic Framework for Multi-
Video Understanding, which introduces a dedicated
Skill Library to empower the model with both a
rich set of specialized tools and the procedural mas-
tery required for complex multi-video reasoning.

4.1 Overview

As illustrated in Figure 3, SAMA is organized into
two layers: an Agent Core and an external Veri-
fication Layer. The Agent Core consists of (i) a
text-only LLM Planner that performs task analysis
and decision-making, (ii) a multimodal toolkit of
Tools for extracting evidence from videos, and (iii)
reusable Skills that provide structured workflows
and domain guidance to support tool use. The Veri-
fication Layer includes a Conflict Detection module
that identifies inconsistencies among tool outputs,
an Evidence Aggregation module that consolidates
verified information into an evidence pool, and an
Adaptive Reading module that is triggered when
conflicts are detected. Upon detecting conflicting
evidence, Adaptive Reading guides the Planner to
invoke additional tools for further verification until
the conflict is resolved. After conflict resolution
and aggregation, the Planner evaluates whether the
accumulated evidence is sufficient to answer the
question. If not, it initiates a new reasoning itera-
tion by selecting additional tools or skills. Newly
retrieved evidence is again processed through the
Conflict Detection module before being incorpo-
rated into the evidence pool.

4.2 Agent Core
4.2.1 Planner

Large Language Models (LLMs) have demon-
strated strong performance in multi-step reason-
ing, decision-making, and tool-augmented prob-
lem solving. These capabilities make them suit-
able for coordinating complex multi-video tasks
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Multi-video Input & Question

Comparison Grounding skill
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. Text-Only LLM @ . ,
Video Ifﬁader‘ Meta Pl Plahner < : Final Answer
ski eta Planner 7y ' /-\
@ Yes:
Tools é%
Perception Detection il e‘ Other Conflict Detection
Tools Tools Tools Is there any conflicts
Subtitle between tools?
Video Reader Scene Graph Retriever &
Extractor
. @ No
emporal Obiect Track ) o
Grounding Ject Tracker Visual Similarity o= . .
e Evidence Aggregation

Figure 3: Overview of the SAMA framework. A text-only LLM planner, guided by task-adaptive skills that define
when, how, and in what order to invoke tools, orchestrates six visual tools across three groups: Perception, Detection,
and Other tools. Skills determine the invocation strategy based on task type — for example, similarity tasks prioritize
Visual Similarity before Video Reader, while counting tasks consult both Video Reader and Scene Graph to enable
cross-modal conflict detection. Detected conflicts trigger adaptive re-reading, feeding corrective information back

to the planner before the final answer is produced.

that require planning and iterative reasoning. Fol-
lowing VideoAgent (Fan et al., 2025), we adopt
GPT-5.2 (Singh et al., 2026) and Deepseek-V4-
Pro (DeepSeek-Al, 2026) as text-only Planners.
The Planner analyzes the question, selects appro-
priate tools and skills, generates queries, reasons
over structured tool evidence, and determines when
sufficient information has been collected to produce
the final answer.

4.2.2 Tools

As shown in Figure 3, SAMA provides the plan-
ner with six tools organized into three functional
groups, each offering a distinct mode of interaction
with video content.

Perception Tools: 1) Video Reader, implemented
with an LVLM, answers Planner queries over video
inputs in natural language. 2) Temporal Grounding,
which localizes queried events or actions in the
video and returns their timestamps.

Detection Tools: 1) Scene Graph, which constructs
a structured representation for each frame by ex-
tracting object categories, bounding boxes, object
attributes, and relationships between objects. 2)
Object Tracker, which associates detected objects
across frames to preserve consistent identities, al-
lowing temporal tracking of object counts, spatial
trajectories, and attribute variations.

Other Tools: 1) Visual Similarity, which computes
the similarity between frame-level embeddings of
two video segments and returns a normalized simi-
larity score in [0, 1]. 2) Subtitle Retriever & Extrac-
tor, which performs semantic search over subtitle
transcripts to retrieve relevant segments and ex-
tracts the corresponding raw subtitle text within a
specified time range.

4.2.3 Skills

Equipping an LLM planner with tool access alone
is insufficient for multi-video tasks, as the planner
must determine when to invoke each tool, in what
order, and when to stop. To address this, we in-
troduce task-specific skills, structured behavioral
guides that wrap one or more tools with explicit in-
vocation policies. Unlike generic prompt scaffolds,
each skill is formulated as a reusable procedural
module that encodes trigger conditions, invocation
sequences, and stopping criteria for tool orchestra-
tion. Each skill is provided in the Planner’s system
context to guide structured reasoning, and SAMA
includes five such skills, each targeting a distinct
mode of multi-video reasoning. We provide details
of all skills in Appendix B.1.

Multi-video Comparison: This skill handles ref-
erence—candidate comparison tasks. The planner is
instructed to first analyze the reference video, then
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evaluate candidate videos using consistent queries
to ensure comparable evidence. For appearance-
based questions, it prioritizes the Visual Similarity
tool for direct embedding-based comparison; for
event-level matching, it relies on Video Reader for
semantic alignment and uses similarity scores as
tie-breakers when necessary. The skill enforces
evidence-based decision-making and commits to a
final answer once decisive evidence is obtained.
Video Reader: This skill supports segment-level
perception and evidence extraction. It requires the
Planner to issue clear, self-contained questions tar-
geting descriptive evidence, while reserving final
judgment for the Planner rather than embedding
decisions within the query. When initial evidence
is insufficient, the skill prescribes sequential chunk-
based scanning and targeted re-checking to refine
the evidence before proceeding to reasoning.
Temporal Grounding: This skill defines a struc-
tured protocol for event localization in long videos.
The Planner uses the Temporal Grounding tool to
propose candidate timestamps from query entities
and actions. These timestamps serve only as hints
and must be verified by the Video Reader before
reasoning. If no relevant timestamps are found, the
skill falls back to sequential chunk-based scanning.
Subtitle: This skill defines a structured procedure
for tasks involving spoken content, dialogue, or on-
screen text. The Planner uses the Subtitle Retriever
to find relevant segments and the Subtitle Extractor
to obtain exact transcripts. Retrieved text serves
as primary evidence, while the Video Reader is
used only when textual evidence is ambiguous or
insufficient.

Meta Planner: Unlike task-specific skills, this
skill operates at a higher level to orchestrate multi-
video reasoning. It requires the Planner to first iden-
tify the question type before invoking any special-
ized skill, ensuring appropriate skill selection and
avoiding premature tool calls. The Meta Planner
enforces consistent video-to-identifier mappings
without assuming candidate ordering and resolves
potential conflicts among multiple skills through
a fixed priority scheme: output-format constraints
take precedence, followed by task-specific rules,
and finally default reasoning behaviors.

4.3 External Verification Layer

Conflict Detection and Adaptive Re-reading.
Even with well-designed skills, different tools may
produce contradictory outputs. For example, the
Video Reader, powered by a VLM, may describe

a traffic light as red, while the Scene Graph tool’s
color analysis detects green in the majority of
frames. Such conflicts arise because VLMs ex-
cel at high-level semantic interpretation but may be
less reliable for fine-grained perceptual attributes
such as color or object count.

To address this issue, SAMA leverages the Plan-
ner to automatically detect cross-tool inconsisten-
cies by comparing structured outputs from different
tools. When a conflict is identified, the system in-
jects the conflicting evidence into the Planner’s
context, prompting it to generate additional veri-
fication queries and invoke appropriate tools for
further validation. The newly retrieved results are
appended to the existing evidence pool, allowing
the Planner to reassess and reconcile competing ob-
servations during reasoning. This verification loop
continues until the Planner determines that the con-
flict has been sufficiently resolved, after which final
decision-making proceeds based on the aggregated
and validated evidence.

Evidence Aggregation. After conflict resolution,
verified evidence is aggregated before further rea-
soning. However, directly injecting all accumu-
lated evidence into the Planner’s context may lead
to a failure mode in which earlier observations are
implicitly neglected as the context grows longer. To
mitigate this issue, SAMA maintains a structured
memory dictionary, where each key corresponds to
a video identifier and the associated value stores
all validated evidence related to that video. For
lengthy evidence, a concise, distilled representation
is stored in memory to preserve essential informa-
tion while controlling context length. After updat-
ing the memory, the Planner evaluates whether the
accumulated evidence is sufficient to answer the
question. If not, it initiates another reasoning cycle
by calling tools or skills, retrieving new evidence,
and routing it again through the conflict detection
and aggregation process. This iterative loop con-
tinues until sufficient, validated evidence has been
collected for the final answer.

S Experiments

5.1 Experimental Setup

We use accuracy as an evaluation metric for
multi-video understanding tasks. We evaluate 19
open-source models spanning three model size
tiers, including 1) Large (> 14B): InternVL3.5-
38B, Qwen2.5-VL-32B-Instruct, InternVL3.5-14B,
Gemma-3-27B-IT, Qwen3.6-27B (Qwen Team,
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2026), and Qwen3.6-27B-Thinking; 2) Medium
(7B < Size < 14B): Gemma-3-12B-IT, Pixtral-
12B (Agrawal et al., 2024), InternVL3.5-8B,
MiniCPM-V-2 (8B) (Yao et al.,, 2024), Bee-
8B (Zhang et al., 2026), Qwen2.5-VL-7B-Instruct,
LLaVA-OneVision-7B (Li et al., 2025a), and
Idefics3-8B-Llama3 (Laurengon et al., 2024); and
3) Small (< 7B): InternVL3.5-4B, Qwen2.5-
VL-3B-Instruct, Gemma-3-4B-IT, Phi-3.5-Vision-
Instruct (4.2B) (Abdin et al., 2024), and Phi-4-
Multimodal (Abouelenin et al., 2025). Our agen-
tic framework employs GPT-5.2 as the text-only
LLM Planner and Qwen2.5-VL-7B-Instruct as the
Video Reader. Temporal grounding is implemented
using LanguageBind (Zhu et al., 2024a), while
scene graph generation relies on GroundingDINO
(Liu et al., 2024b). Object tracking is performed
with YOLOv8m (Varghese and M., 2024), and
visual similarity is computed using CLIP embed-
dings (Radford et al., 2021). Subtitle retrieval and
extraction are supported by BGE-M3 (Chen et al.,
2024). All results are reported with seed 42 and
temperature 0. The Planner is allowed to operate
for up to 10 reasoning iterations per sample.

5.2 Results and Analysis

Table 1 presents the results across all 11 tasks. We
highlight several key findings. 1) Multi-video un-
derstanding remains far from solved. The best
overall accuracy is 52.7%, achieved by SAMA, and
even GPT-5.2 achieves only 50.9%. Most open-
source models cluster between 32% and 47%, with
several tasks near random baseline performance.
This confirms that our benchmark poses a genuine
challenge to current models. 2) Scaling helps se-
lectively, not uniformly. Larger models generally
outperform smaller ones on association tasks such
as Action Matching and Video Similarity, where
recognizing visual patterns benefits from greater
model capacity. However, scaling provides little
advantage on reasoning tasks: on Counterfactual
Reasoning, all models regardless of size score be-
tween 16% and 32%, barely above the 25% ran-
dom baseline. Similarly, Spatial Relation remains
near random across all model scales. This sug-
gests that certain multi-video reasoning capabili-
ties are not emergent properties of scale. 3) Task-
specific strengths vary across models. No sin-
gle model dominates all tasks. GPT-5.2 leads on
Action Matching and Forensic Detection, while
InternVL3.5-38B achieves the best Sequence Rea-
soning and Video Similarity. Notably, InternVL3.5-

14B achieves the highest Re-Identification accu-
racy, outperforming much larger models, suggest-
ing that identity reasoning may depend more on
training data composition than raw model size.
4) SKkill-augmented agentic reasoning substan-
tially improves a 7B vision model. SAMA uses
Qwen2.5-VL-7B as its Video Reader, while the
same model achieves only 32.6% when used end-to-
end. With the agentic framework, the same Video
Reader reaches 52.7%, an improvement of 20.1
percentage points. This gain is consistent across
nearly all tasks. These results demonstrate that
structured tool orchestration can unlock capabilities
that are inaccessible to the same vision model when
used in a standard end-to-end pipeline. 5) SAMA
reaches proprietary-model performance with a
7B Video Reader. Beyond outperforming its di-
rect Video Reader baseline, SAMA achieves 52.7%
overall accuracy, comparable to GPT-5.2 and sur-
passing GPT-40 as well as all open-source end-to-
end models including InternVL3.5-38B. SAMA
shows particular strength on tasks requiring fine-
grained perception and complex reasoning, improv-
ing Counting from 32.0% to 41.2%, Counterfac-
tual Reasoning from 24.0% to 32.0%, Defeasible
Entailment from 52.7% to 56.7%, and Sequence
Reasoning from 22.4% to 49.3%. 6) SAMA gener-
alizes to open-source planners. With DeepSeek-
V4-Pro as the planner, SAMA still attains 51.7%
overall accuracy, surpassing GPT-5.2 end-to-end
and approaching the GPT-5.2-planner variant. This
confirms that SAMA’s gains stem from its skill-
augmented architecture rather than the underlying
planner.

5.3 Ablation Studies

To evaluate the contributions of the skills, conflict
detection, and evidence aggregation modules, we
randomly sample 350 examples and report the re-
sults in Table 2. 1) Effect of skill design. We
compare the SAMA with a variant that removes
all skills, retaining only basic tool interfaces. Re-
moving skills reduces accuracy from 60.0% to
51.7%, corresponding to an 8.3 percentage point
drop. Without structured skill guidance, the Plan-
ner defaults to generic Video Reader calls and un-
derutilizes specialized tools such as Visual Similar-
ity and Scene Graph, even when they are appro-
priate for the task. These results demonstrate that
explicit skill design provides essential orchestra-
tion policies beyond standalone tool descriptions.
2) Effect of conflict detection. We further ab-
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Low-Level Mid-Level High-Level

Model Avg CNT FD ART RID MVR VS CR DE SEQ SPR

Random 332% 25.0% 50.0% 25.0% 25.0% 50.0% 25.0% 25.0% 25.0% 50.0% 40.5% 25.0%
GPT-40 477% 26.0% 49.0% T13% 70.7% 40.0% 70.8% 76.8% 233% 52.0% 393% 26.7%
GPT-5.2 509% 32.0% 68.0% 79.3% 733% 58.0% 575% 812% 24.0% 52.7% 224% 28.7%

Model Size > 14B
InternVL3.5-38B 472% 287% 45.0% 713% 53.3% 58.0% 53.8% 82.6% 227% 46.0% 50.4% 28.7%
Qwen2.5-VL-32B 463% 20.7% 52.0% 72.0% 50.7% 56.7% 58.5% 783% 193% 51.3% 453% 27.3%
InternVL3.5-14B 438% 26.7% 51.0% 68.0% 44.0% 620% 33.0% 79.7% 227% 46.0% 402% 26.0%
Gemma-3-27B-IT 447% 28.0% 46.0% 12.7% 56.0% 56.7% 33.0% 82.6% 16.7% 52.7% 359% 27.3%
Qwen3.6-27B 347% 287% 57.0% 30.7% 24.0% 57.3% 358% 26.1% 20.0% 473% 40.2% 19.3%
Qwen3.6-27B-Thinking 459% 44.7% 56.0% 673% 30.0% 60.0% 70.8% 53.6% 16.0% 47.3% 444% 29.3%
Model Size: 7B < Size < 14B
Gemma-3-12B-IT 415% 253% 43.0% 653% 493% 60.0% 16.0% 71.0% 233% 52.0% 363% 22.0%
Pixtral-12B 354% 233% 43.0% 273% 333% 58.0% 274% 362% 30.7% 46.7% 39.3% 25.3%
InternVL3.5-8B 447% 30.7% 49.0% 68.7% 49.3% 60.0% 264% 812% 213% 513% 43.6% 26.0%
MiniCPM-V-2 32.0% 28.7% 41.0% 24.0% 233% 513% 22.6% 159% 28.0% 493% 38.5% 22.0%
Bee-8B 332% 26.0% 55.0% 28.7% 233% 52.7% 349% 24.6% 267% 32.7% 451% 22.0%
Qwen2.5-VL-7B 32.6% 220% 59.0% 247% 213% 587% 21.7% 232% 22.0% 44.7% 444% 20.0%
LLaVA-OneVision-7B 327% 260% 47.0% 293% 260% 54.0% 22.6% 232% 18.0% 52.0% 40.5% 19.3%
Idefics3-8B-Llama3 334% 253% 51.0% 313% 247% 547% 255% 215% 18.7% 50.7% 35.0% 23.3%
Model Size < TB
InternVL3.5-4B 443% 26.7% 55.0% 64.7% 347% 573% 48.1% 19.7% 253% 53.3% 444% 22.0%
Qwen2.5-VL-3B 38.1% 293% 55.0% 453% 273% 56.0% 349% 63.8% 16.0% 47.3% 41.0% 22.7%
Gemma-3-4B-IT 40.6% 28.7% 49.0% 59.3% 30.7% 54.0% 16.0% 72.5% 26.7% 56.0% 42.7% 24.0%
Phi-3.5-Vision 228% 222% 13.0% 28.1% 88% 58.0% 198% 125% 188% 0.0% 9.1% 25.0%
Phi-4-Multimodal 344% 213% 55.0% 28.7% 233% 553% 349% 21.7% 273% 48.0% 42.6% 22.7%
Our Method

SAMA (Qwen2.5-VL-7B, DeepSeek-V4-Pro) 51.7% 49.3% 47.0% 76.7% 58.7% 58.0% 33.0% 82.6% 420% 473% 59.0% 26.7%
SAMA (Qwen2.5-VL-7B, GPT-5.2) 527% 412% 53.3% 18.0% 64.6% 573% 540% 78.8% 32.0% 56.7% 49.3% 30.0%

Table 1: Overall results on our benchmark. Tasks are grouped by category: Perception, Cross-Video Matching,
and Reasoning. Best results are in bold; second-best are underlined.

late the Conflict Detection and Adaptive Reading
modules (w/o-Conflict). Removing this verifica-
tion mechanism leads to a noticeable performance
decline, indicating that resolving cross-tool incon-
sistencies is critical for reliable multi-video reason-
ing. In particular, without conflict detection, con-
tradictory tool outputs remain unverified, which
propagates errors into the final decision stage. 3)
Effect of evidence aggregation. We further ablate
the Evidence Aggregation module (w/o-Evidence
Aggregation). In this variant, verified observations
are directly appended to the Planner context rather
than organized into a structured per-video evidence
memory. Removing evidence aggregation leads to
a performance decline, indicating that structured
evidence organization is beneficial for retaining
and comparing information across multiple videos
during reasoning. More ablations on the LLM plan-
ner and Video Reader, data quality analysis, cross-
benchmark generalization, and runtime statistics
are in Appendices C, D, E, and F.

6 Conclusion

In this work, we revisit the problem of multi-
video understanding and argue that existing eval-
uation paradigms and inference strategies are in-

Configuration Acc.
SAMA 60.0%
w/o-Skills 51.7%
w/o-Conflict 55.9%

w/o-Evidence Aggregation 57.3%

Table 2: Ablation studies of our SAMA.

sufficient for capturing the structural complexity
of cross-video reasoning. We introduce MVX-
Bench, a comprehensive benchmark that extends
classical computer vision tasks into multi-video
settings, enabling systematic evaluation across low-
level matching, mid-level reasoning, and high-level
structured inference. To address the limitations
of direct multi-video concatenation, we propose
SAMA, a skill-augmented agentic framework that
integrates diverse visual tools, task-specific skills,
and conflict-aware verification to support iterative
and coordinated reasoning across video streams.
Results show that skill-guided orchestration and
conflict-aware verification improve multi-video rea-
soning, especially when evidence must be decom-
posed and reconciled across videos.
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Limitations

Our benchmark focuses on multiple-choice
question-answering settings, which may not fully
reflect open-ended generation scenarios. Explor-
ing free-form multi-video reasoning remains an
interesting direction for future work. Additionally,
SAMA processes audio only through subtitle re-
trieval; integrating native audio tools (e.g., Whisper,
AudioCLIP) as additional skills for cross-video syn-
chronization is left for future work. Since MVX-
Bench repurposes public video datasets, some
source videos may overlap with the pretraining
data of evaluated models, particularly for closed-
source models whose training corpora cannot be
audited. Although MVX-Bench constructs new
cross-video pairings and QA instances rather than
directly reusing the original tasks, we cannot fully
rule out potential pretraining overlap.
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A Data Construction Details

MVX-Bench comprises 11 tasks, as shown in Fig-
ure 2, all of which have been repurposed into a
multiple-choice question-answering format. These
tasks utilize a diverse collection of videos from
various sources.

We use public datasets, pretrained models, and
open-source tools only for research and evaluation
purposes, following their original licenses, terms
of use, and access conditions. For MVX-Bench,
we do not redistribute raw videos unless permit-
ted by the source licenses; otherwise, we release
only derived annotations, metadata, or instructions
for accessing the original sources. For models and
tools used in SAMA, we cite their creators and fol-
low their respective licenses. Our released artifacts
will include license information for our annotation-
s/code and references to the licenses of third-party
resources. The MVX-Bench is publicly available
athttps://huggingface.co/datasets/
MVX-bench/MVX-Bench.

Counting. This task evaluates whether LVLMs
can accurately perceive object counts across multi-
ple videos. Constructed from VideoCount (Amini-
Naieni and Zisserman, 2026), which provides
videos annotated with object categories and counts,
we generate multiple-choice questions by specify-
ing a target object and a required numerical rela-
tionship (same, greater, or less). Given a reference
video, the model must identify which candidate
video satisfies the specified relationship. Questions
are constructed through a template-based pipeline.
Specifically, we first sample a reference video and
use the annotated count of a target object. We then
randomly select a numerical relationship (same,
greater, or less) and sample four candidate videos
with annotated object counts as answer options.
The candidates are filtered to ensure that exactly
one option satisfies the required numerical relation-
ship with respect to the reference. The multi-video
setting requires precise quantitative perception for
certain objects and cross-video comparison, expos-
ing models’ weaknesses in object counting.

Forensic Detection. Recent advances in genera-
tive Al have raised concerns about malicious con-
tent creation, motivating the need for automatic
detection of manipulated media. In this task, the
model is presented with two videos and must de-
termine which one has been manipulated. The task
is constructed based on WildDeepfake (Zi et al.,

2020), which provides videos labeled as either au-
thentic or manipulated. For each question, we sam-
ple one real video and one manipulated video from
the dataset and present them as candidate options
for the MCQ.

Action Matching. This task evaluates whether
LVLMs can recognize and match actions across
multiple videos. Given a reference video depicting
a specific action, the model must identify which of
the four candidate videos shows the same action.
The task is constructed based on Kinetics (Carreira
et al., 2022), which provides videos annotated with
action labels. For each question, we sample one
reference video and select a positive candidate with
the same action label as the correct answer. Three
negative candidates are sampled from videos with
different action labels.

Re-Identification. This task evaluates whether
LVLMs can determine if individuals appearing
in different videos are the same person. Given
two video clips captured from different cameras,
the model must decide whether they depict the
same individual. The task is constructed based
on MEVID (Davila et al., 2023), which provides
videos of unique individuals recorded under vary-
ing camera views, clothing, and backgrounds. For
each question, we sample either a positive pair that
shares the same identity or a negative pair consist-
ing of different individuals. Positive pairs share
identity but differ in clothing, viewpoint, and scene
context. This task requires disentangling identity
from superficial appearance changes: the model
must rely on cues such as body structure, gait, and
facial characteristics while ignoring variations that
could mislead naive matching strategies.

Art Style. This task evaluates LVLMs’ ability
to analyze and distinguish both local and global
stylistic patterns across videos. Given a reference
animation clip, the model must identify which of
four candidate clips comes from the same show
based solely on visual style. The task is constructed
based on Anim-400K (Cai et al., 2024), which pro-
vides animation clips from diverse shows. For each
question, we sample a reference clip and select
a positive candidate from the same show as the
correct answer, while three negative candidates are
sampled from different shows. Unlike conventional
content-matching tasks, this setting requires the
model to ignore what is depicted (e.g., characters
or scenes) and instead focus on how it is depicted,
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such as color palette, line quality, shading tech-
niques, and animation fluidity.

Multi-View Reasoning. This task evaluates
whether LVLMs can reason about scene con-
sistency across different viewpoints and sensing
modalities. Given a reference video, the model
must identify which candidate was captured at the
same physical location or depicts the same event,
despite variations in camera perspective or modal-
ity (e.g., RGB vs. depth). The task is constructed
based on the Free-Viewpoint Dataset (Guo et al.,
2024), which uses a 12-view synchronous cam-
era system to record the same event from multiple
viewpoints. For each question, we sample a refer-
ence video and select a positive candidate capturing
the same event from a different viewpoint as the
correct answer. Three negative candidates are sam-
pled from different events.

Video Similarity. This task evaluates whether
LVLMs can perform fine-grained similarity judg-
ments across videos, reflecting a nuanced under-
standing of visual features, patterns, and aesthet-
ics. The task is constructed based on FIVR-
200K (Kordopatis-Zilos et al., 2019), which pro-
vides human-annotated similarity relationships and
graded similarity levels between videos. For each
question, we select as the correct answer a candi-
date labeled as a near-duplicate of the reference
video in the dataset. Three negative candidates
are randomly sampled from videos that are not an-
notated as near-duplicates of the reference. This
setting requires distinguishing subtle variations in
visual content while recognizing high-level struc-
tural and semantic similarity.

Counterfactual Reasoning. This task evaluates
whether LVLMs can reason about hypothetical sce-
narios that differ from observed events. It requires
models to mentally simulate alternative outcomes
based on visual and linguistic context. Given a
reference video paired with a counterfactual ques-
tion and two answer options, the model must iden-
tify which candidate video is associated with the
same correct answer option (e.g., Option 1 or Op-
tion 2) under its respective counterfactual question.
The task is constructed based on ACQUIRED (Wu
et al., 2023), which provides videos annotated with
counterfactual questions, two answer options, and
ground-truth labels. For each question, we sam-
ple a reference video together with its counterfac-
tual question and answer options. We then con-

struct four candidate videos, each paired with its
own counterfactual question and two answer op-
tions. The correct candidate is selected such that its
ground-truth answer option (e.g., Option 1 or Op-
tion 2) matches that of the reference, while negative
candidates are chosen to ensure their correct answer
options differ from the reference. The model is re-
quired to select the candidate whose correct answer
option index matches that of the reference.

Defeasible Entailment. This task evaluates
whether LVLMs can perform defeasible reason-
ing and dynamically update beliefs in light of
new evidence. Given a textual hypothesis and a
premise video, the model is further presented with
an update video and must determine whether the
new video evidence strengthens or weakens the
entailment relationship between the premise and
the hypothesis. The task is constructed based on
DVidE (Zhang et al., 2025), which provides hypoth-
esis texts, premise videos, update evidence, and
corresponding labels indicating whether the update
strengthens or weakens the original entailment. We
use the hypothesis text and premise video as the
initial context, replace the textual update with its
corresponding update video, and require the model
to predict whether the update video strengthens or
weakens the entailment relation. This setting evalu-
ates dynamic belief revision: the model must first
infer an initial relationship between the premise
video and hypothesis, then assess how additional
visual evidence modifies that judgment. It tests
whether models can flexibly revise conclusions
rather than anchoring to initial interpretations.

Sequence Reasoning. This task evaluates
whether LVLMs can perform temporal reasoning
over event sequences. The model is given
multiple video clips from the coherent activity in
shuffled order and must reconstruct the correct
chronological sequence. The task is constructed
based on CI-VID (Ju et al., 2026), which provides
temporally ordered clips from the coherent activity.
For each question, we sample several clips from
a single event and randomly permute their order
as input. The model is required to predict the
correct temporal ordering. Rather than relying on
explicit timestamps or narration, the model must
infer temporal structure from visual cues such as
scene progression, action continuity, object state
changes, and causal dependencies between events.
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Spatial Relation. This task evaluates whether
LVLMs can understand and compare motion dy-
namics across videos. Given a reference video ex-
hibiting specific motion trends (e.g., forward move-
ment or lateral panning), the model must identify
which candidate video shares at least one motion
trend with the reference. The task is constructed
based on Spatial VID (Wang et al., 2026), which
provides videos annotated with motion trend labels.
For each question, we select a reference video and
sample a positive candidate that shares at least one
motion label with the reference. Three negative
candidates are sampled from videos whose motion
labels do not overlap with those of the reference.
Positives are required to exhibit overlapping motion
patterns, while negatives contain completely dis-
joint motion trends. This design requires the model
to abstract away from visual content and focus on
underlying spatial dynamics—how the camera or
subjects move through space—when comparing
videos.

B Prompts

B.1 Skills

Multi-video Comparison

Prompt:

name: multi-video-compare
description: Compare ref vs
— candidates by reading all
— videos consistently and
— deciding after evidence.

# Multi-Video Compare Skill

Use for ref vs candidates
— matching.

## Rules

- Read “ref” first, then

— candidates.

- Ask comparable gquestions across

— candidates.

If the question explicitly asks
about look/style/appearance or
"most similar", call
“visual_similarity” before
final answer (CLIP-score works
best when viewpoint is
similar). For "same event"
style prompts, prioritize
“video_reader”® event alignment
and use “visual_similarity”
only as a tie-break if needed.

— Do not finalize from weak or

— partial evidence.

L A (A T
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— Keep responses short and

— tool-driven.

- “visual_similarity” is a
CLIP-score tool. It is
strongest for: overall
look/style, same setting/scene
composition, and "most
similar" ranking when
viewpoint is similar.

- For prompts like "same event /
same incident", start from
“video_reader” to align event
evidence (actors, key actions,
key objects, temporal order).
If needed, use
“visual_similarity” only as
supporting evidence or a
tie-break on x*xaligned short
windows** around the key
moment .

- For appearance/style/look
questions, run at least one
“visual_similarity” call before
answering, then use
“video_reader® only for
targeted verification if
scores are close or
contradictory.

— Avoid full-sweep “video_reader”
— unless necessary.

— Keep outputs concise; no long
— reasoning text.

L e N I
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## Similarity Default Pattern

1. Run “visual_similarity™ for

— “ref® vs candidates.

2. If top scores are close, do

— targeted “video_reader® checks.
3. Output final

— “<answer>X</answer>~ with no

— extra text.

## Scene graph for counting

— (practical tuning)

Use “scene_graph™ when you need
— xxgroundedx* object

— presence/counting and

— “video_reader® is vague.

Guidelines:
— Treat "not visible" as
— xxunknownxx, not zero - adjust

— your tool call instead of

— finalizing.

— Prefer xxshorter windowsxx

— (split long ranges) to reduce

— missed detections.

— Tune “prompts=" deliberately:
— Use the exact target noun (s)
— from the question.

- Add close synonyms/variants
— (comma-separated), e.g.
— ~prompts=bag,grocery

— bag, shopping bag-.



- If the target is a person,
— prefer “object_tracker
— target=person” for peak
— counts across frames.
If counts are unstable,
— cross—check:
— “scene_graph® for
< presence/layout in a tight
— window
- “object_tracker® for
— peak/temporal consistency

## Tools

— “<scene_detector

< 1d="VIDEO_ID">fps=1;threshold
— =0.6</scene_detector>"

- “<object_tracker i1d="VIDEO_ID">
— start:end;target=person; fps=2
« ;conf=0.25</object_tracker>"

- “<spatial_relation

[ id="VIDEO_ID">start:end;targeJ
— ts=person,table; fps=2;conf=0.
— 25</spatial_relation>"

— “<scene_graph

— 1d="VIDEO_ID">start:end;promp
— ts=person, table;model=groundi
< ngdino</scene_graph>"

- “<visual_similarity id="A,B">a=J
[ 0:10;b=20:30;fps=2;model=clipJ
— </visual_similarity>"

## Suggested Similarity Workflow
1. Run “visual_similarity™ to get
— initial ranking.
2. If top-1 is clearly above
— top-2, answer.
3. Exception only: if ranking is
— close, run one focused
— “video_reader” check on tied
— candidates.
Do not use “video_reader® as a
— default step for similarity
— questions.
4. Then output final answer.

## Scope Clarification

- Only similarity-style tasks can
— skip “video_reader” as the

— first step.

— Non-similarity tasks should

— still start with

— “video_reader".

Video Reader

Prompt:

name: video-reader

description: Read specific video
— segments with video_reader and
— ask clear, self-contained

< questions.

# Video Reader Skill
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Use to inspect specific segments.

## Rules

- Ask for description-only

— evidence; decide outside the
— tool.

- Self-contained,
— include needed
< options/criteria.

— If unsure, scan sequential
— chunks and re-check.

short question;

## Format

“<video_reader id="VIDEO_ID">star
N t:end</video_reader><video_reJ
— ader_question>question</video
— _reader_qguestion>"

Temporal Grounding

Prompt:

name: temporal-grounding
description: Locate relevant

— timestamps with

— temporal_grounding_agent and
— validate with video_reader
— before answering.

# Temporal Grounding Skill

Use to propose candidate
— timestamps; always verify with
<« ~video_reader’.

## Rules

- Query = entities + actions (+
— options if needed).

— Treat timestamps as hints,
— evidence.
- If no hits,
— chunks.

not

scan sequential

Prompt:
name: subtitle
description: Use

< subtitle_retriever and
< subtitle_extractor when
< questions involve spoken
— content or text.

# Subtitle Tools Skill

Use only when text/speech is
— central.

## Rules



- Search first, then extract exact
— lines.
- Validate visually if ambiguous.

## Tools

— “<subtitle_retriever

— 1d="VIDEO_ID">query</subtitle
— _retriever>"

- “<subtitle_extractor

< 1d="VIDEO_ID">start:end</subt
— itle_extractor>"

Prompt:

name: meta-planner

description: General orchestration
guardrails for multi-video
tasks. Use to plan which
videos to read, which helper
skills/tools to invoke, and
how to make evidence-based
decisions without leaking
dataset-specific assumptions.

A A

# Multivideo Agent

Use this skill to plan multi-video
— reading and evidence-based
— decisions.

## Core rules

— Identify decision type first

(similarity, count, spatial,

speech) .

- For prompts like "same event /
same incident / same people",
align by concrete event
evidence (actors, key actions,
key objects, layout, temporal
cues) via “video_reader”.
Similarity scores can be
influenced by
viewpoint/lighting, so treat
“visual_similarity” as
supporting evidence or a
tie-break.

**Counting**: never treat "not
visible" in a short window as
count=0. If the target is not
clearly present, treat it as
**xunknownxx and scan forward
in additional windows. Prefer
“scene_graph”® (and tune prompts
/ split windows) or
“object_tracker® to confirm
counts. Before answering,
align “ref/A/B/C/D° by
+xconfirmed** counts; do not
finalize with unknowns.

Ly
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— x*xCounting (cost control) xx:
avoid chopping the video into
many small windows. Start with
coarse windows; as a rule of
thumb, a single window can be
~1/5 of the video length. In
early turns, keep the number
of segments small (e.g., no
more than ~5 total tool calls)
and only refine if evidence is
still unknown.

x+«Nested / per-video
sub—questions*x: if the task
embeds a separate sub-question
for each video with two
alternatives (e.g., "Option 1"
vs "Option 2"), first decide
which alternative is correct
+**xfor each video** from its
observed outcome, then choose
the candidate whose
alternative index matches
“ref®. Do not choose by scene
similarity.

- Read only required videos/tools;

— avoid redundant calls.

— Keep questions consistent across

— candidates.

— Respect view and video mapping;

— never assume A/B/C order.

— Similarity tasks:

— “visual_similarity® first,

— “video_reader® only for

— targeted verification.

— Output concise final answer;

— avoid long explanations.

L A A A A A

B.2 Agent Prompts

with subtitles

Prompt:

are a video understanding
expert tasked with analyzing
video content and answering
single-choice questions. You
will receive:

— The total duration of the video
< (in seconds) .

— A question about the video.

[
=

## Available Agents

You can strategically break down
— the question into sub-tasks,
each sub-task should be
atomic, and call below agents
for each sub-task multiple
times until you get enough
information and can answer the
question accurately.

### 1. Temporal Grounding Agent
“TT<temporal_grounding_agent>atomi
[ c_information_need</temporal_l
— grounding_agent>"""



Given an atomic information need,
the temporal grounding agent
will use proper retrievers
(subtitle retriever / video
segment retriever with text
query / video segment
retriever with text and
reference image / OCR) to
locate the relevant video
segment, summarize the search
result and return the start
and end time of the segment or
segment number that is most
relevant to the query. Here
are some examples:

<temporal_grounding_agent>The
question is "What does the man
do after saying 'Lina, give me
a hand to carry the box'? A.
eat B. clean". Now I want to
locate the segment when the
man says 'Lina, give me a hand
to carry the box'.</temporal_
grounding_agent> (Search query
with subtitle content)

<temporal_grounding_agent>The
question is "The brown dog is
playing with a ball. What
color is the ball? A. red B
blue". Firstly, I want to
locate the segment when a
brown dog is playing with a
ball.</temporal_grounding_age
nt> (Search query with visual
content)

<temporal_grounding_agent>The
question is "What is the man
who is talking to a brown hair
woman doing afterward? A.
driving B. dancing", I want to
locate the segment when the
man is talking to a brown hair
woman.</temporal_groundinq_agJ
ent> (Search query with
reference image, where the
image is represented by the
timestamp in the video)

A A A A A A A A A A A A A A A A

—
[

possible, you'd better list all
the options in the
atomic_information_need for a
more accurate search result.

red

### 2. Video Segment Inquiry

<video_reader>begin_time_stamp:enJ
— d_time_stamp</video_reader><VJ
— 1ldeo_reader_guestion>your_gque |
— stion</video_reader_question>

begin_time_stamp and

— end_time_stamp are integers

— within the range [0,duration],
— and you may specify any

— interval length to focus your
— question on.

— Use case:
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If the question contains a
specific timestamp, time
range, or clearly indicates
a specific position,
question about it. For
example:

"What happened at 01:15?" —>
<video_reader>75:75</vide
o_reader><video_reader_quJ
estion>the_question_and_o
ptions</video_reader_quesJ
tion>

hat happened between 10:13
and 12:34?" -> <video_rea
der>613:754</video_reader |
><video_reader_guestion>t |
he_question_and_options</J
video_reader_question>

hat happened in the
beginning?" -> <video_rea
der>0:120</video_reader><
video_reader_question>theJ
_question_and_options</viJ
deo_reader_qguestion>

If the question don't contain

a specific time range, use

video retriever to help you

locate the key video
segments. You should
question about them without
omission. For example:

If the retriever returns
[9,3,2], you can call:
<video_reader>90:100</vid
eo_reader><video_reader_q|
uestion>your_question</vi
deo_reader_qguestion>
<video_reader>20:30</videJ
o_reader><video_reader_qu |
estion>your_gquestion</vid
eo_reader_gquestion>
<video_reader>30:40</videJ
o_reader><video_reader_quJ
estion>your_gquestion</vid
eo_reader_qgquestion>

If the question refers to a
specific short scene(e.g.
"What did I do after I wash
my teeth?"), you should
first verify and locate the
**one** correct scene being
referenced. Then, answer the
question xxonly basedxx on
that accurate scene.

FLeeiglirifigt Ly
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Important Notes:
- You should question about

—

—

—

every retrieved video
segments without any
omission.



- If the scene mentioned in the
question has been
successfully verified by the
video reader and occurs in
segment N, and the question
asks about events before or

scan accordingly and
generate gquestions targeting
segment N-1 and N (for
"before"), or segment N and
N+1 (for "after").

— The video reader only has
access to the content
included in
video_reader_question and
does not see the original
question or any previous
context. Therefore, the
video reader question must
be clearly defined and fully
self-contained. Avoid any
ambiguous references such as
"Same question as above."
Each question should stand
on its own.

— You should provide the options
— for the video reader.

A

A

### 3. Visual Tools

— Scene change detector:

“<scene_detector

1d="VIDEO_ID">fps=1;threshold

=0.6</scene_detector>"

- Object tracker: “<object_tracker
id="VIDEO_ID">start:end;targeJ
t=person; fps=2; conf=0.25</0bj
ect_tracker>" - returns
natural-language summary with
object counts, colors, and
positions.

Spatial relations:
“<spatial_relation
id="VIDEO_ID">start:end;targeJ
ts=person, table; fps=2; conf=0.
25</spatial_relation>~ -
returns only cross—-category
relations (same-category pairs
are aggregated) .

Scene graph: “<scene_graph
id:"VIDEO_ID">start:end;targeJ
ts=person, table; fps=2;conf=0.
25</scene_graph>" - returns
concise summary with detected
colors and spatial layout.

Scene graph (grounded) :
“<scene_graph
id="VIDEO_ID">start:end;promp
ts=person, table;model=groundi |
ngdino</scene_graph>"

- Visual similarity:

red

A A A A Y A A A Y A A

— “<visual_similarity id="A,B">
a=0:10;b=20:30; fps=2;model=cl |
— ip</visual_similarity>"

after that scene, you should
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Select tools based on the task

— requirements. Use the tool(s)
— that best surface the needed
— evidence, and cross-check with
— other tools when needed.

### 4. Subtitle Content Extracting
— Agent

<subtitle_extractor>begin_timesJ
< tamp:end_timestamp</subtitle_
— extractor>"""

Given the timestamp of a specific
— video segment, the agent will
— extract the subtitles within
— the timestamp. Here are some
— examples:

- <subtitle_extractor>200:210</su

< Dbtitle_extractor>

Use these tools when video_reader
— output is vague or lacks key
— attributes. You can call

— multiple tools in one turn.

## Execution Process

### Step 1: Analyze & Think

— Reasoning in

— “<thinking></thinking>".

- First output one agent call
(strict XML format), and
output " [Pause]” to wait for
results. Don't output anything
after [Pause]

goed

### Step 2: Repeat or Answer

- After the user provides the
agent's results, review them
carefully. If additional data
is required, repeat Step 1
until you can generate an
accurate response. Note that
the maximum number of
iterations allowed is
{MAX_DS_ROUND} .

If ready, output:

“T"<thinking>Final reasoning</th

— inking><answer> (only the

— letter (A, B, C, D, E, F,

— .) of the correct

S A A A

— option)</answer>
Never include both
<answer></answer> and agent
calls in the same response.
Choose one-either call
agents or provide the final
answer.

Lreed

Strict Rules

Response of each round should
provide thinking process in
<thinking></thinking> at the
beginning. Never output
anything after [Pause].

IrreTE



When the question explicitly
refers to a specific scene for
answering (e.g., "What did
Player 10 do after scoring the
first goal?"), you must first
use the temporal grounding
agent to precisely locate that
scene. Once the key scene is
identified - e.g., the moment
of Player 10's first goal in
300:310 - to answer what
happened after the first goal,
you may ask questions
targeting the segment 300:340
(which includes the first goal
and the events following it).

There is always a right answer,
if you conclude another
answer, that means you are
wrong, and you should repeat
the process until you can
choose one answer from the
given options.

If the current agent results
contain conflicting options,
CAREFULLY examine each result
against the original question
or continue calling additional
agents for clarification. You
may select the most likely
answer only if reaching the
maximum number of allowed
attempts.

For counting problem, coarsely
matched video clip should be
considered exist. For example,
'riding a cartoon horse' is a
coarse match for 'riding a
horse', 'doing something near
the dish sink' is a coarse
match for 'wash the dishes'.

Never guess the answer,
question about every choice to
determine an accurate answer.

Never assume the agent results.
Never include both
— <answer></answer> and agent
< calls in the same response.

### Input

Question: {question}

Video Duration: {duration} seconds
(Never assuming anything. You must

JrerrcLeLelrrLeLLLLCECLLICLCRCCLLICLECLLICLEELETLTYERD

i

— rigorously follow the format
and call agents as needed.

— Never assume agent results.

— Instead, think, call agents,

— output [Pause] and wait for

— the user to supply the

— results. Don't output anything

— after [Pause] .)

no subtitles

Prompt:
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You are a video understanding
expert tasked with analyzing
video content and answering
single-choice questions. You
will receive:

The total duration of the video
(in seconds) .

— A question about the video.

P'rrrs

## Available Agents

You can strategically break down
— the question into sub-tasks,
each sub-task should be
atomic, and call below agents
for each sub-task multiple
times until you get enough
information and can answer the
question accurately.

### 1. Temporal Grounding Agent
“TT<temporal_grounding_agent>atomi
A c_information_need</temporal_J
— grounding_agent>"""

Given an atomic information need,
the temporal grounding agent
will use proper retrievers
(video segment retriever with
text query / video segment
retriever with text and
reference image / OCR) to
locate the relevant video
segment, summarize the search
result and return the start
and end time of the segment or
segment number that is most
relevant to the query. Here
are some examples:

<temporal_grounding_agent>The
question is "The brown dog is
playing with a ball. What
color is the ball? A. red B
blue". Firstly, I want to
locate the segment when a
brown dog is playing with a
ball.</temporal_grounding_age
nt> (Search query with visual
content)

<temporal_grounding_agent>The
question is "What is the man
who is talking to a brown hair
woman doing afterward? A.
driving B. dancing", I want to
locate the segment when the
man is talking to a brown hair
woman.</temporal_grounding_ag
ent> (Search query with
reference image, where the
image is represented by the
timestamp in the video)

L A A A A

If possible, you'd better list all
— the options in the

— atomic_information_need for a
— more accurate search result.

### 2. Video Segment Inquiry



<video_reader>begin_time_stamp:enJ

—
—
—

begi

rered

- Us

R A

Ferrid

L A

d_time_stamp</video_reader><VJ
ideo_reader_question>your_queJ
stion</video_reader_question>

n_time_stamp and
end_time_stamp are integers
within the range [0,duration],
and you may specify any
interval length to focus your
question on.

e case:

If the question contains a
specific timestamp, time
range, or clearly indicates
a specific position,
question about it. For
example:

"What happened at 01:15?" ->
<video_reader>75:75</vide
o_reader><video_reader_quJ
estion>the_question_and_o
ptions</video_reader_quesJ
tion>

hat happened between 10:13
and 12:34?" -> <video_rea
der>6l3:754</video_readerJ
><video_reader_guestion>t
he_question_and_options</J
video_reader_question>

hat happened in the
beginning?" -> <video_rea
der>O:120</video_reader><J
video_reader_guestion>the
_question_and_options</viJ
deo_reader_guestion>

the question don't contain

a specific time range, use

video retriever to help you

locate the key video
segments. You should
question about them without
omission. For example:

If the retriever returns
[9,3,2], you can call:
<video_reader>90:100</vid
eo_reader><video_reader_qJ
uestion>your_question</viJ
deo_reader_question>
<video_reader>20:30</vide
o_reader><video_reader_quJ
estion>your_gquestion</vid
eo_reader_guestion>
<video_reader>30:40</vide
o_reader><video_reader_quJ
estion>your_gquestion</vid
eo_reader_guestion>

the question refers to a
specific short scene(e.g.

"What did I do after I wash

my teeth?"), you should

first verify and locate the

*xone** correct scene being

referenced. Then, answer the

question *xxonly basedx* on
that accurate scene.

rreedg

"

=

"
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—
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— Important Notes:

- You should question about
— every retrieved video
segments without any
omission.

If the scene mentioned in the
question has been
successfully verified by the
video reader and occurs in
segment N, and the question
asks about events before or
after that scene, you should
scan accordingly and
generate questions targeting
segment N-1 and N (for
"before"), or segment N and
N+1 (for "after").

The video reader only has
access to the content
included in
video_reader_guestion and
does not see the original
question or any previous
context. Therefore, the
video reader question must
be clearly defined and fully
self-contained. Avoid any
ambiguous references such as
"Same question as above."
Each question should stand
on its own.

- You should provide the options

— for the video reader.

L A A A A

## Execution Process

### Step 1: Analyze & Think

- Reasoning in

< “<thinking></thinking>".

- First output one agent call
(strict XML format), and
output " [Pause]” to wait for
results. Don't output anything
after [Pause]

reredg

### Step 2: Repeat or Answer

— After the user provides the
agent's results, review them
carefully. If additional data
is required, repeat Step 1
until you can generate an
accurate response. Note that
the maximum number of
iterations allowed is
{MAX_DS_ROUND} .

If ready, output:

T T<thinking>Final reasoning</th

inking><answer> (only the

letter (A, B, C, D, E, F,
.) of the correct

option)</answer>"""

Never include both

<answer></answer> and agent

calls in the same response.

Choose one - either call

agents or provide the final

answer.

S A A

s
.
s
.
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—
—
—

Strict Rules

Response of each round should
provide thinking process in
<thinking></thinking> at the
beginning. Never output
anything after [Pause].

When the question explicitly
refers to a specific scene for
answering (e.g., "What did
Player 10 do after scoring the
first goal?"), you must first
use the temporal grounding
agent to precisely locate that
scene. Once the key scene is
identified - e.g., the moment
of Player 10's first goal in
300:310 - to answer what
happened after the first goal,
you may ask questions
targeting the segment 300:340
(which includes the first goal
and the events following it).

There is always a right answer,
if you conclude another
answer, that means you are
wrong, and you should repeat
the process until you can
choose one answer from the
given options.

If the current agent results
contain conflicting options,
CAREFULLY examine each result
against the original question
or continue calling additional
agents for clarification. You
may select the most likely
answer only if reaching the
maximum number of allowed
attempts.

For counting problem, coarsely
matched video clip should be
considered exist. For example,
'riding a cartoon horse' is a
coarse match for 'riding a
horse', 'doing something near
the dish sink' is a coarse
match for 'wash the dishes'.

Never guess the answer,
question about every choice to
determine an accurate answer.

Never assume the agent results.
Never include both
<answer></answer> and agent
calls in the same response.

### Input

Question: {question}

Video Duration: {duration} seconds
(Never assuming anything. You must

£i

LI A

rigorously follow the format
and call agents as needed.
Never assume agent results.
Instead, think, call agents,
output [Pause] and wait for
the user to supply the
results. Don't output anything
after [Pause] .)

C More Ablation Studies

To further isolate the contributions of different com-
ponents in SAMA, we conduct ablation studies
on a 300-sample stratified subset of MVX-Bench,
varying the LLM planner and the visual perception
backbone.

C.1 Planner Ablation

We fix the Video Reader to Qwen2.5-VL-7B and
vary the text-only LLM planner. As shown in Ta-
ble 3, SAMA consistently improves over the cor-
responding end-to-end baseline regardless of the
planner choice. With GPT-40, SAMA achieves a
+6.4 point gain; with GPT-5.2, the gain reaches
+10.4 points. Notably, using DeepSeek-V4-Pro, an
open-source text-only planner, SAMA still attains
52.3% accuracy, demonstrating that the framework
is not tied to any specific proprietary planner.

Planner SAMA Acc. End-to-end Acc.
GPT-40 51.7% 45.3%
GPT-5.2 58.7% 48.3%
DeepSeek-V4-Pro 52.3% N/A

Table 3: Planner ablation on the 300-sample subset.
Video Reader is fixed to Qwen2.5-VL-7B.

C.2 Video Reader Ablation

We further fix the planner to GPT-5.2 and replace
the Video Reader. As shown in Table 4, replac-
ing Qwen2.5-VL-7B with InternVL3.5-8B yields
59.3% accuracy under the SAMA framework, com-
pared to only 41.0% when InternVL3.5-8B is used
end-to-end—a substantial +18.3 point gain. This in-
dicates that the benefit of SAMA generalizes across
different visual encoders.

Video Reader SAMA Acc. End-to-end Acc.
Qwen2.5-VL-7B 58.7% 48.3%
InternVL3.5-8B 59.3% 41.0%

Table 4: Video Reader ablation on the 300-sample sub-
set. Planner is fixed to GPT-5.2.

Together, these results confirm that SAMA’s
gains stem from its skill-augmented architecture
and verification mechanism rather than the strength
of any single underlying model.

D Data Quality Analysis of MVX-Bench

To establish the reliability and difficulty of MVX-
Bench, we conducted a quantitative quality analysis
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on a random sample of 300 questions across all 11
tasks.

Text-Only Baseline. To rule out potential lin-
guistic shortcuts, we evaluate GPT-5.2 in a text-
only setting (question and options, but no video
input) on the same 300 samples. The text-only
baseline achieves near-random performance, con-
firming that MV X-Bench tasks inherently require
grounded spatio-temporal reasoning across video
streams rather than relying on textual biases.

E Cross-Benchmark Generalization

To verify that SAMA generalizes beyond MVX-
Bench, we evaluate it on a stratified 500-sample
subset of MVU-Eval. SAMA achieves 50.2% ac-
curacy, outperforming the Qwen2.5-VL-7B end-to-
end baseline of 43.2% by +7.0 points. This con-
firms that our skill-augmented agentic architecture
transfers effectively to other multi-video reasoning
settings and is not specific to MVX-Bench.

F Computational Cost and Runtime

We profile SAMA’s inference cost on the same
350-sample subset used in the main ablation study.
On average, SAMA invokes 3.8 reasoning iter-
ations and 3.6 tool calls per sample, with the
maximum reasoning depth capped at 10 itera-
tions. These statistics indicate that SAMA op-
erates within a bounded and moderate computa-
tional budget rather than relying on unbounded
exploration. For API cost, the GPT-5.2-planner
variant costs approximately $53 for this profiling
run, while SAMA is also compatible with open-
source planners such as DeepSeek-V4-Pro, which
can avoid proprietary GPT-style API calls when
deployed locally. Notably, the DeepSeek-V4-Pro-
planner variant still achieves 51.7% overall ac-
curacy, close to the GPT-5.2-planner variant at
52.7%, suggesting that SAMA’s gains are not tied
to an expensive proprietary planner. SAMA further
incorporates cost-control mechanisms, including
task-specific coarse-to-fine windowing to reduce
redundant tool calls and locally deployable open-
source backbones such as Qwen2.5-VL-7B for vi-
sual perception. For large-scale deployment, the
bounded iteration budget, coarse-to-fine tool in-
vocation, and locally deployable backbones make
SAMA amenable to batched processing, caching,
and parallel tool execution.

F.1 Comparison with VideoAgent

To further compare SAMA with existing video
agentic approaches, we adapt VideoAgent (Fan
et al,, 2025) to the multi-video setting using
boundary-aware concatenation. Specifically, we
concatenate all input videos into a single clip and
provide explicit timestamp-to-video mappings in
the prompt (e.g., “0-10s: reference; 10-20s: candi-
date A; 20-30s: candidate B”), allowing VideoA-
gent to operate in its native single-video setting
while preserving video identities as much as pos-
sible. As shown in Table 5, the boundary-aware
VideoAgent adaptation achieves 30.6% accuracy,
substantially below SAMA under the same eval-
uation protocol. This result suggests that directly
flattening multiple videos into a single temporal
stream is insufficient for effective multi-video rea-
soning. In contrast, SAMA explicitly maintains
video identities and organizes evidence separately
for each video before cross-video reasoning.

Method Acc.
VideoAgent + Boundary-Aware
Concatenation 30.6%
SAMA 60.0%

Table 5: Comparison with a boundary-aware adaptation
of VideoAgent under the same evaluation protocol.

G Case Analysis

Figure 4 shows a representative example where
the conflict detection mechanism directly changes
the final prediction. The task requires identify-
ing which video contains the same number of ob-
jects as the reference video (2 cups). When ana-
lyzing Video D, the VLM (video_reader) re-
ports two grocery bags, while the detection tool
(scene_graph) identifies one. This discrepancy
automatically triggers the conflict detection mod-
ule, which initiates an adaptive re-read with a nar-
rowed temporal window (0—10s). The focused re-
read corrects the count for Video D to one grocery
bag, eliminating it as a candidate. With all counts
verified, the agent correctly aligns the reference
(2 cups) with Video C (2 persons). In contrast,
without conflict detection, the initial overcount for
Video D is never corrected, and the agent incor-
rectly selects Video D. This case illustrates that the
verification layer not only improves evidence relia-
bility but can also directly alter the final decision.
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Video A Video B Video C v Video D
cup(s) skateboard(s) mouse(s) person(s) grocery bag(s)

Query: Which video has the same number of objects as the reference?
Ground-truth: C SAMA (w/ conflict det.): C v SAMA (w/o conflict det.): D X

TURN 1 — INITIAL EVIDENCE GATHERING

P PLANNER
Counting task. Read ref first, then use scene_graph for all candidates to get grounded counts.

@ TOOL CALLS
video_reader id=ref 0:20 - "How many cups are visible?"
scene_graph id=ref 0:20 prompts=cup, cups, mug
scene_graph 1id=A prompts=skateboard | id=B prompts=mouse | id=C prompts=person, people

® TOOL RESULTS
video_reader ref: "Two men sitting at a table... There are two cups visible on the table."
scene_graph ref: t=0s: 3 cup | t=6.7s: 4 cup | t=13.3s: 1 cup | t=20s: 2 cup
scene_graph A: t=0s: 1 skateboard | t=6.7s: 2 | t=13.3s: 1 | t=20s: 1
scene_graph B: t=0s: 1 mouse | t=6.7s: 3 | t=13.3s: 2 | t=20s: 1
scene_graph C: t=0s: 2 person | t=6.7s: 3 | t=13.3s: 3 | t=20s: 1

TURN 2 — READ VIDEO D + CONFLICT DETECTED
P PLANNER

Missing Video D. Run scene_graph + video_reader on D for grocery bag count.

@ TOOL CALLS
scene_graph 1id=D 0:20 prompts=grocery bag, shopping bag, bag
video_reader id=D 0:20 — "How many grocery bags are visible?"

® TOOL RESULTS
video_reader D: "Two men stand together in a dimly 1it room... 2 grocery bags visible."
scene_graph D: t=0s: 1 bag (left) | t=6.7s: 1 bag (left) | t=20s: 1 bag (center)

@ A CONFLICT DETECTED — Video D [count]
VLM says 2 grocery bags, detection tool says 1 grocery bag.
5] Trigger adaptive re-read on Video D with narrowed temporal window.
s Detection is more reliable for: object count, presence, coarse position.

TURN 3 — ADAPTIVE RE-READING + RESOLUTION
[J) RE-READ (NARROWED WINDOW)

video_reader 1id=D ©:10 — "How many distinct grocery bags are clearly visible?"
scene_graph 1id=D 0:10 prompts=grocery bag,bags

® RE-READ RESULTS
scene_graph D (0-10s): t=0s: 1 bag | t=3.3s: 1 bag | t=6.7s: 1 bag | t=10s: 1 bag
— Narrowed window confirms: 1 grocery bag. Initial detection over-counted.

EVIDENCE AGGREGATION + FINAL ANSWER

@ FINAL DECISION

Video Object Count Note

ref cup 2 VLM + scene_graph

A skateboard 1

B mouse 1

c person 2 v match

D grocery bag 1 verified (was 2)

[<answer>c</answer>& SAMA (w/ conflict detection) ]

Figure 4: Case study of the conflict detection mechanism.

Figure 5 presents a case where task-specific ~ asks which video shares the most similar art style
skills determine the correct tool strategy. The task  with the reference. With skills enabled, the multi-
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Ref video A

Ground-truth: D SAMA (w/ skills): D v

Video B

Query: Which video has the most similar art style to the reference video?
SAMA (w/o skills): Cc X

Video D v

Video C

with skills

SKILL GUIDANCE
"For appearance questions, run visual_similarity ..."

P STEP 1
Following skill guidance, call both
video_reader x 5 + visual _similarity x 4

® VIDEO_READER RESULTS

ref: 2D anime, clean lines, vibrant colors
A: 2D, vibrant, colorful library setting

B: 2D, bold outlines, dark background

C: 2D, soft shading, earthy tones, forest
D: 2D, detailed linework, outdoor

@ VISUAL_SIMILARITY (CLIP SCORES)
Pair CLIP Score

ref -« A 0.8101
ref -« B 0.8325
ref - C 0.7663

ref ~ D 0.8596 ~ highest

@ ANSWER

D has highest CLIP score (0.8596).

[ <answer>D</answer> v ]

Without Skills

No skill guidance injected.

P STEP 1
Call video_reader x 5 only.
No visual_similarity invoked.

® ACTUAL VIDEO_READER RESULTS

ref: 2D anime, clean lines, vibrant colors
A: 2D, vibrant, colorful library setting

B: 2D, bold outlines, dark background

Cc: 2D, soft shading, earthy tones, forest
D: 2D, detailed linework, outdoor

P TEXT-ONLY REASONING

All candidates described as "2D anime".

only video_reader descriptions available.
without CLIP scores, all candidates appear

to be "2D anime" — no way to discriminate.
Selects C based on subjective text similarity.

@ ANSWER

[ <answer>C</answer> X ]

Figure 5: Case study of skill-guided tool selection.

video-compare skill explicitly instructs the agent
to invoke visual_similarity for style-related ques-
tions. The agent follows this guidance and obtains
CLIP-based similarity scores across all candidates,
where Video D achieves the highest score. The
quantitative ranking provides a clear and reliable
basis for selection.

Without skills, the agent calls only video_reader
and receives textual art style descriptions for all
videos. However, all candidates are described in
similar terms, making fine-grained style discrimi-
nation from text alone unreliable. The agent ulti-
mately selects Video C incorrectly. This case high-
lights that skills serve as critical inductive biases:
they direct the agent toward task-appropriate tools
whose outputs provide the discriminative signals
that text descriptions inherently lack.

H Use of Large Language Models

We used ChatGPT and GitHub Copilot for lan-
guage polishing and routine coding assistance.
They were not used to generate research ideas, ex-
perimental results, or claims, and no non-public
or sensitive data was shared. All outputs were re-
viewed and edited by the authors.
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