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Abstract

Can financial vision–language models (VLMs)
turn chart evidence into reliable action recom-
mendations? Existing hallucination evaluations
are mostly claim-centric: they assess whether
generated statements are supported, but not
whether evidence remains traceable through
rationale, confidence, and final action. We
introduce E2A-Bench, a 969-query bench-
mark for financial chart reasoning, constructed
from 323 HS300 constituents under three in-
put modalities with deterministic OHLCV-
derived evidence anchors. E2A-Bench evalu-
ates grounding, reasoning–action consistency,
evidence–confidence calibration, and direc-
tional coverage through UCR, RCI, ECI, and
NDR, where NDR measures coverage-aware
evidence-to-action reliability rather than re-
alized trading performance. Evaluating 20
VLMs reveals three failures hidden by scalar
hallucination scores: the lowest-UCR model
ranks near the bottom by NDR due to only
6.4% directional coverage; oracle-aided veri-
fication reduces unsupported claims but can
collapse coverage; and financial fine-tuning am-
plifies the BUY:SELL ratio by 4.21–4.68×
across strict base–fine-tuned pairs. These
results show that financial VLM evaluation
should trace the full evidence-to-action chain
rather than rely on a single hallucination score.
Code and data: https://github.com/
wanng-ide/E2A-Bench.

1 Introduction

In financial chart reasoning, such as A-share techni-
cal analysis, vision–language models (VLMs) are
expected to identify technical signals such as can-
dlestick patterns, moving-average crossovers, and
volume changes (Huang et al., 2025; Lee et al.,
2025; Ding et al., 2024). They may further issue
an action recommendation among BUY, SELL,

*Equal contribution. Xiaoya Wang and Yutong Xu con-
ducted this work as research assistants at Tsinghua University.

†Corresponding Author.

HOLD, and UNCERTAIN, together with a confi-
dence estimate. Reliability in this setting is there-
fore not reducible to factual correctness at the text
level. A decision-reliable model must ground its
recommendation in verifiable chart evidence with-
out systematically avoiding directional decisions
when sufficient evidence exists. Otherwise, a fab-
ricated “golden cross,” volume breakout, or trend
reversal may become the stated rationale for a BUY
recommendation, turning a local hallucination into
a decision-level risk.

However, existing evaluations do not fully cap-
ture this requirement. Chart hallucination bench-
marks are mostly claim-centric, assessing whether
local statements are supported by visual or struc-
tured evidence, whereas financial multimodal
benchmarks are typically task-centric, reporting
aggregate scores or final-answer accuracy (Wang
et al., 2024; Xue et al., 2024; Liu et al., 2025b;
Shu et al., 2025). Both perspectives are useful,
but they share an evaluation-unit mismatch: they
evaluate claim correctness or task outcomes rather
than evidence-backed action. This mismatch yields
two blind spots: coverage blindness, where hal-
lucination scores can favor models that avoid di-
rectional recommendations, and chain blindness,
where evaluations do not verify whether evidence
remains consistent from chart-derived facts to
claims, rationales, confidence estimates, and final
actions (Geifman and El-Yaniv, 2017; Wang et al.,
2025; Ravichander et al., 2025). Consequently, a
model may appear reliable by producing few un-
supported claims while offering little actionable
value, or by issuing plausible rationales whose ac-
tions or confidence estimates are not supported by
the underlying evidence.

We frame this issue as a coverage–grounding
frontier, as shown in Fig. 1: financial VLM re-
liability should be measured not by unsupported-
claim reduction alone, but by whether a model im-
proves evidence grounding while preserving action-
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Figure 1: Overview of coverage-aware evidence-to-action evaluation in E2A-Bench. Existing evaluations are often
coverage-blind and chain-blind: they measure whether claims are supported, but not whether models preserve
actionable coverage or maintain full-chain reliability. E2A-Bench addresses both by evaluating evidence-to-action
reliability through grounding, coherence, calibration, and net decision reliability.

able coverage (Geifman and El-Yaniv, 2017; Liu
et al., 2025a). A method that lowers hallucination
by suppressing BUY or SELL recommendations
does not necessarily improve decision reliability.
A meaningful improvement should move models
toward the favorable region of this frontier, where
they act when evidence is sufficient and ground
their actions in verifiable evidence, coherent ratio-
nales, and calibrated confidence (Geng et al., 2024;
Liu et al., 2025a). This framing also clarifies the
scope of our evaluation: we do not assess whether
models predict market returns, but whether their
chart-based recommendations are supported by a
verifiable evidence chain. The protocol is modular:
domain-specific evidence anchors, claim patterns,
and action schemas can be replaced while preserv-
ing the evidence-to-action audit structure.

To operationalize this frontier, we introduce
E2A-Bench, a 969-query benchmark over 323
HS300 constituents and three modalities: text-
only, chart-only, and multimodal. Each query uses
a 30-trading-day OHLCV window and ten deter-
ministic evidence anchors, yielding 3,230 ground-
truth facts for claim verification and evidence-
strength estimation. Models produce a technical
analysis, rationale, action, and confidence score.
E2A-Bench evaluates the resulting evidence-to-
action chain with UCR for unsupported claims,
RCI for reasoning–action inconsistency, ECI for
overconfidence under weak evidence, and NDR
for coverage-aware decision reliability.

We instantiate E2A-Bench by evaluating 20
VLMs spanning proprietary, open-weight, and fi-

nancially adapted systems. The experiments reveal
three patterns. First, scalar hallucination scores
can misrank decision reliability: Gemma-4-E2B-
It has the lowest overall unsupported-claim rate
(39.9%), but only 6.4% directional coverage and
NDR = 5.1%, whereas Qwen2.5-VL-3B-Instruct
achieves the highest NDR (32.1%) with 82.5%
coverage. Second, in chart-only intervention analy-
sis, oracle-aided verification can sharply reduce un-
supported claims but collapse actionable coverage,
yielding negative mean ∆NDR. Third, financial
fine-tuning redistributes risk: strict base–fine-tuned
pairs show inconsistent NDR changes but con-
sistent BUY:SELL amplification of 4.21–4.68×.
Together, these results support evaluating finan-
cial VLMs along the coverage–grounding frontier
rather than relying on scalar hallucination scores.

Our contributions are threefold.
• We introduce E2A-Bench, a 969-query bench-

mark for coverage-aware evidence-to-action reli-
ability in financial chart reasoning.

• We propose a chain-level protocol for ground-
ing, reasoning–action consistency, evidence–
confidence calibration, and directional coverage.

• We evaluate 20 VLMs and uncover three fail-
ures: coverage-driven rank reversal, verification-
induced coverage collapse, and BUY-side ampli-
fication after financial fine-tuning.

2 Related Work

Financial chart reasoning with VLMs. Recent
VLMs have substantially improved chart, docu-
ment, and structured-image reasoning. General-
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Benchmark Scale #Inp. Main evaluation target Ev. Act. Cov.

CharXiv ≈2K charts 1 Realistic chart QA ✗ ✗ ✗

ChartHal ≈2K claims 1 Hallucination detection ✓ ✗ ✗

VisFinEval ≈1K Q&A 1 Financial chart QA ✗ ✗ ✗

FinChart-
Bench

≈5K Q&A 1 Financial chart QA ✗ ✗ ✗

E2A-Bench
(ours)

≈1K Q&A 3 Evidence-to-action re-
liability

✓ ✓ ✓

Table 1: Comparison with representative chart and
financial multimodal benchmarks. “#Inp.” denotes
the number of supported input types among text-only,
chart-only, and multimodal inputs. “Ev.” indicates ex-
plicit evidence-grounding evaluation; “Act.” indicates
decision-oriented action evaluation; and “Cov.” indi-
cates coverage-aware scoring.

purpose model families such as Qwen2.5-VL (Bai
et al., 2025) and Qwen3-VL (Qwen Team, 2025)
strengthen visual parsing, table/chart understand-
ing, and multimodal reasoning, while chart-
oriented methods such as MatCha (Liu et al.,
2023b), DePlot (Liu et al., 2023a) and ChartL-
LaMA (Han et al., 2023) improve chart compre-
hension through chart derendering, plot-to-table
conversion, chart-specific pretraining, or instruc-
tion tuning. Finance-oriented systems such as
FinLLaVA (Xie et al., 2024) and PyFi (Zhang
et al., 2025) further adapt VLMs to financial tables,
charts, and image-based financial reasoning. These
advances make financial chart reasoning increas-
ingly feasible, but they do not establish whether
generated recommendations are grounded in verifi-
able chart evidence, coherent with the stated ratio-
nale, calibrated in confidence, and actionable under
sufficient evidence.
Benchmarking hallucination in financial chart
reasoning. Existing benchmarks provide impor-
tant foundations for evaluating chart and finan-
cial VLMs. ChartQA and CharXiv evaluate chart
question answering and realistic chart reasoning,
ChartMimic evaluates cross-modal chart reason-
ing, while ChartHal targets fine-grained halluci-
nation in chart understanding (Masry et al., 2022;
Wang et al., 2024; Yang et al., 2025; Wang et al.,
2025). Financial benchmarks such as FAMMA,
VisFinEval, and FinChart-Bench extend multi-
modal evaluation to finance-specific QA, business
scenarios, and real-world financial charts (Xue
et al., 2024; Liu et al., 2025b; Shu et al., 2025).
Representative chart and financial benchmarks are
compared in Table 1. However, these evaluations
are mostly claim-centric or task-centric: they assess
whether local statements are supported, or whether

final answers are correct. Beyond finance, multi-
level hallucination diagnostics and evidence-chain
evaluation have also been explored in tool use and
scientific-document reasoning (Zhang et al., 2024;
Ren et al., 2026). E2A-Bench is complemen-
tary: it shifts the evaluation unit to coverage-aware
evidence-to-action reliability, testing whether chart
evidence remains traceable through claims, ratio-
nales, confidence estimates, and final actions.

3 E2A-Bench: Evidence-to-Action

To evaluate financial VLMs along the coverage–
grounding frontier, we introduce E2A-Bench, an
evidence-to-action benchmark that tests whether
chart-based recommendations are grounded, coher-
ent, calibrated, and actionable.

3.1 Design Principles
E2A-Bench is guided by three principles.
Evidence verifiability. Since financial charts do
not uniquely determine a correct trading action,
we use deterministic OHLCV-derived facts as evi-
dence anchors rather than future returns or human
investment judgments.
Decision orientation. The evaluation target is a
recommendation with its rationale and confidence
estimate, rather than a descriptive chart summary.
Coverage-aware chain integrity. Reliable ac-
tion requires evidence to remain consistent through
claims, rationale, confidence, and final action,
while avoiding artificial reliability gains from sys-
tematic non-action.

3.2 Task Formulation
For each stock s and evaluation date d0,
E2A-Bench uses the preceding 30 trading days of
OHLCV data, where OHLCV denotes open, high,
low, close, and volume. Let Ds,d0 denote this mar-
ket window and let T = {text, chart,multi} de-
note the supported input types. Each input is con-
structed by a modality-specific formatter:

x
(τ)
s,d0

= ϕτ (Ds,d0), τ ∈ T , (1)

where text serializes the OHLCV records, chart
renders the candlestick chart with moving averages
and volume bars, and multi provides both.

Given x
(τ)
s,d0

, the evaluated VLM M produces

r
(τ)
s,d0

= M
(︂
x
(τ)
s,d0

)︂
= (y, ρ, a, c), (2)

where a ∈ {BUY,SELL,HOLD,UNCERTAIN}
is the action, y is the technical analysis, ρ is
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Fact Key Compact Definition

MA alignment Ordering of MA5, MA10, and
MA20 on the last day

MA cross Golden/death cross of MA5
and MA10 in the last 5 days

Volume change Current volume relative to the
20-day mean

Price breakout Current close relative to the
preceding 20-trading-day
high–low band, excluding the
evaluation day

Trend direction Linear-regression slope of
20-day close prices

Volatility Annualized volatility of recent
returns

Recent 5-day change Five-day cumulative price
movement

Vol–price divergence Directional relation between
recent price and volume
changes

Price position Close percentile in the 20-day
high–low range

Short-term momentum Three-day price acceleration
pattern

Table 2: Compact summary of the ten deter-
ministic OHLCV-derived evidence anchors used in
E2A-Bench.

the decision rationale, and c ∈ {1, . . . , 5} is the
confidence score. The task does not assign a
ground-truth trading action; instead, it exposes
the response components needed to evaluate
evidence-backed recommendations.

3.3 Evidence Anchor Construction
Financial charts do not provide a unique ground-
truth trading action. We therefore construct ref-
erence evidence at the chart-fact level. For each
market window Ds,d0 , E2A-Bench applies a de-
terministic fact function:

Fs,d0 = g(Ds,d0), (3)

where Fs,d0 denotes OHLCV-derived technical
facts used as evidence anchors.

As summarized in Table 2, the anchors cover
common technical-analysis dimensions, including
moving averages, price–volume behavior, trend,
volatility, range position, and short-term momen-
tum. Each anchor is computed directly from open,
high, low, close, and volume records using fixed
rules. These anchors serve two purposes: they pro-
vide reference facts for verifying model-generated
technical claims, and they define evidence strength
for confidence calibration. We additionally audit
200 randomly sampled chart–label pairs and ob-
serve no inconsistency between the rendered charts
and their OHLCV-derived labels.

Figure 2: Evidence-to-action scoring protocol in
E2A-Bench. A model response is parsed into claims,
rationale polarity, action, and confidence; claims are ver-
ified against deterministic OHLCV evidence anchors;
and the response is scored along grounding, reasoning–
action consistency, evidence–confidence calibration,
and directional coverage.

Importantly, Fs,d0 is not a trading-action label.
A BUY or SELL recommendation is not evaluated
by future return, but by whether the model’s stated
claims, rationale, and confidence are consistent
with verifiable chart evidence. This design sep-
arates evidence-to-action reliability from market
prediction while preserving reproducibility.

3.4 Evaluation Protocol
Overview. E2A-Bench evaluates each response
as an evidence-to-action chain rather than as iso-
lated generated text. As illustrated in Fig. 2, the
protocol parses a model response, verifies its claims
against deterministic evidence anchors, and scores
whether evidence remains reliable through the de-
cision process. Given evidence anchors Fs,d0 and a
response r = (y, ρ, a, c), the protocol checks four
reliability links:

Fs,d0 →Cr : evidence grounding,
ρ→a : reasoning–action consistency,

Fs,d0 →(a, c) : evidence–confidence calibration,
a ∈ Adir : directional coverage.

(4)

The first three links define local diagnostic errors,
while directional coverage accounts for whether
the model preserves actionable outputs. Together,
they instantiate the coverage–grounding frontier: a
model is reliable only when it preserves actionable
coverage while keeping its decisions grounded, co-
herent, and calibrated. Fig. 3 illustrates the full
scoring process with a chart-only example.

Response parsing. Before scoring, each re-
sponse is normalized into the variables used by
the diagnostic protocol:

Π(r) = (Cr, σr, a, c),

Cr = Claims(y, ρ), σr = σ(ρ).
(5)
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INFER PROMPT

# Role setting

Given the 30-day OHLCV chart of stock

·technical analysis
· rationale
·action: BUY/SELUHOLD/UNCERTAIN
· confidence:1-5

You are a financial chart analyst·

002415·SZ ending on 2023-06-30,
return:

Evidence-to-Action Evaluation Pipeline

十

CHART-ONLY QUERY

QUESTION

米 十

PREDICTION

MM-VLMs 十

EVIDENCE
ANCHORS

十

```markdown��```

I

Evaluation Prompt
# Scoring rules

Type-1 UCR: Does this analysis

Then compute:

Claim

Compare the model response

contain unsupported chart claims?

NDR = Cov dir×(1-UCR)×(1-

Fact

with deterministic OHLCV facts·

Type-Il RCI: Does the rationale

RCI)×(7-ECI)

Support

support the final action?

bearish MA alignment

Type-Ill ECI: Is the confidence

mixed

justified by verified evidence?

×

light wolume normal ×

downtrend downtrend √

decelerating down decelerating √
down

Claim-to-fact matching table

E2A Scorer Score

OHLCV Verifier

Claim Detectors Category Score--⋯ Unsupported 2/4

UCR 0·50

RCI 0

ECI 1

Cov_dir 1

NDR 0·00

Figure 3: Example of evidence-to-action scoring. Given a chart-only query, the VLM produces a technical analysis,
rationale, action, and confidence score, which are parsed and verified against deterministic OHLCV evidence
anchors. Here, a high-confidence SELL recommendation has coherent reasoning but contains two unsupported
claims and insufficient evidence for its confidence, yielding UCR = 0.50, RCI = 0, ECI = 1, and NDR = 0.

where Cr is the set of verifiable technical
claims extracted from the generated analysis
and rationale, with each claim mapped to
an evidence anchor. The variable σr ∈
{bullish, bearish, neutral,unknown} denotes the
coarse polarity of the rationale. The parsed action a
and confidence score c are used for action-level reli-
ability scoring. This parsing step exposes response
components for evidence-grounded evaluation; it
does not judge trading profitability.

Local diagnostic errors. Using the parsed tuple
Π(r) and the matched evidence anchors F = Fs,d0 ,
we define three response-level diagnostics for the
first three links of the evidence-to-action chain. Let
1[·] denote the indicator function and let Adir =
{BUY, SELL}.

Unsupported Claim Rate (UCR) measures
whether the model’s verifiable technical claims are
supported by the evidence anchors. Let Supp(q, F )
indicate whether claim q ∈ Cr is supported by its
corresponding anchor. We define

UCR(r;F ) =

∑︁
q∈Cr

1[¬Supp(q, F )]

max(|Cr|, 1)
. (6)

When no verifiable claim is extracted, this conven-
tion sets UCR = 0; such cases are not treated as
reliable decisions, but are handled by the coverage
term.

Reasoning–Action Consistency Inconsistency
(RCI) measures whether the final action contra-

dicts the polarity of the stated rationale:

RCI(r) = 1
[︁
(σr, a) ∈ {(bullish,SELL),

(bearish,BUY)}
]︁
.

(7)

Evidence–Confidence Inconsistency (ECI) mea-
sures high-confidence directional action under
weak evidence. Let S(F ) denote the number of
unambiguous directional or extreme signals in the
evidence anchors, as specified in Sec. A. We define

ECI(r;F ) = 1[S(F ) = 0 ∧ a ∈ Adir ∧ c ≥ 4] . (8)

Together, UCR, RCI, and ECI diagnose ground-
ing failure, reasoning–action inconsistency, and
evidence–confidence miscalibration, respectively.

Coverage-aware reliability. The local diagnos-
tics evaluate the quality of directional decisions,
but they do not account for whether the model pro-
duces directional actions at all. For a response r
with evidence anchors Fr, let S(Fr) denote the
number of unambiguous directional or extreme sig-
nals. To support both the main coverage-aware
metric and stricter threshold analysis, we define

gθ(Fr) = 1[S(Fr) ≥ θ] , (9)

where θ is the minimum strong-signal count re-
quired for a directional action to contribute to
thresholded coverage. For a response set R under a
fixed model, modality, and method, the thresholded
directional coverage is

Covdir,θ =
1

|R|
∑︂

r∈R
1[ar ∈ Adir ∧ gθ(Fr) = 1] . (10)
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We compute UCRdir by averaging response-
level UCR over directional responses. By con-
vention, RCI and ECI also denote directional-
conditioned averages unless otherwise specified.
We then define thresholded Net Decision Reliabil-
ity as

NDRθ = Covdir,θ⏞ ⏟⏟ ⏞
coverage

· (1−UCRdir) (1− RCI) (1− ECI)⏞ ⏟⏟ ⏞
chain reliability

.

(11)

The main paper uses θ = 0, written as NDR
for brevity. Under this setting, g0(Fr) = 1 for
every response, so Covdir,0 reduces to ordinary
directional coverage, namely the fraction of re-
sponses that commit to BUY or SELL. This set-
ting separates action coverage from chain qual-
ity, with grounding, reasoning–action consistency,
and evidence–confidence calibration captured by
UCRdir, RCI, and ECI, respectively. We analyze
θ > 0 in Sec. C.2 as a stricter robustness analysis
that progressively restricts coverage to directional
actions supported by stronger chart evidence. The
multiplicative form reflects a necessary-condition
view of reliable action: a decision is not reliable
if it is absent, unsupported, inconsistent with its
rationale, or overconfident under weak evidence.
It should not be interpreted as assuming statistical
independence among the factors, nor as measuring
realized trading returns.

Reporting convention. We report UCRall as the
average unsupported-claim rate over all responses,
which is the closest analogue to a conventional hal-
lucination score. We also report UCRdir to mea-
sure grounding quality when the model commits to
a directional action. In contrast, RCI and ECI are
reported on directional responses by default, since
their operational meaning concerns action-level
consistency and calibration. Under the main setting
θ = 0, non-directional outputs such as HOLD and
UNCERTAIN reduce directional coverage rather
than mechanically lowering consistency or calibra-
tion errors. If no directional response is produced,
directional coverage is zero and we set NDR to
0, while directional-conditioned diagnostics are
marked as not applicable. For θ > 0, directional ac-
tions that do not satisfy the corresponding evidence
threshold are additionally excluded from Covdir,θ.
This convention separates evidence-backed action
from conservative non-action, which scalar halluci-
nation rates can conflate.

Statistic Value

Stocks 323 HS300 constituents
Input modalities text-only, chart-only, multimodal
Benchmark queries 969
Evidence anchors 3,230 total facts
Input token length,
mean ± std.

text-only: 1628.8± 61.2;
chart-only: 1027.0± 0.0;
multimodal: 2466.8± 61.2

Table 3: Benchmark-level statistics of E2A-Bench.

3.5 Validation and Benchmark Statistics
Scorer validation. E2A-Bench uses determinis-
tic OHLCV-derived evidence anchors, so human
annotation is not used to define trading-action
ground truth. We instead use professional anno-
tations from anonymous industry practitioners to
validate the automatic scorer. Annotators judge
raw model responses using plain-language ques-
tions aligned with UCR, RCI, and ECI. The anno-
tations show substantial inter-annotator agreement,
and the scorer matches professional consensus la-
bels with high reliability. In a separate blinded
pilot, NDR shows the strongest correlation with
holistic human reliability judgments among the
compared metrics (ρ = 0.466, p = 0.009), while
the principal model-level findings remain stable
across 1,000 Monte Carlo perturbations of scorer
outputs. Detailed protocols and agreement statis-
tics are reported in Sec. A.5.
Benchmark statistics. Table 3 reports the
reusable benchmark structure: stock universe, in-
put modalities, benchmark queries, evidence an-
chors, and input-token lengths. These statis-
tics characterize the scale and input context of
E2A-Bench; additional distributional details are
provided in Sec. A.3.

4 Experiments and Findings

4.1 Setup
Models. We evaluate 20 VLMs across three
families: proprietary systems, open-weight mod-
els, and financial fine-tunes. The proprietary
set includes Gemini-3.1-Pro/Flash (Google Deep-
Mind, 2026a, 2025), GPT-5.5/5.4/5.4-mini (Ope-
nAI, 2026a,b), and Claude-Sonnet-4.6 (Anthropic,
2026). The open-weight set includes Qwen2.5-
VL-3B/7B-Instruct (Bai et al., 2025), Qwen3-
VL-4B-Thinking (Qwen Team, 2025), Qwen3.5-
2B/4B/9B/27B (Qwen Team, 2026), and Gemma-4-
E2B/E4B/31B-It (Google DeepMind, 2026b). The
financial set includes Amsi-fin-o1 (AITRADER,
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Model Size Cov. ↑ UCRall ↓ UCRdir ↓ RCI ↓ ECI ↓ NDR ↑
Proprietary

Gemini-3.1-Pro – 59.0 70.0 67.5 5.2 7.5 16.8
Gemini-3.1-Flash – 37.9 58.1 53.8 2.7 6.3 16.0
Claude-Sonnet-4.6 – 55.1 71.5 69.4 3.6 1.9 16.0
GPT-5.5 – 25.9 61.2 47.6 2.0 4.0 12.8
GPT-5.4 – 15.2 65.4 54.4 2.7 4.1 6.5
GPT-5.4-mini – 8.3 55.9 46.5 2.5 1.2 4.3

Open-Weight

Qwen2.5-VL-3B-Instructa 3B 82.5 53.1 55.0 10.9 2.8 32.1
Qwen2.5-VL-7B-Instructb 7B 53.9 47.9 48.5 4.4 5.7 25.0
Gemma-4-31B-It 31B 61.5 62.8 59.3 4.4 6.0 22.5
Qwen3.5-4B 4B 52.7 59.1 54.6 12.3 3.5 20.3
Qwen3.5-9B 9B 64.2 65.0 63.6 14.5 5.1 19.0
Qwen3.5-2B 2B 54.0 67.1 61.3 8.4 2.7 18.6
Qwen3-VL-4B-Thinkingc 4B 71.9 75.2 74.1 6.6 8.8 15.9
Qwen3.5-27B 27B 48.1 70.7 69.3 13.1 1.7 12.6
Gemma-4-E4B-It 4B 20.7 60.2 52.9 4.5 0.0 9.3
Gemma-4-E2B-It 2B 6.4 39.9 14.5 1.6 4.8 5.1

Financial Fine-Tuned

PyFi-QwenVL-3B-COT-47Ka 3B 62.4 40.5 41.8 26.8 4.8 25.3
PyFi-QwenVL-7B-COT-47Kb 7B 49.5 50.7 54.1 10.6 12.5 17.8
Amsi-fin-o1c 4B 81.3 69.2 73.7 5.3 14.2 17.4
FinLLaVA 7B 36.9 50.7 47.2 15.9 15.1 13.9

Table 4: Main trimodal leaderboard on E2A-Bench. Reported metrics aggregate performance over the three input
modalities; NDR is computed from the aggregated components rather than by averaging modality-specific NDR
values. Cov. denotes directional coverage, and NDR denotes coverage-aware net decision reliability. Within each
group, bold and underlined entries mark the best and second-best values. Superscripts indicate the base–fine-tuned
pairs: aQwen2.5-VL-3B, bQwen2.5-VL-7B, and cQwen3-VL-4B-Thinking.

2025), FinLLaVA (Xie et al., 2024), and PyFi-
QwenVL-3B/7B-COT-47K (Zhang et al., 2025).
Details are reported in Sec. C.

4.2 Overall Performance

Table 4 reports the main trimodal leaderboard
across 20 VLMs. Overall, reliability is better char-
acterized by the coverage–grounding frontier than
by a scalar hallucination score.
Low hallucination does not imply reliable ac-
tion. Qwen2.5-VL-3B-Instruct achieves the high-
est NDR (32.1%) with high directional coverage
(82.5%), whereas Gemma-4-E2B-It has the low-
est UCRall (39.9%) but only 6.4% coverage and
NDR = 5.1%. This result shows that low hallu-
cination can reflect conservative non-action rather
than evidence-backed decision reliability.
Model families show distinct reliability profiles.
Open-weight models achieve the strongest overall
reliability, with Qwen2.5-VL-3B/7B ranking first
and second by NDR. Proprietary models are com-
paratively conservative: the best proprietary model,
Gemini-3.1-Pro, reaches only 16.8% NDR despite

moderate coverage. Financially adapted models are
competitive but uneven; PyFi-QwenVL-3B reaches
25.3% NDR, while other fine-tuned models are
limited by reasoning–action inconsistency, calibra-
tion error, or grounding loss.

Reliable action requires balancing coverage and
chain quality. The strongest models do not min-
imize one diagnostic error in isolation; they pre-
serve actionable coverage while keeping ground-
ing, reasoning–action consistency, and calibration
errors controlled. Financially adapted models il-
lustrate this trade-off: PyFi-QwenVL-3B-COT-
47K reaches a competitive NDR (25.3%), but suf-
fers from a high reasoning–action inconsistency
rate, whereas Amsi-fin-o1 maintains high coverage
(81.3%) but is limited by weaker grounding and
calibration. Among proprietary models, Gemini-
3.1-Pro obtains the highest NDR (16.8%), yet
remains below the best open-weight and finan-
cially adapted systems under our protocol. Overall,
the leaderboard supports the central premise of
E2A-Bench: decision reliability should be evalu-
ated by movement along the coverage–grounding
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(a) Baseline NDR heatmap across representative models and input modalities. (b) Mean baseline NDR by modality.

Figure 4: Input modality effects on baseline NDR. (a) Model-wise NDR across text-only, chart-only, and multimodal
inputs for 12 representative models. (b) Mean NDR by modality across all 20 evaluated models, with 95% bootstrap
confidence intervals. Modality effects are model-dependent; chart-only input achieves the highest average baseline
NDR across the full model set.
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Figure 5: Risk redistribution under financial fine-tuning.
(a) Base-to-fine-tuned migration on the coverage–
grounding plane, where the dashed curves show iso-
Covdir(1 − UCRdir) contours. (b) Fine-tuning pro-
duces inconsistent NDR changes across pairs. (c) All
pairs show strong BUY:SELL amplification, indicating
a consistent shift toward BUY actions despite heteroge-
neous reliability changes.

frontier, not by unsupported-claim rate alone.

4.3 Diagnostic Analyses

4.3.1 Input Modality Effects
Input modality affects NDR in a model-
dependent manner. As shown in Fig. 4, the
best input form differs by model: Qwen3.5-4B
peaks with text-only input (37.9%), while Gemma-
4-31B and Qwen3.5-2B peak with chart-only input
(29.4% and 24.1%). On average, chart-only input
gives the strongest baseline NDR (19.2%), outper-
forming text-only (14.5%) and multimodal input
(15.6%). Therefore, direct chart access can im-
prove evidence-to-action reliability, whereas multi-
modal input does not consistently yield better deci-
sions, motivating modality-specific reporting.

4.3.2 Fine-Tuning Redistributes Risk
Fig. 5 compares strict base–fine-tuned pairs by their
coverage–grounding migration, NDR change, and

BUY:SELL shift.
Reliability gains are base-dependent. Finan-
cial fine-tuning moves different models in differ-
ent directions on the frontier. Amsi-fin-o1 im-
proves NDR modestly (+1.5 pp), mainly through
higher directional coverage with nearly unchanged
grounding. PyFi-QwenVL-3B improves grounding
but loses coverage, while PyFi-QwenVL-7B moves
downward and leftward; both decrease NDR (−6.8
pp and −7.2 pp). Financial fine-tuning redis-
tributes rather than uniformly reduces risk across
coverage, grounding, coherence, and calibration.
BUY-side amplification is consistent. Despite
heterogeneous NDR changes, all three fine-tuned
models shift strongly toward BUY actions. The
BUY:SELL ratio increases from 1.41 to 6.10,
from 0.85 to 4.00, and from 1.84 to 7.73, corre-
sponding to 4.21–4.68× amplification. Across
the three pairs, 455 of 2,907 paired responses
shift from HOLD/UNCERTAIN/unparseable out-
puts to BUY, while matched evidence claims de-
crease by approximately 34–40%. Because the
fine-tuning corpora and objectives are not fully
public, we treat these patterns as descriptive ev-
idence of the output shift rather than as a causal
explanation. Together, these results suggest that
financial adaptation should be audited not only for
aggregate reliability, but also for systematic shifts
in action distributions.

4.3.3 Scaling Is Not Monotonic
Larger Qwen3.5 models do not consistently im-
prove chain-level reliability. We analyze chart-
only inputs, a common setting for financial chart
reasoning, while holding the model family fixed.
As shown in Fig. 7(a), scaling from 2B to 27B
does not monotonically improve the local diagnos-
tics. UCR increases from 57.0 to 71.0, suggesting
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Question:
Can a model with perfect UCR still be unreliable?
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·Qwen gives a SELL recommendation supported by bearish MA alignment, downtrend, and decelerating-down momentum
Key idea: low hallucination is not enough; reliable action requires both grounding and directional coverage

Figure 6: Coverage trap in claim-level hallucination evaluation. Gemma-4-E2B-It avoids verifiable technical claims
and outputs a non-directional HOLD decision, yielding zero observed UCR but no actionable coverage. In contrast,
Qwen3.5-4B issues a directional SELL recommendation whose claims are supported by the evidence anchors. This
case illustrates why claim-level hallucination scores alone can overestimate conservative non-action, while NDR
distinguishes non-action from evidence-backed decision reliability.
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Figure 7: Scaling behavior within Qwen3.5 under
chart-only inputs. (a) Local diagnostics (UCR, RCI,
ECI) show non-monotonic and partially conflicting
trends across model sizes. (b) NDR also varies non-
monotonically, peaking at 2B.

weaker factual grounding at larger scales, while
RCI and ECI follow non-monotonic and partially
conflicting trends. Thus, larger models are not uni-
formly better at preserving grounding, reasoning–
action consistency, and confidence calibration.
NDR follows a separate scaling pattern. Fig. 7(b)
shows that NDR peaks at 2B (24.1), drops at 4B
(12.6), partially recovers at 9B (18.1), and declines
again at 27B (13.1). This trajectory differs from
any single local diagnostic and indicates that net
decision reliability is shaped by the interaction be-
tween coverage and chain quality. The result rein-
forces a central point of E2A-Bench: parameter
scale alone is not a reliable proxy for evidence-to-
action reliability.

4.3.4 Qualitative Illustration
Fig. 6 illustrates the coverage trap behind the rank
reversal. Gemma-4-E2B-It obtains zero observed
UCR by avoiding verifiable claims and issuing

HOLD, whereas Qwen3.5-4B gives an evidence-
backed SELL recommendation. This contrast
shows why NDR must account for directional cov-
erage rather than hallucination avoidance alone.

5 Conclusion

We introduced E2A-Bench, a coverage-aware
evidence-to-action benchmark for financial
VLM reliability. By tracing chart evidence
through claims, rationale, confidence, and action,
E2A-Bench reveals failures hidden by scalar
hallucination scores. Our results show that low
hallucination can reflect non-action, oracle-aided
verification can reduce unsupported claims while
collapsing actionable coverage, and financial fine-
tuning can amplify BUY-side bias. Importantly,
NDR measures evidence-to-action reliability
rather than market forecasting or realized trading
performance. Together, these findings suggest that
financial VLM evaluation should account for the
coverage–grounding frontier rather than rely on
hallucination reduction alone.

Limitations

E2A-Bench is built on HS300 constituents at a
fixed evaluation date, so it does not yet cover differ-
ent market regimes, asset classes, or cross-market
trading conventions. This controlled snapshot im-
proves comparability across models, but future ver-
sions should extend the benchmark to bull, bear,
and sideways regimes, as well as to broader eq-
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uity markets and other financial instruments. Such
extensions would test whether evidence-to-action
reliability remains stable under changing volatility,
liquidity, and macro-market conditions.
E2A-Bench relies on deterministic OHLCV-

derived evidence anchors and pattern-based claim
detectors to ensure reproducible and auditable eval-
uation. This design avoids subjective trading-action
labels, but it may miss rare paraphrases, nuanced
technical claims, or domain-specific reasoning pat-
terns not covered by the current detector. Future
work can improve coverage by expanding multi-
lingual claim patterns, incorporating more robust
semantic parsers, and adding professional adjudi-
cation for ambiguous cases, while preserving the
core principle of grounding evaluation in verifiable
evidence.

Ethical Considerations

E2A-Bench is intended as a research evaluation
resource for studying evidence-to-action reliability
and should not be interpreted as financial or invest-
ment advice. A high NDR score indicates stronger
reliability under our evaluation protocol, but does
not imply profitability, investment quality, or readi-
ness for real-world deployment. Model rankings
on E2A-Bench should therefore not be used as
the sole basis for selecting or deploying systems
in financial applications. Any downstream use of
the benchmark or released artifacts should follow
applicable financial regulations and the licensing
and redistribution requirements of the underlying
market-data providers.
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Appendix

A Detailed Benchmark Specification

This appendix expands the compact evidence-
anchor summary in Table 2. We specify the label
spaces, deterministic computation rules, and strong-
signal indicators used for evidence-confidence eval-
uation. All anchors are computed from the 30-
trading-day OHLCV window and serve as evidence
labels rather than trading-action labels.
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Signal Type Qualifying Labels

Price breakout breakout_high,
breakout_low

Volume anomaly heavy_volume,
light_volume

Strong trend uptrend or downtrend
with |slope| > 0.30%/day

Vol–price divergence bullish_divergence,
bearish_divergence

Extreme price position high_zone, low_zone
Momentum acceleration accelerating_up,

accelerating_down

Table 5: Evidence-anchor labels counted as strong sig-
nals for S(F ). A sample has weak evidence when
S(F ) = 0; ECI fires when such a sample receives
a high-confidence directional action.

A.1 Execution Records and Re-run
Consistency

The core benchmark contains 969 unique stock–
modality queries. Additional archived response
records may arise from chart-only intervention
analyses or paired baseline executions. These
records are used for experimental comparison and
consistency checking, but are not counted as addi-
tional benchmark queries.

For consistency checking, we compare aggre-
gate metrics with and without paired chart-only
baseline executions. Deduplication changes UCR,
RCI, and ECI by at most 0.4 percentage points and
changes NDR by at most 0.005; model rankings
remain unchanged. Thus, the storage convention
does not affect the substantive conclusions.

A.2 Strong-Signal Rules for
Evidence–Confidence Evaluation

ECI penalizes high-confidence directional actions
when the chart evidence is weak. To estimate ev-
idence strength, E2A-Bench computes a strong-
signal count S(F ) from the evidence anchors. As
specified in Table 5, only directional or extreme
labels are counted as strong signals. Descriptive
anchors may still be used for claim verification,
but do not by themselves justify high-confidence
directional action.

Excluded anchors. Not all evidence anchors
in Table 7 contribute to S(F ). MA alignment,
volatility, and recent 5-day change are excluded
from the strong-signal set because they are de-
scriptive or slowly varying signals rather than stan-
dalone directional triggers. MA alignment may
overlap with trend direction, volatility is not direc-

Quantity Value

Stocks 323
Input modalities 3
Benchmark queries 969
Evaluated models 20
Recorded response cells 19,380

Max claim judgments / response 16
Response-level judgments / response 3
Max scoring slots / response 19
Scoring-slot capacity 368,220
Realized scoring judgments 112,369

Table 6: Core trimodal benchmark and scoring inven-
tory. The response-level judgments comprise reasoning–
action consistency, evidence–confidence consistency,
and directional coverage. Chart-only intervention set-
tings are treated as experimental conditions and are not
counted as additional core benchmark queries.

Action Distribution

HOLD:28,076

50.9%
UNCERTAIN:7,036

12.7%

16.5%

SELL:9,127- 19.9%

BUY: 10,970

Figure 8: Final-action distribution over 55,209 success-
fully parsed actions. HOLD and UNCERTAIN ac-
count for 63.6% of parsed actions, motivating coverage-
aware evaluation beyond claim-level hallucination.

tional by itself, and recent 5-day change is treated
as contextual evidence. All three anchors remain
available for claim verification under UCR.

A.3 Benchmark Inventory and Output
Distribution

Table 6 summarizes the core trimodal inventory
of E2A-Bench. The core benchmark contains
323 stocks under three input modalities, yielding
969 benchmark queries and 19,380 completed re-
sponse cells across 20 models. Each response
exposes up to 19 scoring slots: at most 16
claim-grounding judgments, plus three response-
level judgments for reasoning–action consistency,
evidence–confidence consistency, and directional
coverage.
Claim-extraction coverage. Across all 19,380
responses, 89.2% contain at least one anchor-
matched claim, with 2.80 matched claims per
response on average (median 2); the remaining
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# Fact Key Dimension Inputs Computation Rule Output Labels ECI Signal

1 MA alignment MA stacking Close Compare MA5, MA10, and MA20
on the last day.

bullish, bearish, mixed No

2 MA cross Short-term crossover Close Detect golden/death cross of MA5
and MA10 within the last 5 days.

golden_cross,
death_cross, no_cross

Yes

3 Volume change Volume anomaly Volume Compare current volume with the
20-day mean; heavy if > 1.5×,
light if < 0.7×.

heavy_volume,
light_volume,
normal_volume

Yes

4 Price breakout Range breakout Close, High, Low Compare the evaluation-day close
with the high and low over the
preceding 20 trading days,
excluding the evaluation day.

breakout_high,
breakout_low,
within_range

Yes

5 Trend direction Price trend Close Fit a linear trend to 20-day close
prices; use 0.15%/day as the
trend-label threshold.

uptrend, downtrend,
sideways

Yes†

6 Volatility Return variability Close Compute annualized standard
deviation of recent returns.

high_volatility,
medium_volatility,
low_volatility

No

7 Recent 5-day change Short-window return Close Compute 5-day cumulative price
change; significant if |∆| > 3%.

significant_rise,
significant_drop, flat

No

8 Vol–price divergence Price-volume relation Close, Volume Compare 10-day price change
with recent volume change.

bullish_divergence,
bearish_divergence,
volume_price_sync_up,
volume_price_sync_down,
no_divergence

Yes

9 Price position Range position Close, High, Low Compute the close percentile in
the 20-day high–low range; high if
≥ 0.80, low if ≤ 0.20.

high_zone, mid_zone,
low_zone

Yes

10 Short-term momentum Momentum acceleration Close Compare recent daily change with
short-window average change.

accelerating_up,
decelerating_up,
flat_momentum,
decelerating_down,
accelerating_down

Yes

Table 7: Full specification of the ten deterministic OHLCV-derived evidence anchors. “Strong” indicates whether
the anchor contributes to the strong-signal count S(F ) used by ECI. †Trend direction uses 0.15%/day for label
assignment and a stricter 0.30%/day threshold for strong-signal counting.

10.8% contain no matched claim. Expressions out-
side the current claim ontology are left unmatched
rather than labeled as unsupported. Fig. 8 shows the
final-action distribution over successfully parsed ac-
tions. Non-directional responses dominate: HOLD
and UNCERTAIN account for 63.6% of parsed
actions. This motivates coverage-aware scoring,
since low unsupported-claim rates can coincide
with limited directional action.

A.4 Full Specification of Evidence Anchors

Table 7 lists the ten OHLCV-derived evidence an-
chors used by E2A-Bench for claim verification
and evidence-strength estimation.

A.5 Human Validation of the Automatic
Scorer

Annotation protocol. We validate the automatic
scorer using professional annotations from four
anonymous industry practitioners with finance-
related experience. The annotators participated
under written agreements and were informed of
the research purpose, intended data usage, an-
notation procedure, and confidentiality require-
ments. Human annotation is used only to validate
the response-level scorer; it is not used to define

Diagnostic AC1 Precision Recall F1

UCR 0.71 91.3% 88.7% 90.0%
RCI 0.74 87.6% 84.2% 85.9%
ECI 0.82 93.1% 90.5% 91.8%

Table 8: Human validation of the automatic scorer. AC1
measures inter-annotator agreement among four anony-
mous industry annotators; precision, recall, and F1 are
computed against human-consensus labels.

ground-truth trading actions.
Annotators were shown the rendered candlestick

chart and the raw model response. They were
not shown model identities, test-time methods, au-
tomatic labels, or metric names. Each response
was judged using three plain-language questions:
whether the analysis contains unsupported chart
claims, whether the reasoning contradicts the fi-
nal recommendation, and whether the expressed
confidence is appropriate given the chart evidence.
These questions correspond to UCR, RCI, and
ECI, respectively.
Agreement and scorer performance. We com-
pute inter-annotator agreement on the overlapping
subset using Gwet’s AC1. We use Gwet’s AC1
rather than Cohen’s κ because some error types
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have low positive-class prevalence, where κ can be
sensitive to marginal distributions (Wongpakaran
et al., 2013). The four anonymous industry annota-
tors show substantial agreement across all three di-
agnostics, with AC1 scores of 0.71 for UCR, 0.74
for RCI, and 0.82 for ECI. We then evaluate the au-
tomatic scorer against human-consensus labels. As
shown in Table 8, all three diagnostics exceed 85%
F1, indicating that the scorer is a reliable proxy for
large-scale evidence-to-action evaluation.

The scorer performs strongest on ECI, where
the signal-count rule is comparatively determin-
istic. RCI has the lowest recall, reflecting cases
with implicit concessive reasoning or weak polarity
cues.
Holistic human alignment. To complement
component-level scorer validation, we conduct a
blinded pilot on 30 stratified responses spanning
representative reliability profiles. Two annotators
independently judge how reliably each response
transforms verifiable chart evidence into its final
recommendation, without access to model iden-
tity, test-time method, automatic labels, or metric
names. Their ratings show significant agreement
(ρ = 0.569, p = 0.001), and their mean rating is
used as the holistic human judgment. Among the
compared metrics, NDR shows the strongest corre-
lation with this judgment (ρ = 0.466, p = 0.009),
slightly above directional coverage (ρ = 0.453)
and the coverage–grounding score (ρ = 0.451).
Robustness to scorer uncertainty. We further
estimate empirical scorer-error patterns from an
independently labeled stratified audit and use
them to perturb scorer outputs over all 19,380 tri-
modal responses. Across 1,000 Monte Carlo tri-
als, Qwen2.5-VL-3B-Instruct remains the highest-
NDR model, Gemma-4-E2B-It remains among the
bottom three by NDR, and the lowest-UCR model
is never the highest-NDR model. These results
indicate that the principal model-level conclusions
are robust to scorer uncertainty.

A.6 Prompt Template and Language Setting
The raw prompts and model responses in
E2A-Bench are in Simplified Chinese, matching
the A-share market setting and the HS300 stock
universe. For readability, paper examples are trans-
lated into English, while all metric computation
is performed on the original model outputs. The
framework is language-flexible and can be adapted
by replacing the prompt template, response parser,
and claim-pattern detectors. Fig. 9 shows an En-

Base inference prompt

You are a professional A-share technical analyst.
Please perform technical analysis based on the pro-
vided stock data and give a trading recommenda-
tion.

Important: Only describe information that can be
directly observed from the chart or data. Do not
list signals that cannot be verified.

Please strictly follow the output format below:

[Technical Analysis]
Use 3–5 sentences to describe the recent technical
trend of the stock. Only include observations that
can be directly read from the chart or data. Do not
use a fixed template or mechanically enumerate
signals.

[Rationale]
Based on the technical analysis above, provide the
reasoning behind your overall judgment.

[Trading Recommendation]
Action: BUY / SELL / HOLD / UNCERTAIN
(choose exactly one)
Confidence: 1–5 (1 = very uncertain, 5 = very
certain)

Please answer in Simplified Chinese.

Figure 9: English translation of the base inference
prompt. The original prompt is written in Simplified
Chinese and used for model inference; examples in the
paper are translated for readability.

glish translation of the base inference prompt used
in the standard financial chart reasoning task.

A.7 License
We will release the code, evaluation scripts, more
prompt templates, processed benchmark metadata,
and rendered chart images upon acceptance. The
released artifacts will be distributed under the MIT
License. The chart images in E2A-Bench are
rendered from publicly available OHLCV market
data and do not contain personal or user-generated
information. Raw market data redistribution, if
restricted by the original data provider, will be
handled by releasing data-construction scripts and
source specifications rather than redistributing re-
stricted raw records.

B Scoring Implementation Details

Indicator notation. We use 1[·] to denote the
indicator function, which returns 1 if the condition
is true and 0 otherwise.

Claim support for UCR. Each extracted techni-
cal claim is mapped to one deterministic evidence
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anchor. A claim is counted as unsupported if it
contradicts the matched anchor or asserts a techni-
cal signal that is absent from the anchor. When no
verifiable claim is extracted, response-level UCR
is set to zero by convention; such responses are
not treated as reliable actions, but are penalized
through the coverage term in NDR.

Rationale polarity for RCI. For RCI, the
rationale is mapped to a coarse polarity in
{bullish, bearish, neutral,unknown}. RCI fires
only when a directional rationale explicitly contra-
dicts the final directional action, namely bullish rea-
soning with SELL or bearish reasoning with BUY.
Neutral or unknown rationales, as well as non-
directional actions, are not counted as reasoning–
action consistency violations.

Evidence strength for ECI. For ECI, evidence
strength is computed from the strong-signal count
S(F ) defined in Sec. A.2. Weak evidence corre-
sponds to S(F ) = 0, and high confidence cor-
responds to c ≥ 4 on the five-point confidence
scale. Thus, ECI fires when a model issues a high-
confidence directional action under no strong veri-
fied chart signal.

Aggregation rationale. We use multiplicative
aggregation because NDR follows a necessary-
link view of evidence-to-action reliability: reli-
able action requires directional coverage together
with grounding, reasoning–action consistency, and
evidence–confidence calibration. The product be-
comes zero when any required component fails
completely while remaining sensitive to graded
changes across components. Alternative aggrega-
tions exhibit different trade-offs; detailed compar-
isons are reported in Sec. C.4.

C Experimental Details and Additional
Results

C.1 Model Access and Generation Settings
All evaluations are run once under deterministic
decoding whenever supported. For open-weight
and financially adapted models, we use vLLM on 8
NVIDIA L20 GPUs with temperature 0. For API-
based proprietary models, we set temperature to 0
when the option is available; otherwise, we use the
most deterministic setting exposed by the provider.

For reproducibility, we report the proprietary
model identifiers used in our experiments:
• Gemini-3.1-Flash:
gemini-3.1-flash-lite-preview

Threshold Diagnostic interpretation

θ = 0 Main-paper setting. No evidence filter is
applied to directional coverage, so any
directional action can contribute.

θ = 1 Minimal evidence threshold. A directional
action contributes only when at least one
strong chart signal is present.

θ > 1 Stricter evidence threshold. Coverage
progressively decreases as directional
actions are required to be associated with
more strong chart signals.

θ → ∞ Conservative endpoint. Coverage
approaches zero for all models. The rate of
decay reflects how much directional
coverage each model retains under
increasingly strict evidence requirements.

Table 9: Operational interpretation of the evidence
threshold θ in NDRθ. The threshold changes only the
coverage aggregation rule over existing response logs.

• Gemini-3.1-Pro:
gemini-3.1-pro-preview

• GPT-5.5: gpt-5.5
• GPT-5.4: gpt-5.4
• GPT-5.4-mini: gpt-5.4-mini
• Claude-Sonnet-4.6: claude-sonnet-4-6

C.2 Thresholded NDR Analysis

The main paper defines thresholded net decision re-
liability in Eq. (11) and reports NDR as shorthand
for NDR0. Here, we analyze how NDRθ changes
when the evidence threshold θ varies from 0 to 5.
This analysis does not require rerunning any model.
All model actions, confidence scores, extracted
claims, and evidence anchors are already stored
in the response logs; changing θ only changes the
thresholded coverage term in Eqs. (9) to (11). The
directional-conditioned chain-reliability terms re-
main fixed, so the decay of NDRθ directly reflects
the loss of directional coverage under increasingly
strict strong-signal requirements.
Threshold semantics. Table 9 summarizes the role
of θ. The main setting θ = 0 applies no evidence
filter to directional coverage, so any BUY or SELL
action can contribute to NDR. Setting θ = 1 intro-
duces a minimal evidence requirement by exclud-
ing directional actions made when no strong chart
signal is present. Larger thresholds progressively
restrict coverage to directional actions associated
with more strong signals. In the limit θ → ∞, cov-
erage vanishes for all models, while the decay rate
reflects retained directional coverage under stricter
evidence requirements.

9462



θ = 0
(main)

θ = 1 θ = 2 θ = 3 θ = 4 θ = 5

Evidence threshold θ (minimum signal count)

0

5

10

15

20

25

30
ND

R θ
 (%

)
32.1%

25.3%
22.5%

17.4%

5.1%

Qwen2.5-VL-3B
PyFi-QwenVL-3B
Gemma-4-31B
Amsi-fin-o1
Gemma-4-E2B

Figure 10: NDR sensitivity to evidence threshold θ.
The main-paper setting is θ = 0, where all directional
actions contribute to coverage. Increasing θ progres-
sively restricts coverage to directional actions associated
with more strong chart signals, while the directional-
conditioned chain-reliability terms remain fixed. The
leading models retain similar relative ordering under
mild thresholds, whereas all models experience substan-
tial NDR decay under stricter evidence requirements.

Empirical interpretation. As shown in Fig. 10,
NDRθ decreases monotonically with θ, as ex-
pected from the nested coverage thresholds. The
leading models retain much of their baseline NDR
under mild thresholds, and their broad ordering
remains stable from θ = 0 to θ = 2. Qwen2.5-
VL-3B remains the strongest model throughout
this range, while PyFi-QwenVL-3B and Gemma-
4-31B exhibit similar but consistently lower trajec-
tories. By contrast, Gemma-4-E2B starts from a
low NDR at θ = 0 and remains low as the thresh-
old increases, indicating that its weak reliability is
not primarily caused by directional actions under
zero strong signals. Under stricter thresholds, par-
ticularly θ ≥ 3, all models experience substantial
coverage loss and their NDR values rapidly con-
verge toward zero. These results indicate that the
main θ = 0 findings are not artifacts of directional
actions without strong signals, while the decay un-
der stricter thresholds characterizes each model’s
ability to retain reliable coverage. Thus, NDRθ

serves as a robustness diagnostic for Eq. (11) rather
than a separate leaderboard.

C.3 Non-Redundancy of Local Diagnostics
To examine whether the three local diagnostics
capture complementary failure modes, we com-
pute pairwise Spearman rank correlations among
UCRdir, RCI, and ECI across the 20 evaluated
models. As shown in Fig. 11, all pairwise cor-
relations are weak: ρ = 0.26 for UCRdir–RCI,
ρ = 0.12 for UCRdir–ECI, and ρ = 0.18 for RCI–

UCRdir RCI ECI

UCRdir

RCI

ECI

1.00 0.26 0.12

0.26 1.00 0.18

0.12 0.18 1.00

Spearman Correlation
(20 models)

0.00
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0.50

0.75

1.00

Sp
ea
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an
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Figure 11: Local diagnostics capture non-redundant fail-
ure modes. The heatmap reports pairwise Spearman cor-
relations among UCRdir, RCI, and ECI across 20 mod-
els. All off-diagonal correlations are small (ρ ≤ 0.26),
indicating that factual grounding, reasoning–action con-
sistency, and evidence–confidence calibration measure
largely distinct aspects of evidence-to-action reliability.

ECI. These weak correlations indicate that fac-
tual grounding, reasoning–action consistency, and
evidence–confidence calibration capture largely
non-redundant aspects of evidence-to-action reli-
ability. A model can ground its technical claims
while still contradicting its own rationale, or remain
reasoning–action consistent while being overconfi-
dent under weak evidence. These results support
the chain-level design of E2A-Bench: a single
hallucination score would conflate distinct relia-
bility links, whereas UCR, RCI, and ECI provide
complementary diagnostics for identifying the dom-
inant failure mode of each model.

C.4 Sensitivity to Alternative Aggregations

We further compare the multiplicative NDR with
representative alternative aggregation rules on the
same response logs. Let z1 = Covdir, z2 =
1 − UCRdir, z3 = 1 − RCI, and z4 = 1 − ECI.
Table 10 summarizes the resulting behavior.

The arithmetic mean permits strong components
to compensate for weak directional coverage, re-
producing the coverage-blind behavior that NDR
is designed to avoid. The minimum preserves
a strict bottleneck interpretation but discards im-
provements in the remaining components, while
Pareto dominance provides insufficient resolution
for model ranking. These comparisons support
the multiplicative form as a compact aggregation
consistent with the intended evidence-to-action re-
liability semantics.
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Aggregation Formula Key observation

Product /
NDR

∏︁4
i=1 zi Current aggregation;

Gemma-4-E2B-It ranks
19/20.

Arithmetic
mean

1
4

∑︁4
i=1 zi ρ = 0.747 with NDR;

Gemma-4-E2B-It rises to
rank 6/20.

Minimum mini zi ρ = 0.889 with NDR;
improvements outside the
weakest component are
ignored.

Pareto
domi-
nance

– 16/20 models are
non-dominated, and only
about 2% of model pairs can
be ordered.

Table 10: Sensitivity of model comparison to alternative
aggregation rules. The multiplicative form preserves the
necessary-link interpretation while retaining sensitivity
to all four components.

C.5 Contrastive Case: Claim-Level Factuality
vs. Evidence-Backed Action

Table 11 provides a detailed evidence audit for
a single chart-only input. Both models receive
the same input: stock 601799.SH, using the 30-
day OHLCV window ending on 2023-06-30. The
ground-truth fact labels are computed deterministi-
cally from the OHLCV data.

This case illustrates why UCR and NDR an-
swer different evaluation questions. UCR mea-
sures whether generated claims are unsupported,
so a conservative response can appear reliable
by making few verifiable claims and avoiding di-
rectional commitment. NDR instead evaluates
whether the model can produce an evidence-backed
action. Gemma-4-E2B-It makes two supported
claims but outputs HOLD, whereas Qwen3.5-9B
makes one unsupported volume claim among four
audited claims and outputs BUY with confidence 4.
The latter action is coherent with the bullish evi-
dence, is not flagged by the calibration diagnostic,
and is supported by three strong signals. Thus,
NDR separates conservative non-action from ac-
tionable evidence-backed reliability.

C.6 Qualitative Case: Imperfect Claims with
Reliable Action

Fig. 12 complements the main-text coverage-trap
example by showing that NDR is not a perfection-
based hallucination score. Qwen3.5-4B makes
one unsupported claim, but its SELL recommenda-
tion remains directionally covered, coherent with
the bearish rationale, and supported by multiple

Item Paper-snapshot evidence

Stock / date 601799.SH, 2023-06-30
Input modality Chart-only (candlestick PNG with

MA5/MA10/MA20 and volume)

Deterministic OHLCV evidence
MA alignment Bullish: MA5 = 119.92, MA10 = 118.30,

MA20 = 114.04
Volume ratio 0.98× the 20-day mean (normal volume)
Price breakout Breakout above the prior 20-trading-day high:

current close = 123.60, prior-window high
= 122.48

Trend direction Uptrend; slope = 0.729%/day
5-day price change +6.27% (significant rise)
Price position 99.2nd percentile within the most recent

20-trading-day high–low range, including the
evaluation day

Strong-signal count S(F ) 3

Case A: Gemma-4-E2B-It
Action / confidence HOLD / 3
Claim audit 2 audited claims, both supported
UCR (response) 0/2 = 0.0%
RCI / ECI N/A under directional-conditioned reporting
Role in NDR0 Non-directional; excluded from directional error

terms and does not increase directional coverage

Case B: Qwen3.5-9B
Action / confidence BUY / 4
Claim audit Bullish MA alignment: supported; breakout

high: supported; uptrend: supported; heavy
volume: unsupported (actual ratio 0.98×,
normal volume)

UCR (response) 1/4 = 25.0%
RCI / ECI No inconsistency or calibration error detected
Coverage status Directional under θ = 0; S(F ) = 3, so the

action also satisfies the stricter θ = 1 evidence
floor

Role in NDR0 Directional action enters coverage and
directional-conditioned chain diagnostics

Aggregate decomposition from the trimodal leaderboard
Gemma NDR0 6.4%×85.5%×98.4%×95.2% = 5.1%
Qwen3.5-9B NDR0 64.2% × 36.4% × 85.5% × 94.9% =

19.0%

Table 11: Released-artifact evidence audit for a con-
trastive chart-only case. Gemma-4-E2B-It has zero
response-level UCR but does not issue a directional
action. Qwen3.5-9B incurs a 25% response-level UCR
from one unsupported volume claim, while its BUY ac-
tion remains directionally covered, rationale-consistent,
and calibrated.

verified evidence anchors. In contrast, Gemma-4-
E2B-It again avoids verifiable claims and outputs
HOLD, obtaining zero observed UCR but zero
NDR due to the absence of directional coverage.
This case illustrates that NDR penalizes conserva-
tive non-action while still recognizing actionable
recommendations whose evidence-to-action chain
remains largely intact.
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·NDR Case 2: Imperfect Claims, Still Reliable

Volume

INPUT CHART
601628.SH (ending 20230630)

33
37

36
35

34

33 自中十

200000

100000

May 1

ice

QUESTION:
Can a model with non-zero UCR still receive high NDR?

Gemma-4-E2B-It
Output: HOLD
Confidence: 3
Behavior:no claim atoms
Tag: abstention-like safety
Metric Value
Claims 0/0
UCR」 0·00
Cov_dir↑ 0
RCI↓ N/A
ECI↓ N/A
NDR↑ 0·00

Qwen3.5-4B
Output: SELL
Confidence:4
Supported claims: 3/4
Signals: 4 verified
Metric Value
Claims 3/4
UCR↓ 0·25
Cov_dir↑ 7
RCI↓ 0
ECI↓ 0
NDR↑ 0·75

Answer:
·Qwen makes one unsupported claim, so UCR is not perfect·
·However, its SELL action remains directionally covered and confidence is supported by four verified signals·
·Because RCI= 0 and ECI= 0, the chain does not break;NDR only discounts by the unsupported-claim rate·
· Gemma remains UCR-perfect but receives NDR=0 because it never provides a directional action·

Key idea: NDR is coverage-aware, not hallucination-only; it rewards evidence-backed action even when grounding is not flawless

Figure 12: Imperfect claims can still yield reliable action. Qwen3.5-4B makes one unsupported claim, resulting in
non-zero UCR, but its SELL action remains directionally covered, coherent with the bearish rationale, and supported
by multiple verified evidence signals. This example shows that NDR is not a perfection-based hallucination score;
it evaluates whether an actionable recommendation remains sufficiently evidence-backed across the full chain.
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