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Abstract

Large language model (LLM) agents are
trained with reinforcement learning (RL) for
complex decision-making tasks. However,
most RL-trained agents remain episodic and
cannot accumulate reusable knowledge across
episodes. Recent skill-based approaches, such
as SKILLRL, attempt to address this issue by
extracting skills from raw trajectories, but treat
the skill bank as an append-only repository
without verifying whether stored skills remain
effective. In this paper, we propose SKILL-
FORGE, a framework for continuous skill evo-
lution that enables skills to be verified and re-
fined through environment interaction. By mak-
ing skill usage explicit during agent interaction,
RL can directly optimize both environment ac-
tions and skill invocation decisions. SKILL-
FORGE further introduces evidence-based skill
verification and multi-pathway skill induction,
allowing the skill bank to continuously grow
while maintaining its quality. Extensive ex-
periments on ALFWorld, WebShop, and Ap-
pWorld show that SKILLFORGE consistently
outperforms SKILLRL, demonstrating the ef-
fectiveness of continuously verified skills in
training stronger LLM agents.

1 Introduction

The rapid advancement of large language models
(LLMs) (Liu et al., 2024; Yang et al., 2025) has
driven the development of LLM-based agents (Yao
et al., 2023; Shinn et al., 2023), which are now
widely used in applications such as web naviga-
tion (Google, 2025; OpenAI, 2025a), deep research,
and personal assistance (OpenAI, 2025b; Google,
2024; Team et al., 2025). Reinforcement learning
(RL) (Guo et al., 2025; Sun et al., 2024; Ji et al.,
2026; Chu et al., 2026) has become the dominant
approach for training such agents, enabling them to
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Figure 1: (a) Existing methods distill trajectories into
skills and append them to the bank, but skills are injected
in bulk without explicit usage tracking or quality control.
(b) SKILLFORGE introduces explicit skill calling with
per-skill effectiveness tracking to update existing skills,
and multi-pathway induction to continuously add new
skills to the evolving bank.

acquire adaptive behaviors in open-ended environ-
ments. However, most RL-trained agents (Li et al.,
2026; Mai et al., 2025; Lin et al., 2025) remain
episodic: each episode starts from scratch without
retaining reusable knowledge from past successes
or failures (Zhang et al., 2026a). As a result, agents
often have to rediscover effective behaviors repeat-
edly, leading to inefficient learning. This raises a
fundamental question: how can agents accumulate
and reuse knowledge across episodes?

A common solution is to equip agents with exter-
nal memory that stores past trajectories for future
reference (Shinn et al., 2023; Zhao et al., 2024;
Chhikara et al., 2025). However, raw trajectories
are often long, redundant, and noisy (Chhikara
et al., 2025), making them difficult to reuse ef-
fectively. Even with compression or online up-
dates (Zhang et al., 2026a,b), existing memory-
based methods mainly rely on recalling past
episodes rather than extracting reusable knowledge.
Instead of memorizing what happened in previous
trajectories, a more effective strategy is to distill
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experience into skills, which are compact decision
principles that capture what to do, why it works,
and when to apply it (Anthropic, 2025). Such skills
are concise, reusable across episodes, and easy to
retrieve during decision making. Recent work such
as SKILLRL (Xia et al., 2026a) demonstrates the
effectiveness of this direction by extracting skills
from raw trajectories and injecting them into the
policy prompt (as shown in Fig. 1(a)), achieving
substantial improvements over both vanilla RL and
memory-based approaches.

Despite these improvements, SKILLRL and re-
lated approaches treat the skill bank as an append-
only skill repository in which skills are continu-
ously added but rarely examined (Xia et al., 2026a).
In practice, skills are written once and then repeat-
edly injected into the prompt without verifying
whether they are actually useful. This design leads
to three important limitations. First, skill usage is
not observable. Skills are inserted in bulk, and it is
unclear whether the agent truly relies on a specific
skill during decision making. Second, skill effec-
tiveness is difficult to attribute. Without explicit
usage signals, it is hard to determine whether a suc-
cessful trajectory is caused by a particular skill or
simply coincides with it. Third, skill quality is not
controlled. Incorrect or outdated skills may remain
in the skill bank indefinitely, gradually polluting
the knowledge base.

To address these issues, we propose SKILL-
FORGE, a skill evolution framework that enables
skills to be continuously verified through environ-
ment interaction (Fig. 1(b)). The key idea is to
make skill usage explicit during agent interaction.
Instead of injecting full skill descriptions into the
prompt, SKILLFORGE provides a compact catalog
and allows the agent to invoke skills on demand
using structured tags. Each invocation becomes
a discrete event in the trajectory, making skill us-
age directly observable and allowing RL to rein-
force useful skills while suppressing ineffective
ones. SKILLFORGE further introduces evidence-
based skill verification. For each skill, the frame-
work tracks statistics such as success rate and usage
count, which are aggregated into an underperfor-
mance score used for skill review. High-scoring
skills show stronger evidence of underperformance
and are prioritized for LLM-based reflexion, and
they are revised when needed to maintain skill
quality. Finally, SKILLFORGE introduces a multi-
pathway skill induction mechanism that synthe-
sizes new skills from successful trajectories, failed

attempts, and contrastive outcome analysis, en-
abling the skill bank to continuously grow while im-
proving its quality. We evaluate SKILLFORGE on
ALFWorld (Shridhar et al., 2021), WebShop (Yao
et al., 2022), and AppWorld (Trivedi et al., 2024).
Without a cold-start SFT stage, SKILLFORGE im-
proves over SKILLRL by 6.3% on average, demon-
strating that continuously verified skills lead to
stronger agents.

Our contributions can be summarized as follows:

• We propose SKILLFORGE, a continuous skill evo-
lution framework that enables skills to be verified
and refined through environment interaction.

• We design an explicit skill calling strategy that
makes skill usage observable and allows RL to
jointly optimize actions and skill invocations.

• Extensive experiments on three diverse bench-
marks show that SKILLFORGE consistently out-
performs existing skill-based baselines.

2 Related Work

LLM Agents. Recent progress in large language
models has led to a surge of autonomous agents
that can reason, act, and interact with external en-
vironments (Zhai et al., 2025; Wei et al., 2026).
Representative frameworks such as ReAct (Yao
et al., 2023) and Reflexion (Shinn et al., 2023) aug-
ment agent behavior with interleaved reasoning or
self-reflection, while AutoGen (Wu et al., 2024)
and CAMEL (Li et al., 2023) extend this paradigm
to multi-agent collaboration and tool use. Despite
their strong empirical performance, most existing
agents are still built on in-context learning (Dong
et al., 2024) and remain fundamentally episodic,
with little ability to accumulate reusable knowledge
across interactions.
Memory in Agents. To improve long-horizon de-
cision making, many agent systems introduce ex-
ternal memory (Hu et al., 2025). Early approaches
mainly rely on retrieval-augmented generation or
direct storage of past trajectories (Wang et al., 2024;
Chhikara et al., 2025; Zhang et al., 2025; Wang
et al., 2025). More recent work moves toward com-
pressing experience into summaries, tips, or higher-
level reflections (Wang and Chen, 2025; Tang et al.,
2025; Fang et al., 2026; Zhao et al., 2024; Ouyang
et al., 2026; Wei et al., 2025). Although these meth-
ods improve memory efficiency, they retain noisy
or weakly grounded information, making it diffi-
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cult to extract reusable knowledge that can benefit
future decisions.
Skill Learning for Agents. Beyond generic mem-
ory, recent studies increasingly explore reusable
skills as a more structured form of experience ab-
straction (Anthropic, 2025; Gao et al., 2025; Xia
et al., 2026b; Liu et al., 2026b; Xia et al., 2026a; Ma
et al., 2026). This direction is related to continual
learning (Parisi et al., 2019) and is also connected
to reinforcement learning, which has been widely
used for model alignment and reasoning optimiza-
tion (Schulman et al., 2017; Ouyang et al., 2022;
Shao et al., 2024). However, skill learning in open-
ended agent environments remains underexplored,
especially when skills must be updated according
to long-horizon interaction outcomes. This moti-
vates studying skills not as static memory items,
but as reusable capabilities that can improve over
time.

3 Method

We propose SKILLFORGE, a framework that main-
tains a continuously verifiable skill bank alongside
the agent’s policy during RL training. In this sec-
tion, we first describe the skill representation and
retrieval process in Section 3.1. We then present
the rollout and policy optimization process with
explicit skill calling in Section 3.2. Finally, Sec-
tion 3.3 introduces skill induction, verification, and
update based on environment interaction. The over-
all framework is illustrated in Fig. 2.

3.1 Skill Representation and Retrieval
Problem Setup. We consider an LLM agent with
policy πθ interacting with an environment E over
multi-step episodes. Each task is specified by a
description d. At step t, the agent observes ot, pro-
duces action at, and receives the next observation
ot+1, forming a trajectory τ = (o0, a0, . . . , oT )
with binary reward r(τ) ∈ {0, 1}. We augment the
agent with a skill bank B = Bg ∪

⋃K
k=1 Bk, where

Bg contains general skills and each Bk corresponds
to a task type and contains its associated skills. The
joint objective is:

max
θ, B

Ed∼D
[
Eτ∼πθ(·|d,B)

[
r(τ)

] ]
. (1)

Skill Schema. Each skill s ∈ B is a structured
knowledge unit. It consists of a title as the callable
identifier, an intent describing its purpose, a prin-
ciple encoding the core decision strategy, appli-
cability conditions specifying when to apply it, a

category label (general or task type k), and a sta-
tus flag for tracking whether the skill is active or
under revision. This design keeps each skill self-
contained: the agent can judge its relevance from
the compact description and access the full content
only after explicit invocation.

Skill Bank Initialization. We construct the
initial skill bank B0 by rolling out the ini-
tial instruction-tuned policy model in the target
environment and distilling the collected trajec-
tories through a teacher LLM MT , following
SKILLRL (Xia et al., 2026a). Successful trajec-
tories are distilled into strategic patterns, while
failed ones are synthesized into concise correc-
tive lessons. The resulting skills are organized
into a two-level hierarchy: general skills Bg cap-
ture universal strategies applicable across all task
types (e.g., systematic exploration, precondition
checking), while task-specific skills Bk encode spe-
cialized knowledge for each task category k (e.g.,
domain-specific action sequences, common failure
modes). This initial bank serves as the starting
point for subsequent evolution during RL training.

Retrieval and Catalog Injection. At the begin-
ning of each episode, the system retrieves a subset
of skills from Bg ∪ Bk using embedding-based re-
trieval, which ranks all skills by semantic similarity
to the task description d and selects the top-K:

Sret = Top-K
s∈B

cos(ed, es) , (2)

where ed and es are the embeddings of the task
description and skill, respectively. The retrieved
skills are formatted into a compact catalog contain-
ing only the title and a one-line descriptions, and
then appended to the first user message. This de-
sign keeps the prompt compact regardless of the
bank size, while the full skill content, including the
principle and applicability conditions, is revealed
only after explicit skill calling (§3.2).

3.2 Skill Calling and Policy Optimization

Rollout with Explicit Skill Calling. For each
task d, the retrieved skill catalog Sret is appended
to the prompt together with the task query. During
interaction with the environment, the agent’s output
at each step consists of an environment action aenv

t

and an optional skill invocation ct:

at =
(
aenv
t , ct

)
, ct ∈ {∅} ∪ Sret , (3)
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Figure 2: Overview of the SKILLFORGE framework. Skills are retrieved from the skill bank and injected as a
compact catalog into the agent’s prompt (§3.1). During rollout, the agent explicitly invokes skills via structured tags,
and the policy is optimized with GRPO (§3.2). Rollout trajectories then drive multi-pathway skill induction and
evidence-based verification to continuously evolve the skill bank (§3.3).

where ct selects a skill from the retrieved catalog or
∅ if no skill is invoked. In practice, the agent emits
a structured <skill_call>NAME</skill_call>
tag within its response. The framework resolves
the called name against the catalog and returns the
full structured skill content (intent, principle, and
applicability conditions) as feedback in the next
observation:

ot+1 =

{
E(aenv

t ) ⊕ Content(ct) , if ct ̸= ∅ ,

E(aenv
t ) , otherwise ,

(4)

where ⊕ denotes concatenation. This design treats
skill invocation as a discrete, traceable action
within the trajectory, making skill usage both ob-
servable and attributable. Since the calling tag is
part of the generated token sequence, RL directly
optimizes when and which skills the agent invokes.
Per-skill usage events further enable effectiveness
tracking in Section 3.3.

Policy Update. The agent samples G trajectories
{τ (i)}Gi=1 ∼ πθ(· | d,Sret) with skill calling events
recorded. Each trajectory is scored against the
ground-truth outcome reward Ri = r(τ (i)), from
which we compute the group-relative advantage
Âi = (Ri − R̄)/σR. The policy is optimized via

GRPO (Guo et al., 2025):

J(θ) = E

[
1

G

G∑

i=1

min
(
ρiÂi, clip(ρi, 1−ϵ, 1+ϵ)Âi

)

−β DKL
(
πθ∥πref

)
]
,

(5)

where ρi = πθ/πθold is the importance ratio, ϵ is the
clipping range, and πref is a fixed reference policy.
Since the <skill_call> tag is part of the gener-
ated token sequence, the same objective jointly
optimizes actions and skill invocation decisions.

Trajectory Abstraction. Each rollout trajectory
is summarized by an LLM into a concise abstrac-
tion preserving key decisions, skill calls, and out-
comes while discarding redundant observations.
Trajectories are partitioned into successful (T +)
and failed (T −) sets according to reward and stored
in per-task-type buffers, which serve as structured
input for skill induction.

3.3 Skill Evolution

The skill bank evolves continuously through two
processes. Induction adds new skills from rollout
trajectories, while verification evaluates and refines
existing skills using usage evidence.
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Method ALFWorld WebShop AppWorld
Pick Look Clean Heat Cool Pick2 All Score Succ. TGC SGC

Closed-source LLMs
GPT-4o 75.3 60.8 31.2 56.7 21.6 49.8 48.0 31.8 23.7 48.8 32.1
Gemini-2.5-Pro 92.8 63.3 62.1 69.0 26.6 58.7 60.3 42.5 35.9 – –

Qwen2.5-7B-Instruct
Qwen2.5 33.4 21.6 19.3 6.90 2.80 3.20 14.8 26.4 7.80 0.59 0.00
Prompt-based Agentic or Memory-based Methods
ReAct∗ 48.5 35.4 34.3 13.2 18.2 17.6 31.2 46.2 19.5 0.59 0.00
Reflexion∗ 62.0 41.6 44.9 30.9 36.3 23.8 42.7 58.1 28.8 1.19 0.00
Mem0 54.0 55.0 26.9 36.4 20.8 7.69 33.6 23.9 2.00 – –
SimpleMem 64.5 33.3 20.0 12.5 33.3 3.84 29.7 33.2 8.59 – –

RL-based Methods
RLOO∗ 87.6 78.2 87.3 81.3 71.9 48.9 75.5 80.3 65.7 – –
GRPO∗ 90.8 66.1 89.3 74.7 72.5 64.7 77.6 79.3 66.1 17.9 3.57

Memory-Augmented RL-based Methods
Mem0+GRPO 78.1 54.8 56.1 31.0 65.0 26.9 54.7 58.1 37.5 – –
SimpleMem+GRPO 89.5 36.3 60.0 50.0 64.9 26.3 62.5 67.8 46.9 – –
SkillRL 97.9 71.4 90.0 90.0 95.5 87.5 89.9 85.2 72.7 19.0 5.36

OURS(Qwen2.5-7B) 100 100 92.6 100 80.0 91.7 93.6 89.8 83.0 23.8 14.3
OURS(Qwen3-4B) 94.3 92.3 92.6 81.3 84.0 79.2 87.9 90.8 84.0 44.6 30.4
OURS(Qwen3-30B-A3B) 100 84.6 92.6 93.8 92.0 95.8 94.3 90.8 83.8 59.5 37.5

Table 1: Performance on ALFWorld, WebShop, and AppWorld. For ALFWorld, we report the average success rate
(%) for each subtask as well as the overall result. For WebShop, we report both the average score and the average
success rate (%). For AppWorld, we report Task Goal Completion (TGC) and Scenario Goal Completion (SGC). ∗

denotes the results replicated from (Feng et al., 2025).

Multi-Pathway Skill Induction. Every I train-
ing steps, a teacher LLM MT synthesizes new
skills from the trajectory abstractions collected in
Section 3.2. Depending on the trajectory buffer,
one of three induction pathways is selected. Ex-
traction extracts generalizable strategies from suc-
cessful trajectories T +. Refinement identifies re-
curring failure patterns from T − and formulates
corrective strategies. Contrastive analysis pairs suc-
cesses with failures to identify decisive behavioral
differences. The teacher synthesizes new skills as:

Snew = MT

(
T +, T −,B, m

)
, (6)

where the mode m is contrastive when both
|T +|, |T −| > 0, extraction when only successes
are available, and refinement when only failures
exist. The existing bank B is provided as context
to avoid generating redundant skills. New skills
are deduplicated via lexical matching and semantic
similarity before being added to the bank.

Evidence-Based Skill Verification. Explicit
skill calling (Section 3.2) makes each skill invo-
cation a traceable event tied to an episode outcome.

This enables fine-grained effectiveness tracking.
We maintain per-skill statistics updated after every
training step. Specifically, each time skill s is in-
voked in an episode with outcome r ∈ {0, 1}, its
exponential moving average (EMA) success rate is
updated as:

p̂s ← α · r + (1− α) · p̂s , (7)

where α is the smoothing factor. We additionally
track total uses ns. These statistics are combined
into an underperformance score:

conf(s) = (1− p̂s) ·
(
1− 0.5ns/h

)
, (8)

where h is the usage half-life. A skill with low
success rate and high usage receives a high under-
performance score, indicating stronger evidence
that it should be prioritized for reflexion. An LLM
reviews the skill definition against its recent us-
age contexts and returns a verdict of keep or re-
vise (rewriting the principle and applicability con-
ditions). This process ensures that skills that no
longer contribute are revised in a timely manner,
preventing knowledge decay and maintaining the
overall reliability of the skill bank.

10452



Method ALFWorld AppWorld

SKILLFORGE 87.9 44.6

Skill Calling
w/o Explicit Calling 77.9 33.3
w/o Skill Bank 79.3 34.5

Skill Induction
w/o Multi-Pathway 82.1 36.9
w/o Deduplication 86.4 38.7

Skill Verification
w/o Effectiveness Tracking 83.6 36.3
w/o LLM Reflexion 82.1 39.3

Table 2: Ablation study on Qwen3-4B. We report ALF-
World success rate (%) and AppWorld TGC (%).

Training Procedure. Algorithm 1 summarizes
the complete loop. Each training step consists of
skill-augmented rollout (Section 3.2) followed by
policy update. Every I steps, the skill bank is up-
dated: new skills are induced and deduplicated,
existing skills are verified through effectiveness
tracking and reflexion, and the updated bank is im-
mediately available to subsequent rollouts. This en-
sures that skills are continuously generated, tested,
and refined through environment interactions.

4 Experiments

4.1 Experimental Setup

We evaluate SKILLFORGE on three benchmarks:
ALFWorld (Shridhar et al., 2021), WebShop (Yao
et al., 2022), and AppWorld (Trivedi et al., 2024).
For ALFWorld, we report per-subtask and overall
success rate (%). For WebShop, we report average
score and success rate (%). For AppWorld, we
report Task Goal Completion (TGC) and Scenario
Goal Completion (SGC).

4.2 Implementation Details

We implement all experiments with the VeRL
framework (Sheng et al., 2025). Specifically,
Qwen2.5-7B-Instruct and Qwen3-4B-Instruct are
trained on one node with 8 NVIDIA H20 GPUs,
while Qwen3-30B-A3B-Instruct is trained on 16
H20 GPUs. We use GRPO with a constant learn-
ing rate of 1e−6, G=8 samples per prompt, and
KL coefficient 1e−3. Rollout temperature is 0.9.
The skill bank is updated every I=5 training steps
using Qwen3-Max as the teacher LLM MT . For
skill retrieval, we use Qwen3-Embedding-0.6B to
encode task descriptions and serialized skill repre-
sentations.

4.3 Main Results

Overall Performance. Table 1 reports the main
results. SKILLFORGE consistently outperforms
all baselines. With Qwen2.5-7B, it achieves 93.6
on ALFWorld and 89.8/83.0 (score/success) on
WebShop, improving over GRPO by +16.0 and
+10.5 score (+16.9 success), respectively. On the
more challenging AppWorld, it further increases
TGC/SGC from 17.9/3.57 to 23.8/14.3, demonstrat-
ing strong improvements on multi-step tasks.

Comparison with Skill-based Methods. Com-
pared with the strongest baseline SKILLRL, SKILL-
FORGE improves performance under the same
backbone by +3.7 on ALFWorld (93.6 vs. 89.9)
and +10.3 success on WebShop (83.0 vs. 72.7).
The gap becomes larger on AppWorld, where TGC
increases from 19.0 to 23.8 and SGC nearly triples
(5.36→ 14.3), highlighting the benefit of continu-
ous skill refinement.

Scaling Across Models. SKILLFORGE benefits
all model scales. Notably, Qwen3-4B already
achieves strong performance (87.9 ALFWorld,
84.0 WebShop success), approaching or surpassing
Qwen2.5-7B with SKILLRL. Scaling to Qwen3-
30B-A3B further yields the best results (94.3 ALF-
World, 59.5 AppWorld TGC).

4.4 Analysis

Effect of Skill Evolution Components. Table 2
studies the contribution of each component on
Qwen3-4B. Removing explicit skill calling or the
skill bank leads to large drops (87.9→77.9 and
79.3 on ALFWorld), confirming the importance
of external skill retrieval. Within skill induction,
multi-pathway induction is the most critical com-
ponent, while deduplication is important on App-
World, where TGC drops from 44.6 to 38.7. For
skill verification, both effectiveness tracking and
LLM reflexion improve performance, with the for-
mer contributing more substantially. Overall, skill
calling, induction, and verification all provide com-
plementary gains.
Skill Bank Evolution. Fig. 3 illustrates how the
skill bank evolves during training on ALFWorld
and AppWorld. The total number of active skills
grows steadily (44→90 on ALFWorld and 44→86
on AppWorld) as the agent encounters diverse task
failures. General skills increase gradually, while
task-specific skills expand to address environment-
specific requirements. This controlled growth sug-
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Figure 3: Evolution of the skill bank during training on ALFWorld and AppWorld. The y-axis shows the number of
active skills, grouped into general and task-specific categories. New skills are continuously induced via trajectory
analysis, while potentially underperforming ones are reviewed and revised when needed through reflexion, resulting
in steady but controlled growth.
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Figure 4: t-SNE visualization of skill intent embeddings at different training steps on ALFWorld (top) and AppWorld
(bottom). Gray points denote the initial skill bank, while colored points represent skills induced during training. As
training progresses (Step 20, 40, 60, and 80), newly generated skills gradually expand into previously unexplored
regions of the embedding space, indicating the progressive diversification of the skill bank through trajectory-driven
induction and reflexion-based refinement.

Skill Bank Source ALFWorld AppWorld

No skill 26.4 26.8

Qwen3-4B @ init (step 0) 27.9 27.4
Qwen3-4B @ step 20 28.6 28.6
Qwen3-4B @ step 40 28.6 31.5
Qwen3-4B @ step 80 32.9 31.5

Qwen3-30B-A3B self-evolved 34.3 30.4

Table 3: Skill transferability across model scales. Skill
banks produced by Qwen3-4B-Instruct at different train-
ing stages are directly applied to Qwen3-30B-A3B-
Instruct without further training.

gests that SKILLFORGE continuously induces use-
ful skills while revising unreliable ones through
reflexion, maintaining a compact yet expressive
skill bank.

Skill Distribution. Fig. 4 visualizes the t-SNE
projection of skill intent embeddings at different
training steps on both ALFWorld and AppWorld.
The initial skill bank (gray points) occupies a lim-
ited region of the embedding space. As training
progresses, newly induced skills (colored points)
gradually expand into new regions, indicating the
increasing diversity of the learned strategies. This
expansion pattern suggests that trajectory-driven
induction continuously introduces skills addressing
new task situations, while reflexion-based verifica-
tion helps maintain the coherence of existing skills.
As a result, the skill bank evolves from a small ini-
tial set into a richer and more specialized collection
of decision strategies.

Skill Transferability. Table 3 examines whether
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Figure 5: Training curves on ALFWorld and AppWorld. SKILLFORGE achieves faster convergence and higher
asymptotic performance than the variant without explicit calling.

Evolution Timeline of Authenticate Before Acting

INTENT: Establish basic awareness of 
authentication requirements.

PRINCIPLE: Complete a successful login and 
obtain a valid access token before invoking any 
state-mutating or protected APIs.

WHEN TO APPLY: Before calling any API requiring 
authentication, especially write operations.

↻ REFLEXION FEEDBACK:  Failures often stem 
from incorrect implementation of authentication rather 
than omission of the step itself.

Step 0
INTENT: Enforce verification of credential 
retrieval and usage.
PRINCIPLE: Ensure a successful login—
verifying both username and password are 
correctly retrieved and used—and confirm the 
resulting access token is valid.
WHEN TO APPLY: Before calling authenticated 
APIs, on 401 errors, or when login steps lack explicit 
validation.

↻ REFLEXION FEEDBACK:  Doesn't enforce 
validation of login success or correct credential usage.

Step 40
INTENT: Mandate explicit, end-to-end 
validation of the auth chain..
PRINCIPLE: Before any protected API call, 
explicitly retrieve credentials, perform login, 
validate a non-empty access token is returned, 
and confirm the token is correctly passed.
WHEN TO APPLY: Before authenticated APIs, on 
auth errors (401/403/422), or when 
credentials/tokens lack programmatic verification.

↻ REFLEXION FEEDBACK:  Current version: full 
validation chain enforced.

Step 80

Evolve Evolve

Figure 6: Evolution timeline of a representative skill (Authenticate Before Acting) across training stages on
AppWorld. The figure shows how the skill evolves from Step 0 to Step 40 and Step 80 through trajectory-driven
induction and reflexion. The initial version captures a basic authentication strategy. As training progresses, the skill
is refined to include explicit credential verification and stronger applicability conditions. Green text marks newly
added content, while red text indicates revised or removed parts of the skill definition.

evolved skills transfer across model scales by ap-
plying Qwen3-4B skill banks to Qwen3-30B-A3B
without further training. Later-stage skills consis-
tently outperform earlier ones (32.9 vs. 27.9 on
ALFWorld, 31.5 vs. 27.4 on AppWorld), and even
initial skills already improve over the no-skill base-
line, confirming that SKILLFORGE’s skills store
transferable knowledge rather than model-specific
artifacts. Notably, Qwen3-4B step-80 skills match
or exceed Qwen3-30B-A3B’s self-evolved bank on
AppWorld (31.5 vs. 30.4), suggesting that a smaller
model with sufficient evolution can produce skills
competitive with those from a larger model.

Training Dynamics. Fig. 5 shows training curves
on ALFWorld and AppWorld. SKILLFORGE ini-
tially lags behind the variant without explicit call-
ing due to the overhead of learning skill usage, but
quickly surpasses it and achieves both faster con-
vergence and higher final performance. The gap
widens in later stages, indicating that continuous
skill induction and verification provide compound-
ing benefits during training.

Case Study. Fig. 6 illustrates how a representative
skill evolves during training on AppWorld. The ini-
tial version (Step 0) captures a coarse strategy that
simply requires obtaining a valid authentication
token before calling protected APIs. As training
progresses, trajectory feedback reveals common
failure patterns, such as missing credential valida-
tion or incorrect token usage. The reflexion pro-
cess then revises the skill to incorporate stronger
verification rules and clearer applicability condi-
tions. By Step 80, the skill becomes a more precise
and structured decision guideline that explicitly
enforces end-to-end authentication checks. This
example demonstrates how SKILLFORGE continu-
ously refines skills through environment feedback,
transforming simple heuristics into more reliable
strategies over the course of training.

5 Conclusion

We present SKILLFORGE, a framework for continu-
ous skill evolution in reinforcement learning agents.
By making skill usage explicit during interaction,
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SKILLFORGE enables reinforcement learning to
optimize both environment actions and skill invo-
cation decisions, while introducing evidence-based
skill verification and multi-pathway skill induction
to maintain skill quality as the bank grows. Exper-
iments on ALFWorld, WebShop, and AppWorld
show that SKILLFORGE consistently outperforms
existing approaches such as SKILLRL without re-
quiring an SFT initialization stage. These results
highlight the importance of continuously verifying
and refining skills during training and point toward
more adaptive, skill-driven reinforcement learning
agents in open-ended environments.

Limitations

While SKILLFORGE demonstrates consistent im-
provements across multiple agent benchmarks, it
has several limitations. First, the skill induction and
verification processes rely on an external teacher
LLM to synthesize and revise skills from trajec-
tory abstractions. The quality of the resulting skill
bank therefore depends on the capability of the
teacher model. Second, although the verification
mechanism helps maintain skill quality, the skill
bank may still grow over time as new skills are
continuously induced, which could introduce ad-
ditional retrieval overhead in long training runs.
Finally, the explicit skill calling design introduces
additional tokens during interaction, which may
increase prompt length and inference cost in large-
scale deployments.
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A Appendix

A.1 Dataset
AppWorld. AppWorld (Trivedi et al., 2024) is a
simulated environment for real-world digital ser-
vice interactions, covering applications such as cal-
endaring, email, music streaming, and social plat-
forms. Agents execute tasks by invoking Python
APIs (e.g., “find the most-liked song in my Spo-
tify playlists”), which typically require multi-step
reasoning and cross-application information inte-
gration. We report Task Goal Completion (TGC)
and Scenario Goal Completion (SGC). TGC is the
percentage of individual tasks for which the agent
passes all evaluation tests. Each task scenario de-
fines a common underlying task pattern and is in-
stantiated into three independent task variants with
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different requirements and initial states. SGC is
the percentage of scenarios for which the agent
successfully completes all three variants. Thus,
TGC measures per-task capability, whereas SGC
measures whether the agent performs consistently
across variations of the same scenario.

ALFWorld. ALFWorld (Shridhar et al., 2021)
is a text-based interactive environment grounded
in household embodied tasks from ALFRED. An
agent must complete long-horizon goals in partially
observable rooms by issuing textual actions for nav-
igation, container manipulation, and object interac-
tion, covering tasks such as pick-and-place, exami-
nation, cleaning, heating, cooling, and multi-object
placement. Evaluation is based on task success rate:
an episode is counted as successful only if the full
goal is completed, and we report both per-subtask
success rates and the overall average success rate.

WebShop. WebShop (Yao et al., 2022) is an inter-
active environment that simulates an e-commerce
shopping scenario. An agent interacts with the en-
vironment via two actions, search[query] and
click[element], to complete natural-language
shopping requests through product search, attribute
filtering, and purchase decision-making. Evalua-
tion is based on the attribute-matching score be-
tween the final selected product and the user’s re-
quest.

A.2 Baselines

We compare SKILLFORGE with four categories of
methods. First, we include closed-source LLMs,
including GPT-4o (OpenAI, 2024) and Gemini-
2.5-Pro (Comanici et al., 2025), which represent
strong general-purpose reasoning capabilities. Sec-
ond, we consider prompt-based and memory-based
agents, including ReAct (Yao et al., 2023), Reflex-
ion (Shinn et al., 2023), Mem0 (Chhikara et al.,
2025), and SimpleMem (Liu et al., 2026a), which
rely on in-context prompting or external memory
without parameter updates. Third, we evaluate
RL-based methods, including RLOO (Ahmadian
et al., 2024) and GRPO (Shao et al., 2024), which
optimize policies via group-based advantage esti-
mation. Fourth, we include memory-augmented
RL methods, such as Mem0+GRPO and Simple-
Mem+GRPO (Liu et al., 2026a), which integrate
persistent memory into RL training. Finally, we
compare against SKILLRL (Xia et al., 2026a), the
most closely related approach that learns skills

from raw trajectories but treats the skill bank as
an append-only repository.

A.3 Implementation Details

Parameter Value

Learning rate 1e−6
Group size (n) 8
Training batch size 32
Optimizer AdamW
Clip ratio low 0.20
Clip ratio high 0.28
KL coefficient 1e−3
Rollout temperature 0.9
Evaluation temperature 0
Max response length 4096
Reward signal success = 1, failure = 0

Table 4: Hyperparameters for RL training.

We train our agents with GRPO using the VeRL
framework (Sheng et al., 2025). The detailed hy-
perparameters are summarized in Table 4. We run
Qwen2.5-7B-Instruct and Qwen3-4B-Instruct on
a single node with 8× NVIDIA H20 GPUs (ten-
sor parallelism = 1), and train Qwen3-30B-A3B-
Instruct on two nodes, each with 8× H20 GPUs
(tensor parallelism = 2). Each rollout is truncated
to at most 15 environment steps for WebShop and
ALFWorld, and 30 steps for AppWorld. Trajecto-
ries that exceed the step limit are counted as fail-
ures. We use Qwen3-Max (Team, 2025) as the
expert model.

Across all experiments, we employ embedding-
based retrieval, selecting the top 6 general skills
and the top 6 task-specific skills for each episode.
For evidence-based skill verification, we use an
EMA smoothing factor of α = 0.1 and set the
usage half-life to h = 20.

A.4 Training Procedure for SKILLFORGE

Algorithm 1 summarizes the training loop of
SKILLFORGE. Training alternates between (i) skill-
augmented rollouts and (ii) policy optimization. At
each step, the agent first retrieves a small, task-
relevant subset of skills from the current bank and
conditions the rollout on these retrieved skills (Sec-
tion 3.2). The collected trajectories are then used
to update the policy parameters via Eq. (5). Mean-
while, SKILLFORGE maintains online effectiveness
statistics for each skill by aggregating skill-calling
events (Eq. (7)), enabling the system to estimate
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Algorithm 1 SKILLFORGE Training

Require: Policy πθ, initial skill bank B0, expert
LLM MT , update interval I

1: Set B ← B0 and initialize per-task-type trajec-
tory buffers

2: for step = 1 to N do
3: for each task d in batch do
4: Sret ← RetrieveCatalog(d,B) ▷ Eq. (2)
5: Sample {τ (i)}Gi=1 ∼ πθ(· | d,Sret) ▷

Eq. (3)
6: end for
7: Update θ via Eq. (5)
8: LLM-abstract trajectories and partition them

into T +, T − by reward
9: Update per-skill statistics from calling

events ▷ Eq. (7)
10: if step mod I = 0 then
11: Snew ←MT (T +, T −,B,m) ▷ Eq. (6)
12: Deduplicate Snew and add the remaining

skills to B
13: Compute conf(s) via Eq. (8) and flag

skills with stronger evidence for review
14: Reflexion on flagged skills: keep or re-

vise
15: end if
16: end for
17: return πθ,B

whether a skill remains useful under the current
policy and environment dynamics.

Every I steps, SKILLFORGE performs a skill-
bank maintenance cycle. We first abstract trajecto-
ries and split them into successful and unsuccessful
sets, T + and T −, based on reward. An expert
LLM MT then induces candidate skills from both
T + and T − (Eq. (6)), allowing the bank to grow
not only by distilling what worked but also by cap-
turing fixes for common failure modes. Newly
induced skills are deduplicated before insertion to
control redundancy. For existing skills, we com-
pute a confidence score conf(s) (Eq. (8)) from the
tracked evidence and flag those whose effective-
ness degrades. Flagged skills are subsequently sent
to a reflexion stage, where the expert model de-
cides to keep the skill (if evidence is insufficient or
noisy) or revise it (if the skill has become stale or
misleading). The updated bank B is immediately
used by subsequent rollouts, ensuring skills are
continuously generated, tested, and refined through
environment interaction.

A.5 Formal Skill Definition and
Representation

In SKILLFORGE, a skill is a callable, environment-
verifiable decision unit that encodes reusable
knowledge distilled from agent-environment inter-
action. Each skill is represented as a structured
tuple:

s = ( title, intent, principle,

applicability, category, status),

where title is the unique callable identifier emit-
ted by the agent within a <skill_call> tag during
rollout. The intent field provides a one-sentence
description of the skill’s purpose shown in the com-
pact skill catalog, while principle is the core deci-
sion strategy presented to the agent when the skill
is invoked. The applicability specifies the trig-
ger condition based on observable states or task
characteristics. The category field is set to either
general or specific for retrieval routing. The
status field takes one of three values: active,
under-review, or deprecated, and is managed
through an evidence-based verification process.

Two properties distinguish skills from generic
memory or prompt-injected advice. First, skills
are callable: the agent sees only a compact catalog
listing each skill’s callable name and a one-line
applicability trigger, and must explicitly emit a
<skill_call> tag to access the full content. Each
invocation is recorded as a discrete event in the
trajectory, making skill usage directly observable.
Second, skills are environment-verifiable: because
each invocation is linked to the final task outcome,
per-skill statistics such as success rate and usage
count can be computed from rollout data without
additional annotation, and these statistics drive the
confidence score and determine whether a skill
should be revised or retained. At inference time,
the agent interacts with skills in two stages: the cat-
alog exposes up to kg + ks entries containing only
callable names and compact applicability triggers,
and a successful skill call returns the corresponding
intent, principle, and full applicability conditions
in the next observation, keeping the prompt com-
pact while preserving on-demand access to detailed
guidance.

A.6 Detailed Comparison with SkillRL
SkillRL is the closest prior work and also maintains
a skill library that co-evolves with the agent’s pol-
icy during reinforcement learning. Here we provide
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a more detailed comparison from both conceptual
and empirical perspectives.

Table 5 summarizes the key conceptual dif-
ferences. SkillRL injects retrieved skills as
prompt context and uses trajectory-level success
or failure to recursively expand the skill library.
SkillForge instead lets the policy explicitly emit
<skill_call> tags during rollout, so that each in-
vocation is recorded as a discrete event linked to the
task outcome. This design enables skill-level credit
assignment: the framework can identify which skill
was actually used, whether it contributed to the out-
come, and which specific skill should be revised
after failure. SkillRL’s recursive library growth can
improve the skill bank over time, but the rollout
does not reveal which retrieved skill was relied
upon, making fine-grained verification difficult. In
addition, SkillRL requires an SFT stage before RL
training, whereas SkillForge operates in an RL-only
setting without SFT initialization.

Aspect SkillRL / SkillForge

Pipeline SFT + RL / RL only
Skill use Prompt injection / Explicit call
Signal Trajectory-level / Skill-level
Update Library expansion / Per-skill verify
Optimization Skills as context / Action + skill

Table 5: Conceptual comparison between SkillRL and
SkillForge.

Empirically, under the same Qwen2.5-7B-
Instruct backbone, SkillForge improves over
SkillRL by +3.7 on ALFWorld, +10.3 on Web-
Shop success rate, and raises AppWorld TGC/SGC
from 19.0/5.36 to 23.8/14.3. Ablation results in the
main paper further support this gap: removing ex-
plicit skill calling, effectiveness tracking, or LLM
reflexion all degrades performance, confirming that
the gains come from the proposed verification loop
rather than superficial differences in setup.

Table 6 reports end-to-end training time on the
same hardware. Despite adding explicit skill invo-
cation, per-skill tracking, and teacher-driven veri-
fication, SkillForge uses less wall-clock time than
SkillRL on all three benchmarks. This result is
consistent with reusable skills reducing redundant
exploration and shortening rollout episodes.

A.7 Teacher Sensitivity Analysis
A natural question is how much of SkillForge’s
gain comes from the framework itself versus the ca-

Benchmark SkillForge SkillRL

AppWorld 16.5h 18.7h
ALFWorld 5.9h 6.7h
WebShop 7.0h 7.7h

Table 6: End-to-end training time comparison.

pability of the external teacher LLM used for skill
induction and revision. To isolate this factor, we fix
the policy model as Qwen3-4B-Instruct and vary
only the teacher model across three settings: no
teacher (vanilla GRPO baseline), the policy model
itself as teacher (self-teacher), and Qwen3-Max as
teacher.

Setting Score

WebShop
GRPO (no teacher) 79.4
Self-teacher (4B) 82.0
Qwen3-Max teacher 84.0

ALFWorld
GRPO (no teacher) 79.3
Self-teacher (4B) 85.0
Qwen3-Max teacher 87.9

AppWorld
GRPO (no teacher) 34.5
Self-teacher (4B) 39.3
Qwen3-Max teacher 44.6

Table 7: Teacher sensitivity analysis with Qwen3-4B-
Instruct as the fixed policy model.

Two observations follow. First, SkillForge im-
proves over the no-teacher GRPO baseline on all
three benchmarks even in the self-teacher setting,
where the teacher is the same model as the pol-
icy. Since no stronger external model is involved,
this gain cannot be attributed to teacher capability
alone and suggests that the framework design itself
contributes meaningfully. Second, replacing the
self-teacher with Qwen3-Max further raises perfor-
mance on all benchmarks, indicating that frame-
work design and teacher quality are complemen-
tary: a stronger teacher produces higher-quality
skill inductions and revisions, which the verifica-
tion loop can then validate through environment
interaction. Together, these results suggest that
SkillForge’s gains stem from both the explicit skill
calling and verification mechanisms and the qual-
ity of the teacher, with neither factor alone fully
accounting for the improvements.
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A.8 Efficiency Analysis

To quantify the computational overhead introduced
by SkillForge, we decompose the skill-related train-
ing cost into two parts: (i) skill retrieval and calling
ratio, measuring the time spent on skill retrieval
and explicit skill calling during rollout, and (ii)
skill update ratio, measuring the time spent on tra-
jectory abstraction and dynamic skill generation or
revision.

Metric Value

AppWorld
GRPO score / time 34.5 / 16.1h
SkillForge score / time 44.6 / 16.5h
Skill retrieve & calling ratio 2.48%
Skill update ratio 1.70%
Total skill-related ratio 4.18%

ALFWorld
GRPO score / time 79.3 / 6.9h
SkillForge score / time 87.9 / 5.9h
Skill retrieve & calling ratio 6.56%
Skill update ratio 2.92%
Total skill-related ratio 9.48%

WebShop
GRPO score / time 79.4 / 7.2h
SkillForge score / time 84.0 / 7.0h
Skill retrieve & calling ratio 7.22%
Skill update ratio 2.25%
Total skill-related ratio 9.47%

Table 8: Efficiency breakdown of SkillForge-specific
overhead across three benchmarks.

The total skill-related overhead stays below 10%
across all three benchmarks. In terms of wall-clock
time, SkillForge is faster than the GRPO baseline
on ALFWorld and WebShop, and adds only 0.4h
on AppWorld while improving the score from 34.5
to 44.6. This suggests that reusable skills reduce
redundant exploration and shorten rollout episodes,
offsetting the cost of skill retrieval, calling, and
update. The overhead is therefore modest relative
to the consistent performance gains.

A.9 Case Study: Skill Calling in Action

To illustrate how the agent leverages evolved skills
during inference, we present representative rollout
trajectories from three environments: ALFWorld
(Fig. 7), AppWorld (Fig. 8), and WebShop (Fig. 9).
Each case highlights a clear cause-and-effect chain

between skill invocation and subsequent agent be-
havior.

ALFWorld (Fig. 7). The task is to heat a tomato
and place it in the garbage can. No tomato is vis-
ible from the room center, so the agent first nav-
igates to fridge 1, opens it to reveal tomato 1
and tomato 2, and picks up tomato 1. With the
target object now in inventory, the agent moves
toward the microwave and simultaneously triggers
<skill_call>Open Then Heat</skill_call>.
The skill output returns the principle: “Upon reach-
ing the microwave with the target in hand, always
open the door, place the object inside, and exe-
cute the heat action before leaving.” Guided by
this procedural reminder, the agent executes open
microwave 1 followed by heat tomato 1 with
microwave 1, and then carries the heated tomato
to garbagecan 1 to complete the task. The skill
transforms a generic navigation decision into a
procedure-aware appliance interaction, preventing
a common failure mode where agents attempt to
heat the object without first opening the microwave.

AppWorld (Fig. 8). The task is to find the
duration of the user’s longest Spotify playlist
in minutes. After authenticating and inspect-
ing the API documentation, the agent recognizes
that the task is scoped to user-owned data and
invokes <skill_call>Enumerate User-Owned
Entities First</skill_call>. The returned
principle instructs the agent to enumerate user-
specific collections via dedicated APIs (e.g.,
show_playlist_library) rather than substituting
global search results. Following this guidance, the
agent paginates through show_playlist_library
and retrieves all 4 playlists, keeping the solution
grounded in the user’s own collection.

WebShop (Fig. 9). The task requires finding
gluten-free pantry staples with flavor “sesame
seeds,” size “4.25 ounce (pack of 6),” and
price under $50. The initial search returns
no listing satisfying all constraints—the obvi-
ous sesame candidate fails on size (3.5 oz),
pack count (12), and price ($100). The
agent triggers <skill_call>Fallback to Best
Match</skill_call>, which advises considering
nearest matches that satisfy all hard constraints.
Guided by this strategy, the agent clicks into a near-
match product page (Blue Diamond Nut Thins,
$34.44), where the environment progressively dis-
closes hidden variant options—selectable flavors
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including “sesame seeds” and sizes including “4.25
ounce (pack of 6)”—that were not visible in the
search listing. The agent selects both variants and
completes the purchase at $34.44.

Across all three environments, the case studies
share a consistent pattern: the agent uses <think>
reasoning to assess the current state, identifies a
relevant skill from the catalog, invokes it via the
<skill_call> mechanism, and integrates the re-
turned guidance into its subsequent actions. No-
tably, skills serve different roles depending on the
environment: procedural sequencing in ALFWorld,
data-access scoping in AppWorld, and adaptive
search strategy in WebShop.

A.10 Prompts Used in SKILLFORGE

We describe the full prompt templates used in the
skill calling, induction, and verification stages of
SKILLFORGE. Fig. 10 illustrates the skill calling
procedure: (a) the calling instruction and a com-
pact skill catalog are appended to the first user mes-
sage, and (b) the full skill content is returned upon
a successful <skill_call> invocation. Fig. 11
shows the trajectory abstraction prompt, which
compresses each rollout into a structured summary
(context description, refined key steps, and strate-
gic guidelines) that serves as input to skill induc-
tion. Fig. 12 presents the skill induction prompt,
where the expert LLM synthesizes new skills from
successful and failed trajectory abstractions via
extraction, refinement, or contrastive pathways,
while deduplicating against existing skills. Finally,
Fig. 13 depicts skill verification: (a) trajectory ab-
straction with causal attribution, and (b) the reflex-
ion prompt where the LLM checks a flagged skill’s
definition against its usage contexts and outputs
keep or revise.

A.11 The Large Language Model Usage.
During manuscript preparation, we use large lan-
guage models (LLMs) to (i) improve grammar and
spelling without altering the intended scientific con-
tent, and (ii) provide lightweight coding assistance
(e.g., scripts and formatting help). All reported nu-
merical results, analyses, and claims are produced
by the authors. The authors design the methods,
conduct the experiments, and verify the findings.
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ALFWorld
Task: heat some tomato and put it in garbagecan. You are in the middle of the room. No 
tomato is visible yet.

Skill Bank
[Open Then Heat] [Prioritize Plausible Surfaces First]

Actions: go to fridge 1 -> open fridge 1 -> take tomato 1

Actions: open microwave 1 -> heat tomato 1 with microwave 1

Completion: Then move the heated tomato to garbagecan 1.

Step 4
Observation: You arrive at microwave 1. The microwave is closed.
<think> I now have the tomato and need to heat it. The next step is to go to the microwave to heat the tomato. Before 
that, [Open Then Heat] which applies when navigating to the microwave with the target object held. Since I have the 
tomato and am now heading to the microwave, I should proceed.</think>

<skill_call>Open Then Heat</skill_call>
Skill Output: Upon reaching the microwave with the target in hand, always open the door, place the object inside, and 
execute the heat action before leaving ……

[Confirm Possession Before Placement] [Acquire Or Fetch Target]

Figure 7: Case study on ALFWorld. The agent invokes Open Then Heat upon navigating to the microwave with
the tomato in hand. The skill output provides the procedural sequence (open→ heat), which the agent follows to
complete the task successfully.

AppWorld
Task: How long is my longest Spotify playlist, in minutes, rounded to the nearest number?

Skill Bank
[Enumerate User-Owned Entities First]

Actions: show_api_doc(show_playlist_library) -> paginate library -> retrieved 4 playlists

Completion: The agent returns the longest playlist length in rounded minutes.

Step 2
Observation: The task asks for the longest playlist in the user's Spotify account.
<think> To ensure I retrieve all playlists, I will iterate through all pages (up to a reasonable limit, say 10 pages) and 
collect all playlist data.  Before doing that, I will use the `Enumerate User-Owned Entities First` skill call to confirm 
the need for enumeration.</think>

<skill_call>Enumerate User-Owned Entities First</skill_call>
Skill Output: When a task references user-specific collections (playlists, library, alarms), first enumerate those 
collections using dedicated APIs (e.g., show_playlist_library, show_alarms) before applying filters or mutations. Never 
substitute global search results for user-owned items

Actions:  Login(spotify) 

[Parse Notes Robustly]
[Enumerate All Sources]

[User Data Authentication]

Figure 8: Case study on AppWorld. The agent invokes Enumerate User-Owned Entities First to scope playlist
retrieval to user-owned data via show_playlist_library with pagination, avoiding the failure mode of substituting
global search results for user-owned items.
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WebShop
Task: Find me gluten free, protein serving pantry staples with flavor name: sesame seeds, and 
size: 4.25 ounce (pack of 6), and price lower than 50.00 dollars.
Skill Bank
[Fallback to Best Match]

[Constraint-Packed Search]

Actions: search[sesame seeds] -> click[sesame seeds] -> click[4.25 ounce (pack of 6)] -> click[buy now]

Completion: the agent buys the sesame-seeds, 4.25-ounce, pack-of-6 variant for $34.44.

Step 2
Observation: No visible result satisfies all constraints exactly.
<think>The sesame candidate fails key constraints: it is 3.5 oz, pack of 12, and $100, so it cannot satisfy the task.. The 
best available skill for this situation is Fallback to Best Match, which is designed for cases where exact matches are 
absent but partial matches exist. I will now use the Fallback to Best Match skill to propose the closest available 
product.</think>

<skill_call>Fallback to Best Match</skill_call>
Skill Output: Fallback to Best Match. If no product meets every constraint, consider nearest matches that satisfy all 
hard constraints and most secondary ones, noting any unmet soft attributes, When near task limit when exact match is 
absent but partial matches exist.

Actions: search[seeds 4.25 ounce pack of 6]

[Constraint-Rich Search]
[Result Pagination]

Figure 9: Case study on WebShop. When no search result satisfies all constraints, the agent invokes Fallback to Best
Match. Guided by the skill, it clicks into the nearest candidate’s product page, where hidden variant options (flavor:
“sesame seeds” and size: “4.25 ounce (pack of 6)”) are progressively disclosed, enabling a successful purchase at
$34.44.
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(a) Skill Catalog Injection (appended to first user message)

## Skill (Optional)
You may append <skill_call>CALL_NAME</skill_call> after your normal action.
Use CALL_NAME exactly as shown in the catalog.
Do not break the required action format of the environment (e.g., keep <action>...</action> intact).

## Skill Catalog (General)
− call_name: {general_skill_1_call_name}

description: {general_skill_1_trigger}
...

## Skill Catalog (Specific)
− call_name: {specific_skill_1_call_name}

description: {specific_skill_1_trigger}
...

(b) Skill Output (after successful call)

## Skill Output
call_name: {matched_call_name}
title: {skill_title}
intent: {skill_intent}
principle: {skill_principle}
when_to_apply: {skill_trigger}

Figure 10: Skill calling prompts: (a) the calling instruction and compact catalog jointly appended to the first user
message, listing only callable names and one-line trigger descriptions (up to kg+ks entries), and (b) the full skill
content returned in the next observation after a successful <skill_call> invocation.
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Prompt Template for Trajectory Abstraction

You are an expert trajectory abstraction engine for an RL agent skill system. Abstract the raw
trajectory into a reusable summary.

Task: {task}
Task Type: {task_type}
Domain: {domain}
Outcome: {outcome}
Domain−specific abstraction guidance: {domain_rules}

Return a JSON object with exactly these keys:
− contextual_description: short paragraph (1−3 sentences)
− refined_trajectory: chronological list of key steps; each item must contain step_index, action,
critical_observation, reasoning
− strategic_guidelines: object with planning_pattern and mistakes_to_avoid

* if SUCCESS: planning_pattern should be a reusable action chain string, mistakes_to_avoid
should be []

* if FAILURE: planning_pattern should be null, mistakes_to_avoid should contain abstract
trigger_condition/bad_action pairs

Keep only the strategically critical steps; do not copy the whole trajectory.
Return JSON only.

Raw Trajectory:
{trajectory_text}

Figure 11: Prompt for trajectory abstraction (§3.2). Each rollout trajectory is compressed into a structured summary
containing a contextual description, a refined key-step trajectory, and strategic guidelines. The resulting abstractions
serve as input to the skill induction prompt (Fig. 12).
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Prompt Template for Multi-Pathway Skill Induction

You are improving an RL agent's reusable skill bank from trajectory traces.
Harvest NEW skills that can be explicitly called in future trajectories.

Task−type routing:
− Dominant task_type: {dominant_type} | Domain guidance: {domain_instruction}
− Failed task_type counts: {failure_counts}
− Successful task_type counts: {success_counts}

Synthesis rules:
− Abstract reusable decision patterns from successful trajectories.
− Use failures only to sharpen when_to_apply boundaries.
− Compare patterns at category/task_type level, not same−task instance.

Constraints:
− Return a JSON array of 1 to {max_new_skills} skills.
− Required fields: skill_id, title (3−8 words), principle,

when_to_apply (explicit trigger). Optional: intent, category, evidence.
− Avoid generic advice. Encode reusable strategy patterns.
− Do not duplicate existing skills by title/intent.

SUCCESSFUL TRAJECTORIES: {success_examples}
FAILED TRAJECTORIES: {failure_examples}
EXISTING SKILLS (dedup reference): {existing_skills}

Output format for each skill:
[{"skill_id":"{skill_id}", "title":"{skill_title}", "principle":"{skill_principle}", "when_to_apply":"{
skill_trigger}", "category":"{category}"}]

Figure 12: Prompt for multi-pathway skill induction (§3.3). The teacher LLM MT synthesizes new skills from
successful and failed trajectory abstractions, with domain-specific routing and deduplication against existing skills.
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(a) Prompt for Skill-Aware Trajectory Abstraction

You are analyzing an RL agent's trajectory to assess how a specific skill was used.

SKILL UNDER REVIEW:
skill_id: {skill_id}
title: {skill_title}
principle: {skill_principle}
when_to_apply: {skill_trigger}

TASK: {task_query}
OUTCOME: {SUCCESS or FAILURE}
TRAJECTORY (skill calls marked with SKILL_CALL): {trajectory_text}

Return a JSON object:
− contextual_description: 1−2 sentence task summary
− refined_trajectory: list of key steps (<= 80 chars each), mark skill call with [SKILL_CALL]
− skill_relevance: one of "causal" (skill directly caused success/failure), "incidental" (skill was used
but outcome was unrelated), "harmful" (skill led to worse outcome)
− relevance_reasoning: 1 sentence explanation

(b) Prompt for Skill Reflexion

You are reviewing the effectiveness of a skill used by an RL agent.

SKILL:
skill_id: {skill_id} | title: {skill_title}
principle: {skill_principle} | when_to_apply: {skill_trigger}
total_uses: {total_uses} | success_uses: {success_uses} | success_rate: {success_rate}
consecutive_failures: {consec_fail}

USAGE CONTEXTS:
Context 1 [{outcome_1}]: Task: {task_query_1} | Summary: {contextual_description_1} | Skill
relevance: {relevance_1}
...
The skill has been used {total_uses} times in total with {success_uses} successes
({overall_success_rate:.1\%} overall). Consider this full history when making your verdict.
A skill with good overall success rate should not be deprecated just because of recent failures.

Based on the skill definition and its usage contexts, choose ONE verdict:
− keep: skill is effective; no changes needed
− revise: principle or when_to_apply should be improved

Return a JSON object with these keys:
− verdict: one of "keep", "revise" | − reasoning: 1−2 sentence explanation
− revised_principle: (only if verdict=revise) improved principle text
− revised_when_to_apply: (only if verdict=revise) improved trigger condition

Figure 13: Skill verification prompts (§3.3): (a) trajectory abstraction with causal attribution
(causal/incidental/harmful), and (b) reflexion verdict based on effectiveness statistics and abstracted usage contexts.
The LLM returns keep or revise (with updated principle and trigger).
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