When Does Defendant Statement Matter? A Study of Bias and Persuasion
in LLM-Simulated Jurors

Cho-Ying Wu
Bosch Al Research
Cho-Ying.Wu@us.bosch.com

Abstract

LLMs have been used to simulate human
decision-making in professional settings, yet
their behaviors in common-law jury trials re-
main unexplored. We study when and how a
defendant’s courtroom statement affects LLM-
simulated jurors, focusing on persuasion, ideo-
logical bias, and background-based affinity. To
support the analysis, we introduce JuryBench,
a benchmark containing controversial criminal
cases in U.S. criminal law. In each case, a
defendant can claim various plausible justifica-
tions to support acquittal or reduced liability.
We fix the base case and design defendants
of different backgrounds, who give courtroom
statements with varying emotional appeal or
rebuttal. Jurors with diverse ideological pro-
files across the spectrum are simulated. We
examine 20 frontier LLMs, resulting in a total
of 432K decisions and rationales, and quantify
changes in verdict severity. Our findings show
that LLM-jury simulation echoes many human-
jury findings. First, emotional persuasion can
be detrimental, since jurors may perceive it as
evidence of guilt or inconsistency. Next, we
show that background fit between jurors and de-
fendants is a stronger and significant factor than
other isolated factors, and that jurors are in gen-
eral harsher toward opposite-background de-
fendants and lenient toward same-background
ones. Finally, we find that juror ideology also
strongly shapes severity judgments. These find-
ings highlight both the promise and risks of
using LLMs to model jury reasoning and call
for careful evaluation.'

1 Introduction

Large language models (LLMs) have shown strong
ability to simulate interaction in professional sce-
narios, such as doctors and patients (Kyung et al.,
2025; Du et al., 2025; Almansoori et al., 2025; Fan

!The data and code are available at https: //github.com/
choyingw/JuryBench

( Controversial Case Crafting

Case Background: After a late-night argument in the defendant's apartment, the
victim—her partner—suffered a single fatal stab wound during a scuffle. Neighbors
reported hearing a loud fight; one neighbor saw the two arguing but gave inconsistent
descriptions. The defendant called no one and the victim was transported by EMS.
There is no security camera inside the apartment; the relationship included prior
text-message threats attributed to the victim.

Evidence: Medical examiner attributed death to a single penetrating wound to the chest.
The murder weapon, a kitchen knife from the apartment, contained the defendant's
\_fingerprints. ... Y,

( Defendant Profiles R\
Group-A: 26-year-old Black woman, single mother, low-income, identifies as queer
Courtroom statements: Members of this jury, | stand here as a mother who never
imagined | would be in a courtroom for something like this. That night | was terrified —
the person | loved had been threatening me for weeks, and | feared for my child and my
own life. | am devastated that someone died and | am sorry beyond words, but | did not
plan this. We argued and he came at me with a bottle; | reacted in a moment of pure
fear. | come from very little; | had nowhere to go, and | felt utterly alone and trapped in
those minutes. | did not think about killing him, | only thought about making him stop

Group-B: 26-year-old Black woman, affluent, graduate degree, professional
\_ Courtroom statements: ...

KO L

[&D
KD

Juror Profiles

J1:

- Profile: 28-year-old white woman, law firm assistant, attended Black Lives Matter
protests, urban renter in Chicago.

- Background: Works long hours supporting litigation teams and follows news closely.
Likely to emphasize defendant rights ...

- Political leaning: liberal (+3 on a scale from -5 conservative to +5 liberal)

Juror Decision

~

J1:

- justification: "Single stab wound during domestic scuffle, ... Manslaughter fits a ==
reckless but non-intentional killing in heat of moment.",

- result: "guilty of manslaughter”

J2:

- justification: "I worked with vulnerable families before... | cannot ignore the documented
history of threats against the defendant. ....",

- result: "not-guilty"

Figure 1: Our framework crafts controversial case sce-
narios and simulates defendant and juror profiles, to
study how the LLM-jury makes decisions, especially in
response to emotional persuasion.

et al., 2025), classroom scenarios (Zhang et al.,
2025; Sanyal et al., 2025; Mannekote et al., 2025),
or mental therapy (Iftikhar et al., 2025). In juris-
tic scenarios, LLLMs have been used to simulate
courtroom debate and judgment (Yue et al., 2025;
Almansoori et al., 2025) under the civil-law system.
However, for the common-law system, a funda-
mental difference is that a jury is used in most
criminal cases (Sec. E for detailed comparison). A
jury is composed of twelve people, selected from
the public without legal training, whose function
is to determine the facts and verdict. This includes
listening to the case details, understanding the de-
fendant’s background, evaluating the credibility of
the evidence or witness, listening to the testimony,
including the defendant’s statement in response to
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examination, and finally deciding whether the de-
fendant is guilty of a crime; while which crime is
charged and sentences are decided by the prosecu-
tor and judge. For example, a defendant claimed
he only intended to beat the victim and did not in-
tend to beat him to death. The jury will evaluate
the evidence, like whether the injury is to a vital
part, and decide whether the defendant is guilty of
manslaughter.

More importantly, evidence and witnesses’ cred-
ibility, reliability of statements from the defendant,
and whether the defendant has valid grounds for
justification 2, are evaluated based on a jury’s com-
monsense, life experience, moral conviction, or
even ideology (Anwar et al., 2019). The final ver-
dict is voted from all jurors and requires unanimous
consensus; if not, the judge will declare a mistrial
(not acquittal), and the prosecutor needs to find
more evidence or ask to substitute jurors.

In the common-law system, the jury selection
is highly influential. Since the jurors lack legal
training, the courtroom argument differs from the
civil-law system that focuses on the applicabil-
ity and interpretation of legal rules. Under the
common-law system, the focus shifts to storytelling
and emotional persuasion of the jury, where the
jury’s bias inevitably exists and requires careful
study. Note that higher emotional contagion may
help persuade the jury (Erickson et al., 1978; Born-
stein and Greene, 2011), but excessive rhetoric or
performative emotional appeal can have negative
effects (Cramer et al., 2009; Choi et al., 2023).

To strategically win the trial, both the prosecutor
and the defendant’s lawyer can raise challenges’ to
replace some jurors after background checks who
might have adversarial bias against them. Lawyers
nowadays usually form a focus group before a
trial, recruiting people with backgrounds similar to
the jury and mock-trialing the case beforehand to
understand potential bias. The process helps the
defendant’s lawyer develop new strategies or seek

2 Justification is a type of defense that exempts the defen-
dant from liability, such as self-defense, act under duress or
coercion, necessity, etc. The jury needs to decide whether the
justification is applicable. For example, a person who broke
into a store because one was being chased may claim necessity,
but the jury may not be convinced because it is not clear if one
is under immediate danger.

3Challenge of jury selection is a legal right and routinely
used in trials. A lawyer still needs to explain detailed reasons,
which are further reviewed by a judge, to reject jurors in
most cases, and the reasons cannot be based on demographic
features such as ethnicity or gender, or simply unsupported
LLM discoveries.

juror substitution. Some lawyers in practice start
using LLM-jury to mock trials, revise trial strate-
gies, and more importantly, reshape the statement
and message brought to the jury that may emotion-
ally move the jurors. However, there is no prior
research studying LLMs’ ability to play the juror’s
role, including what the behavior of each frontier
LLM is, how the LLM-jury reacts to the emotion-
ally persuasive defendant statements, what factors
affect each LLM the most, how could each LLM
simulate the juror with different ideologies, and
whether the decision reflects bias linked to the de-
fendant and jury’s background. This work presents
the first systematic study to analyze LLM-jury and
respond to those questions.

We present JuryBench that crafts 500 highly
controversial cases under the US Criminal Code,
where the defendants claim various plausible jus-
tifications or other reasons for their actions to be
acquitted or face less severe charges. For each case,
we fix the case background and given evidence, but
we design different defendants and backgrounds,
such as one defendant’s background conforming
to common stereotypes and the other’s subverting
them. Twelve jurors of different ideologies are de-
signed and analyzed, including their decisions and
reasons for each case. A total of 20 frontier LLMs
are examined for simulation, amounting to 432K
decisions and reasons.

The contributions are summarized as follows.

* We present the first study on LLM-jury with
focus specifically on emotional persuasion as
the core dynamics in the common law. We
study jury’s bias and conduct analysis to un-
derstand the decisions and rationales behind.

* We present JuryBench: A benchmark that in-
cludes 500 highly controversial criminal cases,
around 400 potential charges, various defen-
dant and juror backgrounds, and long-form
defendant statements intended to support ac-
quittal or reduced liability.

* We extensively evaluate 20 frontier LLMs,
producing 432K juror decisions with reasons,
to analyze their behaviors and relate the find-
ings to legal psychology.

2 Related Work
2.1 AI for the Juristic Domain

Early developments of Al in the juristic domain
include legal judgment prediction, which predicts
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what crimes and length of sentence a defendant
will be charged with based on a judgment doc-
ument (Masala et al., 2021; Han et al., 2025b;
Hwang et al., 2022; Trautmann et al., 2022; Liu
et al., 2023; Strickson and De La Iglesia, 2020;
Feng et al., 2022; Xiao et al., 2018; Hu et al,,
2026), legal language understanding and reasoning
to study how models read, interpret, and reason
over legal texts (Chalkidis et al., 2022; Fei et al.,
2023; Guha et al., 2023; Han et al., 2025a; Chla-
panis et al., 2025; Akarajaradwong et al., 2025),
legal QA and retrieval that find the relevant legal
authorities or evidence to support the question an-
swering. (Louis et al., 2024; Abdallah et al., 2023;
Ryu et al., 2023; Li et al., 2023; Dai et al., 2025;
Yue et al., 2025).

Though the works have contributed to individual
tasks, they did not adopt the LLM agents’ strength
for court simulation. There are two works closer to
ours. AgentsCourt (He et al., 2024) simulates court-
room debates and the final judgment. However, the
debates are built upon judgment documents, where
judges have already reached a decision and written
the case facts in a concise and conclusive manner.
As a result, the defendant has limited room to make
substantive arguments, and their statements reduce
to repeatedly expressing remorse for several rounds,
such as “once again, I am deeply regretful for ...” in
many cases; while we focus on highly controversial
scenarios, where the defendants can make effective
claims. Another work, AgentCourt (Chen et al.,
2025), focuses on the application and interpreta-
tion of legal rules, but it does not examine how con-
flicting legal interests concerning the defendant are
balanced through the jury’s consideration. More
importantly, both works are under the civil-law sys-
tem, where courtroom arguments naturally revolve
around legal provisions that require dense juristic
language. Our work focuses on the common-law
system, where lay jurors evaluate facts and ver-
dicts, and the courtroom arguments often appeal
to commonsense, persuasion, and emotion. The
work differs substantially from prior works as a
pioneering research on the track.

2.2 Human Jury Bias

Jury bias has been widely studied in the legal-
psychology domain. Some works point out that
bias forms at a very early stage, during opening
remarks or when jurors learn the defendant’s back-
ground (Kramer et al., 1990; Kalven et al., 1966),
and follow-up works note that jurors might seek

to reinforce their constructed story from the first
impression. The bias may concern the affinity be-
tween a juror’s and a defendant’s background. A ju-
ror may show mercy to someone similar to oneself
and potentially judge outsiders more harshly (Kerr
et al., 1995; Rhodes et al., 2025; Foresta, 2025).
However, a work also notes that in few cases the
black sheep effects exist, where jurors may judge
a defendant who shares a similar background with
the juror but violates the core values more harshly
than an outsider (Kerr et al., 1995; Marques et al.,
1988). Further, the bias may also concern ideol-
ogy. Some studies show that conservative-attitude
jurors are more likely to support a guilty verdict
(Pyo, 2025; Clark and Wink, 2012; Anwar et al.,
2019) than liberal profiles.

2.3 LLM for Persona Simulation

Persona simulation has been studied using LLMs
for general conversational purposes (Wang et al.,
2025b; Hu and Collier, 2024; Ni et al., 2026; Wang
et al., 2025c¢), or specific domains such as doctor-
patient (Kyung et al., 2025) and mental screen-
ing (Wang et al., 2025a). The simulation does not
explicitly instruct the models on what to say or how
to react, but it implicitly sets an internal persona
that guides the agent’s responses, which may not
explicitly reveal one’s background. However, the
persona simulation has not been used in the legal
domain, especially to examine whether the LLM-
jury can exhibit biases similar to those of humans.
The work analyzes whether different personas af-
fect trial outcomes.

3 Simulation Framework

To analyze LLM-jury, we require data contain-
ing detailed defendant background, base-case sce-
narios, courtroom speech, and each juror’s back-
ground. Specifically, we require controversial and
debatable cases to understand a model’s reason-
ing. The judgment documents usually include only
base-case scenarios without other materials and
share the same concerns as prior works (He et al.,
2024) that the documents were written by judges
after the verdict and sentences were determined.
The facts are filtered and written in a conclusive
manner, and they cannot reflect the case’s uncer-
tainty during the trial. Plus, juror profiles, ideology,
and the defendant’s detailed backgrounds are not
recorded or disclosed in public records for privacy
and safety purposes (like US federal court for pub-
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lic access has restricted such information being
released. Some information is purposely sealed
and incomplete, especially for criminal cases to
avoid retaliation.)

Instead, we use LLM and human experts to col-
laboratively craft the required materials.

3.1 Case Generation

We first use GPT-5.4 to generate 500 controversial
and arguable criminal cases across around 400 po-
tential criminal charges aligned with the US Crim-
inal Code, and write the cases to .json files. Each
entry includes "defendant background", "case back-
ground", and "evidence" that constitute a case. The
case background and evidence describe the crime
scene and found evidence to charge the defendant.
For defendant background, we first prompt to gen-
erate common stereotypes that may evoke empathy
among people with a specific ideology, and form
Group-A. Then we further generate labels that sub-
vert the stereotypes, such as a defendant from a
socially minor group is actually wealthy and suc-
cessful, and they form Group-B.

Statement. For Group-A and Group-B defen-
dants, based on the case background, evidence, and
defendant profiles, we use GPT-5.4 to generate de-
fendant statements during the examination by the
lawyer or the prosecutor. The statements seek to
emotionally persuade the jury by stressing their
grounds for sympathy, justifying their conduct, ex-
pressing remorse, or combining these. Each state-
ment contains around 15 sentences.

Human in the loop. The case and statement gen-
eration is manually reviewed by a practicing lawyer.
We ask the expert to inspect the materials, including
feasibility of the case background and evidence, en-
suring the scenarios are controversial so defendants
can make effective appeals while ensuring the state-
ments conform to the base case scenario. Further,
we ask the expert to rate the strength of emotional
contagion p and remorse ¢q for each statement on a
scale of [1, 5], where 5 is the most powerful. For
each defendant background, we ask the model to
generate an affinity score f, € [—5,5], indicat-
ing whether the background is more likely to elicit
empathy from conservative- or liberal-attitude ju-
rors. -5: the strongest conservative affinity; +5: the
strongest liberal affinity. The scores are checked
by an expert trained in sociology.

3.2 Juror Simulation

We also use GPT-5.4 to generate each juror’s profile
and simulate various ideologies, following prior
work on ideology simulation (Argyle et al., 2023;
Park et al., 2024). Ideology scores f;q are rated
from -5 (most conservative) to +5 (most liberal),
and we ensure that the generated ideologies are
uniformly distributed among all jurors.

3.3 Case Decision

We ask each simulated juror to decide each crafted
case. The juror profiles are fed into an LLM as the
system prompt, while the user prompt asks each
juror to produce a decision g: not-guilty or guilty
of a charge from a given list of potential charges.
This simulates real trials, where a judge instructs
the jury on the charges available for consideration.
The decisions are made for all cases, including
combinations of Group-A/B defendants and with-
/without statements. The user prompt instructs the
LLM to consider all materials, including the defen-
dant’s statement if present, and focus on reasonable
jury-style judgments. If the LLM cannot uphold
a guilty decision, or if the evidence does not sup-
port the charge, return not guilty. We ask the LLM
to provide brief reasons for their decisions, and
we give another pass to the model with prompts
to check if the verdicts are consistent with those
reasons. If not, regenerate the decisions.

Note that a case may involve multiple crimes;
for example, assault and manslaughter may coex-
ist, and we ask the LLLM to output the most severe
crime a defendant is guilty of. Further, the work
distinguishes potential charges by mens rea, i.e., in-
tentional, reckless, or negligence when committing
a crime, where the severity and sentence vary. We
also consider attempted offenses, such as attempted
murder or attempted arson, where the criminal act
was not completed but still results in legal penal-
ties. Prior common-law legal judgment prediction
benchmarks did not simulate the jury and predict
their decisions (Sesodia et al., 2025; Guha et al.,
2023; Semo et al., 2022), or even consider the mens
rea or attempted offenses.

Severity. To quantitatively analyze the effect
after the statement, we ask the human expert to
label the severity s of each potential charge and
build a large dictionary for the crime severity. s €
[0, 15], where O means not guilty or having valid
justifications like under duress or complete self-
defense. 15 is the heaviest. <=5 is a misdemeanor,
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and > 5 is a felony with sentences typically more
than one year.

4 Analysis and Findings

We aim to answer the following questions through
the analysis. Following prior works using general-
domain LLMs for legal benchmarks (Fan et al.,
2026; Hu et al., 2026), we examine 20 different
frontier LLMs, assess their ability to simulate ju-
rors, examine how the juror profile may affect the
decision, and identify the underlying bias for each
LLM. The temperature is set to 0.2 for generation
with better consistency in the legal judgment if its
API permits. Though some legal-domain LLMs
exist, they are mostly trained on Chinese civil-
law cases with much smaller model sizes, such
as LegalOne-R1 or DISC-LawLLM.
Controversiality of crafted cases. To verify if the
crafted cases contain enough uncertainty so that the
defendants can make effective statements for rebut-
tal, we first evaluate how diverse the predictions are
for a case. For each case, there are 960 = 20 (# of
models) x 12 (# of jurors) x 4 (Group-A/B, with
statement or not) predictions. We take the most fre-
quent criminal charge and divide its count by 960
to obtain mode share. The mode share averaged
across 500 cases is 0.645, and the histogram peak
is at 50%-60% (10% per bucket). Only 3 cases
have unanimous decisions. The statistics show the
cases are highly controversial.

4.1 How do statements affect jury decisions?

For a case involving defendant ¢ and juror j, s; ;
shows the severity score associated with the juror’s
decision. Then we compute statement effect, which
is the severity change after the statement.

SE'LJ — Sa(}—statement _ S?f;tement. (1)
We average over the number of instances NV to get
the average SE for a model. SE>0 means state-
ments reduce verdict severity. We also compute
success rate (SR), hurt rate (HR), and no-change
rate (NR).

Zi,j I(SEZ',' > 0)

SR N 2
B Ei,j l(SEi’j < 0)
HR = = , 3)

where 1 is the indicator function that evaluates to
1 if the condition holds, and O otherwise. NR is
simply 1 -SR—HR.

LLM SE SR HR NR

Gemini 3 Flash 0.5492  0.1498 0.0532 0.7970
GPT-5 Mini 0.3270 0.1413 0.0912 0.7675
Grok-4.3 0.3052 0.1865 0.1221 0.6914
Llama 4 0.0899 0.1539 0.1314 0.7147
GPT-5.4 Mini 0.0479  0.1157 0.1058 0.7785
Gemini 3.1 Pro -0.0481 0.0744 0.0704 0.8552
GPT-5.4 -0.0597  0.0825 0.0880 0.8295
Kimi K2 Instruct -0.0900 0.1370 0.1401 0.7229
GPT-5.5 -0.1067 0.0882 0.0895 0.8223
Kimi K2.5 -0.1395  0.1586 0.1630 0.6784
GPT-40 Mini -0.2009  0.0587 0.0834 0.8578
Kimi K2.6 -0.2062  0.1455 0.1613  0.6933
GPT-5.4 Nano -0.2251  0.1179  0.1358  0.7463
Claude Sonnet 4.6 -0.2431 0.0772 0.1150 0.8078
Claude Haiku 4.5 -0.2477  0.1181 0.1411  0.7408
DeepSeck V4 Pro -0.2770  0.1179 0.1433  0.7338
DeepSeek V4 Flash ~ -0.3043 0.1088 0.1409  0.7502
GLM 5 -0.3841  0.1231 0.1650 0.7119
Claude Opus 4.6 -0.3854  0.0788 0.1366  0.7847
Qwen3 -0.5917  0.1117 0.1889  0.6994

Table 1: Effect of defendant’s statement.

Table 1 shows the results. First, one can find
that the LLM-jury may not be easily swayed by
the statement with about 70%-80% NR. The ob-
servation matches a famous rule from empirical
legal studies, which states that around 80% of ju-
rors make up their minds after hearing the open-
ing remarks regarding case background and evi-
dence (Kalven et al., 1966; Polavin, 2022). Some
follow-up studies show that jurors may construct
a "story" as early as possible and seek evidence
to support it (Schweitzer and Nuiiez, 2021). A re-
cent experiment shows that around 66% to 75% of
jurors did not change opinions from their first im-
pression (Polavin, 2022). Our NR aligns with those
studies, showing LLM-jury may exhibit a similar
form of decision inertia and not easily change opin-
ions once the case background is given.

Next, in line with SE, SR, and HR, more models
tend to be harsher than lenient. The observation
echoes many legal-psychological studies (Salekin
et al., 1995; van Doorn and Kunst, 2025; Corwin
et al., 2012; Proeve, 2023) that note defendant state-
ments can be a double-edged sword, not always
leading to mitigation. The statements may posi-
tively affect the jury and reduce the severity. For
example, in a case in JuryBench, the defendant is
charged with misprision of a murder weapon, and
from the defendant’s words, she wanted to protect
her family from retaliation. The same Gemini-3-
Flash juror who made a guilty decision without the
statement then recognizes this defense and makes a
not-guilty decision. Yet, Some jurors may interpret
highly intense emotions or incongruent statements
as signals of guilt. For example, some juror reasons
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by Claude Sonnet-4.6 mention "The inconsistent
statements further weaken credibility" with guilty
decisions. Without the statements, the same jurors
would have given not-guilty verdicts.

From another perspective, the defendant state-
ments may imply remorse, which jurors may find
relatable and thereby reduce the severity, but some
jurors may further reinforce the belief that the de-
fendant is responsible because the expressed re-
morse is interpreted as an implicit admission. In
one example, a GPT-40-Mini juror states, "While
there was regret, the defendant’s position of priv-
ilege and manner do not evoke the same level of
sympathy ..." Without the statement, the same juror
gave a not-guilty verdict.

4.2 Which latent factors affect jury decisions?

Claude Haiku 4.5 -0.375%** 0.126 0.322%*
Claude Opus 4.6 -0.245* 0.232* -0.120
Claude Sonnet 4.6 0.064 0.007 -0.023

DeepSeek V4 Pro 0.093 0.211 0.177*

DeepSeek V4 Flash -0.119

GLM-5 -0.101 -0.022 0.014 0.6
GPT-40 Mini 0.271 -0.322%* 0.237*
GPT-5 Mini -0.062 -0.008 0.355%*

GPT-5.4 0.148 -0.021 0.025 0.2
GPT-5.4 Mini 0.388% -0.313* 0.260
GPT-5.4 Nano -0.051 0.331% 0.021

0.5 0.118* -0.087

GPT-5.5 -0.431%* 0.218

Gemini 3 Flash

Gemini 3.1 Pro 0.028 0.347* 0.205
Grok 4.3 0.226* -0.267* 0.442%0%

Kimi 2.5 0.116 0.007 0.007

Kimi 2.6 0.042 0.013 0.076

Kimi K2 Instruct 0.200 -0.026 0.177

Llama 4 -0.229 -0.077 0.109

Qwen3 -0.029 -0.026 -0.151

P q M
Figure 2: Main Effect Analysis. Heatmap for the co-
efficients are shown. * indicates significance based on
statistical p-value < 0.05; ** p < 0.01; *** p < 0.001.

To answer the question, we identify three factors:
emotional contagion p, remorse ¢, and background
fit: for a defendant ¢ and a juror j, the background
fit M*J is computed by the product of the defen-
dant’s affinity and the juror’s ideology.

M = 737d . féj (4)
where larger positive values show higher match,
and more negative values show stronger mismatch.

To decide which factor is more important when
severity scores change, we build a model

SE = o + B12(p) + P2z(q) + Bsz(M),  (5)

where z() denotes the standardization to zero mean
and unit variance. To analyze which factor con-
tributes most, we calculate these coefficients via
fitting the linear model by least squares over all de-
fendant and juror instances. The heatmap plot for
each term’s coefficient is shown in Fig. 2. We com-
pute statistical p-values for each coefficient and
mark statistical significance with three thresholds.

Emotional Contagion. Higher emotional con-
tagion reduces severity for a modest majority of
models. Some LLMs are significantly affected by
emotional contagion, such as Gemini-3-Flash, and
we have given an example in Sec. 4.1. In con-
trast, it has negative effects for some models, such
as Claude-Haiku-4.5. For example, in a case re-
lated to bribery, a Claude-Haiku juror thinks, "The
defendant’s charismatic speech and appeals to ser-
vice do not overcome the financial and transac-
tional evidence and his own admission.” Without
the statement, the juror reaches a not-guilty verdict.
The rationale resembles the human mindset, where
higher rhetoric may risk distrust and prompt closer
scrutiny of the claim with evidence.

Remorse. Expressing remorse reduces severity
for a sizable minority of models. DeepSeek-V4,
Gemini, and some GPT models emphasize this fac-
tor. For example, DeepSeek models often state
"The defendant’s speech is remorseful and logical"
in the juror rationales and subsequently reduce the
severity. In contrast, Grok and a few GPT mod-
els exhibit the opposite effect- showing remorse
may actually reinforce perceptions of guilt, where
"Though feeling regretful, he did admit ..." are
mentioned in many juror rationales. For half of the
examined models, remorse has neutral effects.

Background Fit. Surprisingly, the background
fit is a more significant factor than emotional con-
tagion and remorse, with a substantial majority of
models showing positive coefficients with signif-
icance, and none of the negative coefficients are
statistically significant. GPT-5.5, Grok-4.3, GPT-
5-mini, and Claude-Haiku-4.5 are the most promi-
nent. For instance, a GPT-5-mini’s juror said "As
a mother I feel deep compassion, and the defen-
dant’s speech about fear for her baby and panic is
credible", or "As a father and small-business owner
I trust the defendant..." The jurors sometimes re-
late the defendant’s background to their own and
reduce the severity.

Likewise, if a defendant’s background is the op-
posite of a juror’s, one’s statement might have nega-
tive effects. For example, in one case the defendant

10549



Claude Haiku 4.5 [ g
Claude Opus 4.6 [ ] id

Claude Sonnet 4.6 [ R

DeepSeek V4 Flash . * [

DeepSeek V4 Pro [ * [ ]

GLM-5 . * L3
GPT-40 Mini * L
GPT-5 Mini ol e
GPT-5.4 L] *
GPT-5.4 Mini L3 *
GPT-5.4 Nano [ *
GPT-5.5 [ *
Gemini 3 Flash [ *
Gemini 3.1 Pro » .

Grok 4.3 R4

Kimi 2.5 . * L3

Kimi 2.6 < .
Kimi K2 Instruct [ * .
Llama 4 o

Qwen3 * (]

G = APost. pbase

L] * L ] *
* (R4
® * (14
* L ]
* . °
* * L]
[ e g L] *
& @
* @
* L] *
L] * * 0
* L] *
L d * * L]
e ¢
* <
* * o
* L] *
* *
* e [ 24
[ ] * L] *

-0.50 -0.25 0.00 0.25 0.50 0.75 -0.50 -0.25

e Same-direction cases

0.00 0.25 0.50 0.75 -0.50 -0.25 0.00 0.25 0.50 0.75

+ Opposite cases

Figure 3: Analysis for the matched (same-direction) and mismatched (opposite) background fit.

said, "I have run a business for thirty years and I
have paid my taxes and raised my children to re-
spect the law"; however, a juror with the opposite
ideology escalates the severity after hearing the
statement and said, "His self-defense claim lacks
corroborating evidence, and his speech focused
heavily on his privileged status rather than genuine
remorse ..."

The above analysis shows that LLM-simulated
jurors exhibit patterns that echo human-jury find-
ings, implicitly persuaded by emotion, remorse, or
background bias, but may also develop distrust as
the legal-psychology studies suggest (Sec. 2.2). In
the appendix, we conduct human evaluation on a
subset of the generated cases to support the findings
of similarity between LLMs and human reasoning.
We also consider interactions among the terms in
Eq. 5 and analyze a conditional model beyond the
marginal effects.

4.3 Do Group-A and Group-B differ in
verdict severity?

In Sec. 3.1, we generate two defendants for Group-
A and Group-B for a case. The analysis here uses
¢ as the case index and j as the juror index, and
splits the defendants into {iA,iB} € i. We define
the estimators AP and AP, which are the mean
group difference over all instances before and after
a statement.

Abqse o Sno—statement _
% ]

no-statement
iA,j iB,j

iB,j ) (6)

S

APO-St — gStatement _
2Y)

statement
iA,j ; (7)

iB,j
where positive scores indicate Group-A has higher
severity, and vice versa. We also define signed gap
of shift as
.. _ ADost base
Gl’j - Alv] o Al7]

__( oStatement __ .no-statement __( .statement __
=(siag " —Siay )= (5355

®)
qo-slz_\lemem)

SzB,j

where G;; < 0 suggests Group-A becomes rel-
atively less severe compared with Group-B, or
Group-B becomes more severe relative to Group
A, while G; ; > 0 is the opposite. G is the mean
over all instances.

To conduct the analysis, we separate cases by
background fit M i > 0 (same direction) and
M*% < 0 (opposite direction). The results are
shown in Fig. 3.

Group-A v.s. Group-B. Observing from Ab*¢
and AP®!, one can find that nearly all the mod-
els show a pattern that the same-direction cases
have negative scores, and the opposite cases have
positive scores. The former indicates Group-A
has lower severity than B on average, since more
matched backgrounds lead to greater leniency from
jurors of similar backgrounds, compared to Group-
B that counters the stereotype. Conversely, the
latter shows Group-B is less severe, since jurors
with opposite backgrounds may criticize Group-A
more with higher mismatch scores.

Before vs. after statement. We further examine
the signed gap of difference G. For most of the
models, the signs of G for both the same-direction
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Figure 4: Analysis for liberal/ conservative jury.

and opposite direction are the same, suggesting
that each model has its own systematic tendency
to enlarge or close the gap of difference between
Group-A and Group-B, after hearing the statements.
Across the models, the signs are roughly evenly
divided between positive and negative without a
clear inclination.

The magnitude |G| is often larger for opposite-
direction cases. This indicates that opposite-
direction cases experience stronger post-statement
movement in the signed gap of difference, suggest-
ing greater sensitivity to the statement intervention.

4.4 How does ideology affect jury’s decisions?

We further examine how a juror’s ideology affects
their decision. We divide the analysis into 5 buckets
for each LLM based on the ideology score: strong
conservative (-5 to -3), weak conservative (-2 to -1),
neutral (0), weak liberal (1 to 2), strong liberal (3 to
5). Severity scores before and after the statements
are used as the metrics. Fig. 4 shows the results.

As shown by Sno—statement and Sstatemem’ an obvi-
ous trend across LLMs shows that conservative
jurors assign higher severity scores than neutral ju-
rors, who are also harsher than liberal jurors. Over-
all, liberal jurors are clearly more lenient than con-
servative jurors. On average, stronger ideological
leaning also indicates stronger effects- the strong
conservatives always give the highest severity, and
the strong liberals are usually the lowest.

From Sstatement _ Sno—statement, around 60% of
LLMs show the same signs of severity change
across all ideologies. This suggests that each model
has its own tendency in how statements affect its
severity judgments. Then, around 70% of LLMs
show larger post-statement changes for conserva-
tive jurors than for the liberal, suggesting that con-
servative jurors are more sensitive to the statement.

Our studies echo prior legal-psychological re-
search (Pyo, 2025; Sivasubramaniam et al., 2020;
Anwar et al., 2019): conservative or “crime control”
oriented jurors are more conviction-prone and tend
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to seek evidence to support a guilty verdict.

5 Conclusion

This work presents the first systematic study of
LLM-jury under the common-law setting. We
introduce JuryBench, a benchmark of controver-
sial criminal cases, diverse juror profiles, con-
trolled defendant backgrounds, and emotionally
persuasive statements to enable fine-grained anal-
ysis of LLM-jury behavior. LLM-jury echoes sev-
eral legal-psychology findings: sticky early im-
pressions, double-edged defendant statements, and
ideology- or affinity-driven decisions. JuryBench
provides a controlled testbed for studying how
LLMs may support mock-jury analysis and for
lawyers to conduct mock trials with a focus group
to revise the trial strategies. The work further sup-
ports future work on transparent and accountable
legal simulations.

Limitations

The work has several limitations:

* The work presents a simplified court sim-
ulation. In real trials, the case background
and evidence introduction are presented dur-
ing the opening statements and the prosecu-
tion’s case-in-chief, and we combine them
into a single stage to provide a basic under-
standing. The work focuses on understanding
the LLM-jury’s reaction to emotional persua-
sion; therefore, we simplified the testimony
and cross-examination to speech from the de-
fendant, which is also the core dynamics of
modern trials for emotional persuasion. The
full simulation of cross-examination, such as
on the credibility of other evidence, may in-
clude complex arguments, which is orthogo-
nal to emotional persuasion and not within the
work’s scope. Last, the real verdict requires
unanimous consensus from the jury in most
U.S. states through group discussion. Since
the focus of the work is to study how each
LLM-simulated juror with different controlled
parameters responds to emotional persuasion,
the later group discussion to reach consensus
is out of scope and we do not simulate the
stage.

¢ The work focuses on U.S. common-law crim-
inal trials. While our work examines the im-
plicit factors shaping the decision-making pro-

cess of LLM-jury, which is not limited to
country or case type, the current scope pri-
marily draws on U.S. criminal charges.

* The work only uses text to simulate the court-
room process following the previous work.
However, the emotional contagion and re-
morse could be amplified by body language,
facial expressions, and other factors that are
only observable in real courtroom settings.

* With fast iteration and an increasing number
of LLMs coming out, we only chose 20 fron-
tier LLMs for study. The relative behaviors
observed across models may change as model
providers update training data, safety policies,
and inference systems in the newer versions.

Ethical Considerations

The work is designed as a research tool to under-
stand the behaviors of LLM-jury, especially pro-
vided to legal professionals who intend to conduct
mock trials to plan or refine their trial strategies
using LL.Ms and simulate jurors with similar pro-
files. The intent of the work is not to automate real
legal judgment or interfere with real cases. The
cases, defendants, and jurors in our benchmark
are synthetic and do not describe real individuals;
nevertheless, the generated profiles involve sensi-
tive social attributes and criminal allegations, so
they should be handled with care. We will include
clear documentation, intended-use restrictions, and
warnings that the data may contain stereotypical as-
sociations introduced intentionally for bias analysis
in the benchmark release.
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A  Human Evaluation

We also conduct a human evaluation on the gen-
erated cases. 25 cases of more common and com-
prehensible scenarios are sampled. The base case
scenarios are presented first, and we ask 12 U.S.
lay participants without legal training to select a
charge from the potential charges as the verdict. We
give brief explanations in plain English for each
potential charge, simulating jury instructions from
a judge. Then, we present the defendant’s state-
ment and ask the subjects to make decisions again.
Specifically, we ask the subjects not to revise the
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previous response retroactively from the scenario
without the statement. If the post-statement deci-
sion differs from the pre-statement decision, we
ask the subject to briefly explain the reason. To
compute results, we average across 12 people and
25 cases, and present the results alongside LLMs
for the 25 cases in Tab 2.

From the table, one can see that the human eval-
uation also leans toward increasing severity after
the statement with a negative SE value. The most
common reasons for increasing the severity are also
finding remorse as evidence of guilt, and another
minor reason is disbelief about the statements as
they sound performative sometimes. Both of the
reasons are covered in the main paper Sec. 4.2 for
the LLM’s reasoning.

On the other hand, for the reasons of decreasing
the severity, the top reason is that subjects recog-
nize the grounds for justification that lead to ac-
quittal, or subjects recognize the grounds while em-
pathizing with situations of the defendants, which
is facilitated by emotional contagion. There are
also a few cases where the statements include gen-
uine remorse and valid grounds for justification.
Both of the reasons are also described in the main
paper Sec. 4.2. This subset and human evaluation
is intended as a proof on our claim of similarity
between LLM and human reasoning, rather than a
large and representative human-jury benchmark.

SE SR HR NR

Human Eval -0.2920 0.1328 0.1652  0.7022
“ Gemini 3Flash ~  0.5033  0.1617  0.0550 0.7833
GPT-5 Mini 0.5017 0.1733  0.0867  0.7400
GPT-5.4 Mini 0.1200 0.1483 0.1250 0.7267
Llama 4 0.0383  0.1350 0.1350 0.7300
GPT-5.4 -0.1067 0.1033 0.1133  0.7833
GPT-40 Mini -0.1717  0.0400 0.0667 0.8933
Kimi K2.5 -0.2783  0.1400 0.1683  0.6917
DeepSeek V4 Pro -0.2867 0.1417  0.1550 0.7033
Grok-4.3 -0.3133  0.1817 0.2000 0.6183
Kimi K2 Instruct -0.3400 0.1183 0.1350 0.7467
GPT-5.4 Nano -0.3883  0.1167 0.1617 0.7217
DeepSeek V4 Flash  -0.5100 0.0967 0.1517 0.7517
Kimi K2.6 -0.5317  0.1217 0.1767  0.7017
Claude Sonnet 4.6 -0.5600  0.0667 0.1383  0.7950
Gemini 3.1 Pro -0.5750  0.0567 0.1300 0.8133
GPT-5.5 -0.6467 0.1033  0.1517 0.7450
GLM 5 -0.6883  0.1333  0.1950 0.6717
Claude Haiku 4.5 -0.7650  0.0717 0.1767  0.7517
Claude Opus 4.6 -0.8667 0.0667 0.1717  0.7617
Qwen3 -0.9233  0.1100 0.2167 0.6733

Table 2: Effect of defendant statements on the 25 se-
lected cases along with human evaluation.

We also run the regression model in Eq. 5 for

the human evaluation. Note that although we ask
the subjects to self-describe their ideology, nearly
all are centered on the neutral within the range [-
2, 2]. There is no strong ideology for analyzing
human bias. Another reason is that subjects easily
omit the defendant’s background in a text-based
survey and usually cannot perceive the background
difference without a real person, actions, body lan-
guage, and expressions, whereas LLMs implicitly
process the information as if it were a real person
by the ability of persona simulation. We remove
the background fit term M from the analysis. The
coefficients for p and ¢ are 0.173 and -0.168- both
p-values are smaller than 0.05 but larger than 0.01
with significance.

B Joint-Effect Regression

In Eq. 5, we studied a model composed of three
isolated terms for analysis. The form considers
each factor as an independent additive predictor
and asks whether it is associated with severity re-
duction, which is straightforward to explain each
factor’s effect.

We further build a full interaction model that
considers the joint effect of each term

SE = a + p12(p) + B22(q) + Bsz(M)

+ Baz(pq) + Bsz(pM) + Bez(qM) + 57Z(qu()é)
which becomes conditional but not marginal now
for p, q, M. The explanation is also more complex
and needs cares. The coefficients cannot be inter-
preted as independent causal effects. For example,
p’s marginal effect 9SE/Op is not just (31, but also
compound with other terms, and the same for other
terms.

Explanation about Joint Effects The results
are shown in the Fig. 5. First M, pq, and pgM
are nearly all positive. Since positive coefficients
correspond to reduced post-statement severity, this
suggests that both defendant-juror affinity M and
coherent emotional-remorseful statements pq are
associated with more lenient outcomes. The posi-
tive pgM term further indicates that these effects
reinforce each other: when a defendant’s statement
combines emotional appeal with remorse, and the
defendant is also well matched with the juror’s
affinity profile, LLM jurors are more likely to re-
duce the severity. In contrast, the isolated terms p
and ¢ alone are mostly negative, as the positive ef-
fect have been captured by joint effects pgM or pq,
and each isolation term can backfire, potentially
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being perceived as performative, insufficient, or
even as implicit evidence of responsibility.

Next, The negative pM and g M coefficients sug-
gest that defendant-juror affinity does not monoton-
ically amplify emotional or remorseful appeals. Al-
though the main effect of M is positive, indicating
that matched backgrounds are generally associated
with lower post-statement severity, the negative
two-way interactions show that isolated emotion-
ality or isolated remorse becomes less mitigating
under stronger affinity. This pattern suggests a sat-
uration or credibility effect: once affinity already
favors the defendant, additional one-dimensional
emotional or remorseful cues may be discounted as
strategic or excessive. However, the positive pg M
term indicates that when emotionality and remorse
are jointly present, affinity again strengthens the
mitigating effect, consistent with LLM jurors re-
warding coherent rather than isolated persuasive
appeals.

Comparison to unary model. Compared with
the unary model in Eq. 5, which treats each factor
as an independent additive predictor, the full inter-
action model asks how does the effect of one factor
depend on the presence of the others? The two
models therefore serve complementary purposes.
The unary model identifies each LLM’s dominant
marginal sensitivity, while the interaction model
explains how these sensitivities combine.

The additive model remains useful because it
provides an interpretable behavioral profile for each
LLM. By isolating the marginal association of emo-
tional contagion, remorse, and background fit, it
shows which cue each model is most sensitive to
when the decision process is summarized in first-
order terms. These model-level differences are
important for practical use: a lawyer or researcher
choosing an LLM-jury simulator may care whether
a model is especially responsive to emotional ap-
peals, remorse, or defendant-juror affinity.

The full interaction aim to further complement
the additive findings, where the term-shared struc-
tures become more visible. The additive model
shows that M is the most robust standalone pre-
dictor, whereas p and ¢ are weaker and model-
dependent. The interaction model explains this
instability: isolated emotionality or remorse can
backfire, but their coherent combination pq, espe-
cially when aligned with defendant-juror affinity
through pgM, is consistently associated with re-
duced severity. Thus, LLM jurors appear to reward
coherent persuasive configurations rather than iso-

lated rhetorical signals.

C Prompts in Use

We document the prompts for generating case sce-
narios, juror profiles, and verdict from each juror
in Fig. 6, Fig. 7, and Fig. 8.

D Instructions for Legal Expert and
Manual Check

In Fig. 9, we provide the detailed instructions to the
legal expert, who helped gate the generation qual-
ity of the case scenarios and statement. The case
generation inspection took two weeks to complete,
where in total 67 cases were flagged throughout the
whole process for regeneration and gating again.

In Fig. 10, we also give an instruction about gat-
ing the generated affinity scores to an expert trained
in sociology. In total, 51 defendant-background
affinity scores were corrected.

E Common-Law and Civil-Law Settings

Common-law and civil-law systems differ in their
legal traditions, sources of authority, and courtroom
decision-making structures. Civil-law systems are
primarily statute-centered: legal rules are codified
in written statutes and legal codes, and judges are
expected to apply these provisions to individual
cases. In many civil-law settings, legal profession-
als therefore play the central role in interpreting
statutes, examining case materials, and producing
judgments. Courtroom reasoning often emphasizes
the applicability of legal provisions, the interpreta-
tion of written legal materials, and the consistency
of the judgment with codified rules. Representative
civil-law jurisdictions include France, Germany,
Italy, Spain, Japan, South Korea, China, and many
countries in continental Europe and Latin America.

By contrast, common-law systems place greater
emphasis on adversarial argumentation, judicial
precedent, and fact-finding through trial procedures.
In common-law criminal trials, especially in the
U.S. setting studied in this work, the jury often con-
sists of laypeople without formal juristic training.
Rather than interpreting statutes in a professional
legal capacity, jurors primarily evaluate facts, ev-
idence, witness credibility, defendant statements,
and whether the prosecution has proven guilt be-
yond a reasonable doubt. As a result, courtroom
arguments are not only legal but also persuasive:
attorneys must translate legal claims into narratives
that are understandable and convincing to ordinary

10557



Claude Haiku 4.5 -0.286 -0.152 8
Claude Opus 4.6 1 0.230 0.495
Claude Sonnet 4.6 1 0.172 -0.075 .
DeepSeek V4 Flash -1.594* -0.957
DeepSeek V4 Pro - -0.025 -0.210
GLM-51 -2.183%k -2.200 1.752 4
GPT-40 Mini
GPT-5 Mini 0.310 ,
GPT-5.4 -0.336 2134
GPT-5.4 Mini -0.215 555
ro
GPT-5.4 Nano -1.445%*
GPT-5.5
Gemini 3 Flash q -0.037 -0.194 -1.080 0.589 1.499 0.802 -1.335 r—2
Gemini 3.1 Pro q -1.664%* -1.946%*
Grok 4.3 -1.165% -2.240%%* .
Kimi 2.5 -0.204 -0.490
Kimi 2.6 -0.565 -0.881
Kimi K2 Instruct { ~ -1.343%* -1.822%% 1.173 - -0.136 -0.219 -0.758 -6
Llama 4 -0.866 -0.787
Qwen3 - -0.349 -0.233 _8
3 q M Pq pM qM pgM

Figure 5: Analysis of full interaction model. * indicates significance based on statistical p-value < 0.05; ** p <
0.01; *** p < 0.001.

citizens. These arguments often appeal to common-
sense, life experience, moral judgment, credibility,
and emotion. Representative common-law jurisdic-
tions include the United States, the United King-
dom, Canada, Australia, New Zealand, India, and
Singapore.
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Generate *xhighly controversial** jury-deliberation scenarios involving doctrines such as mens rea, self-defense, necessity,
duress, causality, mistake/ignorance, or alibi, or any other reasons that the defendant may claim to being discharged.
However, from the scenarios the defendants still have slightly more than a half chance to get convicted. The charges
associated with the case must have high diversity from the US Criminal Code.

Create two matched groups of cases:

For ‘groupA‘, generate defendant backgrounds that align with common prejudicial stereotypes, such as:
- 37-year-old Black woman, poor

- 49-year-old white man, successful, grumpy, dismissive of feminism

- 21-year-old Asian immigrant, limited English, guileless

For ‘groupB‘, generate the same ‘case_background‘ and ‘evidence‘ for each matching case, but change only the ¢
defendant_background‘ and ‘speech‘ so they counter the prejudice, such as:

- 37-year-old Black woman, rich, educated

- 49-year-old white man, poor, empathetic

- 21-year-old Asian immigrant, fluent in English, mischievous

Note that the above are examples. Follow the rule and generate diverse backgrounds.

Each case must contain exactly these nine fields:
- ‘defendant_background®

- ‘case_background*

- ‘evidence®

- ‘speech*

- ‘affinity®

- ‘potential_charge*

The ‘speech‘ should be a statement by the defendant to attempt to get an acquittal. The speech can stress on aspects of grounds
for justifications, emotional persuaion to the jury, validity of the behavior, expressing remorse, or mix of them in a
coherent style. The length should contain about 15-20 sentences.

‘affinity‘ must be an integer from -5 to 5 that predicts how a conservative/liberal juror may feel closer to the defendant’s
background and therefore may feel more empathy toward the defendant:

- -5 means the most conservative

- 5 means the most liberal

‘potential_charge‘ must list all potential charges for which the defendant could be convicted based on the case background and
evidence, including "not-guilty" as an option. Separate each charge with a comma. For example, in an assault-related case,
the possible charges could be: simple assault, aggravated assault, assault with a deadly weapon, battery, aggravated
battery, reckless endangerment, attempted assault, menacing, harassment, not-guilty.

Return only valid JSON in this exact shape:

{
"groupA": [
{
"defendant_background": "...",
"case_background": "...",
"evidence": "...",
"speech": "...",
"affinity": 3,
"potential_charge": "..."
¥
1,
"groupB": [
{
"defendant_background": "...",
"case_background": "...",
"evidence": "...",
"speech": "...",
"affinity": -2,
"potential_charge": "..."
¥
]
}
Rules:

- ‘groupA‘ and ‘groupB¢ must each contain exactly COUNT cases.

- For each index, ‘groupA[i].case_background‘ must equal ‘groupB[i].case_background‘.
- For each index, ‘groupA[i].evidence‘ must equal ‘groupB[i].evidence‘.

- Do not include markdown, explanations, or any text outside the JSON object.

Figure 6: Prompt for generating cases.
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Generate 12 distinct jury personas for a U.S. criminal jury simulation.

The personas should span a wide range of backgrounds, lived experiences, and likely ideological leanings. Include variation
across age, race or ethnicity, gender, education, profession, class background, religion or secular orientation, immigrant
status where relevant, region, and civic or political experiences.

Some personas may have backgrounds that suggest more prejudice, some less prejudice, and some mixed or ambiguous tendencies. The
set should be diverse rather than clustered around one worldview.

For each persona, infer a likely political leaning and assign a score:
- ‘ideology_score‘: an integer from -5 to 5

Scoring rule:

- negative values mean more conservative
- positive values mean more liberal

- 0 means moderate or mixed

Return only valid JSON in this exact shape:

{
"personas": [
{
"persona_id": 1,
"profile": "28-year-old white woman, law firm assistant, attended Black Lives Matter protests, urban renter in Chicago.",
"background_summary": "A concise description of personal background, values, habits, and likely jury perspective.",
"ideology_score": 3
}
]
}
Rules:

- Return exactly 12 personas.

- The generate jurors must uniformly distributed across ideologies in [-5, 5]
- ‘persona_id‘ must be a 1-based integer in order.

- ‘profile‘ must be an one-line description.

- ‘background_summary‘ must be 2 to 4 sentences.

- ‘ideology_score‘ must be an integer from -5 to 5.

- Do not include markdown or any text outside the JSON object.

Figure 7: Prompt for generating juror persona.

You are acting as a juror in a U.S. criminal case review task. You are deciding which specific crime the defendant committed.

You will receive a JSON array of COUNT case objects. For each case, output exactly one verdict label from the given ¢
potential_charge®.

Important instructions:

- Consider the case background, defendant background, evidence, and especially consider the speech from the defendant.

- The speech may influence credibility, remorse, and perceived intent to affect the decision, but do not ignore the factual
record.

- Your role background may affect your decision.

- Focus on a reasonable juror-style judgment from the provided materials only.

- If the evidence does not support guilt beyond a reasonable doubt, return ‘not-guilty*‘.

- If a lesser included or less severe offense is more appropriate than the most serious apparent charge, return that less severe
offense.

Return only valid JSON in this exact shape:

{
"decisions": [
{
"case_index": 1,
"justification": "Brief explanation of the reasoning.",
"result": "Second-degree murder"
}
]
}
Rules:

- Return exactly COUNT decision objects.

- The order of the decision objects must follow the original order of case. The decision must base on the case itself, using all
the case presented materials. Do not mention other irrelevant materials and charges.

- ‘case_index‘ must be a 1-based integer matching the case position in the input array.

- ‘justification® must be around 50 words.

- ‘result‘ must be either ‘not-guilty‘ or a concrete crime name from the given ‘potential_charge®.

- ‘result‘ and ‘justification‘ must be very consistent. Do not make any inconsistency.

- Do not write generic labels such as ‘guilty‘, ‘guilty of a crime, ‘guilty with lesser crime‘, ‘guilty-of-murder®, or ‘guilty-
with-leniency‘.

- Use lower-case labels only.

- Do not include markdown, commentary, or any text outside the JSON object.

Figure 8: Prompt to generate prediction with a statement presented. For decisions based on no statements, we
remove any instructions about statements here.
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Instructions for Human Expert Review

Review each generated criminal case as a legal domain expert. For every paired case, inspect the defendant background, case
background, proof, defendant statement, and annotation scores.

1. Legal Plausibility and Coherence

Verify that the scenario is realistic under U.S. criminal law.

Check that the alleged conduct, evidence, possible charges, and defendant explanation are legally plausible.
- Ensure that the case background and proof are internally consistent.

- Confirm that the defendant statement does not contradict the factual record.

- Flag cases that are impossible, legally incoherent, or too vague for meaningful jury evaluation.

2. Controversy of the Case

- Assess whether the case is genuinely controversial.

- The evidence should support a plausible conviction.

- The defendant should also have a reasonable basis for appeal, acquittal, or a less severe charge.

- Relevant grounds may include lack of mens rea, self-defense, necessity, duress, mistake, causation disputes, alibi,
credibility concerns, or mitigation.

- Flag cases that are too obvious in either direction.

w

Consistency of the Defendant Statement

- Check whether the defendant statement fits the base case.

- The statement should be consistent with the case background and proof.

- The statement should not introduce decisive new facts, fabricate evidence, contradict the record, or make the verdict obvious.

- The statement may appeal to credibility, intent, justification, remorse, emotional context, mitigation, or the defendant’s
interpretation of events.

4. Emotional Contagion Rating p

For each defendant statement, assign p from 1 to 5.

- p=1: little or no emotional appeal.
- p=2: weak emotional appeal.
- p=3: moderate emotional appeal.
- p=4

- P

strong emotional appeal.
=5: highly powerful emotional appeal likely to affect juror perception.

Consider whether the statement evokes sympathy, identification, compassion, anger, fear, sadness, or other affective responses.
5. Remorse Rating q

For each defendant statement, assign q from 1 to 5.

little or no remorse.

limited or superficial remorse.

: moderate regret or reflection.

clear and credible remorse.
strong remorse, accountability, and moral reflection.

Consider whether the defendant acknowledges harm, expresses regret, accepts responsibility, or reflects on the consequences.
6. Potential Charge Severity Labeling

We have organized the potential charges into a list. For each charge, assign a severity score s from O to 15. The score is used
to compare verdict severity before and after the defendant statement.

- s=0: not guilty, acquittal, or complete legal justification, such as valid duress, complete self-defense, or necessity.
- s=1 to 5: misdemeanor-level or low-severity outcomes, including minor offenses, infractions, petty crimes, or crimes typically
punished by no incarceration or up to one year.
- s>5: felony-level outcomes, typically punished by more than one year. Higher scores indicate longer or more severe punishment
based on the legal meaning of the charge.
- s=15: the most severe outcomes, such as capital, life-eligible, or similarly extreme offenses.

Differentiate legally meaningful charge variants. For example, distinguish attempted vs. completed offenses, reckless vs.
intentional conduct, negligent vs. knowing conduct, and statutory distinctions such as voluntary manslaughter vs.
manslaughter.

Create a severity dictionary from the potential-charge list. Each entry should map one charge to one severity score, and the
same charge should receive the same score consistently.

Figure 9: Instruction for the legal expert.
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Instructions for Ideology and Affinity Score Review

For each defendant background, review the generated affinity score:

- affinity: a signed score indicating whether the defendant background is expected to elicit stronger affinity from conservative

- or liberal-attitude jurors.

The score ranges from -5 to 5.

- -5 means the background has the strongest expected affinity with conservative-attitude jurors.
- Negative values indicate stronger expected affinity with conservative-attitude jurors.

- 0 means neutral, mixed, or no clear ideological affinity.

- Positive values indicate stronger expected affinity with liberal-attitude jurors.

- 5 means the background has the strongest expected affinity with liberal-attitude jurors.

When reviewing affinity, consider whether the defendant’s background may plausibly affect perceived social closeness, empathy,

or identification for liberal- or conservative-attitude jurors.

Relevant factors may include:

demographic background,
socioeconomic status,
occupation,

- education,

- religion or secular orientation,
- immigration status,

- political or cultural cues,

- family circumstances,

- demeanor,

- social identity,

- and values expressed in the background.

Juror Ideology Score Review

For each juror profile, review the generated ideology score separately from the defendant affinity score:

- ideology_score: a signed score indicating the juror’s likely political or ideological leaning.

The score ranges from -5 to 5.

- -5 means the juror is the most conservative.

- Negative values indicate conservative-leaning attitudes.
- 0 means moderate, mixed, or no clear ideological leaning.

- Positive values indicate liberal-leaning attitudes.
- 5 means the juror is the most liberal.

When reviewing ideology_score, consider whether the juror’s profile plausibly supports the assigned leaning based on the
described background, values, occupation, region, religion or secular orientation, civic experience, and political or

cultural cues.

Annotation Quality Control

- Check whether the affinity score and ideology score are reasonable and supported by the provided material.
- Flag scores that appear inconsistent, unsupported, or overly extreme.

- Correct the affinity score or ideology score when necessary.

Figure 10: Instruction for affinity score check.
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