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Abstract
Chain-of-thought (CoT) reasoning has dramati-
cally improved large language models (LLMs)
by allowing them to decompose problems into
intermediate steps. While CoT is widely effec-
tive for linguistic tasks, text-only CoT forces
models to serialize visual problems into awk-
ward prose. Although architectural solutions
exist to process visual inputs, the commu-
nity lacks a massive, multi-step, self-corrected
dataset to teach models how to build and main-
tain internal visual workspaces when solving
purely textual reasoning problems. To address
this limitation, we introduce CoVA-SFT, a
highly structured corpus of 51.9K samples con-
taining over 222K multimodal reasoning steps
across 5 distinct layout families and 17 com-
plex tasks, and CoVA-Bench, a companion
benchmark of 1,700 held-out test samples span-
ning the same tasks for reproducible evalua-
tion. By providing explicit rationale formula-
tions, agentic renderings, and verification loops,
CoVA-SFT teaches multimodal language mod-
els to interleave text and visual abstractions.
We validate the dataset by demonstrating that
models fine-tuned on CoVA-SFT outperform
all interleaved CoT baselines by more than 2×
on average on CoVA-Bench, though they still
fall short of strong text-only CoT baselines,
highlighting open challenges for future work.

1 Introduction & Background

Long chain-of-thought (CoT) reasoning has pro-
duced large gains in mathematical problem solving,
coding, and other complex tasks (Jaech et al., 2024;
Guo et al., 2025), becoming a foundational inter-
face that effectively allows large language models
(LLMs) to decompose problems and write interme-
diate steps before producing an answer. While this
interface is effective when the relevant intermediate
state is naturally linguistic (such as a mathemati-
cal proof), it fails to easily generalize to reasoning

1*Equal contribution.
2†Equal advising.

Figure 1: Chain of Visual Abstractions. When solv-
ing text-based reasoning problems, standard textual rea-
soning (left) forces models to serialize naturally visual
problems into prose. In contrast, models trained on
our CoVA-SFT dataset (right) learn to construct and
maintain (latent) visual workspaces during the reason-
ing process.

problems grounded in non-textual, structured states
where serializing into text is inefficient. For ex-
ample, for humans, reasoning over a picture of an
actual chessboard is much easier than interpreting
a long algebraic notation of a chess game. Yet,
in these cases, text-only chain-of-thought forces
models to serialize visual states into an unnatural
prosaic representation.

Indeed, recent work has increasingly challenged
the assumption that intermediate reasoning must
only be expressed in language, extending it be-
yond text with sketches, generated images, code-
rendered plots, and interleaved vision-language
traces (Hu et al., 2024; Li et al., 2025c; Su et al.,
2025; Deng et al., 2025; Li et al., 2025b; Wang
et al., 2025; Bigverdi et al., 2025). For example, in
visual question answering, latent-token approaches
such as Mirage and CoVT replace parts of the tex-
tual reasoning trace with continuous visual rep-
resentations aligned to features coming from in-
put images in the problem (Qin et al., 2025; Yang
et al., 2025b). In natural language domains, models
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Table 1: Comparison with representative interleaved reasoning datasets. Prior work grounds reasoning in existing
images; CoVA-SFT constructs visual workspaces from scratch for text-only inputs.

Dataset Task Input Visual Role

Zebra-CoT Vision-language reasoning Multimodal Grounded visual observations from input
Math-VR Math reasoning Text & multimodal Math-specific plots and diagrams
CoVA-SFT (Ours) Text-only reasoning Text-only Visual workspaces constructed during reasoning

Table Graph Math
PROMPT

You are scheduling 6 workshops in 5 rooms over 6 
timeslots. [...] Find an assignment that satisfies all of the 
following constraints: [...]

PROMPT

[Gloria] is a sister of [Joseph].  [Jeanne] is a sister of [Joseph].  
[...] How are [Joseph] and [Peter] related to each other ? 

PROMPT

In △ABC, AB = AC. Through point A, draw AD ⟂ AC 
intersecting the ray CB at point D. If △ABD is an isosceles 
triangle, then the measure of ∠C is ____ degrees.

We begin by assigning rooms based 
on explicit rules: [...] 

Now we apply timeslot exclusions:  
[...]

REASONING REASONING

Draw Joseph, Gloria, Jeanne, and Peter as a row of four 
siblings, connecting with 'sister' or 'brother' edges [...]

REASONING

Begin by setting up the first 
configuration. ABD is isosceles with 
AB = BD.  [...] ∠C = 60°.

The completed table gives the final 
answer: 

{"A": ["Room E", "10pm"], [...] , "F": 
["Room D", "7pm"]}.

Layout
PROMPT

You have been given a 3 by 3 pointy-topped regular rhombus 
tile map. Starting from a vertex,  [...] What will you find?

Draw one final image with the two queried people 
highlighted [...]  Joseph and Peter are brothers.

Examine the second configuration 
where triangle ABD is isosceles with 
AD = BD instead. [...] ∠C = 30°.



The answer is 30 or 60.

PROMPT

Find the engine best move for this chess position. Return the 
move in UCI notation. FEN: [...] Side to move: b.

Game Table
ACP (4.9%)
Logic Puzzle (2.0%)
Scheduling (4.9%)

Game
ARC-AGI (3.1%)
Chess (5.4%)
Maze (7.8%)
Sudoku (5.4%)

REASONING

The current spot is radio. Let me draw 
the picture: [...]

REASONING

Start by identifying the current 
position from the FEN: [...]

Graph
CLUTRR (4.9%)
Graph Coloring (5.4%)
GraphInstruct (3.1%)
ProsQA (3.1%)

[...] the current position is bagel and I 
just came from tandem bicycle. 

Time to redraw the picture: [...] 

The final answer is bagel.

The move Ke7 (d6e7) [...] improves the 
position by controlling the e7 square [...] 

Therefore, the final answer is: d6e7.

Math

MathNet (2.4%)
Math-VR (32.4%)
3D Cube (4.8%)

Layout
Bin Packing (7.2%)
Seating Arrangement (1.6%)
SpatialEval (1.8%)

Figure 2: Overview of CoVA-SFT. We introduce CoVA-SFT, a 51.9K-sample dataset containing over 222K images
from 17 data sources. CoVA-SFT spans five visual abstraction types, reflecting how humans often externalize
reasoning such as tables for constraint problems, family trees for kinship reasoning, graphs for relational reasoning,
symbolic diagrams for spatial reasoning, and geometry plots for math reasoning. Data curation pipeline is in
Figure 3 and more dataset examples in 17 tasks are in Appendix C.

can render explicit drawings or executable plotting
traces from text queries to use as external scratch-
pads for spatial or mathematical reasoning (Menon
et al., 2024; Duan et al., 2025). Other efforts, like
Zebra-CoT, have contributed interleaved vision-
language reasoning data (Li et al., 2025a).

Despite these advances, the community lacks a
massive, multi-step, self-corrected dataset to teach
models how to build internal visual workspaces.
Existing resources are often limited in scale, do-
main diversity, or the depth of sequential reason-
ing required. Consequently, researchers studying
visual intermediate representations lack a compre-
hensive benchmark dataset to train and validate
models on purely text-based reasoning tasks that
require long-horizon structural tracking.

To address this gap, we introduce CoVA-SFT, a
highly structured corpus designed to teach multi-

modal language models to interleave text and vi-
sual abstractions. The dataset comprises 51,904
samples containing 222,046 images across 5 dis-
tinct layout families (Game, Graph, Layout, Math,
and Table) sourced from 17 complex tasks. We
construct this dataset using an agentic generation
pipeline that explicitly forces models to articulate
the rationale for a visual abstraction, agentically
render it, and verify its structural consistency in a
self-reflective loop.

To evaluate CoVA-SFT, we also release
CoVA-Bench, a held-out benchmark of 1,700 test
samples spanning all 17 tasks from the same
five layout families, designed to measure logi-
cal interleaved-reasoning skills. We fine-tune a
base multimodal language model on CoVA-SFT
and evaluate on CoVA-Bench, showing that while
strong text-only models like Qwen3-Think struggle
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significantly on complex domains such as Graph
reasoning (44.5%) and Game simulation (19.3%),
models trained on our dataset can effectively learn
to leverage visual abstractions. To sum up, our
contributions are:

• We release CoVA-SFT, a dataset of 51,904
trajectories with 222,046 visual abstraction
steps across 17 tasks, constructed via a self-
corrective pipeline.

• We provide a dataset validation baseline, con-
firming that CoVA-SFT is learnable, challeng-
ing, and successfully teaches models to utilize
latent visual workspaces without compromis-
ing general text reasoning performance.

• We release CoVA-Bench, a benchmark con-
sisting of 1,700 test samples, including all
17 tasks of CoVA-SFT that require logical
interleaved-reasoning skills.

2 Interleaved Reasoning Dataset:
CoVA-SFT

To evaluate the potential of intermediate vi-
sual reasoning, we introduce CoVA-SFT, a multi-
source interleaved reasoning corpus of 51,904 ex-
amples. The dataset contains 222,046 multimodal
reasoning steps across 17 diverse tasks, providing
a set of trajectories that teach models how to build
internal workspaces when solving complex textual
reasoning problems.
Dataset Construction. We construct CoVA-SFT
using Claude 4.5 Sonnet as an agentic generator
operating in three stages (Figure 3):

1. Rationale & QA Formulation: The model
articulates why a visual workspace is useful
for the given task, specifies what should be
rendered, and generates the corresponding
question–answer pair.

2. Agentic Rendering: The interleaved reason-
ing trace is generated step by step, with Mat-
plotlib tool calls to programmatically render
each visual workspace; the resulting image
is fed back to the model as context before
continuing.

3. Verification & Self-Correction: The model
checks the rendered image for structural con-
sistency against the problem statement and
re-enters the rendering loop to redraw when
errors are detected.

text-only 
problem

① Interleaved Reasoning 
Generation

answer
prompting

<table> 

[{"from": 
"A", "to": 
"B", "w": 
2},...]

</table>

import 
networkx as 
nx 
G = 
nx.Graph()

...

② Rendering

text

text ③ Verification

...
next reasoning step

CoT w/ visual 
abstraction

redraw workspace

structured artifact

text reasoning+

Figure 3: Data synthesis pipeline. A capable vision-
language model generates text reasoning traces and
structured intermediate artifacts, renders them into vi-
sual workspaces, and verifies the resulting outputs
through a reflective feedback loop before continuing
downstream reasoning.

The dataset spans five abstraction families (Table,
Graph, Layout, Game, and Math) covering 17 tasks
in total. In addition to the training set, we also
curate the CoVA-Bench, a held-out test benchmark
drawn from the same 17 tasks and five abstraction
families as CoVA-SFT. It contains 1,700 samples
(100 per task) that were withheld from training and
verified to require multi-step logical reasoning and
maintenance of visual state.

3 Experiments

To validate that CoVA-SFT is learnable and
that interleaved visual reasoning provides a mean-
ingful training signal, we fine-tune a multimodal
language model on CoVA-SFT and evaluate on
CoVA-Bench, our held-out benchmark of 1,700
test samples across all 17 tasks. We compare
against text-only and interleaved CoT baselines
under zero-shot conditions, where each model re-
ceives only the textual problem statement.

Model Design. We fine-tune Qwen3-VL-8B-
Thinking (Bai et al., 2025) on CoVA-SFT, adapt-
ing it to our interleaved reasoning format where
the model must produce not only the final textual
answer but also the intermediate latent visual tra-
jectory that grounds the reasoning process. Each
interleaved image is encoded using a fixed budget
of 128 visual tokens. We optimize with a dual-

11038



Table 2: Dataset Validation Baseline. We compare text-only baselines and external-tool visual reasoning methods
against the CoVA-SFT baseline. Text-only serialization heavily degrades performance on Graph and Game tasks.

CoT Format Instantiation Method Table Layout Graph Game Math Avg

Text-Only
LLM Qwen3-Think 67.3 69.3 44.5 19.3 25.0 45.1

VLM
Qwen3-VL-Instruct 61.0 71.0 57.0 15.0 26.0 46.0
Qwen3-VL-Thinking 80.3 76.3 46.5 25.5 27.3 51.2

Interleaved
Agentic / UMM

CodePlot-CoT (Duan et al., 2025) 15.3 17.3 20.2 2.0 9.7 12.9
TwGI (Chern et al., 2025) 2.0 0.0 1.0 0.0 1.3 0.9
MathCanvas (Shi et al., 2025) 14.0 22.0 35.3 0.5 12.3 16.8
Zebra-CoT (Li et al., 2025a) 9.3 13.8 26.5 0.5 5.7 11.2

Latent Tokens CoVA-SFT Baseline (Ours) 47.2 53.4 62.0 20.0 8.5 38.2

objective loss: for text, the standard autoregressive
cross-entropy Ltext; for visual tokens, a cosine sim-
ilarity objective that aligns each normalized pre-
dicted latent visual token ei against its normalized
ground-truth target embedding êi,

Lvisual =
1

N

N∑︂

i=1

lcos(ei, êi), (1)

yielding the total objective LSFT = Lvisual+γ Ltext.
This formulation, following Zhang et al. (2025),
explicitly supervises both language generation
and visual-state evolution, encouraging the model
to maintain grounded multimodal representations
throughout long reasoning horizons.

Baselines. We evaluate against two categories, se-
lecting open-source models in the 7–8B parameter
range to ensure fair comparison under matched
capacity. Text-only CoT baselines include pure
LLMs, Qwen3-Think (Yang et al., 2025a), as well
as VLMs operated in text-only mode: Qwen3-
VL-Instruct and Qwen3-VL-Thinking (Bai et al.,
2025). Interleaved CoT baselines include methods
that produce explicit visual workspaces via exter-
nal tool calls: CodePlot-CoT (Duan et al., 2025),
MathCanvas (Shi et al., 2025), and Zebra-CoT (Li
et al., 2025a), and Thinking with Generated Images
(Chern et al., 2025), all of which programmatically
render or generate visual artifacts and feed them
back into the reasoning chain.

Results and Analysis. Table 2 reports performance
across our in-domain held-out test sets. CoVA-
SFT achieves the highest average score among in-
terleaved CoT baselines by a substantial margin
(38.2% vs. 16.8% for the next-best baseline, Math-
Canvas), although MathCanvas performs better on
Math. CodePlot-CoT, MathCanvas, and Zebra-CoT
remain substantially weaker overall, as errors in

external rendering can propagate into subsequent
reasoning with limited opportunity for recovery.
By internalizing the visual workspace into the rea-
soning process, CoVA-SFT avoids this external
execution boundary. TwGI (Chern et al., 2025)
achieves near-zero performance across domains, as
its generated intermediate images are often incoher-
ent and provide little useful grounding over long
CoT trajectories.

Against text-only baselines, CoVA-SFT trails on
Table (47.2%), Layout (53.4%), and Math (8.5%),
but surpasses all text-only models on Graph rea-
soning (62.0% vs. 57.0%). This advantage is struc-
turally motivated: graphs encode relational infor-
mation (nodes, edges, reachability) in a form that
is naturally visual but laborious to maintain in
prose, where a text-only chain-of-thought must re-
enumerate adjacency structure at every step. The
sharpest gap is on Math (8.5% vs. 27.3%), which
we attribute to a representational mismatch: math-
ematical reasoning is already well-served by sym-
bolic notation that VLMs handle fluently in text,
making latent visual tokens an expensive detour
rather than a meaningful aid. This suggests that
learning continuous latent visual representations
may be a more effective inductive bias than discrete
token generation in unified multimodal models.

4 Conclusion

In this work, we introduce CoVA-SFT, a large-
scale interleaved reasoning dataset designed to
address the fundamental limitations of text-only
Chain-of-Thought on spatial, structural, and rela-
tional tasks. By creating 51,904 trajectories with
222,046 visual abstraction steps across 17 distinct
tasks, we hope to provide the community with a
resource for teaching multimodal models how to
build and maintain internal visual workspaces.
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Limitations

A primary limitation of CoVA-SFT is its re-
liance on the capabilities of the upstream vision-
language model (e.g., Claude 4.5 Sonnet) acting as
the agentic generator. While our verification and
self-correction loops catch many structural incon-
sistencies, subtle hallucinations in the generated
text traces or rendering code can propagate into
the training data. Because these trajectories are di-
rectly distilled into the dataset, these micro-errors
can introduce logic flaws into the training distribu-
tion, potentially bounding the upper-limit accuracy
of downstream fine-tuned models.

Furthermore, the dataset’s visual diversity is cur-
rently bounded by the programmatic capabilities
of the rendering tools; highly complex, open-world
spatial simulations or continuous robotic environ-
ments are not yet represented in this taxonomy.
Currently, the visual abstractions are constrained to
static structured formats such as 2D tables, topolog-
ical graphs, layout grids, and geometric coordinate
plots. Consequently, the visual abstractions learned
via CoVA-SFT remain symbolic and schematic
rather than continuous or deeply perceptual.

Finally, in addition to data issues, training mod-
els to jointly optimize for both textual tokens
and continuous or latent visual tokens introduces
significant computational overhead compared to
standard text-only Supervised Fine-Tuning (SFT).
The dual-objective loss function, which forces the
model to balance cross-entropy text generation
with high-dimensional cosine similarity alignment
(LSFT = Lvisual+γLtext), requires careful hyper-
parameter tuning and increased memory bandwidth
during training. Furthermore, because highly com-
plex tasks in our dataset scale up to 8 or more se-
quential visual states, generation during inference
demands longer context windows and an increased
compute budget to dynamically update and main-
tain the workspace over long horizons.
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Appendix

The appendix is organized as follows:

• Appendix A provides additional performance
and evaluation details, including per-task re-
sults across the five workspace categories.

• Appendix B describes the construction of the
CoVA-SFT dataset, including programmati-
cally generated examples and examples col-
lected from existing open-source datasets.

• Appendix C presents representative training
data examples across the supported reasoning
tasks and visual abstraction types.

• Appendix D discusses ethics, risks, intended
use, artifact licensing, and dataset documenta-
tion.

• Appendix E discusses training hyperparame-
ters for the CoVA baseline.

• Appendix F discloses the use of AI-based
tools during manuscript preparation.

A Performance and Evaluation Details

We additionally report detailed per-task perfor-
mance results for a more fine-grained evaluation
of model capabilities across diverse reasoning do-
mains. The results can be found in Table B.2.
Ground truth answers in our test set span diverse
formats, including letters, words, names, structured
tables, and symbolic expressions. We report the
main numbers in the paper using the LLM as a
judge (Gemini-2.5-flash) setting, as it provides a
more reliable estimate of practical reasoning per-
formance.

B Dataset Construction Details

CoVA-SFT question-answer pairs are either pro-
grammatically generated or collected from exist-
ing open-source datasets. Below we describe each
source.

Seating Arrangement: Tasks are generated using
a constraint-satisfaction algorithm over two layout
types (straight-line and circular) with 18 seating
constraint templates. We sample a random num-
ber of seats and iteratively add constraints until
a unique valid arrangement remains, discarding
any constraint that conflicts with the existing set.
Multiple-choice questions are then generated by

prompting an LLM on the initial and final arrange-
ments.

Logic Puzzles: Generated from the open-source
Zebra Puzzles repository,1 the pipeline samples a
ground-truth world of n houses and m attributes,
then adds weighted clue constraints until a CSP
solver yields a unique solution. Each puzzle is
rendered into natural language with a JSON answer
key.

3D Cube: Connected voxel structures of varying
dimensions are procedurally sampled and rendered
into 3D visualizations. Tasks cover three question
types: total exposed surface area, cubes with a
given number of painted faces, and surface-area
change after removing a highlighted cube. Ground-
truth answers are computed automatically from the
voxel geometry.

Others: All remaining data is sourced from ex-
isting open-source datasets. We provide source
details in Table B.1.

C Training Data Examples

We provide representative interleaved reasoning
trajectories from CoVA-SFT in Figure C.1, cover-
ing all 17 tasks across the five visual abstraction
families.

D Ethics, Risks, and Artifact
Documentation

Potential risks. CoVA-SFT is intended as a re-
search dataset for studying interleaved textual and
visual reasoning. The dataset may inherit errors
from the upstream vision-language model used
to generate intermediate reasoning traces and ren-
dered workspaces. Although our verification and
self-correction loop is designed to reduce structural
inconsistencies, subtle hallucinations, incorrect rea-
soning steps, or malformed renderings may remain
in the released data. Models trained on such data
may reproduce these errors or become overconfi-
dent in visually grounded reasoning traces. We
therefore recommend that CoVA-SFT be used for
research and evaluation rather than for high-stakes
decision making without additional validation.

Artifact licenses and intended use. CoVA-SFT
combines programmatically generated examples

1https://github.com/alexandrainst/zebra_
puzzles

11042

https://github.com/alexandrainst/zebra_puzzles
https://github.com/alexandrainst/zebra_puzzles


Figure C.1: Training data examples.
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Figure C.1: Training data examples (continued).
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Figure C.1: Training data examples (continued).
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Figure C.1: Training data examples (continued).
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Figure C.1: Training data examples (continued).
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Figure C.1: Training data examples (continued).

11048



Figure C.1: Training data examples (continued).
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Source Repository / URL

ARC Interleaved https://huggingface.co/datasets/multimodal-reasoning-lab/Zebra-CoT

GraphInstruct https://huggingface.co/datasets/GraphWiz/GraphInstruct

CLUTRR https://huggingface.co/datasets/CLUTRR/v1

SpatialEval https://huggingface.co/datasets/yyamada/SpatialEvalLLM

ProsQA https://github.com/facebookresearch/coconut/tree/main/data

Math-VR https://huggingface.co/datasets/gogoduan/Math-VR-train

MathNet https://huggingface.co/datasets/ShadenA/MathNet

ACP Bench https://huggingface.co/datasets/ibm-research/acp_bench

Bin Packing https://huggingface.co/datasets/mideavalwisard/ACCORD

Scheduling CSP https://huggingface.co/datasets/strickvl/constraint-sat-1000

GRAM Graph Coloring https://huggingface.co/datasets/brozonoyer/gram-graph-coloring

Puzzle-Bench Sudoku https://huggingface.co/datasets/zeyuzy/puzzle-bench

2D Maze Dataset https://huggingface.co/datasets/achinta3/2d_maze_dataset_with_grid_size

Chess Dataset https://huggingface.co/datasets/aac43t34ty34ty34/chess-dataset

Table B.1: Source datasets used for constructing the interleaved reasoning corpus.

with examples derived from existing open-source
datasets. The original portions of CoVA-SFT cre-
ated by us will be released under the CC BY 4.0 Li-
cense. For each external source used in the dataset,
we list the original dataset name and URL in Ta-
ble B.1; any examples derived from these sources
remain subject to the applicable licenses and usage
restrictions specified by their original creators. We
use these artifacts for research purposes consistent
with their intended use, including constructing and
evaluating reasoning tasks involving graphs, games,
layouts, tables, and mathematical reasoning. We do
not intentionally include private, personally identi-
fiable, or offensive content.

E Experimental Hyperparameters

This appendix provides additional details regard-
ing the hyperparameter configurations and hard-
ware infrastructure used during the training of
CoVA.
Hardware and Infrastructure. All experiments
were conducted on a cluster of NVIDIA H200
(80GB) GPUs. SFT training was distributed across
8 H200 GPUs using Fully Sharded Data Parallel
(FSDP2) in mixed-precision bfloat16. Training
utilized FlashAttention v2 and Liger Kernel fused
operations to optimize throughput and memory ef-
ficiency.
Optimization Details. The hyperparameter set-
tings are summarized in Table E.1. During SFT we
optimized the joint text and latent visual token ob-
jective. The visual encoder was unfrozen to allow
for better representation alignment with the soft
visual tokens. The training corpus of 51.9K inter-
leaved samples was trained for 2 epochs, totaling

approximately 7,000 optimization steps.

F AI Use Disclosure

The authors used AI-based tools to assist with
code generation, editing, and writing during the
preparation of this paper. Specifically, AI assis-
tance was used to help draft and revise portions of
the manuscript for clarity, grammar, and organiza-
tion, and to support the development, debugging,
and refinement of code used in the research work-
flow. All AI-generated or AI-assisted content, code,
analyses, and interpretations were reviewed, veri-
fied, and, where necessary, modified by the authors.
The authors take full responsibility for the accu-
racy, integrity, originality, and final content of the
paper, including any code or text developed with
AI assistance.
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https://huggingface.co/datasets/multimodal-reasoning-lab/Zebra-CoT
https://huggingface.co/datasets/GraphWiz/GraphInstruct
https://huggingface.co/datasets/CLUTRR/v1
https://huggingface.co/datasets/yyamada/SpatialEvalLLM
https://github.com/facebookresearch/coconut/tree/main/data
https://huggingface.co/datasets/gogoduan/Math-VR-train
https://huggingface.co/datasets/ShadenA/MathNet
https://huggingface.co/datasets/ibm-research/acp_bench
https://huggingface.co/datasets/mideavalwisard/ACCORD
https://huggingface.co/datasets/strickvl/constraint-sat-1000
https://huggingface.co/datasets/brozonoyer/gram-graph-coloring
https://huggingface.co/datasets/zeyuzy/puzzle-bench
https://huggingface.co/datasets/achinta3/2d_maze_dataset_with_grid_size
https://huggingface.co/datasets/aac43t34ty34ty34/chess-dataset


Workspace Method Task type

Game

ARC Chess Maze Sudoku
Qwen3-Think (Yang et al., 2025a) 7.0 7.0 48.0 15.0
Qwen3-VL-Thinking (Bai et al., 2025) 23.0 9.0 50.0 20.0
CoVA-SFT (Ours) 3.3 0.0 77.0 0.0

Graph

CLUTRR GraphColor GraphInst. ProsQA
Qwen3-Think (Yang et al., 2025a) 37.0 21.0 97.0 23.0
Qwen3-VL-Thinking (Bai et al., 2025) 39.0 16.0 100.0 31.0
CoVA-SFT (Ours) 83.6 12.5 82.0 93.8

Layout

BinPack SeatingArr SpatialEval —
Qwen3-Think (Yang et al., 2025a) 60.0 70.0 78.0 —
Qwen3-VL-Thinking (Bai et al., 2025) 67.0 78.0 84.0 —
CoVA-SFT (Ours) 37.5 49.2 73.4 —

Math

3D-Cube MathVR MathNet —
Qwen3-Think (Yang et al., 2025a) 18.0 25.0 32.0 —
Qwen3-VL-Thinking (Bai et al., 2025) 19.0 31.0 32.0 —
CoVA-SFT (Ours) 9.8 10.9 4.9 —

Table

ACP LogicPuzzle Scheduling —
Qwen3-Think (Yang et al., 2025a) 60.0 49.0 93.0 —
Qwen3-VL-Thinking (Bai et al., 2025) 62.0 84.0 95.0 —
CoVA-SFT (Ours) 56.2 50.8 34.5 —

Table B.2: Per-category reasoning performance (%).

Table E.1: Training hyperparameters for the SFT phase.

Hyperparameter SFT

Backbone Model Qwen3-VL-8B-Thinking
Optimizer AdamW
Learning Rate 5× 10−5

LR Schedule Cosine
Warmup Steps 50
Global Batch Size 16
Epochs 2
Visual Tokens per Image 128
SFT Loss Weight (λ) 1.0
Max Response Length 32,768
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