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Abstract

Construction accident narratives contain rich
causal information, but the evidence is often
implicit, long-span, and distributed. We in-
troduce CONSTRUCTCIE, a manually anno-
tated dataset for Causal Information Extraction
from OSHA construction accident reports. The
dataset uses a hierarchical schema for accident
types, causal factors, sub-causal factors, and
supporting evidence spans. We evaluate super-
vised sequence taggers and instruction-tuned
LLMs in an end-to-end hierarchical extraction
setting. Results show that most evaluated mod-
els achieve strong accident-type prediction and
recover broad causal meaning but remain lim-
ited in precise span-level extraction. Joint Hier-
archical Extraction generally achieves stronger
exact and soft matching, while Individual Hier-
archical Extraction sometimes achieves higher
keyword F1. Error distributions vary by ex-
traction strategy, but evidence-selection and
span-boundary errors remain common. These
findings show that reliable Causal Informa-
tion Extraction for construction accidents re-
quires stronger domain grounding and more
accurate evidence extraction. The code and
data can be found at https://github.com/
lab-flair/ConstructCIE.

1 Introduction

Construction is economically essential but remains
highly hazardous. In 2024, construction accounted
for 1,034 of 5,070 work-related fatalities in the
United States (U.S. Bureau of Labor Statistics,
2026c¢,a). Although construction represented only
about 5% of U.S. nonfarm employment, it was re-
sponsible for roughly 20% of worker deaths (U.S.
Bureau of Labor Statistics, 2026b). Accident re-
ports are valuable for understanding causes and pre-
venting future incidents (Rupasinghe and Panuwat-
wanich, 2020; Zou et al., 2017). However, these
narratives are difficult to analyze because they de-
scribe dynamic site conditions, changing work pro-
cesses, and causal chains linking unsafe conditions,

Accident Report: Employee #1 and a coworker, after completing a
waterproofing job at a commercial building, were riding unrestrained in the
cargo area of a Ford van. The van was not equipped with rear seats and
safety belts. Employee #1 was struck by unsecured work tools. He
sustained a fractured spine and was paralyzed from the waist down. The
employee was transported to the hospital and admitted for treatment.

Accident type: Struck-by

van was not equipped with rear seats and

Equipment Factors
quip safety belts; unsecured work tools

l, Protective Equipment
Condition

van was not equipped with rear seats and
safety belts

l, Work Equipment Condition unsecured work tools

Figure 1: An example accident report and its extracted
Equipment Factors, including the Protective Equipment
Condition and Work Equipment Condition sub-causal
factors.

procedural failures, worker actions, and injury out-
comes (Lee et al., 2012; Zhou et al., 2014). Thus,
much safety knowledge remains unstructured and
requires manual analysis (Zou et al., 2017; Ma and
Chen, 2024).

This task aligns with Event Extraction (EE) but
differs from conventional trigger-centered EE. Ex-
isting datasets such as ACEOS (Doddington et al.,
2004) focus on explicit event triggers and pre-
defined argument roles, whereas accident narra-
tives require identifying why an accident occurred
through long, sometimes implicit causal evidence
distributed across multiple sentences (Hershowitz
et al., 2024; Chen, 2025). Thus, existing EE
datasets are insufficient for Causal Information Ex-
traction (CIE) for construction accidents, which
requires domain terminology, engineering context,
and ambiguous causal language (Chen et al., 2024;
Norouzi et al., 2025; Fu and Dai, 2026).

To address these limitations, we introduce CON-
STRUCTCIE, a construction-specific dataset for
CIE from accident narratives. Constructed from
530 Occupational Safety and Health Administra-
tion (OSHA) accident investigation summaries
published between 2011 and 2023 (Occupational
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Safety and Health Administration), CONSTRUCT-
CIE supports accident-type prediction and hierar-
chical extraction of causal factors, sub-causal fac-
tors, and supporting evidence. Unlike conventional
event extraction datasets, it targets triggerless, long-
span, and potentially discontinuous causal evidence
in construction accident analysis.

This work makes three main contributions: (1)
We introduce CONSTRUCTCIE, a construction-
specific CIE dataset built from OSHA accident nar-
ratives with annotations for accident types, causal
factors, sub-causal factors, and supporting evi-
dence. (2) We propose a hierarchical construction
accident causal schema covering accident types,
broad causal factors, and fine-grained sub-causal
factors. (3) We evaluate supervised and LLM-
based methods end-to-end under joint and individ-
ual hierarchical extraction strategies, revealing a
persistent gap between broad causal recovery and
precise evidence extraction.

2 Related Work

Construction Accident Ontologies Early works
in safety science defined foundational accident-
causation theories for describing the complex and
interactive factors underlying systemic accident
causation (Perrow, 1984; Reason, 1997). Sub-
sequent analytical frameworks, such as HFACS
(Wiegmann and Shappell, 2003) and STAMP
(Leveson, 2012), formalized hierarchical categories
of human, organizational, and system-level risk
factors to support accident analysis and communi-
cation among safety experts. Recent natural lan-
guage processing studies have focused on orga-
nizing domain-specific safety hazards, such as the
Risk Knowledge Graph in Railway Safety (RK-
GRS) for railway accidents (Liu and Yang, 2022),
as well as targeted entity dictionaries for struck-
by accidents (Zhou et al., 2025). However, exist-
ing event-extraction benchmarks such as ACE05
and WikiEvents rely on general-domain ontologies
(Doddington et al., 2004; Li et al., 2021), while
recent safety-domain extraction pipelines remain
focused on localized, textually stated causal spans
rather than dense multi-hop causal graph construc-
tion (Chen et al., 2026). As a result, existing on-
tologies are often too theoretical, sentence-bound,
or narrowly tailored to specific accident types, lim-
iting their applicability to document-level Causal
Information Extraction across diverse construction
accidents.

Causal Information Extraction Early work
in CIE relied on pattern-matching and rule-based
methods that used explicit linguistic cues to iden-
tify causal relations (Khoo et al., 1998, 2000). With
the introduction of transformer-based models, pre-
trained language models such as BERT enabled
more flexible modeling of complex and implicit
causal relations (Devlin et al., 2019). A common
approach is to encode the context containing two
target event mentions with BERT and apply a clas-
sifier over the resulting event representations to
predict whether the events are causally related (Wu
et al., 2023). However, simple event-pair context
encoding may be insufficient, as it does not ex-
plicitly incorporate broader semantic structures,
such as event-centric representations and event-
associated paths, that help capture implicit causal
dependencies between events (Hu et al., 2023). Fur-
thermore, real-world causal structures are often in-
tertwined in complex many-to-one or one-to-many
relationships (Chen et al., 2025), and the arguments
associated with causal events are often implicit
or distributed across fragmented textual evidence
rather than expressed as clearly bounded local
spans (Sharif et al., 2024). To capture these com-
plex interdependencies, recent studies have lever-
aged large language models (LLMs), automatic
prompt engineering, and graph neural networks
(GNNG5s) for multi-hop causal reasoning (Chen et al.,
2025; Yan, 2025). Despite these advances, CIE re-
mains under-explored in the construction safety
domain. Prior construction safety research has pre-
dominantly relied on structured or tabular accident-
report fields, while narrative accident reports re-
main comparatively underutilized despite contain-
ing richer contextual information about accident
circumstances, root causes, and contributing fac-
tors (Ray et al., 2025). This gap motivates the
need for a construction-specific CIE benchmark
that supports document-level extraction of causal
factors and supporting evidence from unstructured
accident narratives, especially when such informa-
tion is implicit, fragmented, or distributed across
multiple parts of the report.

3 CONSTRUCTCIE Curation

3.1 Task Definition

An accident type represents the high-level acci-
dent mechanism. We consider four accident types:
fall, struck-by, caught-in/between, and electrocu-
tion. A causal factor is a condition, action, failure,
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Causal Factor Sub-causal Factor

Definition

Sub-causal
Factor Type

Working Construction Trade ~ Working Circumstances describe the physical and operational context of the accident, while Classification
Circumstances Construction Trade identifies the primary construction activity being performed.
Object Involved N/A Object Involved captures the equipment, structure, material, or object that physically interacted N/A
with or contributed to the accident mechanism.
. Failure of Hazard Managerial Factors capture organizational or supervisory deficiencies, while this subfactor Extraction
Managerial Factors . . . . . X .
Management identifies failures to recognize foreseeable hazards during planning or risk assessment.
Deficiency in Safety Managerial Factors capture organizational or supervisory deficiencies, while this subfactor Extraction
Training identifies inadequate task-specific safety training.
Equipment Factors Protective Equipment Factors capture equipment-related contributors, while this subfactor identifies Extraction
quip Equipment Condition missing, unavailable, inadequate, or improperly configured protective equipment.
‘Work Equipment Equipment Factors capture equipment-related contributors, while this subfactor identifies unsafe Extraction
Condition conditions, defects, configuration problems, or availability issues involving tools or machinery.
Working Condition Weather Condition ~ Working Condition Factors capture physical work-environment contributors, while this subfactor Extraction
Factors identifies weather conditions affecting the work environment or accident sequence.
‘Workspace Working Condition Factors capture physical work-environment contributors, while this subfactor Extraction
Condition identifies unsafe spatial, structural, surface, support, or layout conditions of the workspace.
. Inattentive Behavior Behavioral Factors capture task-level human actions or lapses, while this subfactor identifies Extraction
Behavioral Factors . . H S
distraction, reduced vigilance, or loss of situational awareness.
Noncompliant Behavioral Factors capture task-level human actions or lapses, while this subfactor identifies Extraction
Behavior disregard of safety rules, safe work practices, or required protective measures.
Consequences Severity Consequences capture accident outcomes, while this subfactor classifies the seriousness of injury Classification
sed ; from minor injury to fatality.
Affected Body Part  Consequences capture accident outcomes, while this subfactor identifies the body part or parts Extraction

harmed in the incident.

Table 1: Causal factor taxonomy, row-level definitions, and sub-causal factor types for construction accidents.

Detailed definitions are provided in Appendix A.

or circumstance explaining how or why an accident
occurred. A sub-causal factor is a fine-grained
category specifying the type of causal evidence.

Given an accident narrative, CIE aims to pro-
duce a hierarchy of accident type, causal factors,
sub-causal factors, and evidence. In the end-to-end
setting, the model first predicts the accident type
from the report. It then identifies the causal factors
present in the narrative and extracts their support-
ing text span(s). For each causal factor, the model
further predicts the associated sub-causal factor in-
formation. Depending on the sub-causal factor, this
step is formulated either as classification or span ex-
traction. For example, in Figure 1, the causal factor
Equipment Factors is supported by evidence that
can be further divided into Protective Equipment
Condition and Work Equipment Condition.

This task differs from conventional trigger-
centered event extraction. In standard EE, mod-
els usually identify explicit event triggers and ex-
tract local arguments associated with those trig-
gers (Doddington et al., 2004). In contrast, in con-
struction accident narratives, the key information
is not only what happened, but why it happened,
with causal evidence being expressed through long
spans distributed across multiple sentences (Her-
showitz et al., 2024; Chen, 2025). Moreover, a

single causal factor may be supported by evidence
that must be further decomposed into multiple sub-
causal factors, and some sub-causal factors require
classification rather than direct span extraction.
This requires connecting accident context, domain
terminology, and implicit causality.

3.2 Causal Schema Creation

We define CIE using a construction-specific hier-
archical framework. Each report is assigned a top-
level accident type (Acc.), followed by a two-level
causal schema. The accident type represents the
overall accident mechanism, causal factors repre-
sent broad accident contributors, and sub-causal
factors capture fine-grained conditions, failures, be-
haviors, or outcomes.

As shown in Table 1, the schema contains seven
primary causal factors: Working Circumstances,
Object Involved, Managerial Factors, Working
Condition Factors, Equipment Factors, Behavioral
Factors, and Consequences. Their short names
are reported as Work. Circ., Obj. Inv., Mgmt.,
Cond., Equip., Behav., and Conseq., respec-
tively. The schema further defines sub-causal fac-
tors, such as Construction Trade (Constr. Trade),
Workspace Condition (Workspace Cond.), Protec-
tive Equipment Condition (Prot. Equip.), Work
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Equipment Condition (Work Equip.), Inattentive
Behavior (Inatt. Behav.), Noncompliant Behavior
(Noncomp. Behav.), and Affected Body Part (Body
Part). Table 1 provides all factor definitions and
prediction types.

The schema is drawn from construction safety lit-
erature on managerial, environmental, equipment-
related, and behavioral accident contributors (Luo
etal., 2021; Shan et al., 2023; Kang, 2018; Halperin
and McCann, 2004; Jahangiri et al., 2019; Wong
et al., 2009). Given an accident narrative, a model
identifies causal factors and extracts or classifies
sub-causal information using this schema.

3.3 Data Curation

We constructed CONSTRUCTCIE from OSHA ac-
cident investigation summaries published between
2011 and 2023 (Occupational Safety and Health
Administration). We then applied a two-stage
screening process: record-level screening removed
duplicate records and reports unrelated to construc-
tion activities, while content-level screening re-
tained only reports whose narratives explicitly de-
scribed both accident circumstances and causes.
This yielded 530 reports.

The resulting 530 reports were independently
annotated by two domain experts in construction
safety using the taxonomy shown in Table 1. For
each report, both annotators labeled the accident
type, causal factors, sub-causal factors, and sup-
porting text spans. Disagreements were resolved
through discussion until consensus. Finally, all date
information was removed using regular-expression
pattern matching to prevent models from learning
false temporal patterns or hallucinating causal links
based on timestamps.

To quantify annotation reliability before consen-
sus reconciliation, we computed macro-averaged
pairwise F1 for extraction and Cohen’s kappa for
classification across all 530 independently double-
annotated reports. Pairwise F1 was 0.9213 for
causal factors, 0.9562 for sub-causal factors, and
0.9410 overall, while Cohen’s kappa was 1.0000
for accident type, 0.9686 for sub-causal factors,
and 0.9784 overall.

3.4 Data Statistics

We analyze the distribution of accident types,
causal factors, and sub-causal factors. Table 2
shows that Fall accidents are the most common, fol-
lowed by Caught-in/between and Struck-by; Elec-
trocution is the least common.

Accident Type Percentage (%)
Fall 40.6
Caught-in/between 223
Struck-by 22.1
Electrocution 15.1

Table 2: Accident Type Distribution

Causal Factor Percentage (%)

Working Circumstances 100
Object Involved 94.5
Managerial Factors 6.4
Working Condition Factors 40.2
Equipment Factors 26.6
Behavioral Factors 41.5
Consequences 99.2

Table 3: Causal Factor Distribution

From Table 3, the dataset contains high coverage
for Working Circumstances, Consequences, and
Object Involved, which appear in 100.0%, 99.2%,
and 94.5% of reports, respectively. Among the re-
maining causal categories, Behavioral Factors and
Working Condition Factors appear most frequently,
covering 41.5% and 40.2% of reports. Equipment
Factors appear in 26.6% of reports, while Manage-
rial Factors are much less frequent, appearing in
only 6.4%. Thus, the narratives more often describe
accident circumstances, outcomes, site conditions,
and behaviors than managerial causes.

From Table 4, Severity and Construction Trade
appear in 99.2% and 98.9% of reports, respectively,
while Affected Body Part appears in 65.5%. Among
the causal subcategories, Workspace Condition is
the most frequent at 34.3%, followed by Noncom-
pliant Behavior at 28.7% and Work Equipment
Condition at 22.1%. In contrast, Failure of Haz-
ard Management, Deficiency in Safety Training,
Weather Condition, and Protective Equipment Con-
dition appear infrequently, indicating substantial
class imbalance for these categories.

These distributions show substantial class im-
balance across accident types, causal factors, and
sub-causal factors. We therefore report category-
level results in addition to aggregate end-to-end
performance.

3.5 Evaluation Metrics

We evaluate accident-type prediction and
classification-based sub-causal factors using exact
label matching and report F1. For extraction-based
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Sub-causal Factor Percentage (%)
Construction Trade 98.9
Failure of Hazard Management 3.8
Deficiency in Safety Training 2.8
Weather Condition 7.0
Workspace Condition 343
Protective Equipment Condition 5.1
Work Equipment Condition 22.1
Inattentive Behavior 13.0
Noncompliant Behavior 28.7
Severity 99.2
Affected Body Part 65.5

Table 4: Sub-causal Factor Distribution

causal factors and sub-causal factors, we use
exact string match (E), soft string match (S), and
keyword match (K) to evaluate correctness from
strict span reproduction to core causal meaning.
Predicted and gold spans are matched one-to-one,
so each span can participate in at most one match.

Exact string match requires the predicted span
to exactly match the gold span.

Soft string match relaxes the exact-match re-
quirement by measuring the similarity between the
predicted and gold spans using the Gestalt string
matching algorithm (Ratcliff and Metzener, 1988),
implemented with the difflib library. A predic-
tion is considered correct if its similarity score is
greater than or equal to the similarity threshold
of 0.8. This allows minor boundary, wording, or
formatting differences.

Keyword-level match evaluates whether the pre-
dicted span preserves the essential causal informa-
tion in the gold annotation. Specifically, a predic-
tion is considered correct if it contains all required
keywords associated with the corresponding gold
span. This metric allows limited variation in span
boundaries, while ensuring that the core causal
meaning of the annotation is retained.

4 Experiments

4.1 Models and Evaluation Strategy

We evaluate large language models (LLMs) and
supervised sequence-tagging models for the pro-
posed CIE task. The LLMs include Llama-3.2-
3B-Instruct (Llama3.2-3B), Llama-3.2-11B-Vision-
Instruct (Llama3.2-11B), Llama-3.1-70B-Instruct
(Llama3.1-70B), Qwen3.5-9B-Instruct (Qwen3.5-
9B), and Qwen3.5-27B-Instruct (Qwen3.5-27B)
(Qwen Team, 2026; Meta Al, 2024a,b). These mod-
els are evaluated using in-context learning, where
the prompt asks the model to predict the accident

type, extract causal factors and supporting spans,
and then either classify or extract the correspond-
ing sub-causal factor information. We evaluate
in-context learning with k& € {0, 5, 10, 20, 30,40}
examples to examine how performance changes
with additional demonstrations.

For supervised extraction, we use two TagPrime
variants (Hsu et al., 2023): TagPrime with condi-
tion priming (TagPrime-C) and TagPrime with con-
dition and relationship priming (TagPrime-CR). Be-
cause Object Involved and Working Circumstances
may share the same text span, we extend TagPrime-
C with an additional sequence-tagging head for
Object Involved.

All models are evaluated under the end-to-end
setting, where the accident type is not provided and
must first be predicted from the report. We compare
two extraction strategies in this setting. End-to-End
Joint Hierarchical Extraction (JHE) extracts all
causal factors in a single grouped output and then
jointly extracts span-based sub-causal factors while
predicting classification-based sub-causal factors
individually. End-to-End Individual Hierarchical
Extraction (IHE) processes each causal factor sep-
arately by first determining whether it is present
and then extracting or classifying its associated
sub-causal factors.

For LLMs, the predicted accident type is also
used to retrieve in-context examples: examples
with the same predicted accident type are retrieved
first, followed by examples from other accident
types if needed. If no accident type can be pre-
dicted, examples are retrieved from all accident
types. JHE and IHE therefore differ in how they
organize causal-factor and sub-causal-factor extrac-
tion.

4.2 Factor-Level Analysis

Tables 5 and 6 report end-to-end Joint Hierarchi-
cal Extraction performance at the accident-type,
causal-factor, and sub-causal-factor levels. Over-
all, most evaluated models achieve strong accident-
type prediction and recover broad causal meaning
but remain limited in precise extraction. Qwen3.5-
27B reaches 98.1% accident-type F1 at £ = 5,
while Llama3.2-3B improves from 8.7% at k = 0
to 64.9% at k = 30. At the causal-factor level,
LLMs obtain high keyword F1 on several cate-
gories. For example, Qwen3.5-9B reaches 94.0%
keyword F1 on Working Circumstances at k = 30,
while Qwen3.5-27B reaches 76.1% on Behavioral
Factors. Llama3.1-70B is also competitive un-
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Model

Acc.

Work. Circ.

Mgmt.

Cond.

Equip.

Behav.

Conseq.

Obj. Inv.

E

S

K

E

S

K

E

S

K

E

S

K

E

S

K

E

S

K

E

S

K

TagPrime-C
TagPrime-CR

94.7
93.6

61.3
63.4

79.8
84.2

79.0
78.1

86.4
66.3

86.4
72.0

93.0
79.8

37.6
34.8

39.8
36.2

443
38.3

49.4
38.9

49.4
41.9

61.8
56.7

50.7
50.3

55.9
53.6

70.3
69.4

785
79.3

83.9
86.7

89.9
89.9

40.1
73

41.8
73

44.5
11.5

Llama3.2-3B
Llama3.2-3B
Llama3.2-3B

8.7
61.5
64.9

0.0
11.0
6.3

0.6
31.1
449

0.6
23.0
58.3

3.6
11.8
3.1

3.6
33.6
29.8

3.6
38.1
41.5

0.0
14.8
212

0.0
26.6
26.4

0.0
34.9
40.0

0.0
0.9
4.7

0.0
2.8
5.6

0.0
8.0
12.0

0.0
13.7
10.4

0.0
343
32.6

0.0
54.9
58.9

1.3
18.4
20.6

3.0
50.8
555

7.2
73.5
78.6

2.1
249
355

2.1
26.1
38.3

4.8
423
50.9

Llama3.2-11B
Llama3.2-11B
Llama3.2-11B

83.8
81.1
81.1

0.4
314
28.3

43
60.6
60.8

2.7
79.5
83.8

0.0
28.4
16.9

23.1
59.7
354

23.1
76.3
57.1

5.6
20.4
20.8

10.5
23.3
25.6

14.9
32.0
29.1

2.5
123
14.2

6.2
14.3
18.3

14.8
25.7
34.0

43
20.2
23.4

26.4
40.6
43.7

51.9
76.9
73.2

54
27.5
359

11.5
50.0
58.4

32.5
84.6
88.8

10.3
45.6
54.1

17.4
47.1
56.0

39.7
59.4
66.1

Llama3.1-70B
Llama3.1-70B
Llama3.1-70B

95.8
97.0
95.8

0.0
54.3
55.8

3.8
77.4
76.6

4.2
74.3
83.4

0.0
14.5
39.2

28.4
31.7
49.7

45.7
75.7
68.4

3.1
29.1
42.0

5.4
41.6
51.6

12.8
422
55.8

19.6
26.3
31.9

44.0
38.4
35.7

52.6
54.7
47.6

4.8
33.6
32.8

34.8
59.5
59.5

59.8
79.2
81.4

6.5
275
34.1

13.8
50.4
54.3

44.0
90.3
90.9

13.2
37.6
56.7

13.6
40.4
59.4

30.1
58.8
74.1

Qwen3.5-9B
Qwen3.5-9B
Qwen3.5-9B

95.8
92.8
94.0

04
37.4
46.0

49
70.2
74.3

7.5
92.8
94.0

35.9
19.7
17.2

51.1
39.4
50.7

56.8
79.9
77.2

10.8
19.6
21.0

16.7
31.6
39.7

26.3
442
51.7

104
17.9
21.5

15.7
25.7
342

21.1
444
473

14.6
33.2
37.8

46.0
55.9
54.9

76.0
74.2
76.3

14.1
22.6
389

26.7
55.9
60.3

56.8
91.7
94.6

16.2
41.4
56.8

17.4
44.5
59.1

433
66.1
75.9

Qwen3.5-27B
Qwen3.5-27B
Qwen3.5-27B

97.4
98.1
97.7

0.0
50.9
53.6

2.3
71.0
80.4

3.0
71.0
88.3

46.7
32.6
45.6

55.6
62.8
61.7

70.4
80.7
75.7

14.0
26.8
36.4

20.5
39.7
49.2

29.0
475
57.9

32.6
343
31.1

37.6
47.0
38.8

71.3
73.4
61.5

9.9
31.9
38.6

33.5
54.6
55.7

54.8
71.5
76.1

10.7
33.6
44.3

26.7
59.5
63.7

59.8
87.3
92.7

17.8
325
53.1

17.8
36.0
55.4

32.0
54.9
72.9

Table 5: Joint Hierarchical Extraction F1 performance for accident-type prediction and causal-factor extraction.

der exact matching, reaching 55.8% on Working
Circumstances and 56.7% on Object Involved at
k = 30.

The supervised TagPrime models remain com-
petitive under exact matching. TagPrime-C ob-
tains 86.4% exact F1 on Managerial Factors and
49.4% on Equipment Factors, while TagPrime-
CR reaches 63.4% on Working Circumstances and
79.3% on Consequences. At the sub-causal-factor
level, TagPrime-C reaches 61.6% on Noncompli-
ant Behavior and 86.0% on Affected Body Part,
while TagPrime-CR reaches 49.6% on Work Equip-
ment Condition. These results show that supervised
sequence taggers remain competitive for precise ex-
traction.

However, exact-match performance remains
much lower than keyword-match performance for
the LLMs, indicating that they often identify the
correct causal content without reproducing the pre-
cise annotated span. For instance, Qwen3.5-9B at
k = 30 reaches 94.0% keyword F1 on Working
Circumstances, but only 46.0% exact F1. Similarly,
Qwen3.5-27B reaches 76.1% keyword F1 on Be-
havioral Factors, but only 38.6% exact F1. Thus,
high keyword scores do not imply reliable evidence
extraction.

At the sub-causal-factor level, performance
varies substantially across categories. At k = 30,
Qwen3.5-27B reaches 79.0% exact F1 on Construc-
tion Trade, 97.9% on Severity, and 81.4% on Af-
fected Body Part. However, it reaches only 23.2%
on Workspace Condition and 13.0% on Protec-
tive Equipment Condition. Llama3.1-70B similarly

reaches 92.9% on Severity and 81.8% on Affected
Body Part, but only 22.9% on Workspace Condi-
tion and 12.4% on Protective Equipment Condition.
These results show substantial variation across sub-
causal factors, with particularly low exact-match
performance on Workspace Condition and Protec-
tive Equipment Condition for these models.

Few-shot prompting generally improves LLM
performance, but gains vary across models and cat-
egories. The supervised models remain competitive
under exact matching, while the LLMs often ob-
tain substantially higher keyword than exact F1.
Accident-type prediction is comparatively strong
for most evaluated models, but low exact-match
performance and variation across categories con-
tinue to limit reliable extraction.

4.3 Few-Shot Scaling

Figure 2 shows that few-shot examples substan-
tially improve LLM performance, with the largest
gains generally occurring from & = 0 to k = 5. Af-
ter this point, gains become smaller and are some-
times non-monotonic, indicating diminishing re-
turns. Across exact, soft, and keyword matching,
Qwen3.5-27B achieves the strongest overall perfor-
mance, while Llama3.1-70B remains competitive
under exact matching and Llama3.2-3B remains
the weakest evaluated model.

The scaling trend is consistent with the field-
level results in Table 5: models generally benefit
from additional demonstrations, although the mag-
nitude of improvement varies by model and metric.
Llama3.1-70B becomes competitive with Qwen3.5-
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Model k Work. Cirec. Mgmt. Cond. Equip. Behav. Conseq.
Constr.  Hazard Safety Weather Workspace Prot. Work Inatt. Noncomp. Body
Trade Mgmt. Train. Cond. Cond. Equip. Equip. Behav. Behav. Severity Part
TagPrime-C - 69.7 47.8 40.0 442 18.0 324 441 38.0 61.6 95.4  86.0
TagPrime-CR - 69.3 46.1 35.7 37.0 18.8 237  49.6 353 52.4 959 815
Llama3.2-3B 0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 36.7 27.8
Llama3.2-3B 5 27.2 0.0 18.1 0.0 6.3 0.0 2.3 53 5.7 69.9 66.6
Llama3.2-3B 30 33.5 0.0 12.4 2.5 11.2 0.0 3.6 14.1 14.4 813 485
Llama3.2-11B 0 28.0 0.0 0.0 0.0 5.5 0.0 1.5 0.0 0.0 723  46.7
Llama3.2-11B 5 452 26.6 37.4 0.0 10.3 0.0 11.6 13.4 24.8 92.0 71.0
Llama3.2-11B 30 50.4 6.9 36.2 10.2 8.8 0.0 19.9 17.1 26.2 85,5 75.0
Llama3.1-70B 0 54.8 20.2 0.0 4.0 4.4 0.0 16.8 293 5.7 90.1 75.3
Llama3.1-70B 5 68.9 24.0 25.7 20.6 18.5 152 310 316 43.1 954 779
Llama3.1-70B 30 77.4 30.6 279 45.1 22.9 12.4 35.0 31.8 46.4 92.9 81.8
Qwen3.5-9B 0 53.3 48.0 25.0 17.0 6.4 0.0 5.2 36.0 35.9 81.5 65.8
Qwen3.5-9B 5 67.7 32.0 35.0 43.2 15.8 44 29.1 35.9 43.5 922 803
Qwen3.5-9B 30 70.8 19.9 50.0 54.3 19.4 5.7 39.5 299 422 952 821
Qwen3.5-27B 0 60.7 359 50.0 18.7 7.3 172 375 455 24.5 90.0 60.4
Qwen3.5-27B 5 76.7 43.0 30.0 29.8 15.1 40.0 378 337 42.6 93.5 80.5
Qwen3.5-27B 30 79.0 42.0 55.0 35.7 23.2 13.0 47.1 37.7 47.5 979 814
Table 6: Joint Hierarchical Extraction exact-match F1 performance by sub-causal factor.
27B under exact matching, whereas Qwen3.5- Model I JHE THE
27B remains stronger overall under soft and key- E S K E S K
word match.lr?g. Table 6 shows a similar pattern, Llama3.2-3B 0 41 45 107 46 55 145
where explicit fields such as Severity, Affected Llama3.2-3B 5 18.6 308 427 37 59 127
Body Part, and Construction Trade are compar- ~ Lama32-3B 30 19.2 338 513 12 30 71
atively easier, while fine-grained categories such as Llama32-11B 0 92 168 31.1 7.0 159 27.1
. . . . Llama3.2-11B 5 309 429 642 17.8 28.6 529
Workspace Condition, Protective Equipment Con- 1), 25115 30 346 474 668 234 334 630
dition, and managerial sub-causal factors remain
difficult. Thus. f hot ti . both Llama3.1-70B 0 14.6 25.0 37.5 11.0 164 25.1
tHicult. -1 hus, few-shot prompting 1mproves bo Llama3.1-70B 5 39.1 53.0 69.6 33.6 458 68.0
semantic recovery and span extraction but does Llama3.1-70B 30 46.7 58.2 74.8 434 545 779
not fully resolve evidence-selection, boundary, and Qwen3.5-9B 0 182 265 417 161 227 33.6
rare-category errors. Qwen3.5-9B 5 352 509 723 34.1 463 742
Qwen3.5-9B 30 432 574 763 38.1 49.3 80.6
4.4 Strategy Comparison Qwen3.5-27B 21.0 27.8 429 18.0 252 402
Qwen3.5-27B 5 40.0 549 705 369 48.1 733
Qwen3.5-27B 30 48.0 60.1 763 41.7 52.1 80.5

Table 7 compares Joint Hierarchical Extraction
(JHE) and Individual Hierarchical Extraction (IHE).
Overall, JHE achieves stronger exact and soft
matching across most models and shot settings.
This advantage is especially clear for Llama3.2-3B.
At k = 30, JHE reaches 19.2% exact F1 and 51.3%
keyword F1, compared with only 1.2% exact F1
and 7.1% keyword F1 under IHE. Llama3.2-11B
shows a similar pattern, with JHE reaching 34.6%
exact F1 compared with 23.4% under IHE.

For the stronger evaluated models, the differ-
ence between JHE and IHE is smaller. JHE gen-
erally performs better under exact and soft match-
ing, while IHE can achieve higher keyword F1.
For example, Qwen3.5-27B at £ = 30 obtains
48.0% exact and 60.1% soft F1 with JHE, com-

Table 7: Comparison between joint and individual hier-
archical extraction using average F1.

pared with 41.7% exact and 52.1% soft F1 with
IHE. However, IHE reaches 80.5% keyword F1,
compared with 76.3% for JHE. A similar pattern
appears for Qwen3.5-9B, which reaches 80.6% key-
word F1 with IHE compared with 76.3% with JHE.
Llama3.1-70B also obtains stronger exact and soft
performance with JHE but higher keyword perfor-
mance with IHE.

This pattern is consistent with the few-shot trend
in Figure 2 and the field-level results in Table 5.
Although additional few-shot examples generally
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Figure 2: Average JHE F1 of LLMs under exact, soft, and keyword matching across in-context shot settings.

improve performance, the gains are model- and
strategy-dependent. Exact-match performance re-
mains substantially lower than keyword-match per-
formance. We therefore use JHE as the main extrac-
tion strategy and use IHE to examine factor-wise
semantic recovery and strategy-dependent behav-
ior.

4.5 Error Analysis

We further analyze extraction errors under exact
matching using six error types. OQver refers to over-
extraction, where the predicted span contains the
gold span but includes additional text. Under refers
to under-extraction, where the prediction contains
only part of the gold span. Halluc. denotes a pre-
diction that cannot be matched to any substring of
the source report using strict, case-insensitive, or
normalized substring matching. Joined indicates
that a prediction merges two or more separate gold
spans. Mis-la occurs when the prediction matches
a gold span assigned to another factor under the
same parent category. Finally, Mis-ex refers to a
source-grounded prediction that does not match
any annotated gold span. For LLMs, errors are ag-
gregated across all shot settings separately for JHE
and IHE, while supervised models are evaluated
under their single extraction setting.

Table 8 shows that extraction strategy substan-
tially affects the distribution of errors produced by
the evaluated LLMs. Across the Llama models,
hallucination accounts for a smaller share of JHE
errors than IHE errors. The difference is especially
large for Llama3.2-3B, for which hallucination ac-
counts for 87.4% of IHE errors and 28.8% of JHE
errors. The corresponding shares are 36.0% and
19.4% for Llama3.2-11B and 19.0% and 14.9% for
Llama3.1-70B. Under JHE, the remaining Llama
errors shift toward source-grounded failures. Mis-
extraction accounts for 38.8%, 35.3%, and 33.3%

of JHE errors for Llama3.2-3B, Llama3.2-11B, and
Llama3.1-70B, respectively. These results show
that hallucination accounts for a smaller share of
JHE errors for the evaluated Llama models, but
evidence-selection and span-boundary errors re-
main common.

Qwen models remain strongly source-grounded
under both strategies, with hallucination account-
ing for at most 3.7% of their errors. Their errors
are instead dominated by mis-extraction, which ac-
counts for 43.4-49.6% under JHE and 47.2-52.5%
under IHE. Mis-labeling also accounts for a smaller
share of JHE errors for the Qwen models: the
share changes from 18.7% under IHE to 7.0% un-
der JHE for Qwen3.5-9B and from 17.6% to 6.3%
for Qwen3.5-27B. However, over-extraction and
under-extraction account for larger shares of JHE
errors than IHE errors. The supervised TagPrime
models similarly show no hallucination errors but
remain affected by mis-extraction and boundary
errors. Joined-span errors are rare across all mod-
els and strategies. Overall, the JHE error distribu-
tions shift away from unsupported or mislabeled
evidence toward source-grounded but incorrect or
imprecise evidence spans.

5 Discussion

The experimental results show that construction-
domain CIE remains challenging for the evaluated
models. Most evaluated models perform strongly
on accident-type prediction, indicating that they
can identify the overall accident mechanism from
the narrative. Across causal-factor and sub-causal-
factor results, the evaluated models perform bet-
ter on frequent and explicit information, such as
Working Circumstances, Consequences, Construc-
tion Trade, Severity, and Affected Body Part, but
struggle with more fine-grained causal evidence,
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Model Over Under Halluc. Joined Mis-la Mis-ex

Supervised Models

TagPrime-C 17.1 278 0.0 09 103 440
TagPrime-CR  20.5  36.0 0.0 1.8 9.7 320

Joint Hierarchical Extraction (JHE)

Llama3.2-3B  11.7  14.6 28.8 0.2 58 388
Llama3.2-11B 204  16.6 19.4 0.6 76 353
Llama3.1-70B 23.1  20.6 14.9 1.0 7.1 333
Qwen3.5-9B 256 19.1 3.7 1.2 70 434
Qwen3.5-27B  21.3 194 2.4 1.0 6.3  49.6

Individual Hierarchical Extraction (IHE)

Llama3.2-3B 1.2 2.8 87.4 0.1 1.0 7.5
Llama3.2-11B  10.5 8.3 36.0 0.3 88  36.0
Llama3.1-70B 11.7 16.4 19.0 06 149 375
Qwen3.5-9B 158 144 32 07 187 472
Qwen3.5-27B 135 13.8 2.0 06 176 525

Table 8: Exact-match error distributions by extraction
strategy.

such as Workspace Condition, Protective Equip-
ment Condition, and several managerial and behav-
ioral sub-causal factors. For the evaluated models,
identifying high-level accident information there-
fore appears easier than selecting the precise textual
evidence explaining why an accident occurred.

A consistent pattern across the evaluated models
is the gap between keyword and exact matching.
Higher keyword F1 indicates that the models often
identify the central causal content of the annota-
tion, even when the predicted span does not fully
match the gold evidence. In contrast, lower ex-
act F1 shows that the evaluated models frequently
fail to reproduce the complete annotated span with
the required boundaries. The error analysis helps
explain this difference. Mis-extraction may pre-
serve relevant causal information while selecting
the wrong source-supported span, whereas over-
extraction includes unnecessary surrounding con-
text and under-extraction omits part of the required
evidence. These errors may still retain keywords
associated with the annotated causal content while
failing strict span-level evaluation. Thus, for the
evaluated models, stronger source grounding and
broad causal recovery do not necessarily lead to pre-
cise evidence extraction. Accurate accident-type
prediction likewise does not eliminate downstream
evidence-selection and span-boundary errors.

The comparison between JHE and IHE suggests
a trade-off between joint and individual extraction
for the evaluated models. JHE generally achieves
stronger exact and soft matching, while IHE some-

times achieves higher keyword F1. The error dis-
tributions further show that unsupported or misla-
beled predictions account for smaller shares of JHE
errors in several cases, while over-extraction and
under-extraction account for larger shares. Because
precise and source-grounded evidence extraction
is central to CIE, JHE is more suitable as the main
extraction strategy in this work.

Overall, these findings indicate that the evalu-
ated models require more than general language
understanding for construction accident CIE. They
must handle domain-specific terminology, long-
span evidence, class imbalance, implicit causal re-
lations, and precise evidence boundaries. Future
work should improve span grounding, incorporate
construction-domain knowledge, and better handle
rare causal categories.

6 Conclusion

We introduced CONSTRUCTCIE, a construction-
specific dataset with annotations for accident types,
causal factors, sub-causal factors, and supporting
evidence from OSHA accident narratives. End-to-
end experiments show that most evaluated models
predict accident type accurately and recover broad
causal meaning but remain limited in precise evi-
dence extraction. JHE generally achieves stronger
exact and soft matching, while IHE can achieve
higher keyword performance. Error distributions
vary by extraction strategy, but evidence-selection
and span-boundary errors remain common. Reli-
able construction accident CIE therefore requires
accurate high-level accident understanding together
with more precise and better-grounded evidence ex-
traction.

Authors’ Contributions

Jaehoon Lee helped curate the dataset and served
as one of two construction-safety annotators. Hung
Nguyen designed the evaluation, preprocessed the
data, identified quality issues, conducted the experi-
ments and error analysis, and wrote the manuscript.
Namgyun Kim and Kuan-Hao Huang advised the
project.

Acknowledgments

We thank the anonymous reviewers for their valu-
able feedback and constructive comments. Por-
tions of this research were conducted with the ad-
vanced computing resources provided by Texas
A&M High Performance Research Computing.

11292



Limitations

This work is limited by computational resources.
The largest LLM evaluated was Llama3.1-70B, and
we did not test larger open-weight or closed-source
models. Therefore, the results characterize the
evaluated models rather than an upper bound on
CIE performance. In addition, CONSTRUCTCIE
is manually annotated from OSHA accident nar-
ratives, which provides domain-informed labels
but limits dataset scale. Some important causal
categories, such as managerial factors, safety train-
ing deficiencies, weather conditions, and protective
equipment conditions, are relatively rare, creating
class imbalance. Finally, our experiments focus on
text-only end-to-end extraction and do not incor-
porate external construction safety knowledge or
multimodal project evidence. Future work should
expand the dataset, evaluate larger models, and
improve domain-grounded span extraction.
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A Causal and Sub-causal Factor
Definitions

The semantic framework categorizes causality into
seven causal factors and their associated sub-causal
factors:

* Working Circumstances: Physical and op-
erational contexts present at the time of the
accident that characterize the immediate work
situation.

— Construction Trade: The primary con-
struction activity division being per-
formed at the time of the accident.

* Object Involved: The equipment, structure,
material, or object that physically interacted
with or contributed to the accident mecha-
nism.

* Managerial Factors: Deficiencies at the or-
ganizational or supervisory level that allowed
unsafe conditions or behaviors to exist.

— Failure of Hazard Management: Fail-
ure to identify or include foreseeable haz-
ards during pre-task planning or risk as-
sessment.

— Deficiency in Safety Training: Failure
to provide adequate task-specific training
enabling workers to perform tasks safely
and respond to foreseeable hazards.

* Working Condition Factors: Physical condi-
tions of the work environment, such as natural
conditions and workspace characteristics, that
contributed to the occurrence of the accident.

— Weather Condition: Weather-related
conditions that influenced the work en-
vironment or contributed to the accident
sequence.

— Workspace Condition: Physical condi-
tions related to the workspace or struc-
tural elements, including spatial arrange-
ment, support conditions, integrity, sur-
face characteristics, or surrounding phys-
ical layout.

* Equipment Factors: Conditions related to
personal or collective protective equipment or
work equipment whose state contributed to
the accident sequence.

— Protective Equipment Condition: The
state, functionality, availability, configu-
ration, or appropriateness of personal or
collective protective equipment.

— Work Equipment Condition: The func-
tional state, physical integrity, configura-
tion, or availability of tools, machinery,
or powered/non-powered work equip-
ment.

* Behavioral Factors: Task-level human fac-
tors involving cognitive lapses or procedural
deviations that directly contributed to the oc-
currence of the accident.

— Inattentive Behavior: Behavior result-
ing from cognitive lapses such as re-
duced vigilance, distraction, or loss of
situational awareness.

— Noncompliant Behavior: Behavior in-
volving the disregard of required safety
rules, safe work practices, or protective
measures.

* Consequences: The adverse outcomes of the
incident, including the seriousness of injury
and the part(s) of the body affected.

— Severity: The degree and seriousness of
injury, ranging from minor to fatal.

— Affected Body Part: The part(s) of the
body that sustained harm due to the inci-
dent.

B Supervised Model Implementation
Details

B.1 TagPrime

TAGPRIME (Hsu et al.,, 2023) is a sequence-
tagging model that uses condition and relation
priming to make token representations task-specific
for relational structure extraction. For classifica-
tion tasks, we fine-tune the encoder using the con-
textualized [CLS] representation, which is passed
through a linear classification head and optimized
with cross-entropy loss. We run our experiments
on an NVIDIA A100 machine. The major hyper-
parameters for the TagPrime-C and TagPrime-CR
variants are listed in Table 9 and Table 10, respec-
tively.
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Parameter

Value

Pretrained Model Name
Max Length

Train Batch Size

Eval Batch Size
Accumulate Step

Grad Clipping

Base Model Learning Rate
Base Model Weight Decay
Learning Rate

Weight Decay

Warmup Epoch

Max Epoch

Base Model Dropout
Linear Dropout

Linear Hidden Num
Linear Bias

Linear Activation

Multi Piece Strategy

Use CRF

Priming Type

RoBERTa-large
512

4

8

1

1.0

2e-5

le-5

le-4

le-5

3

50

0.1

04

150

True
relu
average
True
condition

Table 9: TagPrime-C hyperparameter details.

Parameter

Value

Pretrained Model Name
Max Length

Train Batch Size

Eval Batch Size
Accumulate Step

Grad Clipping

Base Model Learning Rate
Base Model Weight Decay
Learning Rate

Weight Decay

Warmup Epoch

Max Epoch

Base Model Dropout
Linear Dropout

Linear Hidden Num
Linear Bias

Linear Activation

Multi Piece Strategy

Use CRF

Priming Type

RoBERTa-large
512

4

8

1

1.0

2e-5

le-5

le-4

le-5

3

50

0.1

04

150

True

relu

average

True
condition+relation

Table 10: TagPrime-CR hyperparameter details.

C Causal and Sub-causal Factor
Examples

Figures 3—7 show representative CONSTRUCTCIE
annotations covering all accident types and causal-
factor categories. Each example presents the acci-
dent narrative followed by its annotated hierarchy,
where causal factors are shown in bold and sub-
causal factors are marked with —.

D Prompts for LLMs

Table 11 illustrates sub-causal-factor extraction
under JHE, where related sub-causal factors are
predicted jointly, using Weather Condition and
Workspace Condition as an example pair. Table 12
illustrates IHE, where a sub-causal factor is pre-
dicted separately, using Weather Condition as an
example. Table 13 illustrates the classification
prompt using Severity; the same format is used
for accident-type classification.
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Accident Report: An employee working for a painting contractor had positioned an extension ladder up against a roof
facia/eve approximately 16 feet above the ground. The employee then climbed the ladder with a paint roller in his hand
and was standing on the ladder approximately eleven feet above the ground. The employee was using the paint roller to
paint the facia/roof eve on a two-story single-family residence which had been damaged by a hurricane. The employee
was using a ladder owned by the homeowner which he found at the rear of the property. The ladder was missing the feet
and the employee had set it up with the ladder base six feet from the base of the building in violation of the 4:1 rule. The
employee also rested the ladder on a painted concrete surface which reduced the coefficient of friction of the concrete. The
ladder slipped out from under the employee causing him to fall to the concrete ground below. The employee died from
severe head injuries.

Accident Type: Fall

Working Circumstances An employee working for a painting contractor had positioned an extension
ladder up against a roof facia/eve approximately 16 feet above the ground.
The employee then climbed the ladder with a paint roller in his hand and
was standing on the ladder approximately eleven feet above the ground. The
employee was using the paint roller to paint the facia/roof eve on a two-story
single-family residence which had been damaged by a hurricane.

— Construction Trade Finishes
Object Involved ladder
Working Condition Factors The employee also rested the ladder on a painted concrete surface which
reduced the coefficient of friction of the concrete
— Workspace Condition rested the ladder on a painted concrete surface which reduced the coefficient
of friction of the concrete
Equipment Factors The ladder was missing the feet
— Work Equipment Condition ladder was missing the feet
Behavioral Factors the employee had set it up with the ladder base six feet from the base of the
building in violation of the 4:1 rule
— Noncompliant Behavior had set it up with the ladder base six feet from the base of the building in
violation of the 4:1 rule
Consequences The employee died from severe head injuries
— Severity Fatality
— Affected Body Part head

Figure 3: Fall example illustrating Working Circumstances, Object Involved, Working Condition Factors, Equipment
Factors, Behavioral Factors, and Consequences.
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Accident Report: An employee was working as a construction laborer for a landscaping service. He and some coworkers
were working in an excavation. They were installing 150-millimeter (6-inch) drain line for an underground utilities project.
The excavation had been dug by their foreman, who operated the equipment. The excavation was approximately 8.2
meters (27 feet) in length by 3.7 meters (12 feet) in depth. The angle of repose was approximately 88 to 90 degrees on the
north, south, and east sides. Soil conditions consisted of sand mixed with clay and some gravel, with previously excavated
material, consisting of varying levels of sand and clay, mixed in at different depths. Fissures developed in the excavation
walls as the depth of the excavation increased. The workers did not immediately report the hazardous condition of the
excavation walls, as none of them recognized the hazard associated with changing soil conditions. No accident prevention
program had been developed or coordinated with the workers. The foreman and equipment operator was working at
the jobsite and was in direct and plain view of the workers exposed to the excavation collapse hazard. The near-vertical
walls collapsed onto the employee. He suffered multiple severe injuries, and he was asphyxiated by being buried under
excavated materials. He was killed. At one place, the account says that he was hospitalized, so he might have died after
being removed from the collapse.

Accident Type: Caught-in/between

Working Circumstances An employee was working as a construction laborer for a landscaping service.
He and some coworkers were working in an excavation. They were installing
150-millimeter (6-inch) drain line for an underground utilities project.

— Construction Trade Utilities
Object Involved walls
Managerial Factors none of them recognized the hazard associated with changing soil conditions.

No accident prevention program had been developed or coordinated with
the workers

— Failure of Hazard Manage- | none of them recognized the hazard associated with changing soil conditions

ment
— Deficiency in Safety Training No accident prevention program had been developed or coordinated with
the workers
Consequences He suffered multiple severe injuries, and he was asphyxiated by being buried
under excavated materials. He was killed
— Severity Fatality

Figure 4: Caught-in/between example illustrating Working Circumstances, Object Involved, Managerial Factors,
and Consequences.

Accident Report: An employee working as a carpenter for a residential remodeler was working on a residential
construction site. The employer has only 1 to 2 employees. The employee was repairing side panels on the south side of a
house on a narrow walkway. A scaffold had been erected in the walkway, which was approximately three feet wide. The
employee was using a nail gun when he stood up with his finger on the trigger. The employee inadvertently hit the trigger
causing the nail gun to eject a nail into his left leg. The employee was experienced using nail guns. He was treated at the
hospital and released on the same day.

Accident Type: Struck-by

Working Circumstances An employee working as a carpenter for a residential remodeler was working
on a residential construction site. The employer has only 1 to 2 employees.
The employee was repairing side panels on the south side of a house on a
narrow walkway. A scaffold had been erected in the walkway, which was
approximately three feet wide. The employee was using a nail gun when he
stood up with his finger on the trigger.

< Construction Trade Wood, plastics, and composites
Object Involved nail
Behavioral Factors The employee inadvertently hit the trigger causing the nail gun to eject a
nail
— Inattentive Behavior inadvertently hit the trigger

Figure 5: Struck-by example illustrating Working Circumstances, Object Involved, and Behavioral Factors.
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Accident Report: Employees #1, #2, and #3, employed by a roofing company, were engaged in roofing work at a
residential building construction site. They were installing roof shingles when lightning struck the roof and made contact
with all three employees. Emergency services were called to transport the injured employees to the hospital for treatment
of electrical shock and burns. The subsequent investigation report indicated that Employees #1 and #2 required admission
and hospitalization.

Accident Type: Electrocution

Working Circumstances Employees #1, #2, and #3, employed by a roofing company, were engaged in
roofing work at a residential building construction site. They were installing
roof shingles

— Construction Trade Thermal and moisture protection

Working Condition Factors lightning struck the roof

— Weather Condition lightning struck the roof
Consequences electrical shock and burns
— Severity Hospitalized injury

Figure 6: Electrocution example illustrating Working Circumstances, Working Condition Factors, and Consequences.

Accident Report: Employee #1 was engaged in roofing work at a two-story residence. He was applying shingles when
he fell and struck the hard dirt surface, a fall height of 20 feet. Emergency services were called, and Employee #1 was
transported to the hospital. He was admitted and treated for fall-related injuries. The investigation determined that at some
point during the work, the fall protection system Employee #1 was using failed.

Accident Type: Fall
Working Circumstances Employee #1 was engaged in roofing work at a two-story residence. He was
applying shingles

— Construction Trade Thermal and moisture protection
Equipment Factors the fall protection system Employee #1 was using failed

— Protective Equipment Condi- | fall protection system Employee #1 was using failed
tion
Consequences He was admitted and treated for fall-related injuries

— Severity Hospitalized injury

Figure 7: Fall example illustrating Working Circumstances, Equipment Factors, and Consequences.
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Prompt Used for Extraction in JHE

You are a strict safety accident report analyzer.

Your response must ONLY be a list of key-value pairs formatted as “Alias: Value”.

If information is missing, output “None”.

Task: Extract the exact, concise text spans from the Input Text that describe the following factors.
- Weather Condition: Weather-related conditions that influenced the work environment or contributed
to the accident sequence.

- Workspace Condition: Physical conditions related to the workspace, or structural elements,
including spatial arrangement, support conditions, integrity, surface characteristics, or
surrounding physical layout.

Your output MUST use the exact Alias provided below as the Key.

Format: “Alias: Extracted_Span”

Example: If the factor is “- object: ..., your output MUST be “object: bucket truck”.

If there are multiple distinct occurrences for a single factor, separate them with a semicolon (;).
Example: “object: bucket truck; safety harness”

If a factor is not explicitly described, output “None”.

Output ONLY a single line per factor in the format “Alias: Extracted_Span”.

Instruction

Example 1:
Text: gust of wind came through; set trusses were not braced in accordance with the building
component safety information

Example 1 Weather Condition: gust of wind came through
Workspace Condition: trusses were not braced in accordance with the building component safety
information
Quer Question:
Y Text: unprotected leading edge of an elevated floor deck; wind gust caught the plywood
Output Weather Condition: wind gust caught the plywood

Workspace Condition: unprotected leading edge of an elevated floor deck

Table 11: Prompt used for Joint Hierarchical Extraction.
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Prompt Used for Extraction in IHE

Instruction

Example 1

Query

Output

You are a strict safety accident report analyzer.

Your response must ONLY be a list of key-value pairs formatted as “Alias: Value”.

If information is missing, output “None”.

Task: Extract the exact, concise text spans from the Input Text that describe the following factors.
- Weather Condition: Weather-related conditions that influenced the work environment or contributed
to the accident sequence.

Your output MUST use the exact Alias provided below as the Key.

Format: “Alias: Extracted_Span”

Example: If the factor is “- object: ...”’, your output MUST be “object: bucket truck”.

If there are multiple distinct occurrences for a single factor, separate them with a semicolon (;).
Example: “object: bucket truck; safety harness”

If a factor is not explicitly described, output “None”.

Output ONLY a single line per factor in the format “Alias: Extracted_Span”.

Example 1:

Text: gust of wind came through; set trusses were not braced in accordance with the building
component safety information

Weather Condition: gust of wind came through

Question:
Text: unprotected leading edge of an elevated floor deck; wind gust caught the plywood

Weather Condition: wind gust caught the plywood

Table 12: Prompt used for Individual Hierarchical Extraction.

Prompt Used for Classification

Instruction

Example 1

Example 2

Query

Output

You are a strict safety accident report analyzer. Your response must ONLY be a list of key-value pairs
formatted as “Alias: Value”. If information is missing, output “None”.

Task: Classify the following factors based on the input text into exactly one of the provided

allowed classes:

- Severity: The degree and seriousness of injury, ranging from minor to fatal. (Allowed Classes:
fatality, hospitalized injury, non-hospitalized injury)

Your output MUST use the exact Alias provided above as the Key.

Format: “Alias: Selected_Class”

Example: If the factor is “- task: ...”, your output must start with “task: ~” followed by the class.

Example 1:

Text: Employee #1 was removing concrete forms at the edge of an excavation when the wall collapsed,
burying him. He was pronounced dead at the scene.

Severity: fatality

Example 2:

Text: An employee descending a scaffold missed the last rung and twisted his ankle. He was treated
on site and returned to work the following day.

Severity: non-hospitalized injury

Question:
Text: An employee was installing drywall when he cut his forearm on exposed metal framing. He was
transported to a nearby hospital, where he remained overnight for treatment.

Severity: hospitalized injury

Table 13: Example prompt used for classification.
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