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Abstract

Large Language Models (LLMs) have shown
impressive performance on complex tasks
through Chain-of-Thought (CoT) reasoning.
However, conventional CoT relies on explicitly
verbalized intermediate steps, which constrains
its broader applicability, particularly in abstract
reasoning tasks beyond language. To address
this, there has been growing research interest
in latent CoT reasoning, where the reasoning
process is embedded within latent spaces. By
decoupling reasoning from explicit language
generation, latent CoT offers the promise of
richer cognitive representations and facilitates
more flexible, faster inference. This paper aims
to present a comprehensive overview of this
emerging paradigm and establish a systematic
taxonomy. We analyze recent advances in meth-
ods, categorizing them from token-wise hori-
zontal approaches to layer-wise vertical strate-
gies. We then provide in-depth discussions of
these methods, highlighting their design prin-
ciples, applications, and remaining challenges.
We hope that our survey provides a structured
foundation for advancing this promising direc-
tion in LLM reasoning. 1

1 Introduction

Whereof one cannot speak, thereof one
must be silent. — Ludwig Wittgenstein

The Chain-of-Thought (CoT) paradigm (Wei
et al., 2022), which encourages large language
models (LLMs) to articulate their reasoning step
by step in natural language, has substantially ad-
vanced both interpretability and performance on
many tasks (Guo et al., 2025; OpenAI, 2025; Qwen,
2025; Chen et al., 2025b). By verbalizing interme-
diate steps, CoT provides not only a transparent

*Equal Contributions.
†Corresponding Authors.
1The list of relevant papers will be regularly updated at

https://github.com/EIT-NLP/Awesome-Latent-CoT.
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Figure 1: Explicit CoT (left) generates reasoning steps
with natural language, while latent CoT (right) allows
the model to reason internally in latent spaces.

view of the model’s decision process but also a
mechanism for human intervention.

However, the intrinsic constraints in natural lan-
guage format limits LLM reasoning capabilities.
The first is expressive redundancy. Many tokens
in a reasoning chain are syntactically necessary
but functionally non-essential to the reasoning pro-
cess (e.g., “so,” “the”), which inflates token usage
and slows inference without proportionate gains
in reasoning quality (Feng et al., 2025; Sui et al.,
2025; Shen et al., 2025b). This redundancy also in-
creases the chance of overfitting to stylistic artifacts
rather than genuine reasoning signals (Lippmann
and Yang, 2025). The second is a semantic bottle-
neck. Human cognition often transcends discrete
linguistic symbols, involving abstract, continuous,
or multi-conceptual representations that resist pre-
cise verbalization (Wittgenstein, 1922).2 Forcing
continuous reasoning dynamics into a linear chain
of fixed vocabulary inevitably leads to information
loss (Hao et al., 2025).

These intrinsic constraints have driven a grow-
ing shift toward latent Chain-of-Thought (latent
CoT) reasoning, where models reason not through
explicit language tokens but within continuous la-
tent spaces (Zhang et al., 2025b). As illustrated in
Figure 1, latent CoT replaces linguistic articulation

2For instance, complex emotions like nostalgia and bitter-
sweetness are continuous blends of joy, sadness, and memory
that defy expressions from a fixed vocabulary (Pinker, 1994).
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Token-wise
Horizontal Level (§3)

Representation
Initialization (§3.1)

Hidden State: e.g., Coconut (Hao et al., 2025), CODI (Shen et al., 2025b), LatentSeek (Li et al., 2025b),
System-1.5 Reasoning (Wang et al., 2025f), PCCoT (Wu et al., 2025b), KaVa (Kuzina et al., 2026),
FR-Ponder (He and Tang, 2025), R-Capsule (Shan et al., 2025), SIM-CoT (Wei et al., 2026), Pythia Arch
(Zeng et al., 2025a), CCoT (Cheng and Durme, 2024), HCoT (Liu et al., 2024b), LatentEvolve
(Zhang et al., 2025b), LTA-Thinker (Wang et al., 2025d), SoftCoT (Xu et al., 2025b,c)

Weighted Embedding: e.g., Soft Thinking (Zhang et al., 2025f), HRPO (Yue et al., 2025), MoT-G
(Jain and Rappazzo, 2025), CoLaR (Tan et al., 2025b), Butt et al. (2026)

Special Vector: e.g., Token Assorted (Su et al., 2025), GainRouter (Zheng et al., 2025), Latent Tokens
(Sun et al., 2025b), LightThinker (Zhang et al., 2025c), CoCoMix (Tack et al., 2026), DART
(Jiang et al., 2025), SynAdapt (Wang et al., 2025c), MarCos (Liu et al., 2025b)

Model Optimization (§3.2)

Pre-Training: e.g., CoCoMix (Tack et al., 2026), Ponder-LM2 (Zeng et al., 2026)

Post-Training: Supervised fine-tuning: e.g., Coconut (Hao et al., 2025), CODI (Shen et al., 2025b),
PCCoT (Wu et al., 2025b), HCoT (Liu et al., 2024b), CCoT (Cheng and Durme, 2024), LTA-Thinker
(Wang et al., 2025d), CoLaR (Tan et al., 2025b), System-1.5 Reasoning (Wang et al., 2025f), SynAdapt
(Wang et al., 2025c), KaVa (Kuzina et al., 2026), MarCos (Liu et al., 2025b), R-Capsule
(Shan et al., 2025), SIM-CoT (Wei et al., 2026) ; Reinforcement Learning: e.g., CoLaR (Tan et al., 2025b),

HRPO (Yue et al., 2025), LatentSeek (Li et al., 2025b), FR-Ponder (He and Tang, 2025),
MoT-G (Jain and Rappazzo, 2025), Butt et al. (2026), SLPO (You et al., 2026b)

Inference Exploration (§3.3)

Sequential Scaling: e.g., LatentSeek (Li et al., 2025b), System-1.5 Reasoning (Wang et al., 2025f),
LatentEvolve (Zhang et al., 2025b), FR-Ponder (He and Tang, 2025)

Parallel Scaling: e.g., SoftCoT++ (Xu et al., 2025c), PCCoT (Wu et al., 2025b), Butt et al. (2026),
KaVa (Kuzina et al., 2026), LTA-Thinker (Wang et al., 2025d), Pythia Arch (Zeng et al., 2025a)

Layer-wise
Vertical Level (§4)

Model Architectures

Encoder-Based Models: e.g., RELAY (Yu et al., 2026), HRM (Wang et al., 2025a)

Decoder-Based Models: e.g., CoTFormer (Mohtashami et al., 2025), Huginn (Geiping et al., 2025), LTO
(Du et al., 2026), ITT (Chen et al., 2025e), Pondering LM (Zeng et al., 2025b),

Zhu et al. (2025d), MoR (Bae et al., 2025)

Analysis (§5)

Behavioral Observations(§5.1) e.g., Li et al. (2025e), Liu et al. (2024a), Lin et al. (2025b), Zhu et al. (2025d), Saunshi et al. (2025)

Internal Mechanisms (§5.2)

Empirical Analysis: e.g., Lindsey et al. (2025), Hou et al. (2023), Lin et al. (2025b), Yang et al. (2024),
Shalev et al. (2024), Wang et al. (2024a), Kudo et al. (2025), Yu (2025), Zhang and Viteri (2025),
Brinkmann et al. (2024), Wang et al. (2025h), Yang et al. (2025b), Lin et al. (2025a), Wu et al. (2025a),
Csordás et al. (2025), Li et al. (2024b)

Theoretical Analysis: e.g., Zhu et al. (2025a), Xu and Sato (2025), Gozeten et al. (2025),
Zhu et al. (2026), Saunshi et al. (2025), Chen et al. (2026)

Applications (§6)
e.g., Heima (Shen et al., 2025a), LatentLM (Sun et al., 2024), , SSR (Liu et al., 2025c), Mirage (Yang et al., 2025a), MCOUT
(Pham and Ngo, 2025), LVR (Li et al., 2025a), Debater (Ji et al., 2025), ReaRec (Tang et al., 2025), LCR-SER (Shi et al., 2025a),

LARES (Liu et al., 2025a), LatentR3 (Zhang et al., 2025e), LCDrive (Tan et al., 2025a), LatentMAS (Zou et al., 2025)

Figure 2: Taxonomy of latent Chain-of-Thought (CoT) reasoning.

with dense, high-dimensional representations that
serve as a more native substrate for computational
reasoning. This “de-linguistified” paradigm offers
several advantages: it accelerates inference by re-
ducing token-level computation (Liu et al., 2025b),
allows for richer and more compact reasoning rep-
resentations (Li et al., 2025b; Butt et al., 2026),
and enables the parallel exploration of multiple
reasoning trajectories (Butt et al., 2026).

Nonetheless, this emerging paradigm presents
new challenges, primarily stemming from the un-
observable nature of the reasoning process. This
creates a significant training and alignment prob-
lem, making it difficult to apply direct supervi-
sion (Xu et al., 2025b; Ruan et al., 2025; Lindsey
et al., 2025). Without proper supervision, latent
trajectories may drift, fail to develop structured in-
ternal reasoning or ensure ethical controllability.
Furthermore, the lack of transparency leads to an
evaluation gap: it is unclear whether models are
performing genuine reasoning or simply exploiting
input–output correlations (Ameisen et al., 2025).

To address these open questions, research on la-

tent CoT has seen rapid and enthusiastic growth.
Recent efforts can be broadly categorized into sev-
eral directions: some works focus on novel archi-
tectural designs (Zhu et al., 2025b) and implicit rea-
soning (Li et al., 2025c), while others explore latent
CoT as a vehicle for efficient or compressed rea-
soning (Sui et al., 2025; Feng et al., 2025). Given
the field’s accelerating pace and expanding scope,
there is a growing need for a comprehensive and
structured overview. This work provides the first in-
depth survey of latent CoT, offering a unified taxon-
omy that organizes the current landscape in terms
of methodological foundations, training paradigms,
and cognitive implications.

Our key contributions are threefold: (1) Sys-
tematic Taxonomy. We propose the first unified
taxonomy that organizes latent CoT studies into
two primary methodological categories (Figure 2),
clarifying their assumptions, objectives, and inno-
vations. (2) In-depth Discussion. Building on this
taxonomy, we conduct a detailed analysis of rep-
resentative works, comparing training strategies,
architectural paradigms, supervision signals, and
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efficiency trade-offs to provide a consolidated view
of the design space. (3) Challenge and Future
Directions. We identify critical open problems in
latent CoT—such as unsupervised training, evalua-
tion faithfulness, and interpretability—and outline
promising directions for future research.

2 Preliminaries

Definitions We begin by formalizing the key con-
cepts central to this survey. A Chain-of-Thought
(CoT) is a sequence of intermediate reasoning
steps, c = (c1, c2, . . . , cT ), that connects an input
query x to its final answer y (Wei et al., 2022). This
reasoning process can be instantiated in two pri-
mary forms, distinguished by the medium in which
the “thoughts” unfold. The first is explicit CoT,
where the reasoning is verbalized in natural lan-
guage. Each step ct is materialized as a sequence of
discrete tokens from a vocabulary V (i.e., ct ∈ V∗).
This approach renders the model’s thought pro-
cess transparent and human-readable. In contrast,
Latent CoT represents the reasoning trace in a
non-verbal, high-dimensional latent space (Geip-
ing et al., 2025). Here, each step ct corresponds
to an compact computational structure, such as a
dense vector or a transformation of the model’s
hidden states. This approach offers a more com-
pact and potentially more expressive medium for
complex cognitive processes, moving beyond the
constraints of discrete language (Hao et al., 2025).

Overview This survey systematically organizes
the field of latent CoT reasoning. Our taxonomy
(Figure 2) is structured along two primary axes,
inspired by the distinction between horizontal and
vertical computation in Transformers (Deng et al.,
2023). The first axis, the token-wise horizontal
level (§3), covers methods that generate a sequence
of latent thoughts before producing the final answer.
The second axis, the layer-wise vertical level (§4),
focuses on methods that deepen reasoning through
iterative computation across layers, which we cate-
gorize by model architecture. Beyond this method-
ological core, the survey covers key analyses (§5),
real-world applications (§6), and concludes with
challenges and future directions (§7).

3 Token-wise Horizontal Level

Methods at the token-wise horizontal level are
characterized by the generation of intermediate
latent thoughts along the sequence dimension to
guide the reasoning process. This approach allows
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Figure 3: Illustration of three representative categories
for latent representation initialization.

the model to “think ahead” by forming a coherent
reasoning plan in a compact, latent format, rather
than verbalizing every step.

The intellectual roots of this paradigm can be
traced to two complementary lines of pioneering
research. One line explored giving models an ex-
plicit budget for extra computation by inserting
designated “thinking” or “planning” tokens into
the sequence (Goyal et al., 2024; Wang et al.,
2024b; Herel and Mikolov, 2024). A parallel thread
aimed to internalize this reasoning process, embed-
ding the logic of an explicit CoT directly into the
model’s latent representations without extending
the visible token sequence (Deng et al., 2023, 2024;
Xu et al., 2025a).3 Both of these early threads con-
verged on a key insight: the primary benefit stems
from enabling a rich computational process within
the model, independent of the explicit linguistic
content generated at inference time. Following a
common conceptualization of Transformer com-
putation which distinguishes horizontal process-
ing along the sequence from vertical processing
across layers (Deng et al., 2023), we define meth-
ods that generate intermediate latent thoughts to
guide the reasoning process before producing the
tokens of the final answer as token-wise horizontal
level, and we structure our discussion around three
key stages: representation initialization, model
optimization, and inference exploration.
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Backbone Method GSM8K Acc. (%) #Tokens (avg) / efficiency note

GPT-2

No-CoT-SFT* 19.1 2.2
CoT-SFT* 41.8 25
Coconut (Hao et al., 2025) 34.1 8.2 (6 continuous thought tokens)
CODI (Shen et al., 2025b) 43.7 N/R (6 continuous thought tokens + answer tokens)
PCCoT (Wu et al., 2025b) 49.48 N/R (24 continuous thought, T = 3 extra iterations)
SIM-CoT (Wei et al., 2026) (+Coconut) 44.8 12.2
SIM-CoT (Wei et al., 2026) (+CODI) 42.6 12.2
System-1.5 Reasoning (Wang et al., 2025f) 46.66 N/R (paper reported #Steps=2; CoT-SFT #Steps=26)

LLaMA 3-1B-it

No-CoT-SFT* 44.1 2.2
CoT-SFT* 66.7 25
Coconut* (Hao et al., 2025) 45.3 8.2 (6 continuous thought tokens)
CODI (Shen et al., 2025b) 55.6 N/R (6 continuous thought tokens + answer tokens)
PCCoT (Wu et al., 2025b) 53.35 N/R (24 continuous thought, T = 3 extra iterations)
SIM-CoT (Wei et al., 2026) (+Coconut) 42.2 13.2
SIM-CoT (Wei et al., 2026) (+CODI) 56.1 13.2
KaVa (Kuzina et al., 2026) 55.07 N/R (6.9 forward passes required for trace and answer)
CoLaR (Tan et al., 2025b) 40.1 12.7

Table 1: Comparison of performance and efficiency across representative methods. Results are sourced from their
respective original papers. “N/R” indicates metrics not reported in the original papers. * denotes baseline results
reproduced and reported by CODI.

3.1 Representation Initialization

A crucial first step is determining how the latent
thoughts are represented. This Representation Ini-
tialization is a foundational design choice, as it dic-
tates the nature of the latent space and strongly in-
fluences the model’s capacity to reason. As shown
in Figure 3, we survey existing works by categoriz-
ing it into three main types based on the origin of
the latent representation: model’s internal hidden
states, weighted embedding of existing vocabulary
tokens, and newly introduced special vectors4.

Hidden State One of the most direct and effi-
cient strategies for initialization is to derive latent
thoughts from the model’s hidden states. This ap-
proach leverages the rich, contextualized represen-
tations that already exist within the model, treat-
ing them as a native medium for thought. Current
methods can be broadly divided based on whether
the hidden states originate from the model itself
or an auxiliary model. Within the self-contained
approach, a prevalent technique is to establish a
sequential state-passing mechanism. Works like
Chain of Continuous Thought, (Hao et al., 2025),
Pythia Arch (Zeng et al., 2025a), KV-cache distilla-
tion (Kuzina et al., 2026) and System-1.5 Reason-
ing (Wang et al., 2025f) take the final hidden state
from a given step and re-inject it as the input for the

3Appendix A provides details on this pioneering work.
4Appendix B provides details on these methods. A detailed

comparison of representative methods across these categories,
including their optimization objectives, model backbones, and
training and evaluation datasets, is provided in Appendix Ta-
ble 2.

subsequent step, effectively replacing the standard
token embedding (Wang et al., 2025g). To better
align the output hidden state with the model’s input
space, some approaches like Continuous Chain-of-
Thought via Self-Distillation (Shen et al., 2025b),
Parallel Continuous Chain-of-Thought (Wu et al.,
2025b) and Supervised IMplicit-CoT (Wei et al.,
2026) pass the previous hidden state through a
projection network before the next step. Other
variations involve using a special token as a trig-
ger (Shan et al., 2025), extracting and refining a full
sequence of hidden states (Li et al., 2025b), or ap-
plying additive updates to the hidden state (He and
Tang, 2025). Alternatively, the auxiliary model
approach delegates the generation of the latent
thought to a separate model which then provides
a guiding hidden state back to the main LLM (Liu
et al., 2024b; Cheng and Durme, 2024; Xu et al.,
2025b,c; Zhang et al., 2025b; Wang et al., 2025d).

Weighted Embedding This strategy operates di-
rectly in the model’s input embedding space rather
than its output hidden state space. By keeping the
computation within the embedding space, it en-
sures that latent thoughts remain highly tied to the
model’s learned vocabulary (Zhang et al., 2025f;
Zhuang et al., 2025; Yue et al., 2025; Butt et al.,
2026; Jain and Rappazzo, 2025; Shi et al., 2026;
Deng et al., 2025). It creates a superposition of con-
cepts calculated as a weighted average of existing
vocabularies, which allows the model to capture
uncertainty and nuance beyond a single output.
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3.2 Model Optimization

With latent representation initialized, we shift the
focus to model optimization. Since methods vary
primarily in computational phases, we organize
them into two main paradigms: (1) Pre-Training
methods that integrate latent reasoning into the
model’s pre-training stage, and (2) Post-Training
techniques, which fine-tune base models via spe-
cialized datasets and objectives. For reference, we
summarize the performance and computational ef-
ficiency of representative methods in Table 1.

3.2.1 Pre-Training
The central idea is to modify the standard language
modeling objective so that the model must perform
an intermediate reasoning computation, within la-
tent space, before producing each token prediction.
Recent studies demonstrate that this integration
can be achieved along a spectrum of supervision.
PonderLM-2 (Zeng et al., 2026) claims that mod-
els can learn latent reasoning implicitly, where the
intermediate thoughts emerge naturally as a byprod-
uct of optimizing next-token prediction. Continu-
ous Concept Mixing (Tack et al., 2026) explicitly
guided reasoning process by incorporating auxil-
iary semantic signal. However, such approaches
also introduce substantial computational overhead
and make it difficult to disentangle whether ob-
served improvements stem from genuine reasoning
ability or from additional representational capacity.

3.2.2 Post-Training
Within the dominant Post-Training paradigm, we
further distinguish between methods based on
Supervised Fine-Tuning (SFT) and those leverag-
ing Reinforcement Learning (RL). SFT-based ap-
proaches train the model to produce latent thoughts
by providing it with supervision signals. These
methods can be categorized by whether the super-
vision on the latent process is indirect, focusing
on the final outcome, or direct, targeting the latent
representations themselves.

Indirect Supervision in SFT. This class of meth-
ods optimizes latent reasoning by applying a loss
function only to the human-readable output, with-
out providing an direct target for the intermediate
latent thoughts, claiming that by learning to predict
the correct subsequent text, the model will implic-
itly form useful latent representations (Hao et al.,
2025). Another form of indirect guidance is pro-
vided through knowledge distillation to constrain

certain token’s hidden representation and thus align
the student model’s behavior with that of a teacher
model that performs explicit CoT (Shen et al.,
2025b; Wu et al., 2025b). Wang et al. (2025d)
introduce distributional constraints, using KL diver-
gence to ensure representation remain semantically
close to the question, contrastive learning to fo-
cus them on critical reasoning steps, or a VAE-like
framework to regularize representation by match-
ing a prior distribution to a posterior inferred from
the ground-truth text (Liu et al., 2025b).

Direct Supervision in SFT. These methods pro-
vide an explicit “gold” target for the latent repre-
sentations, typically derived from the content they
are intended to replace. This offers greater control
over the latent process and can improve training sta-
bility. One popular strategy is to train the represen-
tation to reconstruct their corresponding linguistic
reasoning steps. This is often implemented via an
auxiliary decoder that takes each latent vector as
input and is trained with a standard cross-entropy
loss to reproduce the original text of that reason-
ing step or a higher-level textual plan (Wei et al.,
2026; He et al., 2025; Shan et al., 2025; He et al.,
2025). Other methods use a contrastive loss to pull
the representation of a special latent token closer
to a pooled representation of the full text it repre-
sents (Liu et al., 2024b). More direct approaches
use a Mean Squared Error loss to train a student
model to generate latent vectors that numerically
match the teacher’s final hidden states at corre-
sponding steps (Cheng and Durme, 2024; Wang
et al., 2025f). The most granular form of this super-
vision involves providing a dense, step-wise signal
by training the student’s entire latent KV-cache to
mimic a compressed version of the teacher’s KV-
cache (Kuzina et al., 2026) or supervising a latent
head to predict the next compressed embedding in
the reasoning chain (Tan et al., 2025b).

Reinforcement Learning. RL provides an alter-
native to SFT that enables models to autonomously
discover reasoning strategies. Instead of being
guided by ground-truth CoTs, the model is trained
to maximize a reward signal that is typically based
on the final outcome. A common approach is to
first initialize the model with SFT and then fine-
tune it using policy gradient algorithms, such as
REINFORCE or the more sample-efficient Group
Relative Policy Optimization (GRPO) (Tan et al.,
2025b; Butt et al., 2026; Jain and Rappazzo, 2025;
Butt et al., 2026). To ensure training stability, a
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Figure 4: Illustration of inference exploration (both
parallel and sequential scaling) for latent CoT reasoning.

KL divergence penalty is often used to keep the
model from deviating excessively from a reference
policy (Yue et al., 2025; Butt et al., 2026). This
framework can be extended beyond simple accu-
racy rewards to incorporate other objectives like
computational efficiency (He and Tang, 2025).

3.3 Inference Exploration

Beyond model training, the full potential of latent
reasoning models can be further unlocked during
inference (Wang et al., 2025e). Following test-time
scaling paradigms (Wang et al., 2025b; Zhang et al.,
2025d), we divide inference exploration strategies
into two types (as illustrated in Figure 4): (1)
Sequential Scaling methods, which generate latent
thoughts one after another to form a single reason-
ing chain. They focus on refining a single chain
of latent thoughts. These techniques can improve
reasoning quality by iteratively optimizing the la-
tent trajectory at test-time (Li et al., 2025b; Zhang
et al., 2025b; Ye et al., 2026) or enhance efficiency
by adaptively allocating computational resources
based on problem difficulty (Wang et al., 2025f;
He and Tang, 2025). (2) Parallel Scaling methods,
which explore multiple reasoning paths simultane-
ously to improve solution quality or efficiency (You
et al., 2026a). This approach boosts performance
and robustness by exploring a diverse set of po-
tential solutions, analogous to self-consistency in
explicit reasoning (Xu et al., 2025c; Butt et al.,
2026; Wu et al., 2025b). These strategies can also
be designed to improve inference latency through
concurrent processing of reasoning steps (Wang
et al., 2025d; Zeng et al., 2025a).

4 Layer-wise Vertical Level

Inspired by findings that human reasoning often
involves recurrent neural activity before verbal ex-

pression (Goldman-Rakic, 1995), recent studies
augment LLMs with looping units that iteratively
refine hidden states through layer-wise vertical
loops, allowing the model’s internal state to con-
solidate a “thought” before producing the next to-
ken, as illustrated in Figure 5. This vertical, loop-
driven mechanism is designed to emulate a human-
like “think-then-speak” dynamic—preserving the
latent-space style of reasoning while still main-
taining concise internal traces of intermediate
progress—thereby offering a middle ground be-
tween fully verbalized CoT and purely silent token-
wise reasoning. We categorize existing methods ac-
cording to the type of architecture: encoder-based
versus decoder-based Transformers.

Encoder-based Models This category refers to
approaches that adopt an encoder-only looped
Transformer as the core reasoning engine, where
the encoder is repeatedly applied to iteratively
refine the latent representation through vertical
loop iterations. The Hierarchical Reasoning
Model (Wang et al., 2025a), for instance, employs a
two-tier structure to enable coarse-to-fine reasoning
across loops without generating explicit thought
steps. REasoning through Loop Alignment itera-
tivelY (Yu et al., 2026) builds on an encoder-based
looped Transformer with strong length generaliza-
tion by aligning each loop iteration to a CoT step,
enabling it to produce reliable long-horizon rea-
soning chains that are subsequently used to train
auto-regressive models.

Decoder-based Models In contrast to encoder-
looped reasoning, these approaches employ a loop-
driven decoder that repeatedly re-applies (part of)
the decoder stack to refine the hidden state be-
fore emitting each output token. Existing meth-
ods can be broadly divided into two categories:
(i) End-to-end adaptive-depth looping, where
the looped decoder is trained end-to-end so that
each token dynamically decides how many inter-
nal "thinking" steps to take. The central insight is
that not all reasoning steps are equally difficult;
thus, the model should be able to think longer
for complex tokens and proceed quickly for sim-
pler ones. This is achieved through various ar-
chitectural designs, such as implementing recur-
rent structures within the decoder (Geiping et al.,
2025), using lightweight routers to control recur-
sion depth on a per-token basis (Chen et al., 2025e;
Bae et al., 2025), or materializing each loop’s out-
put as a latent "thought token" to improve informa-
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tion flow (Mohtashami et al., 2025). (ii) Latent-
semantic supervision inside the loop tackles the
challenge that latent thinking remains opaque and
usually unsupervised, lacking explicit signals to
define what constitutes a "good" latent trajectory.
To address this, Zeng et al. (2025b) use contin-
uous, probability-weighted embeddings to create
smoother intermediate targets. Du et al. (2026) em-
ploy a classifier to provide a direct “latent reward”
that steers the reasoning trajectory.

Overall, these approaches demonstrate that rea-
soning capacity can be strengthened not by enlarg-
ing the parameter set but by repeatedly applying
the same set of parameters along the vertical axis
of the network. By reframing depth as a flexible
resource rather than a fixed architectural choice,
this line of work establishes a principled "think-
then-speak" paradigm that bridges the gap between
fully verbalized and silent latent CoT reasoning.

5 Analysis

To understand the internal mechanism of latent
CoT, researcher explore multiple directions to ex-
amine how latent CoT models behave externally
and how their internal computations give rise to
reasoning. We organize existing analytical work
into two complementary subsections: Behavioral
Observations, which analyzes the output behavior
and scaling patterns of models that employ latent
CoT; and Internal Mechanisms, which explores
how latent CoT arises within the model.

5.1 Behavioral Observations

This subsection reviews empirical studies focusing
on the observable behaviors of latent CoT mod-
els, including task accuracy and scaling proper-
ties, without delving into their hidden states. Zhu
et al. (2025d), Li et al. (2025e) and Saunshi et al.
(2025) showed that repeatedly applying the same
set of transformer layers—effectively increasing
the model’s computational depth—markedly im-
proved multi-step reasoning, even when the to-
tal number of parameters, and thus the amount of
stored knowledge, was kept nearly constant. This
line of evidence highlighted that reasoning abil-
ity could be strengthened by deeper computation
rather than by enlarging the model size, thereby
providing empirical support for the approach dis-
cussed in §4. To investigate whether reasoning
steps could be carried out internally rather than ex-
plicitly verbalized, Liu et al. (2024a) demonstrated
that models could internalize redundant interme-
diate steps when producing CoT, and Lin et al.
(2025b) found that shortcut-like implicit reason-
ing tended to emerge when models were trained on
highly regular patterns. These findings suggested
that latent CoT could unfold entirely within hidden
representations without emitting a full sequence of
reasoning tokens, providing empirical support for
efforts toward internalized CoT (Deng et al., 2024).
By examining such behaviors, these analyses of-
fered valuable insights that could inform the further
development of latent-CoT approaches.

5.2 Internal Mechanisms

Whereas behaviors describe how latent CoT man-
ifests at the output level, uncovering its internal
mechanisms requires examining the model’s repre-
sentational dynamics and its theoretical reasoning
capacity. We group existing analyses into two com-
plementary strands: Theoretical analysis, which
compares the reasoning capacity of different latent
CoT paradigms against explicit CoT; and empirical
analysis, which probes hidden-state to study how
latent CoT unfolds during inference.

Theoretical Analysis Recent work (Zhu et al.,
2025a; MAA, 2024; Zhu et al., 2026) analyzed
the paradigm introduced in Section 3 and showed
that the Token-wise Horizontal Level approach can
solve certain structured reasoning problems with
significantly fewer steps than explicit CoT. Further,
Xu and Sato (2025) and Saunshi et al. (2025) for-
mally analyzed looped transformers (§4), showing
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that the Layer-wise Vertical Level approach not
only remains effective across a wide range of rea-
soning tasks but also supports a degree of parallel
computation, making it more efficient than the in-
herently sequential nature of explicit CoT. These
theoretical results provide evidence that latent CoT
can be more computationally efficient and theoreti-
cally advantageous than explicit CoT.

Empirical Analysis This line of work primarily
probes hidden states using the logit lens (nostalge-
braist, 2020) to investigate whether models engage
in latent CoT during inference. Several studies
reported evidence that LLMs exhibit such internal-
ized reasoning (Lindsey et al., 2025; Hou et al.,
2023; Brinkmann et al., 2024; Yang et al., 2024;
Shalev et al., 2024; Zhang and Viteri, 2025; Wang
et al., 2025h; Yang et al., 2025b). However, other
work challenged this view: Wang et al. (2024a) ar-
gued that Transformers developed implicit reason-
ing only after extended "grokking"-style training
far beyond standard overfitting; Kudo et al. (2025)
found that models had not derived an answer upon
first reading the problem but obtained (sub)answers
progressively while generating the reasoning chain;
and Yu (2025) showed that prompting alone did not
elicit latent CoT, which only emerged after training.
Further limits were identified by Lin et al. (2025b),
who observed that latent-CoT behavior emerged
only under fixed-pattern training data; Csordás et al.
(2025), who found no systematic progression to-
ward higher-level reasoning in deeper layers; Wu
et al. (2025a), who showed that a single token path
could not branch into multiple reasoning threads.
These studies reveal an ongoing debate: some anal-
yses detect signs of latent CoT within hidden repre-
sentations, whereas others suggest such reasoning
is fragile, highly conditional, or absent in many
practical settings.

6 Applications

Latent CoT reasoning has been successfully ap-
plied in natural language-based textual reasoning
tasks (refer to Appendix C). Below, we discuss
other representative applications.

Multimodal Reasoning and Generation. Latent
CoT has recently been extended to multimodal do-
mains, where generating step-by-step explanations
in natural language becomes both inefficient and
semantically brittle. To address this, recent visual
approaches (Shen et al., 2025a; Liu et al., 2025c;

Li et al., 2025a; Yang et al., 2025a; Pham and Ngo,
2025; Chen et al., 2025a; Sun et al., 2025a) em-
bed intermediate reasoning within latent visual
or spatial representations, enhancing depth per-
ception and fine-grained understanding. Building
on these capabilities, latent world models in au-
tonomous driving leverage this paradigm to predict
future states and optimize planning by reasoning
over action-aligned latent representations (Li et al.,
2025d; Tan et al., 2025a). The versatility of La-
tent CoT extends to the auditory domain, such as
speech synthesis (Xue et al., 2025), and broader
unified multimodal generation (Sun et al., 2024).
As modalities diversify, the ability to steer these
latent spaces may become the key to controllable,
efficient multimodal intelligence.

Information Retrieval and Recommendation.
Latent CoT reasoning has been applied to enhance
information retrieval systems (Zhang et al., 2025e),
where conventional single-pass encoding methods
often fail to capture the complex semantics of doc-
uments or the evolving nature of user preferences.
In dense retrieval, this involves creating richer doc-
ument embeddings through a chain of delibera-
tion (Ji et al., 2025). In recommendation systems,
it allows for a deeper understanding of user inter-
ests by recurrently refining the user’s interaction
history in latent spaces (Tang et al., 2025; Liu et al.,
2025a) or by reasoning over noisy cross-domain
signals, such as search histories (Shi et al., 2025a).

7 Challenges and Future Directions

Challenges (1) Training Instabilities. Cur-
rent methods still underperform explicit CoT ap-
proaches, largely due to the instability of training.
Developing effective latent training methods re-
mains a key challenge. (2) Generalization Dif-
ficulties. Models trained with latent CoT tech-
niques often struggle with novel problem struc-
tures or reasoning patterns not encountered during
training (Lin et al., 2025c). This fragility under-
scores the considerable challenge that remains in
developing truly generalizable reasoning capabili-
ties within latent spaces. (3) Interpretability Con-
cerns. Recent studies indicate that models often
perform reasoning in their “heads” that is not re-
flected in their verbalized CoTs, raising concerns
about unfaithful or hidden internal processes (Chen
et al., 2025d; Lindsey et al., 2025). This shift to
latent CoT introduces the challenge for understand-
ing how models draw a particular conclusion.
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Future Directions (1) Alternative Architec-
tures. Beyond conventional Transformer archi-
tectures, recurrent Transformer variants, such as
pre-trained Looped (Zhu et al., 2025c), Recur-
sive (Zhang et al., 2025a) and Diffusion Language
Models (Ye et al., 2024; Huang et al., 2025; Kang
et al., 2026). (2) Interpretability, Verification,
and Privacy. Developing effective methods to
probe, interpret, or verify latent representations
is crucial for improving transparency and calibrat-
ing latent CoT reasoning behavior (Chen et al.,
2025c). Leveraging this implicit nature to shield
sensitive data and proprietary logic from prompt
leakage presents a promising avenue for privacy-
preserving reasoning (Green et al., 2025). (3)
Training Approaches. Reinforcement learning
provides a viable solution for exploring the poten-
tial of LLMs to enhance latent CoT (Guo et al.,
2025). Curriculum learning that adopts a simple-
to-complex training process is also promising. (4)
Autonomous Agents and Multi-Agent Systems.
Conventional agents often generate lengthy and ver-
bose reasoning sequences, introducing substantial
computational overhead (Zhou et al., 2025; Li et al.,
2024a; Zhang et al., 2024). Latent CoT reasoning
addresses this by enabling more compact decision-
making and faster planning for agents. In multi-
agent systems, a shared latent working memory
enables lossless information exchange and direct,
efficient collaboration (Zou et al., 2025). (5) Social
Intelligence. Latent CoT provides a natural sub-
strate for modeling nested mental states essential
to Theory of Mind (Ma et al., 2023). Embedding la-
tent belief modeling into reasoning pipelines could
offer a scalable path toward socially competent AI.

8 Conclusion

This paper presents a comprehensive survey of la-
tent CoT reasoning in LLMs. Moving reasoning
beyond surface-level language into the latent space
enables more abstract, efficient, and scalable in-
ference. We summarize the key methods, identify
major challenges, and highlight promising future
directions. The promise of latent CoT extends be-
yond optimizing inference; it points toward a future
where models can reason in ways not strictly con-
fined to language. We hope this survey lays a solid
foundation and offers valuable insights to support
further exploration in this emerging field.

Limitations

While this survey offers a comprehensive review
of existing methodologies and analyses of latent
Chain-of-Thought (CoT) reasoning with LLMs, a
few limitations remain in the areas of interpretabil-
ity, internal analysis, and alignment. Due to the
breadth and rapid evolution of this emerging field,
we may have inadvertently omitted other valuable
contributions. We highlight several promising fu-
ture directions, including alternative architectures,
training paradigms, and LLM agents. Addition-
ally, as many surveyed works rely on small-scale
models or limited benchmarks, there is a need for
more up-to-date and rigorous empirical validation.
We advocate for continued, in-depth research to
provide practitioners with actionable and robust
insights into the design and deployment of latent
reasoning models.
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ity, safety, and transparency in latent reasoning.
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Appendix

A Pioneer Work on Latent CoT

A.1 Discrete Tokens

Discrete tokens, which serve as symbolic represen-
tations of intermediate reasoning steps or cognitive
operations, have emerged as a promising paradigm
for enhancing the reasoning capabilities of LLMs.
They significantly contribute to improved task per-
formance and greater efficiency.

Early studies in exploring discrete tokens intro-
duced simple markers such as “[pause]” or ellipses
(“...”) to segment reasoning steps, which has signifi-
cantly improved multi-step task performance (Pfau
et al. (2024), Herel and Mikolov (2024)). Prior to
these efforts, Goyal et al. (2024) proposed adaptive
and learnable “pause tokens,” which dynamically
allocate computational resources. These tokens
enable delayed prediction, allowing models to per-
form additional internal computation before gener-
ating outputs, thereby enhancing accuracy for logic-
intensive tasks. Pfau et al. (2024) pointed out that
the structural organization of tokens is more critical
than their semantic content. Surprisingly, replac-
ing meaningful tokens with neutral placeholders
yields negligible performance loss, underscoring
the importance of token structure. Subsequent anal-
ysis provided a mechanistic explanation for this
phenomenon, revealing that the added computation
induces a beneficial redistribution of activations
within the model’s internal layers, thereby enhanc-
ing its representational capacity (Shi et al., 2025b).

Beyond these pioneering exploration, re-
searchers developed more sophisticated tokens to
encode complex reasoning structures. For example,
Wang et al. (2024b) introduced “planning tokens”
derived from heuristics or variational autoencoders
(VAEs) to improve coherence and precision in rea-
soning. To disentangle cognitive processes and
enhance interpretability, Jin et al. (2025) proposed
specialized tokens such as “memory” and “reason”,
which modularize reasoning by isolating specific
cognitive operations.

Overall, discrete tokens have progressed from
simple markers to versatile tools for abstract cogni-
tive modeling. They serve as powerful mechanisms
that advances LLM reasoning capabilities, improv-
ing both efficiency and interpretability.

A.2 Implicit CoT
In addition to the exploration of meaningless token-
driven reasoning, another promising avenue in-
volves internalizing explicit CoT directly into the
latent representations of LLMs. ICoT (Deng et al.,
2023) aligns hidden states between a teacher gen-
erating CoT and a student producing direct an-
swers, enabling implicit reasoning through interme-
diate representation supervision. System 2 Distilla-
tion (Yu et al., 2024) introduces a self-supervised
method to compile various multi-step reasoning
strategies into a standard model, distilling the bene-
fits of System 2 thinking into faster, token-efficient
System 1 outputs. Stepwise Internalization (Deng
et al., 2024) proposes a staged fine-tuning proce-
dure that gradually removes intermediate reason-
ing supervision, allowing models to internalize rea-
soning while improving robustness and efficiency.
TwT (Xu et al., 2025a) presents a three-stage habit-
ual reasoning distillation framework using multi-
teacher guidance and dual-criteria sampling, com-
pressing explicit reasoning into latent capabilities
with minimal inference overhead. Overall, this
line of work shows that it is effective to condense
reasoning processes into compact and computa-
tionally efficient latent structures.

B Another Emerging Method for
Representation Initialization

Special Vector This type of methods initialize la-
tent representation using special vector parameters
specifically for reasoning. One strategy is to aug-
ment the model with an internal, learnable scratch-
pad. This is implemented as a fixed sequence of
placeholder tokens (Jiang et al., 2025; Wang et al.,
2025c), a set of new “latent tokens” inserted di-
rectly into the input (Sun et al., 2025b), or a more
complex learnable state that serves as the starting
point for reasoning (Liu et al., 2025b; Zheng et al.,
2025; Zhang et al., 2025c). A different strategy
offloads this task to an auxiliary model, such as
quantizing text into new latent tokens using a VQ-
VAE (Su et al., 2025) or extracting concept vectors
via a sparse autoencoder (Tack et al., 2026).

C Common Tasks of Textual Reasoning

General tasks of latent CoT reasoning include
mathematical reasoning (Cobbe et al., 2021; Deng
et al., 2023; Hendrycks et al., 2021b; Miao et al.,
2020; Patel et al., 2021; Ling et al., 2017),
general commonsense reasoning (Talmor et al.,
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2019; Suzgun et al., 2023; Rein et al., 2024;
Hendrycks et al., 2021a), and logical multi-hop
reasoning datasets (Yang et al., 2018; Geva et al.,
2021; Saparov and He, 2023; Hao et al., 2025).
Recent latent reasoning methods also evaluate
on several high-bar reasoning benchmarks that
have become standard for assessing Large Rea-
soning Models (MAA, 2024), and code-centric
datasets (Jimenez et al., 2024; Jain et al., 2025).
Moreover, there remains a lack of benchmarks that
are both aligned with real-world applications and
specifically designed to showcase the advantages
of latent CoT reasoning.
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Representation
Category

Method Optimization
Objective

Model Training Data Test Data

— No-CoT-SFT SFT: Q → A GPT-2 GSM8K-Aug GSM8K
CoT-SFT SFT:

Q → CoT → A
GPT-2 GSM8K-Aug GSM8K

Hidden
State

Coconut (Hao
et al., 2025)

Multi-stage
curriculum (Language
to Continuous)

GPT-2 GSM8K-Aug,
ProntoQA, ProsQA

GSM8K, ProntoQA,
ProsQA

CODI (Shen
et al., 2025b)

Self-distillation +
Feature alignment

GPT-2, LLaMA
3.2 1B-it

GSM8K-Aug,
GSM8K-Aug-NL

GSM8K, SVAMP,
GSM-Hard,
MultiArith

PCCoT (Wu
et al., 2025b)

Self-distillation +
Jacobi iteration

GPT-2, LLaMA
3.2 1B-it

GSM8K-Aug,
GSM8K-Aug-NL

GSM8K

SemCoT (He
et al., 2025)

Contrastive alignment
+ Answer CE loss

Llama-2-7B,
Mistral-7B

GSM8K, SVAMP,
MultiArith, CSQA,
CoinFlip

GSM8K, SVAMP,
MultiArith, CSQA,
CoinFlip

SIM-CoT (Wei
et al., 2026)

Step-level
reconstruction +
Answer CE loss

GPT-2, LLaMA
3 (1B/3B/8B)

GSM8K-Aug,
GSM8K-Aug-NL

GSM8K, GSM-Hard,
SVAMP, MultiArith

System-1.5
Reasoning (Wang
et al., 2025f)

Alignment + Shortcut
learning
(Router-adapters)

GPT-2, LLaMA
3.2 1B

GSM8K-Aug,
StrategyQA

GSM8K, StrategyQA,
GSM-Hard

KaVa (Kuzina
et al., 2026)

Self-distillation +
KV-cache matching

LLaMA 3
(1B/3B/8B)

GSM8K-Aug,
GSM8K-Aug-NL

GSM8K, GSM-Hard,
SVAMP, MultiArith

Weighted
Embedding

CoLaR (Tan
et al., 2025b)

Next-embedding
prediction + RL
(GRPO)

LLaMA 3.2
1B-it

GSM8K-Aug GSM8K, GSM-Hard,
SVAMP, MultiArith

HRPO (Yue
et al., 2025)

On-policy RL
(Outcome reward +
KL)

Qwen2.5
(1.5B/3B)-it

NQ, HotpotQA,
MMLU, ARC-C,
GSM8K, MATH

NQ, TriviaQA,
HotpotQA,
2WikiMQA,
Bamboogle, GSM8K,
MATH, MMLU-ST,
ARC-C

Soft
Thinking (Zhang
et al., 2025f)

Training-free
(Inference only)

QwQ-32B,
DeepSeek-R1-
Distill-Qwen-
32B,
DeepSeek-R1-
Distill-Llama-
70B

— GSM8K, Math500,
AIME 24, GPQA,
HumanEval, MBPP,
LCB

Special
Vector

LightThinker (Zhang
et al., 2025c)

SFT + Thought-based
attention masking

Qwen2.5-7B,
Llama3.1-8B

Bespoke-Stratos-
17k

GSM8K, MMLU,
GPQA, BBH

Table 2: A structured evaluation framework detailing the technical implementations, optimization objectives, and
dataset configurations of representative latent reasoning approaches. Results and settings are sourced from their
respective original papers.
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