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Abstract

The combination of verifiable languages and
LLMs has significantly influenced both the
mathematical and computer science commu-
nities because it provides a rigorous foundation
for theorem proving. Recent advancements in
the field provide foundation models and sophis-
ticated agentic systems pushing the boundaries
of formal mathematical reasoning to approach
the natural language capability of LLMs (Chen
etal., 2025b). However, little attention has been
given to the formal physics reasoning, which
also heavily relies on similar problem-solving
and theorem-proving frameworks. To solve this
problem, this paper presents, to the best of our
knowledge, the first approach to enhance for-
mal theorem proving in the physics domain.
We compose a dedicated dataset PhysLean-
Data for the task. It is composed of theo-
rems sampled from PhysLean (Tooby-Smith,
2025) and data generated by a conjecture-based
formal data generation pipeline. In the train-
ing pipeline, we leverage DeepSeek-Prover-V2-
7B, a strong open-source mathematical theo-
rem prover, and apply Reinforcement Learn-
ing with Verifiable Rewards (RLVR) to train
our model PhysProver. Comprehensive ex-
periments demonstrate that, using only ~5.5K
training samples, PhysProver achieves an over-
all 2.4% improvement in multiple sub-domains.
Furthermore, after formal physics training,
we observe 1.3% gains on the MiniF2F-Test
benchmark, which indicates non-trivial gener-
alization beyond physics domains and enhance-
ment for formal math capability as well. The re-
sults highlight the effectiveness and efficiency
of our approach, which provides a paradigm
for extending formal provers outside mathemat-
ical domains. To foster further research, we
will release both our dataset and model to the
community.

1 Introduction

Formal reasoning has long been recognized as a
cornerstone of human intelligence and a critical

domain in machine learning research (Newell and
Simon, 1956). With the recent advancements in
Large Language Models (LLMs), much research
has investigated their applications in formal theo-
rem proving. They explored domains from training
foundation models (Lin et al., 2025b; Ren et al.,
2025; Wang et al., 2025¢) and specialized agent
framework (Wang et al., 2025d; Chen et al., 2025b;
Varambally et al., 2025). Among these, math theo-
rem proving in Lean4 (Moura and Ullrich, 2021a)
has emerged as one of the most extensively studied
areas (Wang et al., 2024; Lin et al., 2025a; Xin
et al., 2024). Researchers typically start from a
general-purpose LLM, employing Supervised Fine-
Tuning (SFT) and Reinforcement Learning (RL) to
enhance the formal reasoning capability. This ap-
proach has achieved strong results on formal math
benchmarks, such as MiniF2F (Zheng et al., 2022)
and PutnamBench (Tsoukalas et al., 2024). !.

Previous works have demonstrated that develop-
ing expert models for Lean4 theorem proving de-
mands substantial training data and a large amount
of GPU hours. For instance, DeepSeek-Prover (Xin
et al., 2024) applies a 120B math-related tokens
continue pretraining and 8M formal statements
with proofs to train an expert prover. Similarly,
Goedel-Prover (Lin et al., 2025a) applies expert
iteration on more than 1 million formal statements.
Despite these advancements, formal theorem prov-
ing faces significant challenges due to a scarcity
of high-quality data that is able to give the model
a general formal reasoning capability, rather than
focusing on a narrow field (Li et al., 2025).

While significant progress has been made in
mathematical theorem proving, the formal physics
domain remains largely overlooked. Physics, with
its reliance on rigorous mathematical foundations
and formal derivations, offers a natural yet under-
explored extension to formal reasoning. Li et al.
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Figure 1: Physics Prover Framework: (a) Data Generation Stage: the training set comprises 5,541 physics
statements from both PhysLean (Tooby-Smith, 2025) and synthetic lemmas from Claude-4.5-Sonnet, where the
latter are further filtered by Lean syntax and proof existence checks. (b) Self-Evolving Stage: after obtaining the
training set, GRPO (Shao et al., 2024) is adopted to train the base prover models, with reward signals of proof

correctness provided by Lean.

(2025) highlights that SOTA theorem-proving mod-
els perform poorly in physics-related tasks but fail
to propose methods for improvement.

To settle this gap, we, as far as we are concerned,
take the first step toward enhancing theorem prov-
ing in the physics domain by constructing a spe-
cialized data pipeline and employing Reinforce-
ment Learning with Verifiable Rewards (RLVR).
The overview of our framework can be found in
Figure 1. Specifically, we collect foundational the-
orems and lemmas from the open-source repository
of PhysLean (Tooby-Smith, 2025), which contains
Lean4-based results across advanced physics do-
mains such as Quantum Field Theory and String
Theory. The extracted data, along with their head-
ers, are divided into the training and testing sets.
To augment the training dataset, we apply Claude-
4.5 to generate additional conjectures based on the
dataset. Subsequently, we apply formal LLMs to
annotate these conjectures, thereby formulating the
Basic Physics Lean training dataset, which con-
tains approximately 5.5K training samples and 250
testing samples.

With the dataset, we leverage RLVR (Lambert
et al., 2025) to enhance physical theorem-proving
capability using the GRPO algorithm. Our evalua-
tion demonstrates consistent improvement across
multiple physics domains and achieves a 2.4% of
overall improvements compared to SOTA math

provers on the testing dataset. Furthermore, when
tested on the Out-of-Distribution (OOD) MiniF2F
benchmark (Zheng et al., 2022), PhysProver
achieved over 1% of improvement compared to
the base model under pass@16. It demonstrates
the effectiveness of our approach and shows that
physics dataset training can enhance the formal
math capability of the model.
We summarize our contribution as follows:

1. Physics-specific conjecture synthesis
pipeline. We design and release the first
data generation pipeline tailored to for-
mal physics theorem proving, addressing
non-trivial challenges unique to physics:
header-preserving conjecture generation, the
failure of off-the-shelf auto-formalizers due
to diverse physical header dependencies, and
multi-prover verification to ensure coverage
across proof styles.

2. PhysLeanData and PhysProver. We con-
struct PhysLeanData, a compact high-quality
dataset of 5,541 physics theorems in Lean4,
and train PhysProver via RLVR, achieving
consistent +2.4% improvements over SOTA
formal math provers on our physics test set.

3. Surprising math-transfer finding. Despite
training exclusively on physics theorems,
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PhysProver improves over its base model
on MiniF2F-Test by +1.3%—counter to the
expected alignment tax—revealing an unex-
pected positive transfer from physics to math-
ematics theorem proving.

2 Related Works

2.1 Formal Math Reasoning

Formal math reasoning involves representing math-
ematical components in a computer-verifiable for-
mat. It reduces the ambiguity and establishes a
rigorous foundation for logical reasoning. Over
the past decades, researchers have developed nu-
merous Formal Languages (FLs) based on two pri-
mary theoretical frameworks. The first relies on
dependent type languages, such as Lean (De Moura
et al., 2015; Moura and Ullrich, 2021b) and
Coq (Coq, 1996), where formal verification is
achieved through a small kernel to perform type
checking. The second line utilizes higher-order
logic to quantify functions and predicates. This
line of work is represented by languages such
as Isabelle (Paulson, 1994), HOL, and HOL
Light (Harrison, 2009). Among the above lan-
guages, Lean4 (Moura and Ullrich, 2021b) has
gained significant attention due to its expressive-
ness and extensive Mathlib4 repository, which en-
compasses almost all major mathematical domains.

The rise of LLMs has accelerated the advance-
ments in formal proving tasks. Researchers have
compiled extensive datasets of mathematical the-
orems and proofs(Wang et al., 2025c; Lin et al.,
2025a; Dong and Ma, 2025), which provide a ro-
bust foundation for model training. Building on
these resources, increasingly sophisticated mod-
els have emerged. Early efforts, such as Ex-
pert Iteration (Polu et al., 2022), employed it-
erative annotation using LLMs to enhance the
training data.  Open-source frameworks like
DeepSeek-Prover (Xin et al., 2024) and Theorem-
Llama (Wang et al., 2024) further advanced the
formal provers. More recently, RLVR has enabled
Long CoT training for formal theorem proving,
which works like MA-LoT (Wang et al., 2025c),
Kimina-Prover (Wang et al., 2025a), DeepSeek-
Prover-V2 (Ren et al., 2025), and Goedel-Prover-
V2 (Lin et al., 2025b), achieving notable progress.
The emergence of agentic frameworks, such as
Hilbert (Varambally et al., 2025) and Seed-Prover-
V1 (Chen et al., 2025c), achieves notable progress
by enabling multi-agent theorem decomposition

and sub-goal proofs. The latest works apply agen-
tic RL to push LLMs’ formal reasoning capabil-
ity closer to natural language proficiency (Chen
et al., 2025b). Despite these advancements, for-
mal reasoning in physics remains an underexplored
domain, representing a significant opportunity for
future research.

2.2 LLM for Physics Reasoning

With the rapid development of general reasoning ca-
pabilities in LLMs, researchers are actively explor-
ing the application of these models in more diverse
fields (Wang et al., 2025b). Among them, physics
reasoning is one key field that receives significant
attention. In the context of benchmarks, early com-
prehensive benchmarks, such as SciBench (Wang
et al., 2023) and GPQA (Rein et al., 2024), evalu-
ate college-level scientific problem-solving across
multiple scientific fields, including physics. More
recently, physics benchmarks have emerged at mul-
tiple difficulty levels: UGPhysics (Xu et al., 2025)
presents 5,520 undergraduate-level bilingual prob-
lems that advanced thinking models are hard to
solve; OlympiadBench (He et al., 2024) introduces
8,476 Olympiad-level problems with multi-module
inputs; and recent HiPhO (Yu et al., 2025) compiles
the latest 13 Physics Olympiad exams in 2024-2025
with human-aligned evaluation.

On the model training side, researchers began
exploring the potential for LLMs as physics rea-
soning tools from an early stage. Early works
have demonstrated that LLMs can solve complex
word problems that require calculation and infer-
ence (Ding et al., 2023). Such capability can be
further enhanced by Reinforcement Learning from
Human Feedback (RLHF) (Anand et al., 2024) or
simple multi-agent collaboration (Pang et al., 2025).
Recent works apply RLVR on natural language
physics problems, with P1 (Chen et al., 2025a)
achieving gold-level IPhO performance. However,
with a lack of datasets and training methods, de-
veloping LL.Ms for formal physics reasoning is
relatively understudied currently (Li et al., 2025).

3 Methodology

3.1 Seed Dataset Collection

We construct a lemma—proof dataset from the
PhysLean GitHub repository (Tooby-Smith, 2025)
by extracting all provable lemmas from . lean files
along with their preceding formal headers. The
lemma statements with context serve as inputs,
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while the corresponding proof scripts serve as out-
puts. We filter the samples to retain only those with
a total length under 4,096 tokens. The resulting
corpus contains over 3,000 examples, which are
randomly split into training and test sets at approx-
imately a 9:1 ratio, yielding 2,933 training and 250
test instances. The dataset spans a broad range of
domains in physics and mathematics, encompass-
ing classical and modern physics (e.g., classical
mechanics, electromagnetism, quantum mechan-
ics, and relativity) as well as advanced theoretical
areas such as quantum field theory, string theory,
and mathematical foundations. An example of the
collected data is shown in Figure 6. A discussion
of the key differences between physics and math-
ematics theorem proving in Lean4 is provided in
Appendix C.

3.2 Synthetic Data Generation

To augment our dataset, we construct a conjec-
ture generation and verification pipeline inspired
by STP (Dong and Ma, 2025). Specifically, we
treat our initial data as seed data, denoted as
Dseea = {(hi, li,pi)}fil, where h;, l;, and p; are
the header, lemma, and corresponding proof of the
i sample, and IV is the total number of seed exam-
ples. For each sample, we use Claude-4.5-Sonnet
(Anthropic, 2025) to generate 10 conjectures by
providing the header—lemma pairs (h;,[;), yield-
ing 29,330 candidate statements. The prompting
template is provided in Figure 10 in the Appendix.

After collecting the conjectures, we apply a two-
stage pipeline to select well-formed and correct
statements. We first examine the syntactic cor-
rectness of each conjecture. Specifically, for each
conjecture c;;, we append it to the correspond-
ing header h; to form D. = {(hs,¢;j) | © =
1,...,N, j = 1,...,10} and use the Lean ver-
ifier to check whether the statement is well-formed.
This includes verifying that all variables are prop-
erly defined and that all referenced definitions and
theorems exist. After this step, 6,971 conjectures
remain, corresponding to a retention rate of 23.8%.

The second stage examines the provability of
conjectures. Given a conjecture with its corre-
sponding header, we leverage DeepSeek-Prover-
V2-7B (Ren et al., 2025), Kimina-Prover-Distill-
8B (Wang et al., 2025a), and Goedel-Prover-V2-
8B (Lin et al., 2025b), to generate 16 proofs, pro-
ducing response samples { (h;, ¢ij, ) },2. A con-

jecture is deemed provable if
dp, 1 <p <16: Verify(h;,cij,rp) = True

where Verify denotes the Lean verification result.
This process yields 2,608 verified conjectures, rep-
resenting an overall pipeline yield rate of 8.9%,
which is comparable to STP (Dong and Ma, 2025).
Combining these with the 2,933 seed training ex-
amples in Section 3.1 produces a total of 5,541
training instances for our experiments.

Notably, we also compared different propri-
etary models, including GPT-5 (OpenAl, 2025)
and Gemini-2.5-Pro (Google, 2025). However, the
syntactically correct rates of their generated con-
jectures were substantially lower than those pro-
duced by Claude. We additionally explored the
approach of generating conjectures in natural lan-
guage and converting them to Lean4 statements us-
ing an auto-formalizer. However, auto-formalizers
fail at this task due to the difficulty of identifying a
uniform header, which is caused by the complex de-
pendencies in physical statements. Consequently,
this approach also yielded low success rates. We
further compared against the open-source Qwen-
QwQ-32B (Team, 2025), which achieved only a
0.5% conjecture yield rate vs. 8.9% for Claude-4.5-
Sonnet; the full comparison is in Appendix J.

3.3 Self-Evolving Pipeline

We conduct Reinforcement Learning (RL) to lift
the performance on physics domain. Specifically,
our experiments are mainly based on Group Rel-
ative Policy Optimization (GRPO) (Shao et al.,
2024). The full GRPO objective and derivation
are given in Appendix B. In our setting, for each
prompt x in the training set, G responses are
sampled during rollout and optimized with group-
normalized advantages and a clipped importance
ratio.

The reward signal r(z,y;) is provided by the
Lean verifier to guide the reinforcement learning
process. Specifically, a score of 1 or 0 is presented
to indicate whether the proof is correct or not. Be-
cause of the symbolic nature of Lean, all verified
proofs with reward 1 are correct, with no halluci-
nation at all, which allows the model to learn the
foundation of physics in a concrete and rigorous
way. To further reduce the difficulty of the learning
process, curriculum learning is employed, where
the input statements (conjectures) are sorted based
on their ground-truth proof lengths. This enables
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easy-to-hard learning, encouraging prover models
to proceed in a bottom-up manner.

4 Experiments

For a more controlled comparison between
DeepSeek-Prover-V2-7B and PhysProver with sta-
tistical reliability, we report mean = std results over
3 independent runs in Appendix H.

To evaluate our methodology, we use PhysLe-
anData to train popular Lean-based formal mathe-
matics provers. Our experiments reveal that strong
mathematical reasoning models exhibit notable lim-
itations when handling formal physics problems,
underscoring the importance of domain-specific
formal datasets and self-evolving strategies.

4.1 Experimental Setup
4.1.1 Dataset and Tasks

Model performance is evaluated on the test set of
PhysLeanData, which shares the same source as
the training set with a 9:1 train-test split. To ensure
fair comparison across models with different con-
text lengths, we retain only samples with prompt
lengths under 4,096 tokens, resulting in 250 lem-
mas in the final evaluation set.

For finer-grained analysis, we organize the test
samples into four physics categories: Classical &
Foundational Physics, Particle & String Physics,
Relativity & Spacetime, and Quantum Field The-
ory. This classification reflects distinct theoreti-
cal frameworks and varying levels of required do-
main expertise. Further details are provided in
Appendix D.

4.1.2 Models and Baselines

We compare several popular open-source prover
models, including DeepSeek-Prover-V2-7B (Ren
et al., 2025), Kimina-Prover-Distill-8B (Wang
et al., 2025a), and Goedel-Prover-V2-8B (Lin et al.,
2025b), all of which are strong formal theorem
provers tailored for mathematical domains. Since
DeepSeek-Prover-V2-7B performs the best among
them, our experiments will focus on training the
DeepSeek prover to push the boundaries of open-
source models.

For baselines, we first report the performance of
DeepSeek-Prover-V2-7B, Kimina-Prover-Distill-
8B, and Goedel-Prover-V2-8B without any ad-
ditional training. We also include comparisons
with strong proprietary systems, namely GPT-5
(OpenAl, 2025) and Claude-4.5-Sonnet (Anthropic,
2025). For all baselines, we use a fixed sampling

budget and report pass@ 16 accuracy, ensuring fair
comparison under a consistent inference budget.
For open-source provers, we use the prompt tem-
plate provided in Appendix L.1. For proprietary
models, we employ a tailored Chain-of-Thought
(CoT) (Wei et al., 2023) prompt to encourage step-
by-step reasoning before generating the final proof.

4.2 TImplementation Details

We directly apply Reinforcement Learning start-
ing from the DeepSeek-Prover-V2-7B using verl
(Sheng et al., 2025). Specifically, we apply
GRPO with rule-based rewards (Lambert et al.,
2025; DeepSeek-Al et al., 2025) to guide the self-
evolving training. In particular, the Lean verifier
with version 4.20.0 is integrated into the verl
framework for verifying the proofs. The reward
score for each trajectory is calculated as follows:

(2 3:) 1 if Verify(z, y;) = True
r(x,y;) = i
vi 0 otherwise

Additionally, if the proof contains sorry, admit,
or apply? keywords, we directly assign a O for the
reward score to avoid reward hacking. Furthermore,
to allow a smooth transition of difficulties during
the learning process, curriculum learning (Parashar
et al., 2025) is employed by sorting the lemma
based on their ground-truth proof lengths.

We train all models on 8 xH200 GPUs with a
constant learning rate of 1e~% and a batch size
of 256 for 2 epochs, where the training takes ap-
proximately 8 hours. Notably, we do not have a
warm-up stage with Supervised Fine-Tuning (SFT)
because it degrades performance. This behavior
is investigated and further analyzed in Section 6.
We also investigate the Rejection-Sampling Fine-
tuning method (Yuan et al., 2023; Dong et al., 2023)
in Section 6.

4.3 Experiment Results

Our experimental results are presented in Table 1.
We first observe that all existing models achieve rel-
atively low scores despite their proficiency in math-
ematical theorem proving, with none exceeding
40% accuracy. Notably, even small open-source
theorem prover models exhibit competitive accu-
racy compared to the latest proprietary systems,
such as Claude-4.5-Sonnet and GPT-5. However,
proprietary models demonstrate different strengths
across physical domains compared to their open-
source counterparts. For instance, all open-source
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Method Classical Particle & String Relativity Quantum Field Theory Overall
Proprietary Models

GPT-5 (OpenAl, 2025) 37.3% 13.4% 21.3% 35.2% 26.4%
Claude-4.5-Sonnet (Anthropic, 2025) 52.9% 19.4% 29.5% 39.4% 34.4%
Formal Math Provers

Kimina-Prover-Distill-8B (Wang et al., 2025a) 35.3% 14.9% 29.5% 22.5% 24.8%
Goedel-Prover-V2-8B (Lin et al., 2025b) 49.0% 19.4% 34.4% 28.2% 31.6%
Deepseek-Prover-V2-7B (Ren et al., 2025) 54.9% 23.9% 37.7% 25.4% 34.0%

Formal Physics Provers

PhysProver 58.8% (+3.9%)

26.9% (+3.0%)

39.3% (+1.6%) 26.8% (+1.4%) 36.4% (+2.4%)

Ablation

PhysProver (Random Order) 56.9%

23.9%

37.7% 29.6% 35.6%

Table 1: Main experimental results. We evaluate all the models on PhysLeanData test set, which includes
Classical, Particle & String, Relativity, and Quantum Field Theory domains. The pass@ 16 accuracy is reported.
The “Random Order” row ablates curriculum learning by replacing easy-to-hard proof-length ordering with random

ordering of the same training set.

provers achieve below 30% accuracy on Quantum
Field Theory, whereas proprietary models exceed
35%. This suggests that proprietary and open-
source models may be trained on different mixtures
of physics data. We also investigated context length
in the Quantum Field Theory category and found
that the average length is one-third longer than in
other domains. These findings align with those of
Li et al. (2025), suggesting that larger models such
as Claude demonstrate superior in-context learning
ability, thereby achieving better performance than
open-source models.

Our trained model, PhysProver, substantially
surpasses its formal mathematics prover counter-
parts, consistently achieving gains across all cate-
gories. Specifically, on the most challenging do-
mains—Particle & String Physics—where all base-
lines exhibit low accuracy, our model still yields
a notable improvement of 3.0%. A fine-grained
breakdown of the sub-domains is provided in Ap-
pendix D. These results demonstrate the effective-
ness of extending a mathematics prover to physics
domains with only small high-quality datasets.
Moreover, the continued performance gains sug-
gest that current provers are far from saturated,
indicating that constructing high-quality physics-
specific datasets remains a promising direction

On top of that, the small 7B-sized PhysProver
model outperforms both GPT-5 and Claude-4.5-
Sonnet in terms of overall performance, which
shows the huge potential of small expert models in
specific domains of formal physics theorem prov-
ing. This provides a promising path toward effi-
cient training of physics prover models. The abla-
tion row in Table 1 shows that curriculum learning
(easy-to-hard ordering by proof length) contributes

Problem Category DeepSeek-V2 DeepSeek-V2 + PhysLeanData
Pass@16 Pass@16

MO 20.0% 20.0%

Olympiad AIME 53.3% 46.7%
AMC 55.6% 55.6%

Algebra 90.0% 92.9%

MATH Number Theory 85.0% 88.3%
Algebra 44.4% 44.4%

Custom  Number Theory 50.0% 50.0%
Induction 50.0% 50.0%

Overall 68.4% 69.7 %

Table 2: OOD Generalization on MiniF2F-Test (Zheng
et al., 2022) (pass@16).

+0.8% overall vs. random ordering, with meaning-
ful gains in Particle & String (+3.0%) and Relativ-
ity (+1.6%) suggesting that progressive difficulty
is especially beneficial for structurally complex
proofs. An error analysis of failure cases is pro-
vided in Appendix G.

5 Analysis

5.1 Improved In-Context Learning Through
Reinforcement Learning

In this subsection, we provide a detailed analysis
of the performance gains achieved by PhysProver
through a comparative examination of proofs gen-
erated by the baselines and our model. Figure 2
presents an illustrative example from our test set
along with the corresponding generations. The
header and lemmas constitute the context for phys-
ical theorem proving, where the lemmas serve as
auxiliary tools during the proof process.

We observe that PhysProver consistently
makes correct use of functions and lemmas,
with successful applications highlighted in blue.
For instance, to prove the given conjecture, it
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Header and Context Lemmas

import PhysLean.QFT.PerturbationTheory.WickAlgebra.
NormalOrder.Lemmas

import PhysLean.QFT.PerturbationTheory.WickAlgebra.
TimeOrder

namespace FieldSpecification
variable {F : FieldSpecification}

def timeContract (¢ : F.FieldOp) : F.WickAlgebra :=
T (ofFieldOp ¢* ofFieldOp %) - T (ofFieldOp ox
ofFieldOp )

lemma timeContract_eq_superCommute (¢ : F.FieldOp) :
timeContract = if timeOrderRel @/then [anPart ¢,
ofFieldOp v ]s
else S(F |>s ¢, Fl>s @) -[anPart 9, ofFieldOp ]
s = by
split_ifs
-rename_i h
rw [timeContract_of_timeOrderRel _ _ h]
-rename_i h
rw [timeContract_of_not_timeOrderRel_expand _ _ h]

lemma timeContract_zero_of_diff_grade (¢ 1: JF.FieldOp)
(h: (F 1> @) AF 1> ) -

timeContract = @ := by

by_cases h1 : timeOrderRel @

-rw [timeContract_of_timeOrderRel _ _ h1]
rw [superCommute_anPart_ofFieldOpF_diff_grade_zero]
exact h

-rw [timeContract_of_not_timeOrderRel _ _ h1]
rw [timeContract_of_timeOrderRel _ _ _]
rw [superCommute_anPart_ofFieldOpF_diff_grade_zero]
simp only [instCommGroup.eq_1, smul_zero]
exact h.symm
have ht := IsTotal.total (r := F.timeOrderRel) ¢
simp_all

DeepseekProver + PhysProver

/-- This lemma claims that the normal ordering of the
time-contracted product of any two field operators
wand tis identically zero.-/

lemma normalOrder_timeContract (¢ t: F.FieldOp) :

N (timeContract 1) = @ := by
rw [timeContract_eq_superCommute]
split_ifs <;> simp_all [timeContract,
superCommute_anPart_ofFieldOpF_diff_grade_zero,
smul_eq_zero, map_zero]

-~/

DeepseekProver

lemma normalOrder_timeContract (¢ t: F.FieldOp) :

N (timeContract 1)) = @ := by

rw [timeContract_eq_superCommute]

split_ifs

-rw [normalOrder_ofFieldOp_pair_eq_zero]
<;> simp_all [timeOrderRel_of_isContraction]

-rw [normalOrder_anPart_ofFieldOp_smul]
<;> simp_all [timeOrderRel_of_isContraction]

\. J

Figure 2: Successful examples from the PhysProver
and failed proofs from the base model for the same
statements. PhysProver demonstrates better in-context
learning ability to make good usage of lemmas.

first applies timeContract_eq_superCommute,
followed by the function timeContract. Sub-
sequently, the model correctly invokes super-
Commute_anPart_ofFieldOpF _diff_grade_zero,
demonstrating effective utilization of contextual
information. By synthesizing the knowledge
provided in the context, PhysProver successfully
completes the proof.

In contrast, while the base model initially ap-
plies timeContract_eq_superCommute correctly,
it subsequently generates hallucinated content,
including non-existent lemmas such as nor-
malOrder_ofFieldOp_pair_eq_zero and timeOrder-
Rel_of isContraction (marked in red). These ob-
servations suggest that the reinforcement learning
process on PhysLeanData enhances performance
by enabling the model to better leverage contextual
information and comprehend domain-specific ter-
minology. This finding also accounts for the low ac-
curacy observed across all base models: their unfa-
miliarity with physics-specific lemmas and contex-
tual structures impedes their ability to effectively
utilize these resources for proof completion. Ad-
ditional case studies and trajectory-level pass rate
analysis are provided in Appendix L.

5.2 Out-of-Distribution Generalization

Surprisingly, despite the typical alignment tax (Lin
et al.,, 2024) from domain-specific fine-tuning,
training on physics problems improves out-of-
distribution performance on MiniF2F-Test (Zheng
et al.,, 2022)—a 244-statement Lean4 math
benchmark spanning high school competition to
undergraduate-level proofs. We follow the evalua-
tion setup of Ren et al. (2025) and report pass@16
using the standard DeepSeek prompt template.?

As shown in Table 2, PhysProver surpasses
the baseline by +1.3% overall. Gains concentrate
in MATH Algebra (+2.9%) and Number Theory
(4+3.3%), indicating that physics training transfers
foundational algebraic reasoning. However, harder
Olympiad-level problems (e.g., AIME) do not ben-
efit, suggesting those require capabilities beyond
what physics-based training provides. A detailed
error breakdown is in Appendix K.
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Method Budget Classical Particle & String Relativity Quantum Field Theory Overall
Deepseek-Prover-V2-7B pass@16 54.9% 23.9% 37.7% 25.4% 34.0%
Deepseek-Prover-V2-7B + Phys SFT pass@16  45.1% (-9.8%) 19.4% (-4.5%) 26.2% (-11.5%) 23.9% (-1.5%) 27.6% (-6.4%)
Deepseek-Prover-V2-7B + Phys RAFT  pass@16  52.9% (-2.0%)  25.4% (+1.5%)  41.0% (+3.3%) 28.2% (+2.8%) 35.6% (+1.6%)

Table 3: Supervised Fine-tuning (SFT) and Rejection-Sampling Fine-tuning (RAFT) on PhysLeanData of
Deepseek-Prover-V2-7B. The pass@ 16 accuracy drops significantly after SFT, but increases after RAFT.

Training Set  Test Set
DS-Prover-SFT 1.817 1.711
DS-Prover-RAFT 1.321 1.186
DS-Prover-GRPO 1.141 1.209

Table 4: Perplexity on the training set and the test set
for DS-Prover-SFT, DS-Prover-RAFT, and DS-Prover-
GRPO.

6 Revisiting the Role of Supervised
Fine-tuning

We additionally investigated whether conducting
Supervised Fine-tuning (SFT) on PhysLeanData
could enhance model performance on Physics, fol-
lowing standard practice in training specialized
LLMs. However, we did not observe any improve-
ment on our test set after SFT. Instead, we observed
consistent performance degradation.

Specifically, we first fine-tuned Deepseek-
Prover-V2-7B on PhysLeanData, where ground-
truth answers were either extracted from the
PhysLean library written by humans, or generated
by open-source provers with subsequent verifica-
tions. The training sample template follows the
RL prompt template in L.1, with loss computation
restricted to the completion portion. We then con-
sider Rejection Sampling Fine-tuning, or Reward-
Ranked Fine-tuning (RAFT) (Dong et al., 2023;
Yuan et al., 2023), where we sample Deepseek-
Prover-V2-7B on the training set and retain only
the correct proofs as our new training set. We
fine-tuned Deepseek-Prover-V2-7B on both train-
ing sets for one epoch, using a learning rate of 5e =7
and a batch size of 32. They are denoted as DS-
Prover-SFT and DS-Prover-RAFT, respectively.

As shown in Table 3, for the DS-Prover-SFT, we
observe consistent performance degradation across
all categories, with an average accuracy decline of
6.4%. On the contrary, DS-Prover-RAFT demon-
strates an overall 1.6% improvement, with all other
3 categories increasing except Classical Physics.

2https://huggingface.co/deepseek—ai/
DeepSeek-Prover-Vv2-7B

We attribute this performance difference to the dis-
tributional properties of the training data. The orig-
inal PhysLeanData consists of human-written ex-
amples, which are Out-of-Distribution (OOD) with
respect to the model’s generation capabilities. In
contrast, Rejection Sampling yields In-Distribution
(ID) data that more closely aligns with the model’s
output distribution. Consequently, ID data may
be easier for the model to learn from, leading to
improved performance.

To understand this performance difference, we
conduct perplexity-based probing experiments. For
each model, we sample K=16 responses per
prompt and compute the mean perplexity over
50 randomly selected prompts from each of the
training and test sets; lower perplexity indicates
the model generates responses it considers likely,
suggesting lower self-uncertainty. Formal defini-
tions of PPL(x) and PPL(y) are provided in Ap-
pendix F.

As shown in Table 4, DS-Prover-GRPO and
DS-Prover-RAFT yield substantially lower perplex-
ity than DS-Prover-SFT on both training and test
sets. This indicates that SFT paradoxically raises
model uncertainty for a model already pre-trained
on domain-specific data, while RL and rejection-
sampling better align training with the model’s own
output distribution, reducing uncertainty and im-
proving accuracy. We also explore Reinforcement
Learning after Rejection-Sampling Fine-tuning in
Appendix E, but do not observe improvements.

7 Conclusion

In this paper, we present the first systematic effort
to advance formal theorem proving in the physi-
cal domain. We first introduce PhysLeanData, a
dataset of physical theorems formalized in Lean4,
along with a conjecture formulation pipeline for
generating valid and correct conjectures. By ap-
plying Reinforcement Learning with Verifiable Re-
wards (RLVR) to an open-source state-of-the-art
theorem prover, our PhysProver achieves con-
sistent 2.4% improvements across physical sub-
domains such as Quantum Field Theory using
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only 5.5K samples. The model also demonstrates
over 1% improvement on the out-of-distribution
MiniF2F-test benchmark, highlighting strong gen-
eralization capability. Our work bridges a critical
gap between formal theorem proving in mathemat-
ics and its application to the physical sciences. We
will publicly release our dataset and models to fa-
cilitate future research in this direction.

8 Limitations

Our work has three main limitations: (1) a compute-
intensive conjecture pipeline with an 8.9% yield
rate that restricts scale, and a dataset sourced solely
from PhysLean that may underrepresent some sub-
domains; (2) the absence of a competition-level
formal physics benchmark, making precise OOD
evaluation difficult; and (3) infeasibility of auto-
formalization from natural language to Lean4, due
to the diversity of physics-specific header defi-
nitions required. Extended discussion is in Ap-
pendix A.
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A Extended Limitations Discussion

Scale and Dataset Coverage. Computational
constraints limited the scale of our conjecture gen-
eration pipeline: with a yield rate of only 8.9%,
most generated conjectures are filtered out dur-
ing validity and provability verification, and fur-
ther scaling would require substantially more com-
pute. Our dataset is also derived solely from the
PhysLean repository, which may underrepresent
certain physics sub-domains.

Benchmarks. No competition-level formal
physics benchmark currently exists.  While
MiniF2F provides rigorous OOD evaluation for
mathematics, an analogous physics benchmark
grounded in advanced physical theory would
enable more precise measurement of formal
physics reasoning capability.

Auto-Formalization. We explored but ultimately
abandoned auto-formalization from natural lan-
guage physics statements to Lean4. Physics proofs
require highly diverse header definitions (unit sys-
tems, coordinate conventions, field operators) that
make it infeasible to identify a uniform header
for an auto-formalizer—unlike pure mathematics,
where Mathlib provides a standardized namespace.

B GRPO Formulation

Group Relative Policy Optimization (GRPO) (Shao
et al., 2024) is a policy gradient method for LLM
training. For each prompt z, it samples G re-
sponses {y; }&_, from the old policy and optimizes:

jGRPO(H) = EmN'D, {yi}?:l"“m)old (-]z)

G |yil

clip(wit(0),1—¢,1+¢) A,)]
— BDkr(mo || To,) 5

where w;+(0) =

7o(Yit|T, Yi.<t) /Moy (Yit|T, yi<t) is the im-
portance ratio and

i r(z,y) — mean({r(m,yj)}?zl)
! std({r(a:,yj)}jG:l)

11917


https://arxiv.org/abs/2407.03203
https://arxiv.org/abs/2407.03203
https://arxiv.org/abs/2407.03203
https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2405.14333
https://arxiv.org/abs/2405.14333
https://arxiv.org/abs/2405.14333
https://arxiv.org/abs/2308.01825
https://arxiv.org/abs/2308.01825
https://arxiv.org/abs/2109.00110
https://arxiv.org/abs/2109.00110

is the group-normalized advantage. All tokens in
y; share the same advantage A;.

C Why Physics Theorem Proving Differs
from Mathematics

PhysLean theorems are structural and theoretical
rather than numerical: even a statement such as
minkowskiMatrix * minkowskiMatrix = 1is
proved purely symbolically using group-theoretic
and algebraic identities, with no floating-point com-
putation. Three factors distinguish physics proving
from standard Mathlib mathematics proving:

1. Domain-specific definitions. Constructs such
as field operators, Lagrangians, and gauge
groups are defined locally within PhysLean
and do not appear in Mathlib. The prover
must reason from first principles within the
codebase, without access to a general-purpose
lemma library for these objects.

2. Contextual headers. Each physics theorem is
preceded by a header that introduces custom
namespace definitions absent from general
mathematical libraries. This header changes
substantially across lemmas, forming a unique
proof context that the model must interpret
anew for each statement.

3. Chained physics-specific lemmas. Proofs
routinely chain multiple physics-specific aux-
iliary lemmas (e.g., properties of the Lorentz
group or Wick algebra) within a single unified
theoretical framework, requiring the model to
retrieve and compose domain-specific facts
that are not available through Mathlib lookup.

These distinctions explain why general-purpose
mathematical theorem provers achieve strong re-
sults on MiniF2F yet struggle on PhysLean prob-
lems, and motivate the need for a physics-specific
training dataset and pipeline.

D PhysProver Categories

The Classical & Foundational Physics category
groups core undergraduate-level subjects, includ-
ing mathematical methods, classical mechanics,
quantum mechanics, statistical mechanics, and
electromagnetism. These areas represent foun-
dational discoveries in physics and are primarily
textbook-driven, with standardized problem formu-
lations and solution methods.

Particle and String Physics is grouped separately
to capture topics centered on high-energy physics
and fundamental interactions, often motivated by
experimental programs such as those at the Large
Hadron Collider. String theory topics are included
in this category due to their close conceptual align-
ment with high-energy theoretical frameworks.

Quantum Field Theory and Relativity are treated
as distinct categories due to their advanced mathe-
matical structure and conceptual complexity. Both
subjects are typically introduced at the graduate
level, with quantum field theory extending quantum
mechanics and relativity providing a foundational
framework for spacetime and gravitation.

E Reinforcement Learning after
Rejection-Sampling Fine-tuning

In this section, we investigate the effectiveness of
Reinforcement Learning (RL) following Rejection-
Sampling Fine-tuning (RAFT). Starting from the
RAFT checkpoint described in Section 6, we apply
RL using the same hyperparameters and settings
as in our main experiments (Section 4.2). We save
checkpoints every 5 steps and report RL perfor-
mance in Table 5.

We observe that overall performance does not im-
prove beyond 30 steps of GRPO training, with over-
all accuracy remaining unchanged (both 35.6%).
While the Particle & String category shows im-
provement relative to both the base model and the
RAFT model, we observe a corresponding perfor-
mance drop in the Relativity category, indicating
inconsistent gains across categories. Throughout
the RL process, both overall and category-level
accuracies fluctuate without demonstrating a clear
trend. Although we observe the best overall results
at Step 20, we attribute this to random noise given
the training process. These results suggest that RL
after RAFT may not be consistently effective when
both stages use the same prompt set. This observa-
tion aligns with common practice in LLM training,
where different prompt sets are typically employed
for fine-tuning and reinforcement learning.

F Perplexity Analysis

To gain a closer look into why SFT raises model
uncertainty while GRPO and RAFT reduce it, we
compare the uncertainty of DS-Prover-SFT, DS-
Prover-RAFT, and DS-Prover-GRPO using average
perplexity of sampled responses conditioned on
input prompts. Given a prompt x, we sample K =
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Method Budget Classical Particle & String Relativity Quantum Field Theory Overall

DeepSeek-Prover-V2-7B  pass@16 54.9% 23.9% 37.7% 25.4% 34.0%

+RAFT pass@16  52.9% (-2.0%) 25.4% (+1.5%) 41.0% (+3.3%) 28.2 (+2.8%) 35.6% (+1.6%)
RAFT+GRPO Step 5 pass@16  52.9% (-2.0%) 23.9% (+0.0%) 41.0% (+3.3%) 28.2 (+2.8%) 35.2% (+1.2%)
RAFT+GRPO Step 10 pass@16  52.9% (-2.0%) 25.4% (+1.5%) 39.3% (+1.6%) 26.8% (+1.4%) 34.8% (+0.8%)
RAFT+GRPO Step 15 pass@16  56.9% (+2.0%) 25.4% (+1.5%) 39.3% (+1.6%) 26.8% (+1.4%) 35.6% (+1.6%)
RAFT+GRPO Step 20 pass@16  54.9% (+0.0%) 25.4% (+1.5%) 41.0% (+3.3%) 28.2 (+2.8%) 36.0% (+2.0%)
RAFT+GRPO Step 25 pass@16  54.9% (+0.0%) 25.4% (+1.5%) 39.3% (+1.6%) 28.2 (+2.8%) 35.6% (+1.6%)
RAFT+GRPO Step 30 pass@16  54.9% (+0.0%)  26.9% (+3.0%) 37.7% (+0.0%) 28.2 (+2.8%) 35.6% (+1.6%)

Table 5: Reinforcement Learning after Rejection-Sampling Fine-tuning (RAFT) on PhysLeanData of
Deepseek-Prover-V2-7B. The pass@ 16 accuracy does not improve after RAFT.

16 responses ¥ from the model and compute mean
perplexity over 50 randomly selected prompts from
each of the training and test sets:

K
1
PPL(z) = 7= PPL(y®Y), 4™ ~p(- | )
k=1

where

|yl

—= > logpa(ys | y<t, x)

PPL(y) = exp o
t=1

Lower perplexity indicates the model generates
responses it considers likely; higher values sug-
gest unfamiliarity with the prompt. As shown
in Table 4 in the main paper, DS-Prover-GRPO
and DS-Prover-RAFT are substantially lower than
DS-Prover-SFT on both sets, which explains why
GRPO and RAFT improve accuracy while SFT
does not. Although supervised fine-tuning di-
rectly maximizes target-token likelihood, it does
not reduce model uncertainty for a model such as
DeepSeek-Prover that has already undergone ex-
tensive domain-specific training—suggesting that
RLVR or rejection-sampling methods are prefer-
able for expert-model adaptation in low-resource
settings.

G Error Analysis

To understand the sources of failure, we randomly
sampled 100 failure cases from PhysProver’s test
set and manually categorized them. The breakdown
is shown in Table 6.

The dominant failure category (48%) reflects
the model’s unfamiliarity with physics-specific
mathematical foundations absent from standard
Mathlib-based training—for example, proofs in-
volving properties of the Lorentz group or gauge
field operators. The second-largest category (45%)
is tactic misuse: the model applies a valid Lean4
tactic in the wrong context (e.g., omega on a non-
linear arithmetic goal). Only 7% of failures involve

Failure Type %  Description

Missing Domain Knowledge 48%  Unfamiliarity with physics founda-
tions (e.g., Lorentz group determi-

nant = +1)

Tactic Misuse 45% Wrong tactic applied in context
(aesop, simp, omega, fin_cases,
rfl)

Hallucinated Lemmas 7%  Non-existent physics-specific identi-

fiers invoked

Table 6: Error analysis on 100 randomly sampled failure
cases from the PhysProver test set.

hallucinated lemma names, indicating that RLVR
on PhysLeanData has substantially improved lexi-
cal faithfulness to the physics codebase, but deeper
semantic understanding of physics domain knowl-
edge remains the primary bottleneck.

H Statistical Significance: Multi-Run
Results

Table 7 reports mean =+ std over 3 independent
inference runs (DeepSeek-Prover-V2-7B) and 3 in-
dependent RL re-runs with different random seeds
(PhysProver).

Method

DeepSeek-Prover-V2-7B
PhysProver

Classical P&S
56.2411
575411

Relativity ~ QFT Overall
36.6109 263105 33.6104
393100 27.7+08 36.3102

214493
26.410

Table 7: Multi-run results (mean =+ std, pass@16).
DeepSeek-Prover-V2-7B: 3 independent inference runs.
PhysProver: 3 independent RL training runs with dif-
ferent random seeds. The consistently lower std for
PhysProver demonstrates stable training.

I Additional Case Studies and
Trajectory-Level Analysis

I.1 Trajectory-Level Pass Rate

To complement the problem-level pass@ N
metric—which can be sensitive to variance on
small per-category test sets—we report trajectory-
level accuracy: the fraction of all generated proof
attempts (trajectories) that are verified correct. This
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metric aggregates over all 16 attempts per problem,
making it more robust to individual problem vari-
ance.

Sub-domain #Problems #Trajectories Baseline PhysProver
Classical 51 816 42.8%  45.8% (+3.1%)
QFT 71 1,136 158%  16.9% (+1.1%)

Table 8: Trajectory-level pass rate. Each problem gener-
ates 16 proof trajectories; we report the fraction verified
correct across all trajectories. A is relative to DeepSeek-
Prover-V2-7B.

At the trajectory level, PhysProver yields con-
sistent improvements in Classical (+3.1%, +25
correct trajectories out of 816) and Quantum Field
Theory (+1.1%, +13 correct trajectories out of
1,136), demonstrating that the gains are systematic
rather than attributable to stochastic variation on a
handful of problems.

1.2 Additional Case Studies

Beyond the normalOrder_timeContract exam-
ple in Figure 2, we present three further cases in
Figures 3—-5 where PhysProver succeeds and the
baseline fails, illustrating proof-level semantic im-
provements: the model learns correct names and
application patterns for physics-specific and Lean-
standard lemmas rather than memorizing superfi-
cial token patterns.

J Conjecture Generator Comparison

Table 9 compares Claude-4.5-Sonnet against Qwen-
QwQ-32B as the conjecture generator, holding all
other pipeline stages constant.

Model Generated Syntax Valid Verified Yield
Claude-4.5-Sonnet 29,330 6,971 (23.8%) 2,608 (8.9%) 8.9%
Qwen-QwQ-32B 29,330 602 (2.1%) 133(0.5%) 0.5%

Table 9: Conjecture generation comparison. Claude-4.5-
Sonnet achieves a yield rate 17.8x higher than Qwen-
QwQ-32B. The gap reflects the difficulty of generating
Lean4-compatible physics conjectures: physics headers
introduce complex namespace and type dependencies
that require deep familiarity with the PhysLean code-
base.

The full pipeline code will be released to en-
able the community to reproduce and extend this
comparison with future models.

K Math Error Analysis for OOD
Generalization

To characterize the nature of the OOD improve-
ment, we manually examined proof attempts on
MiniF2F problems where PhysProver succeeds
but the baseline fails. PhysProver produces 3%
fewer total proof errors across evaluated trajec-
tories. The reductions concentrate in three error

types:

1. mod_cast coercion errors: incorrect casting
between numeric types (N, Z, R) causing type
mismatches.

2. Unknown identifier references: calls to depre-
cated or non-existent Mathlib lemma names.

3. Tactic argument type mismatches: structurally
valid tactic calls with incorrect argument

types.

We hypothesize that exposure to PhysLean’s rich
type hierarchy—which requires precise handling
of physical quantities across diverse mathematical
structures—strengthens the model’s semantic un-
derstanding of Lean4’s type system, yielding these
cross-domain benefits.

L Experimental Details

L.1 Prompt Template for Main Experiments

We list the prompt template for DeepSeek-Prover-
V2-7B in Figure 7 with a concrete example from
PhysLeanData. Specifically, in the user round, we
append the statement with sorry to act as a task for
the model. And in the assistant round, we give the
model the entire context of the header and the state-
ment. We chose this template because we found it
stable for the models to generate proof completions,
as it allows the model to directly generate the proof
part.

The prompt template for Kimina-Prover and
Goedel-Prover is exactly the same except for the
special tokens which are shown in Figure 8.

The prompt template for the proprietary models
is different due to the inaccessibility of the actual
models. Instead, we apply the Chain-of-Thought
prompting (Wei et al., 2023), and the template is
shown in Figure 9

We also list the prompt template for Claude-4.5-
Sonnet to generate conjectures in Figure 10.
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Figure 3: Case 1 — 03_selfAdjoint. The baseline misapplies Matrix.ext_iff as a direct rewrite target; it is a

bi-implication (¢+), not a rewrite rule for the goal I~ 03"

0 3. PhysProver correctly unfolds the definition with

rw [o3], reduces to element-wise equality with ext i j, and closes all 2x2 entries by finite case enumeration.

DeepSeek-Prover (FAIL)

lemma o3_selfAdjoint : 037 = &3 := by PhysProver (PASS)
rw [Matrix.ext_iff]
~= XMatrix.ext_iff is («»), not a lemma o3_selfAdjoint : o3 = g3 := by
-- direct rewrite for |- 03" = 03 rw [03] -- vunfolds definition
simp [03] ext 1 j -- velement-wise equality
<;> aesop fin_cases i <;> fin_cases j <;>
-- Error: rewrite failed, did not find Simp [Matrixltranspose_apply’
-- instance of pattern in goal |- o3 = conj_re, conj_im, Complex.ext_iff]
o3 <> rfl
\. y, \. J

Figure 4: Case 2 — getDual?_eq_none_iff_mem_uncontracted. The baseline hallucinates true_and_iff, a
deprecated identifier renamed to true_and in the current PhysLean version. PhysProver avoids identifier lookup
by using simp [uncontracted] <;> aesop, letting automation close the goal directly.

DeepSeek-Prover (FAIL)

lemma getDual?
_eg_none_iff_mem_uncontracted
(i : Finn) :
c.getDual? i = none
i Ec.uncontracted := by
constructor
-intro h
simp_all [uncontracted,
Finset.mem_filter, Finset.mem_univ,
true_and_iff]
-intro h
simp_all [uncontracted,
Finset.mem_filter, Finset.mem_univ,

true_and_iff] i E€c.uncontracted := by
-- Error: unknown identifier ' simp [uncontracted]
true_and_iff"' <;> aesop
. J . J

PhysProver (PASS)

lemma getDual?
_eqg_none_iff_mem_uncontracted
(i : Finn) :
c.getDual? i = none <«

L.2 Conjecture Generation

We also list an example of the conjecture, given
a header and a lemma, which is shown in Fig-
ure 11. In this example, the conjecture is a variant
of the original lemma - Both lemmas are basic al-
gebraic properties of matrix-vector multiplication.
In other examples we examined, the conjectures
consistently fall into predictable categories relative
to their preceding lemmas. These variations typ-
ically manifest as: (1) special cases obtained by
substituting specific values such as zero, (2) defi-
nitional unwrapping where a concept is restated in
more explicit form, or (3) algebraic variants that
apply the same underlying principle to a differ-
ent argument. Since PhysLean formalizes abstract
concepts in mathematical physics, many lemmas

establish foundational API properties—such as lin-
earity, group action behavior, or interaction with
zero elements—and the conjectures naturally com-
plete this API by covering symmetric or boundary
cases. Consequently, these conjectures primarily
serve to help models become more familiar with the
dataset’s conventions, naming patterns, and proof
structures to improve the accuracy, rather than to
evaluate deep mathematical reasoning capabilities.
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Figure 5: Case 3 — fderiv_pi’. The baseline hallucinates the field access h.hasFDerivAt.pi, which does not
exist (HasFDerivAt has no .pi field). PhysProver correctly invokes hasFDerivAt_pi, the actual Mathlib lemma,
demonstrating improved API surface awareness.

DeepSeek-Prover (FAIL)

PhysProver (PASS)
lemma fderiv_pi'
(h : DifferentiableAt k ®x) :
fderiv k &x = lemma fderiv_pi'
ContinuousLinearMap.pi fun i => (h : DifferentiableAt k ®x) :
(fderiv k fun x => &x i) x := by fderiv k &x =
apply HasFDerivAt.fderiv ContinuousLinearMap.pi fun i =>
exact h.hasFDerivAt.pi (fderiv k fun x => ®x i) x := by
-- Error: invalid field 'pi', the apply HasFDerivAt.fderiv
-- environment does not contain exact hasFDerivAt_pi h
-- 'HasFDerivAt.pi' -- V'correct Mathlib lemma name
. J . J

Figure 6: An example of the PhysLeanData. The black lines denote the header, the blue lines denote the lemma
statement, and the red lines denote the proof.

Example of Header, Statement, and the Proof from PhysLean

import PhysLean.Mathematics.Fin.Involutions
import PhysLean.QFT.PerturbationTheory.WickContraction.ExtractEquiv
import PhysLean.QFT.PerturbationTheory.WickContraction.Involutions

open FieldSpecification

variable {F : FieldSpecification}

namespace WickContraction

variable {n : N} (c : WickContraction n)

open PhyslLean.List

open FieldStatistic

open Nat

def IsFull : Prop := c.uncontracted = &

instance : Decidable (IsFull c) := decEq c.uncontracted @

/-- This theorem states that the configuration c¢ is full if and only if, for every index i
in the finite set of size n, the involution function associated with ¢ does not map i
to itself.-/

lemma isFull_iff_equivInvolution_no_fixed_point :

IsFull ¢ +<»V(i : Fin n), (equivInvolution c¢).1 i #i := by

simp only [IsFull, ne_eq]

rw [Finset.eq_empty_iff_forall_notMem]
simp [equivInvolution, toInvolution, uncontracted]
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Figure 7: Prompt template for DeepSeek Prover with a concrete example

DeepSeek Prover Prompt Template

<|begin_of_sentence|> You are an expert in mathematics, physics and Lean 4.
<|User|>Think about and solve the following problem step by step in Lean 4. —Directly give
the formal statement in Lean 4.

# Problem: This theorem states that the matrix product of the Minkowski metric with itself
yields the identity matrix.

# Formal statement:

"> lean4

import Mathlib.Algebra.Lie.Classical

import Mathlib.Analysis.Normed.Ring.Lemmas

open Matrix

def minkowskiMatrix {d : N} : Matrix (Fin 1 &@Fin d) (Fin 1 éFin d) R:=
LieAlgebra.Orthogonal.indefiniteDiagonal (Fin 1) (Fin d) R

namespace minkowskiMatrix

variable {d : N}

non

scoped[minkowskiMatrix] notation "n" => minkowskiMatrix

/-- This theorem states that the matrix product of the Minkowski metric with itself yields
the identity matrix.-/
@[simp]
lemma sq : @minkowskiMatrix d * minkowskiMatrix = 1 :=
sorry

<|Assistant|>

“*"lean4

import Mathlib.Algebra.Lie.Classical
import Mathlib.Analysis.Normed.Ring.Lemmas

open Matrix

def minkowskiMatrix {d : N} : Matrix (Fin 1 ®Fin d) (Fin 1 @Fin d) R:=
LieAlgebra.Orthogonal.indefiniteDiagonal (Fin 1) (Fin d) R

namespace minkowskiMatrix

variable {d : N}

non

scoped[minkowskiMatrix] notation "n" => minkowskiMatrix

/-- This theorem states that the matrix product of the Minkowski metric with itself yields
the identity matrix.-/

@[simp]

lemma sqg : @minkowskiMatrix d * minkowskiMatrix = 1 :=
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Figure 8: Prompt template for Kimina Prover and Goedel Prover with a concrete example. They are the same as the
Deepseek Prover except for the special tokens, such as the BOS token.

Kimina and Goedel Provers Prompt Template

<|]im_start|>system

You are an expert in mathematics, physics and Lean 4.<|im_end|>

<|im_start|>user

Think about and solve the following problem step by step in Lean 4. —Directly give the
formal statement in Lean 4.

# Problem: This theorem states that the matrix product of the Minkowski metric with itself
yields the identity matrix.

# Formal statement:

“*lean4

import Mathlib.Algebra.Lie.Classical

import Mathlib.Analysis.Normed.Ring.Lemmas

open Matrix

def minkowskiMatrix {d : N} : Matrix (Fin 1 @Fin d) (Fin 1 @®Fin d) R:=
LieAlgebra.Orthogonal.indefiniteDiagonal (Fin 1) (Fin d) R

namespace minkowskiMatrix
variable {d : N}

scoped[minkowskiMatrix] notation "n" => minkowskiMatrix

/-- This theorem states that the matrix product of the Minkowski metric with itself yields
the identity matrix.-/

@[simp]

lemma sq : @minkowskiMatrix d * minkowskiMatrix = 1 :=
sorry

T <] im_end|>

<|]im_start|>assistant

“*"lean4

import Mathlib.Algebra.Lie.Classical
import Mathlib.Analysis.Normed.Ring.Lemmas

open Matrix

def minkowskiMatrix {d : N} : Matrix (Fin 1 @Fin d) (Fin 1 éFin d) R:=
LieAlgebra.Orthogonal.indefiniteDiagonal (Fin 1) (Fin d) R

namespace minkowskiMatrix

variable {d : N}

non

scoped[minkowskiMatrix] notation "n" => minkowskiMatrix

/-- This theorem states that the matrix product of the Minkowski metric with itself yields
the identity matrix.-/

@[simp]

lemma sq : @minkowskiMatrix d * minkowskiMatrix = 1 :=
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Figure 9: Prompt template for proprietary models for the main experiments.
Proprietary Models Prompt Template

Complete the following Lean 4 code:

“*"lean4
{THE LEAN4 HEADERS AND STATEMENT}

Before producing the Lean 4 code to formally prove the given theorem, provide a proof plan
outlining the main proof steps and strategies.

The plan should highlight key ideas, intermediate lemmas, and proof structures that will
guide the construction of the final formal proof.

Figure 10: Prompt template for Claude-4.5-Sonnet to generate formal conjectures

Claude-4.5-Sonnet Prompt Template for Conjecture Generation

You are an expert in mathematics, physics and Lean 4.

You are provided a context, a lemma, and a proof. Your task is to generate a list of 10
related physics conjecture in formal language based on the context and the seed
language statements.

The conjectures should be:

1. A meaningful variant of the original theorem: modify hypotheses, generalize structures,
or extend scope while keeping the core mathematical insight.

2. Must differ significantly in mathematical content (changed assumptions, stronger/weaker
conclusions, or different algebraic structures) but remain recognizably related.

3. The new conjecture should be in formal language.

4. Do not include the proof.

When generating the conjectures, preserve all specific Lean identifiers exactly as they
appear in the formal statement. You can also refer to the original formal statement.

Context:
{context}

Natural Language Statement:

{nq}

Original Formal Statement:
{theorem}

Return the final conjectures in JSON format as a dictionary where:

- The key is "conjectures”

- The value is a list of dictionaries

- Each dictionary in the list has a key "statement” whose value is a string containing one
conjecture

Please read, understand, and then generate a list of conjectures.
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Figure 11: An example of the conjecture based on the header and the lemma

The Header of the Original Lemma

import PhysLean.Relativity.PauliMatrices.SelfAdjoint
import Mathlib.RepresentationTheory.Basic

import PhysLean.Relativity.Lorentz.Group.Basic
import Mathlib.Analysis.InnerProductSpace.Pil2

namespace Lorentz
noncomputable section
open Matrix

open MatrixGroups

open Complex

structure ContrMod (d : N) where
val : Fin 1 ®Fin d —»R

namespace ContrMod
variable {d : N}

def toFin1dRFun : ContrMod d ~(Fin 1 @®Fin d —R) where

toFun v := v.val
invFun f := (f)
left_inv _ := rfl
right_inv _ := rfl

instance : AddCommMonoid (ContrMod d) := Equiv.addCommMonoid toFin1dRFun
instance : AddCommGroup (ContrMod d) := Equiv.addCommGroup toFin1dRFun
instance : Module R(ContrMod d) := Equiv.module RtoFin1dRFun

def toFin1dREquiv : ContrMod d ~;[R] (Fin 1 &Fin d —R) :=
Equiv.linearEquiv RtoFin1dRFun

abbrev toFin1dR (¥ : ContrMod d) := toFin1dREquiv o

@[simps!]
def stdBasis : Basis (Fin 1 @Fin d) R(ContrMod d) := Basis.ofEquivFun toFin1dREquiv

abbrev mulVec (M : Matrix (Fin 1 &Fin d) (Fin 1 &Fin d) R) (v : ContrMod d) :
ContrMod d := Matrix.toLinAlgEquiv stdBasis M v

scoped[Lorentz] infixr:73 " x*," => ContrMod.mulVec

\. J
The Original Lemma

/-- This theorem states that for any two real matrices M and N of dimension (1+d) Xx(1+d)
and any vector v in ContrMod d, the matrix-vector product of their difference with v
equals the difference of their individual matrix-vector products with v.-/

lemma sub_mulVec (M N : Matrix (Fin 1 @Fin d) (Fin 1 @Fin d) R) (v : ContrMod d) :

(M = N) *%,v =M %,v = N %,V := sorry

| ESESESES—S—S——B—————B————_——h—w_—————mBmEw—w—bBBBABHGBEHRRD———BEESSI—GDDDDSDhh.

The New Conjecture

lemma mulVec_zero (M : Matrix (Fin 1 @Fin d) (Fin 1 @&Fin d) R) : M %,(@ : ContrMod d) = @
1= sorry
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