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Abstract

Conversational stance detection aims to iden-
tify a speaker’s attitude toward a target in multi-
turn dialogues, while the zero-shot setting re-
quires generalization to unseen targets. Exist-
ing methods often rely on coarse-grained se-
mantic representations or static knowledge in-
jection, limiting their ability to capture subtle
stance cues and utilize commonsense knowl-
edge. To address this, we propose FIRE, a
reasoning-enhanced framework that integrates
fine-grained stance cues and commonsense
knowledge for zero-shot conversational stance
detection. FIRE adaptively mines sentiment,
rhetorical, referential, cross-turn stance de-
pendency cues and commonsense knowledge,
and fuses them into explicit reasoning chains
for target-aware stance inference. By com-
bining supervised instruction tuning with re-
inforcement learning, FIRE further improves
reasoning-chain quality and stance prediction.
Experiments on benchmark datasets show that
FIRE consistently outperforms strong baselines
across different target types and LLM back-
bones, demonstrating the effectiveness of fine-
grained cue modeling and knowledge-driven
reasoning. Our code and data are available at
https://github.com/YinWeiming/FIRE.git.

1 Introduction

Conversational Stance Detection (CSD) aims to
identify the stance expressed in an utterance to-
ward a given target in multi-turn dialogues, condi-
tioned on the historical dialogue context (Li et al.,
2023a,b; Niu et al., 2024b). This task serves as
a cornerstone for many downstream applications,
such as public opinion analysis (Sobhani et al.,
2015; Zhang et al., 2017; Sirrianni et al., 2020),
misinformation detection (Zubiaga et al., 2018;
Lazer et al., 2018; Yang et al., 2024), and infor-
mation retrieval (Sen et al., 2018; Carnot et al.,
2023).

*Co-corresponding authors.

  User 1: Keep pushing hard—meanwhile, Midea is already pulling way 
ahead of Gree.
     
        

   

    

  User3: Yeah, the salary’s generous, but their managers have 
terrible tempers [sad]. Don’t just take my word for it—ask me how 
I know… I’m still stuck here [sad]. 

Reference
Sentiment
Expressions

Target-Oriented 
Stance

User4 :@User3 Wait, are you talking about Midea? 
They’re exactly the same as Gree —same toxic culture, just 
with a slightly higher paycheck � .

User5: @User4 Haha,  it’s “fine”—the high salary 
lets me stay calm while working till 3 a.m.

User 6: @User4 You’re absolutely right… I can’t 
believe I used to envy people working there.

User 2: Heh, it’s not great either—but they pay way more than we do 
here.

Speaker-
Oriented 
Stance

Target
Midea 
Group

Figure 1: A multi-turn conversational example illus-
trating key challenges in CSD, including ambiguous
referents, sarcastic or affective expressions, and stance
dependencies across speakers.

Early studies on stance detection primarily focus
on target-conditioned classification for single texts
under in-target (Sun et al., 2018; Dey et al., 2018;
Wei et al., 2018), cross-target (Wei and Mao, 2019;
Zhang et al., 2020), or zero-shot settings (Liang
et al., 2022; Hanley and Durumeric, 2023), de-
pending on whether the test target is seen, re-
lated, or unseen during training. However, such
single-text paradigms fail to capture real-world
complexity, where opinions rarely stand alone but
emerge through multi-turn dialogues between par-
ticipants. This observation has motivated the shift
toward Conversation Stance Detection, which aims
to model stance within dialogic contexts. CSD
has evolved from short-turn interactions (Li et al.,
2023a,b) to modeling long, multi-turn and struc-
turally complex conversations (Niu et al., 2024b,
2025). Further, practical applications often face
new, unseen topics or domains where labeled data
is scarce, naturally leading to the exploration of
Zero-Shot Conversational Stance Detection (Ding
et al., 2025).
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Despite recent progress, existing methods still
exhibit several limitations. Limitation 1: Exist-
ing methods mostly encode each historical utter-
ance into a single sentence-level representation
(Li et al., 2023a,b; Niu et al., 2024b). Such com-
pressed representations may overlook fine-grained
stance cues within utterances (e.g., sentiment po-
larity, rhetorical expressions, and tonal features)
and weaken token-level semantic links across turns
(e.g., coreference-induced links). As a result, mod-
els may fail to capture subtle but decisive stance
evidence in complex conversational scenarios. As
illustrated in Figure 1, multiple fine-grained cues
provide useful evidence for predicting the stance to-
ward Midea, including sentiment words or phrases
such as “terrible tempers” and “[sad]”, sarcas-
tic or ironic rhetorical cues such as “Haha” and

“it’s ‘fine’ ”, and cross-turn referential links such
as “their managers”, and “its”. Moreover, we con-
duct a quantitative analysis of the dataset, as shown
in Appendix A Figure 6, which demonstrates that
such fine-grained cues are common in dialogue sce-
narios. Limitation 2: Existing zero-shot stance
detection methods commonly introduce external
knowledge (Liu et al., 2021; Zhu et al., 2022; Wen
and Hauptmann, 2023; Zhang et al., 2024; Ji et al.,
2025) to help models understand unseen targets
and improve generalization. These methods usu-
ally follow a two-stage pipeline: relevant knowl-
edge is first selected through semantic similarity
retrieval or large language model prompting, and
then incorporated into downstream stance predic-
tion. However, because knowledge selection and
knowledge utilization are optimized separately, the
selected knowledge may not be the knowledge most
useful for the final stance reasoning process. This
task-agnostic knowledge incorporation strategy can
lead to a mismatch between introduced knowledge
and downstream decision requirements, thereby
limiting the effectiveness of knowledge-enhanced
zero-shot generalization. Limitation 3: Most exist-
ing methods use all historical utterances as context
for the current utterance (Li et al., 2023a,b; Niu
et al., 2024b; Ding et al., 2025). However, top-
ics in multi-turn conversations may shift rapidly,
earlier turns do not always remain relevant to the
current utterance. As illustrated in Figure 7, his-
torical utterances become less relevant as their dis-
tance from the current turn increases. Therefore,
using the complete dialogue history may introduce
low-relevance or even misleading information, in-
creasing computational cost and interfering with

the identification of truly useful stance evidence.
To address these limitations, we propose Fine-

grained stance cues and commonsense knowledge
Integrated Reasoning Enhancement framework
(FIRE) for robust zero-shot conversational stance
detection. For Limitation 1, to overcome the loss
of stance information caused by sentence-level
compressed modeling, FIRE constructs an explicit
fine-grained stance reasoning chain that dynami-
cally captures sentiment, rhetorical, referential, and
cross-turn stance dependency cues according to dif-
ferent conversational scenarios. For Limitation 2,
FIRE incorporates commonsense knowledge into
the fine-grained reasoning chain to help understand
unseen targets, and further uses instruction tuning
cold start and GRPO-based reinforcement learn-
ing to refine knowledge-aware multi-cue stance
reasoning. For Limitation 3, we systematically
analyze the impact of different context window
sizes, revealing the trade-off among contextual rel-
evance, detection performance, and computational
efficiency.

Our main contributions are summarized as fol-
lows:

• We propose FIRE, a reasoning-enhanced
framework that integrates fine-grained stance
cues and commonsense knowledge for zero-
shot conversational stance detection.

• We design a fine-grained stance reasoning
chain and jointly optimize knowledge selec-
tion and utilization, improving stance reason-
ing over unseen targets.

• Extensive experiments show that FIRE
achieves state-of-the-art performance, with
further analysis on the impact of context win-
dow size on effectiveness and efficiency.

2 Related Work

2.1 Conversational Stance Detection
Stance detection research has shifted from single-
text settings toward conversational stance detec-
tion, reflecting the dialogic nature of stance expres-
sion on social media. Early work focuses on in-
target conversational settings with fixed targets (Li
et al., 2023a,b). To improve cross-target generaliza-
tion, large-scale, multi-turn benchmarks MT-CSD
(Niu et al., 2024b) and C-MTCSD (Niu et al., 2025)
were introduced. Furthermore, MRGKD (Wang
et al., 2025) distills multi-agent LLM reasoning
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Figure 2: Architecture of the FIRE framework. Stage 1: A teacher LLM is prompted to mine fine-grained stance
cues and commonsense knowledge, which are then fused into reasoning-chain training data. Stage 2: The generated
data are used to supervised fine-tune a base LLM. Stage 3: The fine-tuned model is further optimized with GRPO
using rewards for stance correctness and reasoning format.

graphs into smaller models to capture implicit log-
ical relations in conversational history, while Niu
et al. (2024a) extend conversational stance detec-
tion to the multimodal setting. However, due to
the vast space of real-world targets and annotation
costs, these datasets remain limited to constrained
target sets. To address this limitation, Ding et al.
(2025) proposed zero-shot conversational stance
detection and released the first dedicated dataset.

Unlike prompting-based methods for multi-path
or multi-stage stance reasoning (Lan et al., 2024;
Wang et al., 2024b; Zhang et al., 2025), FIRE
explicitly integrates fine-grained stance cues and
commonsense knowledge into reasoning chains and
optimizes them via supervised fine-tuning and rein-
forcement learning.

2.2 Chain-of-thought Reasoning with LLMs
Chain-of-thought (CoT) prompting enables LLMs
to perform step-by-step reasoning (Wei et al., 2022).
Existing studies mainly improve CoT reasoning by
internalizing reasoning abilities through instruc-
tion tuning on CoT-annotated data (Chung et al.,

2024; Luo et al., 2025; Mukherjee et al., 2023),
or by enhancing inference-time reasoning with
larger reasoning budgets and search-based decod-
ing (Nakano et al., 2022; Kocsis and Szepesvári,
2006; Guan et al., 2025; OpenAI et al., 2026; Guo
et al., 2025). Reward models are also used to guide
this process by evaluating final answers or interme-
diate reasoning steps (Hoffmann et al., 2022; Wang
et al., 2024a; Luo et al., 2024).

Different from prior work on general-purpose
reasoning, we apply CoT reasoning to conversa-
tional stance detection, emphasizing task-specific
and target-conditioned reasoning over multi-turn
dialogues in zero-shot settings.

3 Method

3.1 Task Definition

We study zero-shot conversational stance detection
(ZS-CSD). Given a dialogue C = {u1, u2, . . . , un},
a target t, and the current utterance un, the goal
is to predict the stance of un toward t. The label
space is Y = {FAVOR, AGAINST, NEUTRAL}. In
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the zero-shot setting, the target t is not observed
during training.

Since not all previous utterances are useful for
predicting the stance of the current utterance, we
use a context window of size k:

C(k) = {un−k, . . . , un−1, un}. (1)

The model receives the target t and the windowed
conversation C(k) as input, and generates both a
reasoning process and the final stance label.

3.2 The FIRE Framework

We propose FIRE, a reasoning-enhanced frame-
work that formulates zero-shot conversational
stance detection as target-conditioned reasoning
generation. The framework consists of three com-
ponents: reasoning-augmented data construction
with a teacher LLM, supervised fine-tuning for rea-
soning cold start, and GRPO-based Reasoning Op-
timization.

3.2.1 Reasoning-augmented Data
Construction

For each training instance, we build the input by
combining the task instruction, the target, and the
windowed conversation:

x(k) = Tin(I, t, C(k), un), (2)

where I denotes the task instruction and Tin(·) is
the input template.

The output contains two parts: a stance reason-
ing chain R(k) and the gold stance label y:

o(k) = Tout(R(k), y). (3)

To obtain R(k), we use a teacher LLM to mine
two types of information from the conversation.
The first type is fine-grained stance cues, including
sentiment words or phrases, rhetorical cues, refer-
ential cues, and cross-turn stance dependency cues.
These cues serve as intermediate reasoning evi-
dence that bridges surface-level conversational sig-
nals and high-level stance prediction. The second
type is target-related and dialogue-relevant com-
monsense knowledge, which provides necessary
background for understanding unseen targets and
helps the model connect the target with stance-
relevant information in the current conversation.
Specific examples of the mined fine-grained stance
cues and commonsense knowledge are provided in
Appendix H.

Formally, given the evidence-mining prompt
Pmine, the target t, the context window C(k), and
the current utterance un, the teacher LLM extracts
stance cues E(k) and commonsense knowledge
K(k). Then, we ask the teacher LLM to organize
the extracted cues and knowledge into a coherent
reasoning chain R(k) with the reasoning-chain con-
struction prompt Pfuse. The resulting reasoning
chain explains how the extracted evidence supports
the final stance decision. In this way, each train-
ing example provides explicit supervision for both
stance reasoning and stance prediction.

LLM-generated reasoning chains may contain
irrelevant or logically inconsistent information.
Therefore, we apply a quality control step before
using them for training. For each instance, an eval-
uator LLM takes the input x(k), the generated rea-
soning chain R(k), and the gold label y as input,
and produces three scores:

qu, qr, G = LLMeval(x
(k), R(k), y), (4)

where qu ∈ {1, . . . , 5} measures whether the rea-
soning chain is useful for stance prediction, and
qr ∈ {1, . . . , 5} measures whether the extracted
cues and knowledge are relevant to the target and
the conversation. G ∈ {0, 1} indicates whether the
reasoning chain is consistent with the gold label.

We compute the overall quality score as:

q = αqu + βqr. (5)

Reasoning chains with q < τ or G = 0 are further
checked and revised manually, where τ is set to
3. The filtered reasoning chains are then used as
training supervision. It is worth noting that the
gold label is not given to the teacher LLM during
reasoning chain construction. This design avoids
label leakage and prevents the teacher model from
generating shortcut or post-hoc rationalizations that
simply fit the given label. The label is only used in
the evaluation stage to check whether the generated
reasoning supports the correct stance.

3.2.2 Supervised Fine-tuning
After data construction, we obtain a reasoning-
augmented instruction-tuning dataset:

D = {(xi, Ri, yi)}Ni=1. (6)

We fine-tune the base LLM to generate the reason-
ing chain followed by the final stance label. The
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training objective is the standard autoregressive
negative log-likelihood:

LSFT(θ) = −
∑

(xi,Ri,yi)∈D
logPθ(Ri, yi | xi).

(7)
This stage provides the model with an initial rea-
soning ability. The model learns how to identify
target-related evidence, organize different types of
cues, and produce a stance prediction based on the
reasoning process.

3.2.3 GRPO-based Reasoning Optimization
Supervised fine-tuning enables the model to im-
itate constructed reasoning chains, but imitation
alone may not yield reasoning that is optimal for
stance prediction. To better align reasoning with
the task objective, we apply Group Relative Policy
Optimization (GRPO) (Shao et al., 2024).

For each input xi, the old policy samples a group
of G outputs:

{oi,1, oi,2, . . . , oi,G} ∼ πθold(· | xi), (8)

where each output contains a reasoning chain and
a final stance label. GRPO compares the sampled
outputs within the same group and increases the
probability of outputs with higher relative rewards.
The reward function contains two components:

R(oi,j , yi) = I[ŷi,j = yi] +λI[Format(oi,j) = 1],
(9)

where ŷi,j is the stance label parsed from the model
output oi,j . The first term gives a reward of 1 if the
predicted stance is correct and 0 otherwise. The
second term gives a reward of 1 if the output fol-
lows the required reasoning-then-answer format,
and 0 otherwise. λ controls the weight of the for-
mat reward.

For each sampled group, we normalize the re-
wards to compute the group-relative advantage:

Ai,j =
R(oi,j , yi)−mean({R(oi,j , yi)}Gj=1)

std({R(oi,j , yi)}Gj=1) + δ
,

(10)
where Ai,j denotes the relative advantage of the
j-th output for input xi, and δ is a small constant
for numerical stability.

The GRPO objective is:

JGRPO(θ) = E

[
1

G

G∑

j=1

(
min

(
ρi,jAi,j , (11)

clip(ρi,j , 1− ϵ, 1 + ϵ)Ai,j

)
− βDKL(πθ∥πref)

)]
,

where ρi,j is the probability ratio between the cur-
rent policy and the old policy, Ai,j is the group-
relative advantage, and πref is the reference model.
The KL term prevents the optimized policy from
drifting too far from the reference model.

4 Experiments

4.1 Experimental Settings

We evaluate our approach on the ZS-CSD dataset
(Ding et al., 2025), a large-scale, high-quality
benchmark designed specifically for zero-shot con-
versational stance detection. In contrast to earlier
datasets that are confined to narrow domains, ZS-
CSD covers 280 diverse stance targets of two types:
entities and claims. Each instance includes a multi-
turn conversation, a target t, and a stance label y
from the set {Favor, Against, Neutral}.

All fine-tuning and reinforcement learning ex-
periments are conducted on a single NVIDIA RTX
PRO 6000 GPU. For reasoning data construction,
we set the context window size to k = 5 and query
three teacher LLMs, GPT-4o, Qwen2.5-72B, and
DeepSeek-v3, using the prompting templates in the
Appendix G. The generated reasoning chains are
filtered according to reasoning usefulness qu and
evidence relevance qr, with weights α = 0.6 and
β = 0.4; chains with an overall quality score below
τ = 3 are further refined.

To examine the robustness of FIRE across dif-
ferent model scales and architectures, we fine-
tune Qwen2.5-3B, Qwen2.5-7B, Llama2-7B, and
Llama3-8B. For supervised fine-tuning, we train
for 10 epochs with a batch size of 4, using AdamW
with a learning rate of 3× 10−5. We adopt QLoRA
and set the LoRA rank to 32. For GRPO optimiza-
tion, we sample G = 8 trajectories per instance and
train for 2 epochs with a learning rate of 5× 10−6.
The reward function combines stance accuracy and
reasoning-format rewards, with the format reward
weight λ = 0.5. We report per-class F1 and macro-
F1 as our primary evaluation metrics.

4.2 Baseline Methods

We compare our model with several state-of-the-art
baselines as below: BERT/BART-based Small
Model Baselines. (1) Branch-BERT (Li et al.,
2023a) integrates contextual cues from conversa-
tion threads with a CNN-based module that cap-
tures salient n-gram features. (2) GLAN (Niu
et al., 2024b) adopts a three-branch architecture
to model the complex dynamics of multi-turn dia-
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Method Mixed targets Noun-phrase targets Claim targets

Favor Against Neutral All Favor Against Neutral All Favor Against Neutral All

Branch-BERT 43.11 38.19 41.97 41.09 46.29 43.73 43.41 44.48 41.43 34.34 41.13 38.96
GLAN 43.68 34.91 46.79 41.79 45.91 37.65 51.58 45.04 42.43 33.18 43.88 39.83
SITPCL 41.03 41.34 49.07 43.81 40.99 47.14 54.49 47.54 41.06 37.34 46.02 41.47
CKE-Net 44.04 40.25 43.48 42.59 47.56 45.97 47.84 47.12 42.86 39.22 46.32 42.8
LKI-BART 43.09 39.87 46.23 43.06 44.88 40.68 49.79 45.12 43.27 40.77 44.25 42.76
TarBK-BERT 42.56 40.89 48.36 43.94 40.41 48.29 53.96 47.55 40.86 40.18 47.32 42.79
Llama3-8B 35.09 39.34 33.29 35.91 38.31 42.68 37.13 39.37 33.26 37.44 30.68 33.79
GPT4o-mini 24.75 38.63 51.10 38.16 20.78 46.86 52.99 40.21 26.87 32.77 50.07 36.57
GPT-3.5 28.04 38.89 53.84 40.25 38.41 48.79 54.84 47.35 20.99 32.29 53.32 35.53
Llama3-70B 40.81 38.04 44.37 41.07 48.77 50.40 47.00 48.72 35.96 30.98 42.75 36.56
Qwen2.5-14B 33.84 44.01 50.48 42.78 27.67 50.56 55.58 44.60 36.86 40.23 46.93 41.34
Qwen2.5-3B-SFT 44.64 46.21 49.35 46.73 42.38 46.25 48.97 45.87 47.36 44.26 47.91 46.51
Qwen2.5-7B-SFT 46.58 47.34 51.06 48.33 43.33 47.81 50.23 47.12 48.66 45.53 49.64 47.94
Llama2-7B-SFT 43.29 44.38 47.18 44.95 41.47 45.19 46.53 44.40 45.84 43.37 45.88 45.03
Llama3-8B-SFT 45.36 46.57 49.85 47.26 42.19 46.47 48.96 45.87 46.84 44.77 48.32 46.64
FIRE-SFT (Qwen2.5-3B) 48.81 44.93 52.95 48.90 48.05 47.65 53.92 49.87 46.65 46.39 51.41 48.15
FIRE-SFT (Qwen2.5-7B) 51.73 52.31 56.58 53.54 46.83 53.62 56.02 52.16 55.39 51.26 56.41 54.35
FIRE-SFT (Llama2-7B) 44.85 47.63 48.74 47.07 44.46 51.23 43.78 46.49 47.12 45.58 53.93 48.88
FIRE-SFT (Llama3-8B) 51.67 49.65 52.23 51.18 47.65 50.73 48.74 49.04 48.51 47.89 54.12 50.17
FIRE-RL (Qwen2.5-3B) 51.25 48.63 57.48 52.45 51.47 50.74 57.23 53.15 49.15 50.20 55.77 51.71
FIRE-RL (Qwen2.5-7B) 53.55 54.14 63.56 57.08 51.98 56.29 58.77 55.68 59.09 52.87 61.67 57.88
FIRE-RL (Llama2-7B) 47.22 49.26 50.54 49.01 48.37 53.29 47.68 49.78 50.35 47.62 56.27 51.41
FIRE-RL (Llama3-8B) 52.88 53.16 60.29 55.44 50.46 54.28 56.38 53.71 51.59 52.17 59.32 54.36

Table 1: Main results on zero-shot conversational stance detection across mixed, noun-phrase, and claim targets.
SFT denotes label-supervised fine-tuning, FIRE-SFT denotes our reasoning-enhanced instruction-tuned model, and
FIRE-RL denotes further optimization with reinforcement learning.

logues. (3) SITPCL Ding et al. (2025) introduces a
speaker-interaction and target-aware prototypical
contrastive learning framework for zero-shot con-
versational stance detection. External-knowledge-
enhanced methods. (4) CKE-Net (Liu et al., 2021)
exploits commonsense knowledge to enhance both
structural-level and semantic-level representations.
(5) TarBK-BERT (Wen and Hauptmann, 2023)
incorporates target background knowledge from
Wikipedia. (6) LKI-BART (Zhang et al., 2024) in-
jects LLM-driven knowledge into BART to better
exploit contextual and semantic information.

In-Context Learning-based methods. We eval-
uate a range of state-of-the-art large language mod-
els with different parameter sizes, including closed-
source models such as GPT-3.5 and GPT4o-mini,
as well as open-source models including Qwen2.5-
14B, Llama3-70B, and Llama3-8B.

Instruction-tuned LLM methods. We fine-
tune different base models with varying parameter
scales, including LLaMA and Qwen series mod-
els (3B, 7B, and 8B), using only the ground-truth
labels as supervision signals.

4.3 Main Results

We evaluate the proposed FIRE framework against
a comprehensive set of baselines on three tar-

get types: mixed, noun-phrase, and claim targets.
The results are summarized in Table 1. Over-
all, our method consistently outperforms all base-
lines across all target types and stance categories.
These results demonstrate the strong generaliza-
tion capability of FIRE in complex zero-shot con-
versational settings, which adaptively capture fine-
grained stance cues across diverse conversational
scenarios for stance reasoning. A closer examina-
tion of the results yields the following observations:

(1) LLM-based methods generally outperform
small PLM-based baselines, indicating that larger
language models possess stronger semantic under-
standing and reasoning capabilities for complex
conversational stance detection.

(2) FIRE consistently outperforms standard SFT
models across different backbone models, indicat-
ing that reasoning chains integrating fine-grained
stance cues and commonsense knowledge provide
more effective task-specific reasoning signals.

(3) FIRE consistently outperforms Branch-
BERT, GLAN, and SITPCL, which mainly rely on
coarse-grained modeling of dialogue history. This
indicates that fine-grained stance cues are crucial
for conversational stance reasoning, alleviating the
Limitation 1 discussed in the introduction.

(4) FIRE outperforms knowledge-enhanced
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methods such as CKE-Net, LKI-BART, and TarBK-
BERT, indicating that commonsense knowledge is
more effective when jointly modeled with down-
stream stance reasoning. By integrating target-
related and context-relevant commonsense knowl-
edge into fine-grained reasoning chains, FIRE
helps reduce the mismatch between knowledge
incorporation and task-specific decision-making
highlighted in Limitation 2.

(5) Compared with ICL-based LLM methods,
instruction-tuned models achieve more stable and
superior performance, suggesting that general-
purpose LLMs do not naturally acquire the target-
conditioned reasoning ability required for CSD.
Task-specific instruction tuning better adapts LLMs
to conversational stance reasoning.

(6) Compared with standard SFT models, FIRE
with reinforcement learning further improves per-
formance, indicating that imitation learning alone
is insufficient for fully optimizing stance reasoning.
Reinforcement learning better aligns the reason-
ing process with the final stance decision through
task-oriented rewards.

(7) FIRE brings consistent gains across LLM
backbones with different scales and architectures,
showing its model-agnostic effectiveness. Among
them, Qwen2.5-7B performs best, likely due to its
stronger Chinese-specific pretraining, which better
matches the linguistic characteristics of the bench-
mark datasets.

4.4 Ablation Study
We conduct an ablation study under the mixed-
target setting to analyze the contributions of fine-
grained stance cues, commonsense knowledge, su-
pervised fine-tuning, and reinforcement learning in
FIRE. The results are reported in Table 2. Overall,
removing any component leads to a performance
decline, confirming that each design contributes to
the effectiveness of FIRE.

For fine-grained stance cues, excluding reference
cues, cross-turn stance dependency cues, rhetorical
cues, or sentiment-word cues consistently weakens
performance. This indicates that these cues pro-
vide complementary signals for identifying implicit
stance expressions in conversations. Among them,
removing reference cues and cross-turn stance de-
pendency cues leads to relatively larger drops. Ref-
erence cues are important because they help the
model identify the actual target or entity that an ut-
terance refers to across turns. Cross-turn stance de-
pendency cues further help model how speakers’ at-

Method Mixed targets

Favor Against Neutral All

FIRE 53.55 54.14 63.56 57.08
W/o Reference 52.11 52.46 59.15 54.57
W/o SD 52.80 53.08 60.28 55.39
W/o Rhetorical 53.07 53.26 61.41 55.91
W/o Sentiment 53.15 53.36 61.13 55.88
W/o commonsense 52.58 52.25 58.06 54.30
W/o SFT 43.24 46.31 49.24 46.26
W/o RL 51.73 52.31 56.58 53.54
W/o SFT+RL 31.65 29.37 33.68 31.83

Table 2: Ablation study results of FIRE on mixed-target
stance detection. SD (stance dependency cues), Sen-
timent (sentiment words or phrases), Commonsense
(commonsense knowledge).

titudes develop or shift through interactions. When
commonsense knowledge is removed, the model
also shows a noticeable degradation, suggesting
that target-related and stance-relevant knowledge
helps bridge surface-level conversational evidence
with a deeper understanding of unseen targets,
thereby enabling more reliable stance judgments.

When both SFT and RL are removed, the perfor-
mance drops sharply, indicating that the base LLM
alone lacks sufficient task-specific stance reason-
ing ability. Removing SFT while retaining RL also
leads to a large decline, suggesting that GRPO is
difficult to optimize effectively without a reasoning-
aware SFT initialization. In contrast, removing RL
still preserves relatively strong performance, show-
ing that SFT provides an essential reasoning cold
start.

4.5 Empirical Analysis of Historical Dialogue
Turns

Figure 3 and Table 3 analyze the impact of histori-
cal context window size on model performance and
training cost. As the window increases from zero to
a few recent turns, performance improves steadily,
indicating that nearby dialogue history is important
for resolving references, modeling speaker interac-
tions, and understanding rhetorical cues.

However, adding more distant turns brings di-
minishing or unstable gains, while training time
continues to increase. This suggests that longer
contexts may introduce higher computational cost
without consistent performance benefits. Overall,
these results support Limitation 3 and show that a
moderate number of recent turns can better balance
contextual relevance, detection performance, and
training efficiency in zero-shot CSD.
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Figure 3: Impact of historical context window size on
FIRE during instruction tuning. Reinforcement learning
is performed afterward with a fixed window size.

Window Size F1 Time ∆ F1 ∆ Time

(%) (min/epoch) (+ points) (+ min)

W=0 48.17 12.5 – –
W=1 50.63 15.4 +2.46 +2.9
W=2 52.29 19.1 +1.66 +3.7
W=3 53 25.4 +0.71 +6.3
W=4 52.3 27.8 -0.7 +2.4
W=5 53.54 30.6 +1.24 +2.8
W=6 52.39 32.3 -1.15 +1.7

Table 3: Impact of historical context window size on
performance and training cost during instruction tuning.

4.6 Analysis of Reasoning Chain Effectiveness
and Quality

To examine whether reinforcement learning im-
proves reasoning-chain quality, we compare SFT-
only and RL-enhanced models across stance cat-
egories using the same LLM evaluator as in Sec-
tion 3.2.1. As shown in Figure 4, the RL-enhanced
model consistently obtains higher quality scores,
suggesting that reinforcement learning helps the
model capture fine-grained stance cues and pro-
duce more reliable reasoning chains.

We further analyze the relationship between rea-
soning quality and stance prediction. Figure 5
shows that higher-quality reasoning chains corre-
spond to a larger proportion of correct predictions
and fewer incorrect ones. This consistent trend
indicates that the generated reasoning chains effec-
tively integrate fine-grained stance cues and knowl-
edge that are important for conversational stance
detection.

4.7 Error Analysis
Despite the overall effectiveness of FIRE, several
challenging cases remain. Failures primarily fall
into four categories: Sarcasm Misinterpretation,
Ambiguity Misresolution, Partial Fusion Bias, and
Task Ambiguity. Detailed case studies and root-
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Figure 4: Comparison of reasoning-chain quality be-
tween SFT and RL models across stance categories.

35%
68% 76%

65%
32% 24%

0%

20%

40%

60%

80%

100%

Low Medium High

Correct (%) Wrong (%)

Figure 5: Prediction correctness across different
reasoning-chain quality levels.

cause analyses are provided in Appendix I.

5 Conclusion

In this work, we investigate the problem of zero-
shot conversational stance detection, where mod-
els are required to infer stances toward previously
unseen targets within multi-turn dialogues. To ad-
dress the limitations of existing methods, we pro-
pose FIRE, a reasoning-enhanced framework that
integrates fine-grained stance cues and common-
sense knowledge. FIRE can adaptively mine dif-
ferent cues across diverse conversational scenarios
and explicitly model the stance reasoning process,
thereby effectively generalizing to unseen targets.
Extensive experiments show that FIRE achieves
state-of-the-art performance across different target
types and base model architectures. Overall, our
findings suggest that explicit fine-grained stance
cues and knowledge-driven reasoning provide a
promising direction for advancing conversational
stance detection in open-domain and zero-shot set-
tings.

Limitations

Despite its effectiveness, this work has several lim-
itations. First, FIRE relies on automatically gener-
ated chain-of-thought annotations during training,
which may introduce minor noise or stylistic bias
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from the teacher models. Second, our framework
focuses on cues; while they cover common sources
of ambiguity in conversational stance detection,
other discourse phenomena may also be relevant
in specific domains. Finally, we primarily eval-
uate our method on existing benchmark datasets,
and its performance in other conversational genres
or languages remains an open question for future
research.
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Figure 6: Distribution of fine-grained stance cues in
conversational datasets.

A Fine-Grained Cue Analysis in
Conversations

We provide a detailed explanation of the fine-
grained stance cues considered in this work and
analyze their distribution in real conversational
data, demonstrating that these cue types are widely
present in actual conversations and reflect typical
linguistic phenomena in conversational stance ex-
pression. Specifically, reference clues are used
to resolve pronouns, entity mentions, and implicit
target associations in conversations; stance depen-
dency cues capture stance relations across different
utterances or speakers, such as agreement, rebuttal,
and response-based stance continuation; sentiment
words or phrases indicate explicit affective polarity
through sentiment-bearing words, phrases, or emo-
tion markers; and rhetorical clues identify implicit
attitudes conveyed through sarcasm, irony, or other
rhetorical phenomena.

As shown in Figure 6, reference clues, stance
dependency cues, sentiment words or phrases, and
rhetorical clues account for 32%, 31%, 26%, and
11%, respectively. These results show that the four
types of fine-grained cues considered in this work
are widely distributed in conversational data. In
particular, reference clues and stance dependency
cues together account for a large proportion, in-
dicating that stance expression in conversations
often depends on cross-turn target linking and inter-
utterance stance relations. Therefore, relying solely
on coarse-grained semantic representations may
fail to capture the specific evidence underlying
stance expression. By mining and integrating multi-
ple types of fine-grained cues, the reasoning chains
constructed by our framework can provide more
reliable support for stance prediction.
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Figure 7: Distribution of High Topic-Relevance Sam-
ples across Dialogue Distance

B Effect of Historical Dialogue Distance
on Relevance to the Current Utterance

We analyze the relationship between the distance
of historical utterances from the current utterance
and their topic relevance. Specifically, taking the
current utterance as the reference, we count the
number of high-relevance samples at different his-
torical dialogue distances, where high-relevance
samples are defined as those with a relevance score
no lower than 3. The scoring prompt template is
provided in the appendix. The results are shown in
Figure 7.

As can be observed, historical utterances closer
to the current utterance exhibit higher topic rele-
vance. When the historical dialogue distance is
1 and 2, the number of high-relevance samples
reaches 3,623 and 3,156, respectively. As the dis-
tance further increases, however, the number of
high-relevance samples drops rapidly. When the
distance exceeds 5, the number of high-relevance
samples decreases substantially. This trend indi-
cates that topics in multi-turn conversations evolve
as the dialogue progresses, and historical content
farther away from the current utterance is often less
relevant to the current stance judgment. This anal-
ysis suggests that directly incorporating the entire
dialogue history is not always beneficial for con-
versational stance detection, since excessively long
historical contexts may introduce low-relevance or
even irrelevant information.

C Effect of Different SFT-GRPO Data
Ratios.

We further analyze how different allocations of
training data between SFT and GRPO affect model
performance. In Figure 8, the x-axis denotes the
training steps, and the y-axis denotes the F1 score
on the validation set during training. In this ex-
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Figure 8: Effect of different SFT-GRPO data allocation
strategies on validation F1 scores during RL training.
The x-axis denotes training steps, and the y-axis denotes
the F1 score on the validation set. Different curves
correspond to different proportions or difficulty-based
splits of SFT and GRPO training data.

periment, 10%, 20%, 40%, and All indicate the
proportion of the full training set used for SFT,
while the remaining data are used for GRPO. The
setting 20%easy-80%easyhard uses 20% easy sam-
ples for SFT and the remaining mixed easy and
hard samples for GRPO, whereas 20%easy-allhard
uses 20% easy samples for SFT and all remaining
hard samples for GRPO. The All-hard setting first
uses all training samples for SFT and then uses all
hard samples for GRPO.

As shown in Figure 8, using a larger and more
diverse SFT set generally leads to stronger and
more stable GRPO performance. In contrast, when
SFT is performed only on easy samples, the model
obtains a weaker reasoning initialization, and sub-
sequent GRPO on harder samples becomes less
stable. This suggests that SFT plays an important
role in providing a reliable reasoning cold start,
while GRPO benefits more from sufficient and di-
verse training data rather than from hard samples
alone.

It should be noted that we use a simple heuristic
to split easy and hard samples: instances correctly
solved by an LLM with a standard prompt are re-
garded as easy samples, while incorrectly solved in-
stances are regarded as hard samples. Although this
provides an intuitive preliminary analysis, more rig-
orous data partitioning strategies will be explored
in future work. Overall, the results indicate that
an appropriate balance between SFT initialization
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and GRPO optimization is important for achieving
stable improvements in zero-shot conversational
stance detection.

D Reasoning-Chain Evaluation with
LLM-as-a-Judge

We provide the prompt template used by the LLM
evaluator in the evaluation section, as shown in Ta-
ble 8. To further ensure the quality of the reasoning-
chain data, we additionally conduct manual inspec-
tion and revision after scoring the reasoning chains
with the evaluator. Specifically, we invited 10 un-
dergraduate students majoring in computer science
to participate in the revision process. The annota-
tors first received unified task instructions, which
clarified the definitions of different types of fine-
grained cues and the logical requirements of reason-
ing chains. They then carefully inspected reasoning
chains whose overall scores were lower than τ=3
under the weighting setting of α=0.6 and β=0.4.

During revision, the annotators mainly focused
on the following cases: removing reasoning con-
tent that was irrelevant to the dialogue or lacked
sufficient evidence, correcting incorrect referential
relations or stance dependencies, supplementing
missing key fine-grained cues, and refining reason-
ing steps with unclear expressions or incoherent
logic. For samples with disagreements, all annota-
tors discussed them collectively to determine the
final version. Through this manual revision pro-
cess, we further reduce potential noise and bias
in the automatically generated reasoning chains,
thereby obtaining more reliable reasoning-chain
supervision data.

E Inference-Stage Robustness Analysis
Across Dialogue Depths

Table 4 reports inference performance across dia-
logue samples with varying depths. While baseline
methods exhibit substantial performance fluctua-
tions as dialogue depth increases, FIRE maintains
consistently strong performance across all depth
ranges. This indicates that the proposed reasoning-
enhanced framework is robust to changes in conver-
sational complexity and effectively scales to deeper
dialogue structures. In particular, the model bene-
fits from its explicit modeling of referential, rela-
tional, and rhetorical cues, which enables coherent
stance inference even when dialogues involve long-
range dependencies. These results further demon-
strate the robustness and generalization ability of

Method Dialogue Depth

1-2 3-4 5 ≥6

Llama3-8B 36.84 36.15 27.19 35.04
GPT4o-mini 32.49 38.24 38.01 43.59
GPT3.5 29.59 39.19 39.31 43.54
Llama3-70B 47.51 38.97 44.40 39.50
Qwen2.5-14B 39.83 43.24 42.34 38.70
Roberta 30.88 38.71 37.99 46.55
Branch-BERT 35.33 37.32 38.59 46.11
GLAN 32.72 38.75 38.37 48.93
SITPCL 39.28 41.73 44.73 45.25
FIRE 51.74 55.13 55.74 58.33

Table 4: Inference performance comparison across dif-
ferent dialogue depths.

Method Mixed Targets

Favor Against Neutral All

FIRE (GPT4o) 53.55 54.14 63.56 57.08
FIRE (DeepSeek-v3) 53.15 53.87 63.27 56.76
FIRE (Qwen2.5-72B) 54.05 53.97 62.85 56.96

Table 5: Performance Comparison of FIRE Initialized
with Different LLM-Generated Chain-of-Thought Data

FIRE in zero-shot conversational stance detection.

F Robustness Analysis Across
LLM-Generated Reasoning Sources

The results in Table 5 demonstrate remarkable
consistency across variants trained with reasoning
chain data from different LLM APIs, with minimal
performance divergence observed between GPT-4o,
DeepSeek-v3, and Qwen2.5-72B initialized mod-
els. This narrow performance gap indicates that
our reasoning-enhanced framework effectively dis-
tills the essential reasoning patterns from diverse
teacher models, rather than being overly dependent
on the capabilities of any specific API. The stabil-
ity across API sources underscores the robustness
of our approach in learning transferable reasoning
structures that generalize well to unseen targets,
making the method practically adaptable to various
computational budgets and model availability sce-
narios while maintaining reliable stance detection
performance.
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G Prompt Templates for Large Language
Models in Cue Mining and
Reasoning-Chain Evaluation

We provide the specific prompt templates used in
the three stages of our framework, including fine-
grained conversational cue mining, cue fusion and
reasoning-chain construction, and reasoning-chain
quality evaluation. Specifically, Table 6 presents
the prompting process by which the teacher model
mines fine-grained cues; Table 7 shows how differ-
ent cues are fused to construct reasoning chains;
and Table 8 illustrates the prompting process in
which the LLM serves as an evaluator to assess the
quality of the generated reasoning chains.

H Case Study: Conversation and Mined
Evidence

Table 9, Table 10, Table 11 and Table 12 presents
a representative long conversation with more than
five turns, illustrating how the teacher LLM ex-
tracts fine-grained stance cues and fuses them into
a coherent reasoning chain for stance prediction.

I Detailed Error Analysis

Low-Quality Failures (Score 1–2). Tables 13
and 14 show that fundamental misinterpretations
of rhetoric or emotion lead to stance inversion. For
instance, the model takes sarcasm literally or con-
flates personal frustration with systemic critique,
confirming that weak cue extraction results in unre-
liable reasoning.

Medium-Quality Failures (Score 3). Table 15
reveals a fusion bottleneck. While the model iden-
tifies cues (e.g., wage gaps, testimony), it fails to
integrate their emotional intensity, treating harsh
descriptions as neutral facts and underestimating
the true stance.

High-Quality Failures (Score 4–5). Table 16
demonstrates that even sound reasoning can mis-
match rigid labels due to task ambiguity. These
errors reflect the inherent subjectivity of conver-
sational stance and annotation boundaries, rather
than model deficiency. In summary, reinforcement
learning effectively mitigates low-level semantic
errors, while residual mistakes stem from fusion
challenges and labeling granularity.
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Task Instruction
You are a rigorous linguistic clue analyst. Your task is to strictly identify textual evidence from the
[Dialogue History] and the [Current Utterance] that reveals the speaker’s attitude toward the [Target].
You must adhere to the following constraints: (1) Only record linguistic phenomena explicitly present in
the text; (2) Prohibit speculation or supplementation of non-existent information; (3) Do not perform final
stance classification; (4) Output only the core content of each clue; (5) Avoid redundant explanations; (6)
Do not use JSON format.
Input
[Target]: {target}
[Dialogue History]: {dialogue_text}
[Current Utterance]: {current_sentence}
Analysis Guidelines
A. Sentiment Cues
Identify sentiment words or phrases (e.g., positive, negative, neutral, intensity). Format: “[Word/Phrase]”
expresses [positive/negative/neutral] sentiment. If none exist, output “None”.
B. Rhetorical Cues
Identify rhetorical devices such as irony, sarcasm, hyperbole, rhetorical questions, or passive-aggressive
tones. Format: “[Phrase/Sentence]” uses [rhetorical/sarcastic/hyperbolic] tone. If none exist, output
“None”.
C. Referential Cues
Identify ambiguous referring expressions (pronouns or vague nouns). Format: “[Pronoun/Noun]” refers to
“[Specific Entity]”. If none exist, output “None”.
D. Cross-turn Stance Dependency Cues
Identify how the current utterance interacts with previous users’ stances (e.g., echoing, supporting, refuting,
questioning). Format: “User A” [echoes/supports/refutes/questions] “User B’s [topic/claim]”. If none
exist, output “None”.
E. Commonsense Knowledge
Extract target-related and dialogue-relevant commonsense knowledge that provides background for
understanding the target. Strictly base this on explicit triggers in the text. Output a single concise sentence
or “None”.
Output Format Constraint
The output must strictly follow the structure below. All fields must appear. Each field contains only the
core clue or “None”. Do not output JSON, Markdown, or extra explanations.
[A_sentiment]
...
[B_rhetoric]
...
[C_reference]
...
[D_dependency]
...
[E_commonsense]
...

Table 6: Prompt template for mining fine-grained stance cues and commonsense knowledge.
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Task Instruction
You are an expert in conversational stance reasoning. Based on the [Dialogue History] and the [Current
Utterance], perform dynamic stance fusion reasoning using the provided fine-grained clues. You must
strictly adhere to the "Clue-Dominated, On-Demand Fusion" principle to generate a coherent reasoning
chain and a final stance label (Favor / Against / Neutral).
Input
[Target]: {target}
[Dialogue History]: {dialogue_text}
[Current Utterance]: {current_sentence}
[Extracted Clues]:
- [A_sentiment]: {a_clue}
- [B_rhetoric]: {b_clue}
- [C_reference]: {c_clue}
- [D_dependency]: {d_clue}
- [E_commonsense]: {e_clue}
Reasoning Rules
1. Implicit Scene Perception: Internally identify the dominant scenario (e.g., sentiment analysis,
reference resolution, cross-turn dependency, or commonsense reliance) without explicitly stating it in the
output.
2. Dynamic Fusion (Clue-Dominated):
- Sentiment-Dominated: If [A_sentiment] is not "None", prioritize the emotional polarity expressed
toward the target.
- Rhetoric-Dominated: If [B_rhetoric] is not "None", strip away ironic or hyperbolic expressions to
restore the true sentiment polarity.
- Reference-Dominated: If [C_reference] is not "None", resolve ambiguous entities and their relation to
the [Target].
- Dependency-Dominated: If [D_dependency] is not "None", analyze the interaction logic (sup-
port/refutation) between the speaker and historical views.
- Commonsense-Dominated: If [E_commonsense] is not "None", activate relevant background knowl-
edge to bridge the target with the conversation.
3. Null Value Handling: If a clue is "None", skip that dimension entirely and do not include it in the
fusion calculation.
4. Conflict Resolution: When clues conflict, resolve based on contextual weight (e.g., sarcasm overrides
literal meaning, dependency overrides isolated sentiment).
Output Requirement
Output a single, coherent paragraph containing the following two parts. Do not use Markdown lists, JSON,
or explicit step headers (e.g., Step 1, Step 2):
1. Fused Reasoning: Elaborate on the judgment path from text to stance based on valid, non-null clues.
2. Final Stance: Explicitly state the final label (Favor / Against / Neutral) at the end of the text.
Example Output Style:
"User4 refutes User20’s defense (Dependency-Dominated) and contrasts ’executives’ with ’factory
workers’ (Reference-Dominated), highlighting harsh conditions. Combined with the commonsense of
welfare gaps in manufacturing, the speaker expresses a negative attitude. Therefore, the final stance is
Against."

Table 7: Prompt template for clue-dominated dynamic fusion reasoning.
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Task Instruction
You are an expert evaluator specializing in assessing the quality of generated reasoning chains. Based
on the provided [Target], [Dialogue Context], [Current Utterance], and the [Ground-Truth Stance
Label], evaluate the quality of the [Generated Reasoning Chain]. You are strictly forbidden from
generating new content; you are only allowed to evaluate.
Input
[Target]: {target}
[Dialogue Context]: {dialogue_text}
[Current Utterance]: {current_sentence}
[Ground-Truth Stance Label]: {ground_truth_label}
[Generated Reasoning Chain]: {generated_reasoning_chain}
Evaluation Dimensions
Score the following dimensions using a scale of 1 to 5, where higher scores indicate better quality:
1. Usefulness (qu):
- Definition: Assess how effectively the reasoning chain leads to the [Ground-Truth Stance Label].
- Scoring Rubric:
- 5: Perfect logic, compelling evidence, inevitably leads to the correct label.
- 4: Clear logic, minor flaws, likely leads to the correct label.
- 3: Mediocre logic, mixed evidence, partially supports the label.
- 2: Confused logic, unlikely to support the label.
- 1: Chaotic, hallucinated, or completely unhelpful.
2. Relevance (qr):
- Definition: Assess the relevance of extracted clues (reference, comparison, rhetoric) to the [Target] and
[Current Utterance].
- Scoring Rubric:
- 5: Precisely extracts core evidence, no irrelevant info.
- 4: Extracts main evidence, minimal irrelevant details.
- 3: Extracts partial evidence, noticeable irrelevant info.
- 2: Mostly irrelevant or misinterpreted clues.
- 1: Completely irrelevant or fabricated information.
3. Consistency (G):
- Definition: Verify if the predicted stance derived at the end of the [Generated Reasoning Chain] matches
the [Ground-Truth Stance Label].
- Judgment: Output 1 if consistent, 0 if inconsistent or logically broken.
Output Requirement
Output only the following metrics in plain text format. Do not include any explanatory text or markdown:
Usefulness Score: [Integer 1-5]
Relevance Score: [Integer 1-5]
Consistency Label: [0 or 1]

Table 8: Prompt template for LLM-based reasoning chain evaluation (LLM-as-a-Judge).
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Item Content

Target Gree (Home Appliance Manufacturer)

Conversation Context
History (Turns 1–3) User0: Keep pushing that PUA narrative; watch as Midea leaves

you further behind [haha].
User4: Midea isn’t much better; it’s also heavily exploitative.
Once you’re in, you’re just cheap labor.
User20: At least Midea is willing to pay salaries and grant stocks
to talents. Unlike Gree, where employees have to buy stocks
themselves and aren’t allowed to sell [smile-cry].

Current Utterance (Turn 4) User4: What you described only applies to executives and tech
talents. Ask about the factory workers; some don’t even make 5k.
It’s 8 AM to 8 PM shifts, including night shifts... I know because
I worked there [doge].

Extracted Fine-grained Cues
Cross-turn Stance Dependency The speaker (User4) refutes User20’s defense of Gree by invoking

personal experience ("I worked there").
Referential "What you described" refers to User20’s claim; "executives" and

"factory workers" contrast internal hierarchies.
Rhetoric (Hyperbole) Usage of "cheap labor" and "8 AM to 8 PM shifts" amplifies

negative sentiment toward the target.

Commonsense Knowledge "In Chinese labor discourse, large manufacturers are often scruti-
nized for the welfare gap between senior management and frontline
workers."

Fused Reasoning Chain
Reasoning "The speaker (User4) counters User20’s defense (Stance

Dependency-Dominated) by narrowing the reference to ’execu-
tives’ versus ’factory workers’ (Referential Cue). He reinforces
his argument with hyperbole (’8 AM to 8 PM shifts’) and personal
testimony (’I worked there’). Given the commonsense of welfare
disparities, the speaker’s current utterance expresses a clear nega-
tive attitude toward Gree. Therefore, the final stance is Against."

Table 9: Case study for the target Gree.
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Item Content

Target Healthcare Centralized Procurement (Ji Cai)

Conversation Context (6 Turns)
History (Turns 1–5) User0: Finally, the imported stents are affordable. Ji Cai is saving

lives.
User5: Exactly. My dad’s surgery cost 30k less this year. The
policy is effective.
User12: But my doctor said the quality of the 700-yuan stent is
worrying. He hinted I should buy the imported one myself.
User3: That’s the hospital’s profit chain being cut off. Of course
they complain.
User18: I work in medical sales. The 700-yuan one is literally the
same production line, just lower margin.

Current Utterance (Turn 6) User22: Even if the quality is the same, the feeling of being forced
to use the cheap one is uncomfortable.

Extracted Fine-grained Cues
Cross-turn Stance Dependency The speaker (User22) concedes User18’s factual claim ("same

quality") but pivots to reject the policy based on subjective dis-
comfort.

Referential "The cheap one" refers to the 700-yuan procured stent discussed
in Turn 5.

Sentiment (Explicit) "uncomfortable" encodes negative affective stance toward manda-
tory usage.

Rhetoric (Concession) "Even if the quality is the same" weakens factual defenses while
reinforcing emotional opposition.

Commonsense Knowledge "Public acceptance of cost-saving policies is often limited by
perceived dignity and autonomy losses, regardless of objective
quality."

Fused Reasoning Chain
Reasoning "The speaker (User22) acknowledges User18’s factual defense

(Stance Dependency-Dominated) but introduces a sentiment cue
(‘uncomfortable’) to oppose mandatory adoption. By referring to
‘the cheap one’ (Referential Cue), he frames the policy as dignity-
diminishing. Combined with commonsense about autonomy loss,
the speaker’s current utterance expresses a negative stance. There-
fore, the final stance is Against."

Table 10: Case study for the target Healthcare Centralized Procurement.
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Item Content

Target AI Replacing Human Jobs

Conversation Context (7 Turns)
History (Turns 1–6) User0: AI will take over most coding jobs in 5 years. It’s in-

evitable.
User7: Not necessarily. Programmers just need to learn prompt
engineering. New jobs will emerge.
User9: That’s just what tech CEOs want you to believe. It’s
cheaper to hire one guy with AI than ten devs.
User2: But the efficiency is higher. Companies have to survive
the competition.
User14: Efficiency at the cost of massive unemployment is a
disaster. Who will buy the products?
User11: History shows technology always creates more jobs than
it destroys. Luddites were wrong too.

Current Utterance (Turn 7) User19: Yeah, but the transition period is brutal. People get
crushed before the new jobs appear.

Extracted Fine-grained Cues
Cross-turn Stance Dependency The speaker (User19) concedes User11’s historical precedent but

shifts focus to the immediate harm of the transition.
Referential "the transition period" refers to the structural adjustment phase

discussed in Turns 2 and 11.
Sentiment (Explicit) "brutal", "crushed" encode strong negative affective stance toward

the short-term impact.
Rhetoric (Hyperbole) "People get crushed" amplifies the severity of transitional unem-

ployment.

Commonsense Knowledge "Technological revolutions often cause short-term structural un-
employment, even if long-term productivity improves."

Fused Reasoning Chain
Reasoning "The speaker (User19) partially accepts User11’s historical op-

timism (Stance Dependency-Dominated) but foregrounds the af-
fective cues ‘brutal’ and ‘crushed’ (Sentiment-Dominated). By
referencing ‘the transition period’ (Referential Cue) and aligning
with commonsense about transitional harm, the speaker expresses
a negative stance toward AI-driven job replacement. Therefore,
the final stance is Against."

Table 11: Case study for the target AI Replacing Human Jobs.
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Item Content

Target EV Battery Safety

Conversation Context (6 Turns)
History (Turns 1–5) User0: Another EV caught fire on the highway. This is terrifying.

User6: Relax, gasoline cars catch fire too. You’re overreacting.
User13: I’m honestly terrified. I won’t let my kids near one.
User4: The stats show EVs are safer per mile.
User17: Stats don’t matter when you feel unsafe getting in the car.

Current Utterance (Turn 6) User21: Exactly. It’s a nightmare waiting to happen.

Extracted Fine-grained Cues
Sentiment (Explicit) "nightmare" expresses strong negative affective stance toward EV

safety.
Cross-turn Stance Dependency The speaker (User21) reinforces User0’s and User17’s rejection of

statistical reassurance.
Referential "It" refers to the prospect of widespread EV adoption.
Rhetoric (Metaphor) "nightmare waiting to happen" dramatizes catastrophic risk per-

ception.

Commonsense Knowledge "Public perception of technological safety is often driven more by
emotional incidents than by statistical evidence."

Fused Reasoning Chain
Reasoning "The speaker (User21) reinforces User17’s dismissal of statistical

safety (Stance Dependency-Dominated) by invoking the affective
metaphor ‘nightmare’ (Sentiment/Rhetoric-Dominated). Referring
to ‘it’ as EV adoption (Referential Cue), the speaker aligns with
commonsense about emotion-driven risk perception. Therefore,
the final stance is Against."

Table 12: Case study for the target EV Battery Safety.
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Item Content

Target Xiaomi Unmanned Phone Factory

Conversation Context
History (Turns 1–7) User0: I’m shocked. Some people care about unemploy-

ment when talking about unmanned factories?
User15: If you fear unemployment, improve yourself.
Complaining won’t help [nose-pick].
User26: Unemployment causes chaos and crime. Society
suffers.
User15: I’m talking about what unemployed people should
do. You’re changing the topic.
User26: Can bottom workers really improve? If they could,
they’d have done it earlier.
User15: Full automation won’t happen overnight. Just do
your job well.
User26: Upgrading isn’t just replacing workers with
robotic arms.

Current Utterance (Turn 8) User15: I’m not debating upgrades. I’m saying those
afraid of losing jobs should act. Others can wait until
retirement. I’m off to sleep.

Fused Reasoning Chain (Low Quality) "User15 counters systemic critiques (Stance Dependency-
Dominated) by shifting focus to individual adaptability
(Referential Cue). The abrupt closure (’sleep’) reinforces
dismissal rather than engagement. Combined with com-
monsense about automation debates, the speaker expresses
a neutral-to-supportive stance toward unmanned factories.
Therefore, the final stance is Favor."

Ground Truth Label Neutral

Error Type & Root Cause Sarcasm Misinterpretation (Low CoT Quality): The
model misinterprets User15’s dismissive tone ("I’m off
to sleep") as reasoned neutrality, missing the underlying
sarcasm. The refusal to engage masks a defensive stance,
which the model fails to invert.

Table 13: Low-quality reasoning failure: Sarcasm misinterpretation leads to stance inversion (predicted Favor vs.
ground truth Neutral).
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Item Content

Target Doctor

Conversation Context
History (Turns 1–7) User0: Doctors today are so pitiful.

User4: I went to see a nose issue twice, both times got a
different doctor. The second one was clearly wrong. So
irresponsible.
User0: Don’t generalize from one case.
User4: I’m not generalizing. I just stated my experience.
They don’t even explain why they switched doctors.
User18: That happens too. Sometimes the doctor was busy
with rounds or emergencies. They usually explain if you
ask.
User4: Not the same. I was seeing rhinitis, normal ap-
pointment.
User18: Me too. But since he did my surgery, I kept seeing
him. Rhinitis is tricky. You suffered for nothing.
User4: [Sad emoji] Yeah, minor illness but annoying.

Current Utterance (Turn 8) User4: [Sad emoji] Yeah, minor illness but annoying.

Fused Reasoning Chain (Low Quality) "User4 concludes with a resigned tone, expressing frus-
tration about minor illness. The reference to ’annoying’
suggests dissatisfaction, and combined with previous com-
plaints, the overall stance is negative. Therefore, the final
stance is Against."

Ground Truth Label Neutral

Error Type & Root Cause Ambiguity Misresolution (Low CoT Quality): The
model conflates emotional frustration ("annoying", "sad
emoji") with systemic critique. Without resolving the ref-
erential link to "doctor’s responsibility", it defaults to a
negative stance, misclassifying a mild complaint as an
Against position.

Table 14: Low-quality reasoning failure: Ambiguous emotional cues lead to over-negative stance assignment
(predicted Against vs. ground truth Neutral).
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Item Content

Target Gree (Home Appliance Manufacturer)

Conversation Context
History (Turns 1–3) User0: Keep pushing that PUA narrative; watch as

Midea leaves you further behind [haha].
User4: Midea isn’t much better; it’s also heavily ex-
ploitative. Once you’re in, you’re just cheap labor.
User20: At least Midea pays salaries and grants stocks
to talents. Unlike Gree, where employees have to buy
stocks themselves and aren’t allowed to sell [smile-
cry].

Current Utterance (Turn 4) User4: What you described only applies to executives
and tech talents. Ask about the factory workers; some
don’t even make 5k. It’s 8 AM to 8 PM shifts, in-
cluding night shifts... I know because I worked there
[doge].

Fused Reasoning Chain (Medium Quality) "User4 refutes User20 by citing personal experience
(’I worked there’), highlighting the gap between ex-
ecutives and workers. However, the speaker acknowl-
edges that some groups receive stocks, suggesting a
mixed scenario. The mention of ’8 AM to 8 PM shifts’
indicates hardship, but the overall tone is descriptive
rather than condemning. Therefore, the final stance is
Neutral."

Ground Truth Label Against

Error Type & Root Cause Partial Fusion Bias (Medium CoT Quality): The
model successfully extracts fine-grained cues (per-
sonal testimony, wage gap) but fails to integrate their
emotional intensity. It treats the description of harsh
conditions as a factual report (’descriptive’) rather than
a stance signal (’condemning’), leading to an underes-
timation of the negative stance.

Table 15: Medium-quality reasoning failure: Partial understanding leads to stance underestimation (predicted
Neutral vs. ground truth Against).
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Item Content

Target Opening a Small Shop (Coffee, Books, etc.)

Conversation Context
History (Turns 1–5) User0: Running a small shop means limited staff → lim-

ited products → either high profit but low sales, or low
profit but high sales → either no money for rent or dead
tired. Not sustainable.
User4: Houses are for living, not for profit. Landlords are
like feudal lords. All houses should belong to the state.
User16: Feudal lords gave land for survival. Modern
landlords follow laws. Renters aren’t victims. We’re
socialist.
User4: Pay half your salary to landlord, no labor, just
collect rent. Is that fair?
User23: Then buy your own house and become a landlord.
User4: Who can afford housing now? Most landlords
got rich from demolition compensation or early low-price
purchases.

Current Utterance (Turn 6) User4: Who can afford housing now? Most landlords
got rich from demolition compensation or early low-price
purchases.

Fused Reasoning Chain (High Quality) "User4 critiques the housing market structure, arguing
that most landlords benefited from historical advantages
(demolition compensation, early purchases), not merit.
The rhetorical question (’Who can afford housing now?’)
implies systemic unfairness. Combined with prior refer-
ences to landlords as feudal-like, the speaker expresses
clear opposition to the current system. Therefore, the final
stance is Against."

Ground Truth Label Neutral

Error Type & Root Cause Task Ambiguity (High CoT Quality): Despite generat-
ing a logically sound, high-quality reasoning chain, the
model predicts Against due to the inherent subjectivity
of "Against" vs "Neutral" in housing discourse. Human
annotators often label such systemic critiques as Neutral
when they lack direct attack intent. This reflects a limita-
tion of the annotation schema, not model failure.

Table 16: High-quality reasoning failure: Task ambiguity causes mislabeling despite strong CoT (predicted Against
vs. ground truth Neutral).
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