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Abstract

LLM-based text embedders have substantially
improved retrieval and semantic representa-
tion quality, but their deployment remains
costly: large backbone models slow down
embedding inference, while high-dimensional
full-precision embeddings impose substantial
storage and bandwidth overhead on large-
scale indexes. In this paper, we present
BITEMBED, an extreme low-bit framework for
LLM-based text embedding that jointly tar-
gets encoding efficiency and vector storage.
BITEMBED converts pretrained LLM back-
bones into BitNet-style embedding encoders
with ternary weights, quantized activations, and
lightweight normalization refinement. The con-
verted model is adapted to representation learn-
ing through continual contrastive pre-training,
followed by supervised contrastive fine-tuning
with both similarity-distribution distillation
and attention-relation distillation from a full-
precision teacher. Beyond quantizing the back-
bone, BITEMBED further trains output embed-
dings to support multiple storage precisions
meeting different storage needs in various sce-
narios. Experiments on MMTEB (eng, v2) with
Qwen3-0.6B and Gemma3-270M show that
BITEMBED is largely comparable to full pre-
cision teacher embedders. Moreover, BITEM-
BED flexibly obtains text embeddings of vari-
ous precisions, achieving a trade-off between
performance and storage cost. Our model is
publicly available at https://huggingface.
co/microsoft/bitnet-embedding-0.6b.

1 Introduction

Text embeddings have become a core interface be-
tween natural language and large-scale informa-
tion systems. Modern retrieval (Nguyen et al.,
2016), retrieval-augmented generation (Zhao et al.,
2024a), recommendation (Zhao et al., 2023), and
question answering (Chen and Yih, 2020) pipelines

*Work done during internship at MSRA.
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all rely on embedding models to map text into
dense vectors whose geometry reflects semantic
relevance (Reimers and Gurevych, 2019; Khattab
and Zaharia, 2020; Gao et al., 2021; Muennighoff,
2022). Pre-trained bidirectional encoder architec-
tures such as BERT (Devlin et al., 2019) have been
widely adopted as backbone models for text embed-
ding (Karpukhin et al., 2020; Xiong et al., 2020;
Zhao et al., 2024b). With recent advances in large
language models, LLM-based embedders utilize
foundation LLMs as the backbone and adapt them
with large-scale contrastive learning objectives (Li
et al., 2023a; Su et al., 2023; Ma et al., 2024b; Lee
et al., 2024b; Meng et al., 2024). With the richer
world knowledge and text understanding abilities
inherent in LLMs, LLM-based embedders have
achieved strong performance across semantic rep-
resentation tasks. However, despite these advances,
LLM-based embedders still inherit the critical de-
ployment challenges: high embedding inference
latency and substantial storage costs.

Encoding queries and documents with LLM
backbones is considerably more expensive than
with conventional encoder-only models. Mean-
while, the produced embeddings must be stored,
transferred, and searched at massive scale. A
production retrieval system may maintain vectors
for millions or billions of documents where high-
dimensional and high-precision embeddings can
dominate memory footprint and data movement
even when the encoder itself is optimized. These
costs become more pronounced as LLM-based em-
bedders are adopted in online retrieval services and
storage-constrained scenarios, making efficient in-
ference and representation central requirements for
practical deployment.

Extreme low-bit LLMs provide a promising path
toward reducing inference cost (Dettmers et al.,
2022; Li et al., 2025; Huang and Wu, 2025; Gong
et al., 2025; Castro et al., 2026; Wang et al., 2026).
BitNet-style models employ low-precision ternary
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weights and quantized activations, enabling sub-
stantial memory savings and faster inference on
suitable hardware while maintaining high precision
for the optimizer states and gradients during train-
ing (Wang et al., 2023; Ma et al., 2024a, 2025).
BitNet Distillation further shows that full-precision
LLMs can be transformed into 1.58-bit task models
through architectural stabilization, continued train-
ing, and distillation (Wu et al., 2025). Inspired by
these findings, we explore whether similar low-bit
principles can be specialized for text embedding.

In this paper, we introduce BitNet Text Embed-
dings, abbreviated as BITEMBED, a framework
for extreme low-bit LLM-based text embedding.
BITEMBED converts pre-trained LLM backbones
into BitNet-style embedders, together with nor-
malization modules that stabilize training under
quantization. To adapt the quantized backbone
to representation learning, BITEMBED first per-
forms continual contrastive pre-training on large-
scale text pairs and then conducts supervised fine-
tuning with in-batch and hard negatives. Mean-
while, a full-precision fp16 embedding model is
tuned as a teacher model, where the quantized em-
bedder is trained not only with contrastive super-
vision but also to match the teacher’s batchwise
cosine-similarity distribution and attention rela-
tions through distillation. Beyond quantizing the
backbone, BITEMBED also trains the output em-
beddings to support multiple storage precisions.
Inspired by Matryoshka-style representation and
quantization (Kusupati et al., 2022; Tao et al., 2024;
Nair et al., 2025), we quantize each embedding di-
mension to multiple precisions during training and
optimize the average loss across these precisions.
This design encourages a single embedder to pro-
duce vectors that remain effective under different
memory budgets, allowing practitioners to trade
storage for quality without retraining separate mod-
els.

We evaluate BITEMBED on the Massive
Multilingual Text Embedding Benchmark
(MMTEB) (Enevoldsen et al., 2025). Our
BITEMBED approaches the performance of
full-precision teachers while improving inference
efficiency. Furthermore, BITEMBED also enables
the trade-off between storage cost and performance
with multi-precision embedding quantization.

Specifically, our contributions are summarized
as follows:

1. We present, to the best of our knowledge,

the first systematic study of extreme low-bit
quantization for LLM-based text embedding,
targeting both encoder inference and vector-
index storage.

2. We propose an effective BitNet-style training
framework that combines contrastive contin-
ual pre-training, supervised fine-tuning, simi-
larity distribution and attention relation distil-
lation.

3. We introduce multi-precision embedding train-
ing and verify that BITEMBED can approach
full-precision teacher performance while sup-
porting efficient multi-precision embedding
representations.

2 Related Work

2.1 LLM-based Text Embedders
Text embedders are increasingly moving from
encoder-only Transformer models (Reimers and
Gurevych, 2019; Khattab and Zaharia, 2020; Gao
et al., 2021; Wang et al., 2022; Li et al., 2023b) to-
ward decoder-only LLM backbones (Muennighoff,
2022; Li et al., 2023a; Wang et al., 2024a;
Li et al., 2024a; Tao et al., 2024). Recently,
LLM-based text embedders have further explored
instruction-following, multilinguality, multi-task
generalization capabilities (Lee et al., 2024b,a;
Chen et al., 2025a; Huang et al., 2025). INSTRUC-
TOR (Su et al., 2023) trains embeddings to follow
natural-language task instructions, enabling task-
specific representations through prompts. Recent
models also rely on more sophisticated training
recipes (Choi et al., 2024; Sorokin et al., 2025;
Muennighoff et al., 2025; Cai et al., 2025; Zhao
et al., 2026). Qwen3-Embedding (Zhang et al.,
2025) uses LLMs to synthesize large-scale high-
quality data for multi-stage contrastive training.
These studies focus primarily on improving em-
bedding quality and generalization. In contrast,
BITEMBED studies how to make LLM-based em-
bedders practical under strict inference and storage
budgets by combining extreme low-bit quantization
with multi-precision output embeddings.

2.2 Quantization for LLMs
Quantization techniques are crucial for deploying
Large Language Models (LLMs) under computa-
tional and storage constraints. A common strat-
egy is Post-Training Quantization (PTQ) (Dettmers
et al., 2022; Yuan et al., 2023; Xiao et al., 2023),
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encompassing methods like GPTQ (Frantar et al.,
2022) and AWQ (Lin et al., 2024). PTQ is highly
efficient as it applies low-bit quantization using
only a small set of calibration data. While PTQ
methods offer rapid compression, they typically
suffer from significant performance degradation
at ultra-low bitwidths below 4 bits. To overcome
this, Quantization-Aware Training (QAT) (Du et al.,
2024; Liu et al., 2024; Xu et al., 2024; Chen et al.,
2025b) integrates quantization directly into the op-
timization loop, significantly raising the perfor-
mance ceiling for low-bit models. Recently, QAT
has been pushed to extreme limits with 1.58-bit
(ternary) architectures like BitNet (Wang et al.,
2023; Ma et al., 2024a, 2025). Inspired by Bitnet
distllation (Wu et al., 2025), we introduce the 1.58-
bit LLM-based text embedder, bridging ternary
QAT and representation distillation.

3 Method

BITEMBED is an extreme low-bit LLM-based text
embedder which follows a three-stage training
pipeline. Firstly, we convert a pretrained LLM into
a BitNet-style embedding encoder. Then we adapt
the converted encoder with continual contrastive
pre-training on large-scale text pairs. Finally we
fine-tune the low-bit encoder on supervised training
data using contrastive learning with teacher-guided
distillation from a FP16 embedding teacher. Addi-
tionally, we expose output embeddings to multiple
storage precisions, enabling a single BITEMBED

checkpoint to support different memory budgets.

3.1 LLM-based Text Embedding Formulation

Given the input sequence X = {x1, x2, ..., xn}
where xi represents the i-th token in the sequence,
the decoder-only LLM M processes this sequence
to produce a contextualized representation for each
token, denoted as H(X) = {h1, h2, ..., hn}, where
hi is the output hidden state for each token. A
pooling function converts these hidden states into
a single representation followed by ℓ2 normaliza-
tion : hX = norm(Pool(Hθ(X))). The pool-
ing function can be last-token pooling (Li et al.,
2024b), mean pooling (Muennighoff et al., 2025),
or architecture-specific strategy (Lee et al., 2024a).
In this work, we append an [EOS] token to each
input and use the hidden state of the final token as
the text embedding.

3.2 Low-bit Embedding Backbone
BITEMBED is built by applying BitNet-style quan-
tization to the pretrained LLM backbone. Follow-
ing the BitNet line of work (Wang et al., 2023; Ma
et al., 2025), we quantize linear weights in trans-
former blocks to ternary values. For a full-precision
weight matrix W , the quantized weight is:

Qw(W ) = ∆w · RoundClip( W

∆w + ϵ
,−1, 1),

(1)
where ∆w = mean(|W |), RoundClip(X, a, b) =
max(a,min(b, round(X))). This maps weights to
scaled values in {−∆w, 0,∆w}, yielding the 1.58-
bit parameterization.

For the activations entering each BitLinear layer,
we apply token-wise 8-bit quantization. Given an
activation tensor X , we compute γx = max |X|
for each token and apply:

Qx(X) =
γx
127

RoundClip(
127

γx + ϵ
X,−128, 127)

(2)
The quantizers in Equations 1 and 2 contain non-
differentiable operations, such as rounding and
clipping. Following prior low-bit Transformer
training practice (Wang et al., 2023; Ma et al.,
2024a), we employ the straight-through estimator
(STE) (Bengio et al., 2013) to approximate the
gradients of these quantization operators during
back-propagation.

Quantizing both weights and activations makes
the transformer more sensitive to activation out-
liers and scale drift (Ma et al., 2024a). Following
prior works (Ma et al., 2025; Wu et al., 2025), we
perform model refinement by inserting sub-layer
normalization (SubLN) modules inside each trans-
former block. Concretely, let Aℓ be the concate-
nated multi-head attention output before the output
projection at layer ℓ, and let Fℓ be the intermedi-
ate feed-forward representation before the down
projection. We refine the residual updates as

Yℓ = Xℓ +BitLinearo,ℓ (SubLN(Aℓ)) ,

Xℓ+1 = Yℓ +BitLineard,ℓ (SubLN(Fℓ)) , (3)

where Xℓ denotes the input hidden states of layer ℓ,
Yℓ denotes the intermediate state after the attention
residual update, and BitLinear denotes a linear
projection computed with the quantized weights
and activations above. By normalizing these in-
termediate states locally, the quantized projections
receive inputs with more consistent scales, which
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makes optimization less sensitive to low-bit numer-
ical noise.

3.3 Continual Contrastive Pre-training

Extreme quantization can distort the pretrained rep-
resentation space and weaken the semantic knowl-
edge encoded in the original LLM. With such an
extreme quantization constraint, relying only on
supervised fine-tuning data is insufficient for the
model to rebuild a reliable semantic representation.
We therefore introduce continual contrastive pre-
training on large-scale text pairs, which exposes the
quantized model to broad semantic co-occurrence
and relevance signals before supervised training
on the downstream task. Given a training batch
B = {(qi, p+i )}Ni=1, where p+i is a positive text for
query qi, we feed them into the embedder to obtain
embedding hqi and hp+i

respectively. Then we em-
ploy the standard InfoNCE (Oord et al., 2018) loss
for optimization utilizing in-batch negatives:

Lcpt = − 1

N

N∑︂

i=1

log
exp(sθ(hqi , hp+i

)/τ)
∑︁N

j=1 exp(sθ(hqi , hp+j
)/τ)

.

(4)
where s() measures the cosine similarity between
two embedding vectors and τ is the temperature
coefficient. This stage provides broad contrastive
adaptation and initializes a semantic embedding
space before supervised fine-tuning.

3.4 Distillation-based Supervised Fine-tuning

After continual pre-training, we train the
low-bit embedder on high-quality supervised
data. A fine-tuning batch is organized as
{(Ii, qi, p+i , {p−i,k}Kk=1)}Ni=1, where the query qi

is formatted with its task instruction Ii and p+i
and {p−i,k}Kk=1 represent the positive passage and
K hard negatives. We optimize an InfoNCE
loss with both in-batch and mined hard nega-
tives. For each query qi, the candidate set is
Ci = {p+j }Nj=1 ∪ {p−i,k, 1 ≤ k ≤ K}Ni=1. Given
this candidate set, the supervised contrastive loss is

Lctr = − 1

N

N∑︂

i=1

log
exp(sθ(hqi , hp+i

)/τ)
∑︁

c∈Ci exp(sθ(hqi , hc)/τ)
.

(5)
To further compensate for the representation loss in-
troduced by extreme low-bit quantization, we aug-
ment supervised fine-tuning with teacher-guided
distillation. The full-precision teacher model is

trained beforehand from the original LLM back-
bone on the supervised fine-tuning data, and is then
fixed to provide distillation signals. We introduce
two complementary distillation losses on top of the
supervised contrastive objective.

Similarity-distribution distillation. In addition
to the hard supervision used in the contrastive loss,
we distill the teacher’s soft similarity distribution
over the candidate set. This distribution provides
fine-grained relative preference signals among pos-
itives and negatives candidates encoded by the
teacher. For M ∈ {T, S}, where T is the teacher
and S is the low-bit embedder, define

PM (c | qi) =
exp(sM (qi, c)/τ)∑︁

c′∈Ci exp(sM (qi, c′)/τ)
. (6)

The score-level distillation loss minimizes the KL
divergence from the teacher distribution to the low-
bit student model distribution:

Lscore =
1

N

N∑︂

i=1

DKL (PT (· | qi) ∥ PS(· | qi)) .

(7)
This encourages the embedding model to capture
nuanced differences between the positive and nega-
tive learning from teacher model.

Attention relation distillation. Score distillation
aligns the final embedding similarities, but it does
not directly constrain how the low-bit encoder orga-
nizes token-level interactions before pooling. We
therefore adopt a multi-head attention distillation
objective inspired by MiniLM (Wang et al., 2020,
2021).

For a selected set of layers Ω and projection
types Φ = {Q,K, V }, let AM

ℓ,ϕ,a ∈ RL×dh de-
note the normalized projected states of head a
from model M ∈ {T, S}, where L is the sequence
length and dh is the hidden dimension. T is the
full-precision teacher, S is the low-bit embedder,
and Nh is the number of heads. For token position
t ∈ [1, L], we compute its relation distribution to
all positions as

RM
ℓ,ϕ,a,t = softmax

(︄
AM

ℓ,ϕ,a,t(A
M
ℓ,ϕ,a,t)

⊤
√
dh

)︄
, (8)

The attention distillation loss averages the KL di-
vergence between teacher and low-bit relation dis-
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tributions:

Lattn =
1

|Ω||Φ|
∑︂

ℓ∈Ω

∑︂

ϕ∈Φ

1

NhL

Nh∑︂

a=1

L∑︂

t=1

DKL

(︁
RT

ℓ,ϕ,a,t ∥ RS
ℓ,ϕ,a,t

)︁
. (9)

Following MiniLM (Wang et al., 2020, 2021), we
perform attention relation distillation at only one
layer. This distillation objective encourages the
low-bit student model to retain the teacher’s fine-
grained structural dependencies.

Finally, the distillation-based supervised objec-
tive is: Ldistill = Lctr + λsLscore + λaLattn,
where λs and λa are hyperparameters which bal-
ance score-level and attention-level distillation.

3.5 Multi-precision Embedding Quantization

In addition to quantizing the backbone, we train
the output embeddings to remain robust under
multiple storage precisions during the supervised
fine-tuning, which enables deployment under dif-
ferent memory budgets. Let e ∈ Rd denote the
fp16 embedding produced by BITEMBED, and let
R = {1, 2, 4, 8, 16}denote the set of supported
output bitwidths. We use per-vector absmax scal-
ing, α(e) = maxj |ej |, with a small lower bound
for numerical stability. The 16-bit branch returns
the original embedding unchanged, while lower-bit
settings store compact codes and use their recon-
structed values for similarity computation during
training. For 1-bit embeddings, we use scaled bi-
nary quantization:

z
(1)
j = sgn+(ej) ∈ {−1,+1} (10)

where ẽ
(1)
j = α(e)z

(1)
j , sgn+(0) = 1. For b ∈

{2, 4, 8}, we use all 2b uniformly spaced levels in
[−α(e), α(e)]. Let mb = 2b − 1. Each dimension
is quantized and dequantized as

z
(b)
j = clip

(︃
round

(︃
ej/α(e) + 1

2
mb

)︃
, 0,mb

)︃

(11)

where ẽ
(b)
j =

(︃
2z

(b)
j

mb
− 1

)︃
α(e). Here z(b) is the

discrete code stored together with the scale α(e),
while ẽ(b) is the reconstructed vector used to com-
pute similarities. We use STE during training.

Inspired by Matryoshka-style multi-precision
training (Nair et al., 2025), we optimize the BITEM-

BED across all supported output embedding preci-
sions. The final multi-precision objective is

Lmp =
1

|R|
∑︂

b∈R

(︂
L(b)
ctr + λsL(b)

score

)︂
+ λaLattn.

(12)

4 Experiments

4.1 Experimental Setup
Backbones. We evaluate two LLM backbones:
Qwen3-0.6B (Yang et al., 2025) and Gemma3-
270M (Team et al., 2025) which differ in scales
and architectures, to examine whether extreme low-
bit training can preserve the representation quality
across different LLM-based embedders.

Training data. For continual pre-training, fol-
lowing Multilingual E5 (Wang et al., 2024b), we
train BITEMBED on 1B text pairs. For super-
vised fine-tuning, we train BITEMBED on the pub-
licly available training data provided by BGE-en-
ICL (Li et al., 2024b). More details on training
data are available in Appendix A. Specifically, dur-
ing supervised fine-tuning, the training data are
organized in a retrieval-style format, where each
instance contains a query, a corresponding task in-
struction, a positive passage, and mined hard nega-
tives. To enable instruction-aware embedding learn-
ing, we prepend the task instruction to the query
side following the instruction-aware training proto-
col commonly used by LLM-based embedders:

qinst = 〈Instruct〉 {task definition}
〈query〉 {q} (13)

Evaluation. We evaluate BITEMBED on Mas-
sive Multilingual Text Embedding Benchmark
(MMTEB) (eng, v2) (Enevoldsen et al., 2025),
which is an optimized version of MTEB (Muen-
nighoff et al., 2023). MMTEB covers diverse em-
bedding tasks, including classification, clustering,
pair classification, reranking, retrieval, semantic
textual similarity (STS), and summarization. Fol-
lowing the official metrics, we use accuracy for
classification, V-measure for clustering, average
precision for pair classification, mean average pre-
cision (MAP) for reranking, nDCG@10 for re-
trieval, and Spearman correlation for STS and sum-
marization. Meanwhile we also evaluate the run-
time efficiency of models using the BitNet infer-
ence framework1, which reports the token through-
put (tokens per second) on CPU using 8 CPU

1https://github.com/microsoft/BitNet
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Model Cls. Clust. PairCls. Rerank Retr. STS Summ. Avg. Speed

Backbone: Qwen3-0.6B
FP16 teacher 86.37 55.48 82.56 43.89 55.34 81.15 31.87 67.95 364.36
BITEMBED 86.49 55.42 82.30 43.41 54.03 81.15 32.06 67.60 830.50

Backbone: Gemma3-270M
FP16 teacher 86.54 53.85 80.67 43.38 52.97 80.57 28.36 66.71 1181.28
BITEMBED 85.25 53.07 80.47 42.14 51.47 81.09 32.97 66.10 2055.47

Table 1: Main results on MMTEB (eng, v2). We compare BITEMBED with full-precision teacher. Cls., Clust.,
PairCls., Rerank, Retr., STS, Summ., and Avg. denote classification, clustering, pair classification, reranking,
retrieval, semantic textual similarity, summarization, and the overall average across all tasks, respectively. “speed"
denotes the token throughput of models on CPU with 8 threads.

threads with a sequence length of 128. The evalua-
tion instructions are provided in Appendix B. Since
our goal is to study performance-preserving quan-
tization for LLM-based text embedding, we com-
pare our BITEMBED with an FP16 model based on
the same backbone which is fine-tuned directly on
the same supervised fine-tuning data, rather than
comparing against unrelated large-scale embedding
systems.

Implementation details. We use a batch size of
128 for supervised fine-tuning, and set τ in Eq 4,
5 and 6 as 0.02. The number of hard negatives in
supervised fine-tuning data is set as 7. For each
backbone, the full-precision teacher is trained on
the supervised data using a learning rate of 5e-6,
and for BITEMBED, the learning rate of distillation-
based supervised fine-tuning is set as 3e-5. The
coefficient of similarity-distribution distillation is
set to λs = 0.2, and the coefficient of multi-head
attention distillation is set to λa = 104. Following
MiniLM-style distillation (Wang et al., 2020), we
distill attention relations from a single transformer
layer, where we use layer 18 in the Qwen3-0.6B
and layer 10 in the Gemma3 270M.

4.2 Main Results

Overall performance. We compare BITEMBED

with the full precision teacher baselines on Qwen3-
0.6B and Gemma3-270M, and report the average
score for each MMTEB (eng, v2) task category
and the overall average score across all tasks in
Table 1. The detailed results on individual tasks are
provided in the Appendix C.1. Furthermore, for
the multilingual scenarios, we also conduct experi-
ments and evaluate on multilingual MMTEB. The
experiment details are provided in Appendix C.2.
Table 1 shows that despite using an extreme low-bit
embedding backbone, BITEMBED remains largely

1 2 4 8 16
Output embedding precision (bits)

63

64

65

66

67

68

M
M

TE
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(e
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, v
2)

 p
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rm
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64.43

64.90

67.45 67.55 67.60

63.01
63.24

65.96 66.11 66.10

Qwen3-0.6B
Gemma3-270M
Qwen3 FP16 teacher
Gemma3 FP16 teacher

Figure 1: Performance-precision trade-off of BITEM-
BED on Qwen3-0.6B and Gemma3-270M. We report
the average MMTEB (eng, v2) performance of 1-, 2-,
4-, 8-, and 16-bit output embeddings of BITEMBED.

comparable to the full-precision teacher across both
backbones. On Qwen3-0.6B, BITEMBED achieves
67.60, only 0.35 points lower than the FP16 teacher.
On Gemma3-270M, BITEMBED obtains 66.10,
closely matching the teacher score of 66.71. These
small gaps indicate that BitNet-style backbone con-
version, when coupled with contrastive adaptation
and teacher-guided distillation, can recover most
of the semantic representation quality required by
text embedding tasks.

Meanwhile, BITEMBED substantially improves
inference efficiency. On CPU with 8 threads,
BITEMBED improves token throughput from
364.36 to 830.50 tokens/s on Qwen3-0.6B and
from 1181.28 to 2055.47 tokens/s on Gemma3-
270M, achieving approximately 2× higher CPU
token throughput on both backbones. These results
show that the practical utility of BITEMBED in
computationally limited scenarios. An additional
analysis of runtime efficiency under different set-
tings is provided in Appendix D.
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Variant Cls. Clust. PairCls. Rerank Retr. STS Summ. Avg.

BITEMBED 86.49 55.42 82.30 43.41 54.03 81.15 32.06 67.60
w/o. SubLN 85.31 52.80 79.90 41.16 51.01 79.57 31.34 65.48
w/o. AD 85.70 53.21 82.56 41.85 52.89 80.50 30.19 66.49
w/o. SD 86.12 52.95 82.53 42.23 51.40 81.40 29.97 66.37
w/o. SD & AD 85.17 52.20 79.48 42.23 49.42 78.88 29.07 64.76
w/o. CPT 84.99 52.84 79.02 41.31 48.00 80.26 30.84 64.77
BitNet SFT 77.72 48.79 72.77 40.39 39.73 75.35 29.13 58.92

Table 2: Ablation study on Qwen3-0.6B with 16-bit output embeddings. CPT, SD, and AD denote continual
pre-training, similarity-distribution distillation, and attention-relation distillation, respectively. BitNet SFT denotes
supervised fine-tuning after BitNet conversion, without continual pre-training and distillation.

1 2 4 8 BITEMBED

Cls.

Clust.

PairCls.

Rerank

Retr.

STS

Summ.

Ta
sk

 ty
pe

-0.80 -0.72 -0.30 -0.30 +0.12

-2.47 -2.17 -0.18 -0.02 -0.06

-1.59 -1.42 -0.10 0.00 -0.26

-2.43 -1.80 -0.22 +0.05 -0.48

-8.18 -6.86 -0.17 0.00 -1.31

-1.40 -1.23 -0.03 +0.01 0.00

-0.17 -0.24 +0.05 +0.09 +0.19
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Figure 2: Task-type sensitivity on MMTEB (eng, v2).
Columns 1, 2, 4, and 8 report the performance differ-
ences relative to the 16-bit embedding obtained from
BITEMBED under lower precision. The BITEMBED col-
umn reports performance differences between BITEM-
BED and the full-precision teacher.

Multi-precision embedding performance. Fig-
ure 1 further demonstrates the effect of output em-
bedding precision. With multi-precision training, a
single BITEMBED checkpoint supports multiple
output embedding storage precisions and there-
fore offers a controllable trade-off between em-
bedding quality and vector-index cost. The 8-bit
and 4-bit embeddings are nearly lossless compared
with the 16-bit branch on both backbones. These
results show that moderate output quantization

can substantially reduce storage without materi-
ally changing downstream embedding quality. Un-
der more aggressive compression, the 1-bit and
2-bit output embeddings still preserve usable per-
formance, achieving 64.43 and 64.90 on Qwen3-
0.6B and 63.01 and 63.24 on Gemma3-270M. Al-
though these settings introduce larger quantization
noise, they reduce the storage by roughly 16× and
8× compared with full precision, making them
attractive for storage-constrained retrieval scenar-
ios. Overall, the multi-precision training strategy
enables practitioners to select an embedding pre-
cision according to deployment constraints while
retaining most of the semantic utility of the orig-
inal embedding. Detailed experiments results for
different embedding precisions are provided in Ap-
pendix C.3.

4.3 Ablation Study

We conduct ablations on Qwen3-0.6B to quantify
the contribution of each component. Table 2 re-
ports results with 16-bit output embeddings on
MMTEB (eng, v2). As shown, removing SubLN re-
duces the average score from 67.60 to 65.48, show-
ing that the additional normalization modules are
important for stabilizing extreme low-bit embed-
ding training. Meanwhile, distillation also plays
a critical role. Removing attention-relation and
similarity-distribution distillation respectively re-
duces the average score to 66.49 and 66.37, and
removing both causes a larger drop to 64.76, in-
dicating that teacher guidance is important for re-
covering the representation quality of the low-bit
embedder. Continual contrastive pre-training is
similarly critical. Without it, the performance of
BITEMBED drops to 64.77, which demonstrates
that continual pre-training rebuilds a broad seman-
tic space after extreme quantization. Finally, di-
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rectly fine-tuning the converted BitNet-style back-
bone without continual pre-training and distillation
achieves only 58.92 average score, indicating that
extreme low-bit conversion substantially disrupts
the embedding space and cannot be recovered by
supervised fine-tuning alone.

4.4 Analysis

Task-type sensitivity to quantization. To under-
stand the task-level sensitivity of the extreme low-
bit BITEMBED, we compare BITEMBED with the
full-precision teacher across different task types.
As shown in the right column of Figure 2, the
BITEMBED remains close to the teacher on most
task types, and even improves on some categories
such as classification and summarization. The re-
maining gaps are more substantial on retrieval,
which is typically harder with encoding longer
documents and further embedding matching. Nev-
ertheless, BITEMBED still maintains strong per-
formance, suggesting that BitNet-style backbone
quantization preserves most of the semantic struc-
ture needed by LLM-based embedders.

Then we analyze the sensitivity introduced by
quantizing output embeddings of BITEMBED. The
1-, 2-, 4-, and 8-bit columns in Figure 2 report dif-
ferences relative to the original 16-bit embedding
obtained from BITEMBED. Retrieval is again the
most sensitive task type. In contrast, classification,
pair classification, and STS are more stable. This
suggests that extreme low-bit output embeddings
may mainly affect the fine-grained information re-
quired by retrieval, while still retaining sufficient
semantic for tasks that rely on broader semantic
separation. For retrieval tasks, we further analyze
an asymmetric setting that keeps query embeddings
in FP16 while varying the precision of document
embeddings, as detailed in Appendix E. Overall,
BITEMBED preserves overall semantic structure
even at very low precision; with moderate low-bit
quantization, it can retain performance across all
task types while substantially reducing embedding
storage cost.

Effect of attention-relation distillation layer
We further study the strategies for selecting the
attention-relation distillation layer. Figure 3 reports
the average MMTEB (eng, v2) performance when
distilling attention relations from different layers.
For Qwen3-0.6B, performance improves substan-
tially from earlier layers to the middle-later layers
and peaks at layer 18. For Gemma3-270M, the best
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Figure 3: Effect of the attention-relation distillation
layer selection. Qwen3-0.6B is evaluated on even layers
from 2 to 28, while Gemma3-270M is evaluated on even
layers from 2 to 18.

results are obtained around layers 10 and 12, while
earlier layers are consistently weaker. This trend
is consistent across the two backbones: middle-
to-later layers provide more effective distillation
signals. One possible explanation is that compared
to earlier layers which mainly encode local lexical
or syntactic patterns, middle-to-later layers better
capture the semantic interactions that determine
the final embedding space. Very late layers do not
always improve performance further, suggesting
that the most useful relation information for em-
bedding distillation lies in the semantically rich but
not overly specialized part of the network.

Effect of Multi-precision Embedding Training
To explore the effect of multi-precision embedding
training, we further compare multi-precision em-
bedding training with a post-hoc quantization base-
line that directly quantizes embeddings without
exposing the model to multiple precisions during
training. Table 3 reports results on Qwen3-0.6B,
and detailed results are provided in Appendix C.4.
Multi-precision training consistently improves per-
formance, with larger gains at 1-, 2-, and 4-bit
settings. The improvement is particularly visible
on retrieval, where our method improves 1-bit and
2-bit embeddings by 2.64 and 3.10 points, respec-
tively. The comparison shows that by exposing
BITEMBED to multiple embedding precisions dur-
ing optimization, BITEMBED learns embeddings
whose similarity structure is more robust.

Comparison with Matryoshka Representa-
tion Learning We further compare BITEM-
BED with Matryoshka Representation Learning
(MRL) (Kusupati et al., 2022), which supports flex-
ible storage by training nested prefix dimensions
of the output embedding representation. We con-
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Bits BITEMBED Post Retr.BITEMBED Retr.Post

1 64.43 63.71 45.85 43.21
2 64.90 64.03 47.17 44.07
4 67.45 66.31 53.86 53.05
8 67.55 67.29 54.03 53.58
16 67.60 67.31 54.03 53.55

Table 3: Effect of multi-precision embedding training
on Qwen3-0.6B. “Post” denotes post-hoc embedding
quantization without multi-precision training.
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Figure 4: Comparison between BITEMBED and MRL.
The 1/X means the storage budget is 1/X of the origi-
nal output embedding. The corresponding BITEMBED
precisions are 1, 2, 4, 8, and 16 bits, while correspond-
ing MRL dimensions are 64, 128, 256, 512, and 1024.

duct experiments on Qwen3-0.6B, whose output
embedding dimension is 1024, and we set the MRL
dimensions to 64, 128, 256, 512, and 1024, match-
ing the storage costs of the 1-, 2-, 4-, 8-, and 16-bit
output embeddings of BITEMBED respectively for
a fair comparison under the same embedding stor-
age budgets. As shown in Figure 4, BITEMBED

achieves better performance under all other storage
budgets. Although MRL is better at the 1/8 storage
setting, outperforming BITEMBED by 0.44, at the
1/16, 1/4, 1/2, and full-storage settings, BITEMBED

improves the average MMTEB score over MRL by
1.08, 1.27, 0.72, and 0.30 points. These results
suggest that compared with MRL, BITEMBED can
keep the complete embedding space and learns to
make it robust under low-bit reconstruction, allow-
ing more semantic factors to participate in similar-
ity computation even when the storage budget is
small. Therefore, under the same storage budgets,
our proposed multi-precision embedding quantiza-
tion provides a more effective trade-off between
embedding quality and storage efficiency.

5 Conclusion

In this paper, we presented BITEMBED, an ex-
treme low-bit framework for LLM-based text em-

beddings that jointly addresses encoding efficiency
and embedding storage. BITEMBED converts
pretrained LLM backbones into BitNet-style em-
bedders, adapting with continual contrastive pre-
training, and improves representation capabili-
ties through supervised contrastive learning with
similarity-distribution and attention-relation distil-
lation. Furthermore BITEMBED supports multi-
precision output embeddings, enabling a single
model to serve different storage budgets. Experi-
ments on MMTEB (eng, v2) show that BITEMBED

remains close to full-precision teachers, suggest-
ing that extreme low-bit training is a promising
direction for efficient semantic representation.

6 Limitation

There are several limitations in our work. Firstly,
our experiments focus on two LLM backbones,
Qwen3-0.6B and Gemma3-270M. Although the re-
sults show consistent trends across different model
families, broader validation on more backbones is
needed. Second, extrame low output precisions,
especially 1-bit and 2-bit embeddings, still show
noticeable degradation on retrieval-oriented tasks,
indicating that fine-grained ranking remains sen-
sitive to aggressive vector quantization. Finally,
BITEMBED relies on a full-precision teacher and
multi-stage training, which introduces additional
training cost before deployment.
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A Training Data

Following BGE-en-ICL (Li et al., 2024b), our train-
ing data contains retrieval, reranking, classification,
clustering, and STS tasks:

• Retrieval: ELI5(Fan et al., 2019), Hot-
potQA(Yang et al., 2018), FEVER(Thorne
et al., 2018), MSMARCO passage and
document ranking(Nguyen et al., 2016),
NQ(Karpukhin et al., 2020), NLI(Gao et al.,
2021), SQuAD(Karpukhin et al., 2020), Triv-
iaQA(Karpukhin et al., 2020), Quora Dupli-
cate Questions(DataCanary et al., 2017), Ar-
guana(Wachsmuth et al., 2018), FiQA(Maia
et al., 2018).

• Reranking: SciDocsRR (Cohan et al., 2020),
StackOverFlowDupQuestions (Liu et al.,
2018).

• Classification: AmazonReviewsClassifica-
tion (McAuley and Leskovec, 2013), Amazon-
CounterfactualClassification (O’Neill et al.,
2021), Banking77Classification (Casanueva
et al., 2020), EmotionClassification (Saravia

12845

https://arxiv.org/abs/2506.05176
https://arxiv.org/abs/2506.05176
https://proceedings.iclr.cc/paper_files/paper/2026/file/6082359ffba504842a41da0d6a3cffe2-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2026/file/6082359ffba504842a41da0d6a3cffe2-Paper-Conference.pdf
https://proceedings.iclr.cc/paper_files/paper/2026/file/6082359ffba504842a41da0d6a3cffe2-Paper-Conference.pdf


Task Name Instruction Template

ArguAna Given a claim, find documents that refute the claim.
CQADupstackGamingRetrieval Given a question, retrieve detailed question descriptions from Stackexchange

that are duplicates to the given question.
CQADupstackUnixRetrieval Given a question, retrieve detailed question descriptions from Stackexchange

that are duplicates to the given question.
ClimateFEVER Given a claim about climate change, retrieve documents that support or refute

the claim.
FEVERHardNegatives Given a claim, retrieve documents that support or refute the claim
FiQA2018 Given a financial question, retrieve user replies that best answer the question.
HotpotQAHardNegatives Given a multi-hop question, retrieve documents that can help answer the question
SCIDOCS Given a scientific paper title, retrieve paper abstracts that are cited by the given

paper.
TRECCOVID Given a query on COVID-19, retrieve documents that answer the query.
Touche2020Retrieval.v3 Given a question, retrieve detailed and persuasive arguments that answer the

question
STS* Retrieve semantically similar text.
SummEvalSummarization.v2 Given a news summary, retrieve other semantically similar summaries.
AmazonCounterfactualClassification Classify a given Amazon customer review text as either counterfactual or not-

counterfactual.
Banking77Classification Given a online banking query, find the corresponding intents.
ImdbClassification Classify the sentiment expressed in the given movie review text from the IMDB

dataset.
MTOPDomainClassification Classify the intent domain of the given utterance in task-oriented conversation.
MassiveIntentClassification Given a user utterance as query, find the user intents.
MassiveScenarioClassification Given a user utterance as query, find the user scenarios.
ToxicConversationsClassification Classify the given comments as either toxic or not toxic.
TweetSentimentExtractionClassification Classify the sentiment of a given tweet as either positive, negative, or neutral.
ArXivHierarchicalClusteringP2P Identify the main and secondary category of Arxiv papers based on the titles and

abstracts.
ArXivHierarchicalClusteringS2S Identify the main and secondary category of Arxiv papers based on the titles.
BiorxivClusteringP2P.v2 Identify the main category of Biorxiv papers based on the titles and abstracts.
MedrxivClusteringP2P.v2 Identify the main category of Medrxiv papers based on the titles and abstracts.
MedrxivClusteringS2S.v2 Identify the main category of Medrxiv papers based on the titles.
StackExchangeClustering.v2 Identify the topic or theme of StackExchange posts based on the titles.
StackExchangeClusteringP2P.v2 Identify the topic or theme of StackExchange posts based on the given para-

graphs.
TwentyNewsgroupsClustering.v2 Identify the topic or theme of the given news articles
SprintDuplicateQuestions Retrieve duplicate questions from Sprint forum.
TwitterSemEval2015 Retrieve tweets that are semantically similar to the given tweet.
TwitterURLCorpus Retrieve tweets that are semantically similar to the given tweet.
AskUbuntuDupQuestions Retrieve duplicate questions from AskUbuntu forum.
MindSmallReranking Retrieve relevant news articles based on user browsing history.

Table 4: Task instructions for MMTEB.

et al., 2018), TweetSentimentExtractionClas-
sification (Maggie et al., 2020), MTOPIntent-
Classification (Li et al., 2020), IMDBClassifi-
cation (Maas et al., 2011), ToxicConversation-
sClassification (Enevoldsen et al., 2025).

• Clustering: Arxiv / Biorxiv / Medrxiv / Reddit
/ StackExchange Clustering S2S/P2P, Twen-
tyNewsgroupsClustering (Lang, 1995).

• STS: STS12 (Agirre et al., 2012),
STS22 (Chen et al., 2022), STS-
Benchmark (Cer et al., 2017).

The total training set includes 2.1 million sam-
ples.

B Evaluation Details

The instruction for evaluation on MMTEB (eng,
v2) is shown in Table 4.

C Performance on MMTEB

C.1 Performance Details on MMTEB (eng,
v2)

The experiments results of BITEMBED and teacher
models based on Qwen3-0.6B and Gemma3-270M
across all tasks on MMTEB (eng, v2) are available
in Table 5.

C.2 Performance on Multilingual MMTEB
We demonstrate the performance on multilingual
MMTEB of BITEMBED based on Qwen3-0.6B
and Gemma3-270M in Table 6. In multilingual
scenarios, we conduct BitNet-style quantization
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Dataset BITEMBEDQwen3 TeacherQwen3 BITEMBEDgemma3 Teachergemma3

AmazonCounterfactualClassification 92.19 92.53 91.55 91.80
ArXivHierarchicalClusteringP2P 64.10 64.43 61.56 61.99
ArXivHierarchicalClusteringS2S 59.97 62.10 58.89 58.97
ArguAna 62.81 66.14 54.77 64.51
AskUbuntuDupQuestions 58.72 58.32 56.40 59.09
BIOSSES 85.50 86.78 83.42 81.82
Banking77Classification 89.13 88.24 85.25 89.64
BiorxivClusteringP2P.v2 50.62 50.46 49.35 47.47
CQADupstackGamingRetrieval 54.94 54.90 47.80 52.19
CQADupstackUnixRetrieval 37.19 41.83 30.39 37.37
ClimateFEVERHardNegatives 42.38 41.61 38.00 41.74
FEVERHardNegatives 88.78 89.35 89.41 88.45
FiQA2018 39.63 44.37 37.14 38.31
HotpotQAHardNegatives 70.84 73.24 71.71 73.84
ImdbClassification 95.07 95.22 94.79 94.49
MTOPDomainClassification 97.11 96.84 95.56 97.60
MassiveIntentClassification 73.90 73.75 71.52 73.98
MassiveScenarioClassification 77.62 76.72 74.02 78.04
MedrxivClusteringP2P.v2 47.42 46.79 44.80 45.04
MedrxivClusteringS2S.v2 44.70 44.25 40.44 40.80
MindSmallReranking 28.09 29.47 27.87 27.69
SCIDOCS 21.33 23.28 20.27 22.00
SICK-R 80.66 80.46 80.63 79.94
STS12 78.15 74.39 77.00 76.75
STS13 81.38 82.25 81.16 80.50
STS14 78.60 79.33 78.70 78.33
STS15 87.28 86.72 87.18 85.97
STS17 89.23 90.01 89.59 89.99
STS22.V2 65.78 66.04 67.70 67.37
STSBenchmark 83.80 84.47 84.12 84.42
SprintDuplicateQuestions 96.71 95.89 94.97 92.88
StackExchangeClustering.v2 71.55 73.78 68.82 70.44
StackExchangeClusteringP2P.v2 45.40 44.39 45.85 46.98
SummEvalSummarization.v2 32.06 31.87 32.97 28.36
TRECCOVID 67.65 65.13 73.22 57.57
Touche2020Retrieval.v3 54.74 53.87 52.02 53.72
ToxicConversationsClassification 89.17 90.62 91.69 90.69
TweetSentimentExtractionClassification 77.64 77.06 77.64 76.10
TwentyNewsgroupsClustering.v2 59.57 57.07 54.83 59.11
TwitterSemEval2015 66.91 66.54 62.52 64.81
TwitterURLCorpus 84.30 85.26 83.91 84.30
avg 67.60 67.95 66.10 66.71

Table 5: Detail results in MMTEB (eng, v2).

based on the backbone models, and conduct contin-
ual pre-training following multilingual E5 (Wang
et al., 2024b). Then we conduct distillation-based
superivised fine-tuning utilizing the traning data
same as harrier-oss-v12.

C.3 Multi-precision embedding performance
on MMTEB (eng, v2)

We demonstrate the performance on MMTEB (eng,
v2) of BITEMBED with multi-precision output em-
beddings in Table 7.

2https://huggingface.co/microsoft/harrier-oss-v1-0.6b

C.4 Performance of post-hoc quantization
baselines on MMTEB (eng, v2)

We demonstrate the performance on MMTEB (eng,
v2) of post-hoc quantization baseline with multi-
precision output embeddings in Table 8.

D Analysis of Runtime Efficiency

The reported runtime efficiency in Section 4.2 is
measured on an Intel Xeon Platinum 8358P CPU
@ 2.60 GHz, using 8 CPU threads and a sequence
length of 128. Throughput is reported in tokens per
second. We additionally evaluate the throughput
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Model Bitext Cls. Clust. PairCls. Rerank Retr. STS Avg.

Backbone: Qwen3-0.6B
FP16 teacher 82.85 73.88 54.00 82.07 63.16 70.15 77.09 69.00
BITEMBEDmultilingual 81.47 72.65 53.06 80.47 62.12 68.33 74.97 67.49

Backbone: Gemma3-270M
FP16 teacher 81.54 71.84 52.51 80.12 61.90 66.38 75.35 66.55
BITEMBEDmultilingual 80.47 71.09 52.37 79.72 60.50 66.71 74.35 66.26

Table 6: Performance of BITEMBED on multilingual MMTEB based on Qwen3-0.6B and Gemma3-270M.

Model Cls. Clust. PairCls. Rerank Retr. STS Summ. Avg.

Backbone: Qwen3-0.6B
BITEMBED-1bit 85.69 52.95 80.71 40.98 45.85 79.75 31.89 64.43
BITEMBED-2bit 85.77 53.25 80.88 41.61 47.17 79.92 31.82 64.9
BITEMBED-4bit 86.19 55.24 82.2 43.19 53.86 81.12 32.11 67.45
BITEMBED-8bit 86.19 55.4 82.3 43.46 54.03 81.16 32.15 67.55
BITEMBED-16bit 86.49 55.42 82.30 43.41 54.03 81.15 32.06 67.60

Backbone: Gemma3-270M
BITEMBED-1bit 83.83 51.15 79.36 40.55 42.53 81.05 29.84 63.01
BITEMBED-2bit 83.91 51.25 79.64 41.19 43.22 80.88 30.30 63.24
BITEMBED-4bit 84.99 52.23 80.91 42.17 51.11 81.16 32.55 65.96
BITEMBED-8bit 85.26 53.07 80.47 42.25 51.50 81.09 32.96 66.11
BITEMBED-16bit 85.25 53.07 80.47 42.14 51.47 81.09 32.97 66.10

Table 7: Performance on MMTEB (eng, v2) across multi-precision output embeddings of BITEMBED. The “-bbit"
denotes the output embeddings of BITEMBED are stored and scored at b-bit precision.

across different sequence lengths on the same plat-
form, and the results are shown in Table 9, which
demonstrates that BITEMBED consistently outper-
forms the FP16 models across all settings.

E Analysis of Asymmetric Retrieval

To further explore whether the retrieval degrada-
tion under extreme document compression can be
mitigated, we tune BITEMBED under an asymmet-
ric retrieval setting on Qwen3-0.6B where query
embeddings remain in FP16 while varying the pre-
cision of document embeddings. We evaluate the
performance on the retrieval tasks of MMTEB (eng,
v2). As shown in Table 10, asymmetric search im-
proves 1-bit and 2-bit retrieval by 2.80 and 2.10
points respectively, confirming its usefulness un-
der extreme document compression, while it is not
uniformly better at higher precision. This demon-
strates that our proposed framework performs bet-
ter at higher precision, particularly regarding the
trade-off between performance and efficiency in
the context of 4-bit quantization.

12848



Model Cls. Clust. PairCls. Rerank Retr. STS Summ. Avg.

Post-1bit 85.37 52.91 81.3 39.24 43.21 79.93 32.19 63.71
Post-2bit 85.52 53.12 81.26 39.94 44.07 80.11 30.63 64.03
Post-4bit 85.15 54.45 82.43 42.69 53.05 80.88 29.71 66.31
Post-8bit 86.46 54.86 82.52 42.73 53.58 80.94 30.95 67.29
Post-16bit 86.46 55.06 82.52 42.68 53.55 80.94 30.93 67.31

Table 8: Performance on MMTEB (eng, v2) across multi-precision output embeddings of post-hoc quantization
baseline whose baskbone model is Qwen3-0.6B. The “-bbit" denotes the output embeddings of baseline are stored
and scored at b-bit precision.

Sequence length Qwen3-0.6B Gemma3-270M

FP16 Model BITEMBED Speedup FP16 Model BITEMBED Speedup

128 364.36 830.50 2.28× 1181.28 2055.47 1.74×
256 376.89 769.07 2.04× 1133.20 2106.67 1.86×
512 293.73 637.65 2.17× 1098.13 1959.07 1.78×
1024 271.11 532.96 1.97× 1121.41 1696.12 1.51×
2048 230.65 400.98 1.74× 957.20 1338.88 1.40×

Table 9: Runtime efficiency of FP16 model and BITEMBED based on Qwen3-0.6B and Gemma3-270M across
different sequence lengths. Throughput is measured in tokens/s using 8 CPU threads.

Doc. Precision Symmetric Asymmetric

1 bit 45.85 48.65
2 bit 47.17 49.27
4 bit 53.86 52.59
8 bit 54.03 52.99
16 bit 54.03 52.99

Table 10: Retrieval performance under symmetric and
asymmetric settings across different document embed-
ding precisions.
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