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Abstract

Recently, large language models (LLMs) have
demonstrated excellent performance on gen-
eral information retrieval tasks, which encode
query and document into an embedding vec-
tor representing semantic information respec-
tively. However, single-vector representations
often fail to capture the multifaceted semantics
of informative documents, limiting the adapt-
ability across diverse scenarios. To address
this, we propose PRISM (multi-PeRspectlve
Semantic inforMation retrieval), a novel frame-
work that leverages LLMs’ implicit reasoning
capabilities to extract and structure diverse se-
mantic perspectives. PRISM introduces query-
aware semantic fusion to dynamically integrate
relevant perspectives during retrieval through
weighted query embedding interactions. Fur-
thermore, we propose the contrastive seman-
tic diversification, a training mechanism that
disperses semantic embeddings to maximize
perspective diversity. Evaluated on the English
retrieval subsets of massive multilingual text
embedding benchmark (MMTEB), PRISM
achieves state-of-the-art general results com-
pared with models trained exclusively on public
data.

1 Introduction

Information retrieval has played a pivotal
role in real-world applications such as web
search (Nguyen et al., 2016), question answer-
ing (Chen and Yih, 2020) and retrieval-augmented
generation (RAG) system (Zhao et al., 2024a).
Over the past decade, dense retrieval has emerged
as a key paradigm in information retrieval with
the advancement of pre-trained models (Karpukhin
et al., 2020; Xiong et al., 2020; Zhao et al., 2024b).
A typical dense retrieval system adopts a bi-encoder
architecture to encode each query and document
into a single representation embedding indepen-
dently. Relevance is then estimated by a similarity
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measure (e.g. cosine similarity) between these em-
beddings, enabling efficient first-stage retrieval in
information retrieval systems. This paradigm, ex-
emplified by models like DPR (Karpukhin et al.,
2020) and various BERT-based retrievers, has
demonstrated substantial gains over traditional
term-based methods such as TF-IDF and BM25
in capturing semantic meaning.

More recently, the emergence of large language
models (LLMs) has further transformed the re-
trieval landscape. LLMs possess strong reasoning
abilities and an extensive knowledge base, making
them powerful embedding generators (Lei et al.,
2024; Zhang et al., 2024; Li et al., 2024; Zhuang
et al., 2024). To further tailor these embeddings
to retrieval, some works fine-tune LLLM encoders
with contrastive objectives on query—document
pairs, yielding stronger alignment and discrimi-
nation (Wang et al., 2024; Li et al., 2025; Ji et al.,
2025). Based on these, progress has been made
along multiple dimensions, such as enhancing train-
ing data (Wang et al., 2024; Zhang et al., 2025b),
optimizing model structure (Lee et al., 2025; Muen-
nighoff et al., 2024), and improving training objec-
tives (BehnamGhader et al., 2024; Lee et al., 2024).
Together, these approaches have achieved impres-
sive empirical results and driven rapid adoption of
LLM-based retrievers in both academic research
and industrial applications.

However, despite growing progress, a key limi-
tation remains: the single-vector paradigm. Most
LLM-based retrievers still reduce queries and doc-
uments into one embedding vector each. This
paradigm imposes theoretical limitations (Weller
et al., 2025), and constrains a retriever to encode
documents, where a single vector struggles to cap-
ture the full range of semantics in information-rich
documents, especially those that embody multi-
ple perspectives relevant to different user queries.
As shown in Figure 1, documents often encom-
pass heterogeneous facets such as factual content,
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The Apollo Program was a NASA project from 1961 to
1972 that aimed to land humans on the Moon. Apollo
11 succeeded in 1969, with Neil Armstrong and Buzz
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: Why did the United States start the Apollo Program?

: The program was part of the Cold War space race and

Aldrin walking on the surface while Michael Collins
stayed in orbit. The program was part of the Cold
War space race and followed President Kennedy’s 1961
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: Who were the astronauts of Apollo 11 and what did they do?

: Neil Armstrong and Buzz Aldrin, and They walked on the surface.

speech promising a lunar landing. It also led to

major technological advances such as the Saturn V
rocket. Apollo missions
Although it

v

: What role did the Saturn V rocket play in Apollo?

w

: It was the major technological advances.

was a milestone in human spaceflight, Apollo ended
in 1972 due to high costs. Its legacy continues to
influence modern missions like Artemis.
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Figure 1: An example demonstrating the multi-perspective semantic document. Documents may contain diverse

semantics and correspond to multiple different queries.

contextual background and so on, that cannot be
faithfully preserved in a single representation. As
a consequence, even strong LLM-based retrievers
can under-retrieve relevant documents when a sin-
gle embedding fails to capture their full semantics,
leading to query—document mismatches.

Some studies have explored multi-vector or
multi-view representations (Khattab and Zaharia,
2020; Gao et al., 2021a; Liao et al., 2023). These
approaches generate multiple embeddings for text
either by simply adding additional special to-
kens (Zhang et al., 2022) or using token-level
embedding directly (Khattab and Zaharia, 2020),
thereby capturing richer semantics and enabling
fine-grained query—document matching. Although
these models improve over single-vector retrievers,
they are generally built upon BERT-like discrimi-
native encoders. Their mechanisms for capturing
diversity are shallow (e.g., token-level pooling) and
insufficient for exploiting reasoning potential of
LLMs. As a result, their ability to model multi-
perspective semantics remains limited.

To resolve the above challenge, in this paper, we
propose PRISM (Multi-PeRspectlve Semantic in-
forMation Retrieval), a novel LLM-based retrieval
framework designed to overcome the bottlenecks
of single-vector encoders. PRISM explicitly mod-
els documents as a set of multi-perspective em-
beddings, each intended to capture a distinct se-
mantic facet. To construct these representations,
PRISM leverages LLMs’ reasoning abilities, where
instead of relying on surface-level token augmen-
tations, we instruct the LLM to infer and encode
multiple perspectives of a document. During re-
trieval, a query interacts with these perspective
vectors and the resulting evidence is aggregated
in a query-aware fusion strategy, ensuring that the
perspectives relevant to the query dominate the rel-
evance score. To enhance representation diversity,
we introduce contrastive semantic diversification,

a training objective that disperses a document’s
perspective embeddings across complementary re-
gions of the semantic space.

Experiment results on the English retrieval sub-
sets of massive multilingual text embedding bench-
mark (MMTEB) (Enevoldsen et al., 2025) demon-
strate our model achieves state-of-the-art compared
with models trained exclusively on public data. Ex-
tensive analysis further verifies the effectiveness of
the different strategies we proposed. Our contribu-
tions are threefold:

* We propose PRISM, a LL.M-based retriever
that captures multi-perspective semantic of
document to enhance the document represen-
tation embeddings leveraging the reasoning
capabilities of LLM, and addresses the inher-
ent capacity limits of single-vector encoders.

* We design a query-aware fusion mechanism
and contrastive semantic diversification objec-
tive, which utilizes multiple semantic views
more robustly and further optimizes represen-
tation diversity of different semantic views.

* We conduct extensive experiments and analy-
sis on widely used benchmarks to demonstrate
the effectiveness of our proposed model.

2 Related Works

2.1 Multi-vector Retrieval

Multi-vector retrieval aims to preserve richer se-
mantics by representing texts with multiple em-
beddings (Humeau et al., 2020; Liao et al., 2023).
CoIBERT (Khattab and Zaharia, 2020) introduced
the late interaction paradigm, where queries and
documents are decomposed into token-level embed-
dings, and relevance is computed through a sum of
maximum token similarities. This design maintains
fine-grained semantic alignment.
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Building on this, subsequent work explored ef-
ficiency and structural constraints. COIL (Gao
et al., 2021a) restricts interactions to exact lexical
matches, drastically reducing computation while
retaining contextual embeddings. MVR (Zhang
et al., 2022) explores to explicitly construct multi-
view document representations, which generates
several semantic views of a document and measures
query—document similarity by taking the maximum
similarity across all query—view pairs. These devel-
opments demonstrate a sustained effort to combine
expressiveness of multi-vector representations with
the efficiency required for information retrieval.

2.2 LLM-based Retrieval

With the development of pre-trained models
(PTMs), information retrieval based on PTMs has
gradually improved (Yu et al., 2022; Li et al,,
2023b). Before the era of LLMs, numerous works
leveraged PTMs such as BERT (Devlin et al.,
2019) as backbones to implement retrieval meth-
ods. Recently, the emergence of LLMs has fur-
ther expanded this paradigm, enabling retrieval sys-
tems to directly exploit extensive world knowledge
of LLMs. Early explorations used decoder-only
LLMs as embedding generators, typically repre-
senting text by the last token’s hidden state or pool-
ing operations (Muennighoff, 2022; Su et al., 2023;
Wang et al., 2024; Tao et al., 2024).

Further, some works adapt advanced strategies to
improve performance (BehnamGhader et al., 2024;
Lee et al., 2025; Lei et al., 2025; Yan et al., 2025; Ji
et al., 2025). BGE-en-ICL (Li et al., 2025) uses in-
context-learning strategy, which adds task-related
few-shot examples to query during encoding, to
produce high-quality text embeddings. Qwen3-
embedding (Zhang et al., 2025b) designs effective
data synthesis strategies, synthesizes large amounts
of data and train model embedding capabilities
through multi-stage optimizing.

LLM-based retrieval models have achieved
strong performance across various tasks. How-
ever, existing methods mostly focus on utilizing
a single embedding to represent semantically in-
formative documents, and cannot fully utilize the
powerful reasoning capabilities of LLMs. To this
end, our method instructs LLM to infer the multi-
perspective semantics of documents and designs
query-aware fusion and contrastive semantic diver-
sification strategies to improve the effectiveness of
document semantic representation.

3 Methodology

3.1 Preliminaries of LLM-based Dense
Retriever

Task Definition Given a query ¢ and a set
of candidate documents D = {dj,da, - ,dn},
the goal of a retrieval system is to identify the
subset D, that is most relevant to q. Modern
dense retrieval approaches typically follow a bi-
encoder paradigm (Karpukhin et al., 2020), in
which the query and each document are inde-
pendently mapped into a shared latent semantic
space. Formally, the bi-encoder retriever gener-
ates embeddings F(q) and E(d). The relevance
score between query ¢ and document d is then
computed as f(q,d) = (E(q), E(d)), where (-, -)
denotes a lightweight similarity metric, such as
the dot product or cosine similarity (Qu et al.,
2021). Then relevant documents for ¢ are retrieved:

Dy =TopKaep f(q,d).

LLM-based Embedding Generation Dense re-
trievers based on LLMs generally derive repre-
sentations from the final hidden states of LLM:s,
followed by various pooling strategies including
special-token pooling strategy (e.g., (eos)) (Li
et al., 2025), mean pooling strategy averages (Lee
et al., 2024), and attention-weighted pooling strat-
egy (Wang et al., 2024; Lee et al., 2025). These
mechanisms yield a single-vector representation
for each query and document.

3.2 Multi-perspective LLM-based Retriever

As mentioned in previous, LLM-based retriev-
ers typically encode text into a single embedding,
which struggles to preserve the heterogeneous se-
mantics of information rich documents. To address
this limitation, we propose PRISM, a retrieval
framework that explicitly models documents as a
set of multi-perspective embeddings. Meanwhile
PRISM integrates a query-aware fusion strategy
and a contrastive semantic diversification objective
to adaptively align queries with documents while
preserving semantic diversity. Figure 2 demon-
strates the overview of PRISM.

LLM-Instructed Reasoning Unlike prior multi-
ple vector retrieval approaches that rely on shallow
mechanisms such as token-level pooling, PRISM
leverages the reasoning capabilities of LLMs to
encode diverse semantic views of a document.
Specifically, we instruct LLM to generate multi-
ple perspective embeddings explicitly, via append-
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Figure 2: The overview of our proposed multi-perspective LLM-based retriever.

ing an instruction to the document which encour-
ages LLM to reason multiple document semantic
perspectives. Further, this instruction is followed
by the addition of special semantic view tokens,
denoted as {(VIEy), (VIE3), ..., (VIE,)}, where n
represents the number of semantic perspectives,
and each special token serves as an anchor for one
semantic perspective. The prompt we use for en-
coding is:

{Document}

Please summarize the above document from {n}
views to obtain more comprehensive semantic
information:

{(VIE1), (VIE2), ..., (VIE,)}

Each perspective’s embedding is derived from
the last layer’s embedding of these special tokens,
enabling the LLM to produce separate representa-
tions for each perspective. Formally, we denote the
encoding process as:

E,,(d) = LLM({document}; {instruction};
(VIEL), .., (VIE))[— (1 — )]
)
For the query, similar as the previous works (Li
et al., 2025; Ji et al., 2025), each query is encoded
following task-specific instructions, with the final
(eos) token providing the query representation:

E(q) = LLM({task_definition};

{auery}; feos))[~1]

Query-aware Fusion Given the multiple per-
spective embeddings for each document, it is nec-
essary for retriever to design an effective late in-
teraction strategy between the query and these em-
beddings for matching. To this end, we introduce a
query-aware fusion strategy to aggregate the vari-
ous document perspectives, which applies an atten-
tion mechanism to calculate query-aware weights
for each document perspective embedding.

Specifically, we first calculate the cosine simi-
larity between E'(q) and each E,, (d) as the rele-
vance score s; = cos(E(q), Ey,(d)), where these
scores reflect the degree to which each perspective
aligns with the query. We then normalize these
scores with a softmax to obtain attention weights:
~i = softmax(s;/T).

The query-attentive document representation em-
bedding is computed as a weighted sum of perspec-
tive embeddings:

E(dlq) =Y i Ev,(d), 3)
=1

This formulation ensures that the final represen-
tation F(d|q) dynamically emphasizes the views
most pertinent to the query, effectively serving as
a semantic projection of the document into the
query’s context. Finally, the relevance score be-
tween query and document is defined as f(q,d) =
cos(E(q), E(d|q)).

The proposed query-aware fusion strategy miti-
gates the risk of over-relying on a single dominant
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view, and enhances generalization across diverse
retrieval scenarios.

Contrastive Semantic Diversification To align
queries with relevant documents, following stan-
dard practice in dense retrieval, we begin with the
InfoNCE (Oord et al., 2018) loss to optimize LLM-
based retriever, which is widely used in contrastive
learning:

exp(f(q,d"))

Je = o T d™) + > e (a, ),

where d* represents the positive documents for
query, and d~ denotes negative documents which
is typically sampled from both in batch negatives
and hard negatives in training. This objective en-
courages query representation to be closer to its
corresponding positive document than to negatives,
thus driving effective query—document alignment.

However, despite the query-aware fusion enables
effective aggregation of multiple document per-
spectives, the training process still faces a crucial
challenge: semantic collapse. Without explicit con-
straints, the LLM may generate view embeddings
that are highly redundant, causing different per-
spective embeddings to converge toward similar
semantic regions. Such collapse undermines the
benefit of constructing multi-perspective embed-
dings, as different perspectives fail to capture gen-
uinely distinct aspects of a document.

To enforce diversification, inspired by (Zhang
et al., 2022), we introduce an additional contrastive
semantic diversification objective that explicitly
regularizes the semantic views to specialize into
different semantic regions rather than collapsing.
Concretely, for each positive document d*, we
first identify the most relevant view v,,, with re-
spect to the query ¢: v, = argmax, s(q,dy,).

This maximum value view v,, is treated as the
primary alignment target. The remaining views
{v;}j~m are then contrasted against v,,, ensuring
that they capture semantics distinct from the domi-
nant perspective, which encourages different view
embeddings to occupy complementary regions of
the semantic space, thus covering diverse query
intents. We define the diversification loss as:

exp(s(q, dy,))
Zje[l,n] GXp(S(q, d;;))

By applying Js only to positive documents, we
guarantee that there exists semantically meaning-

\75 = lOg (5)

ful contrasted view, avoiding instability caused by
irrelevant negatives.

Finally, the overall training loss combines stan-
dard InfoNCE loss with diversification term:

Teinal = Je + aJs, (6)

where « is a hyperparameter controlling the relative
weight of diversification. Intuitively, 7. ensures
that queries and positive documents are aligned in
latent space, while 7 prevents the multiple views
of a document from collapsing, thereby preserv-
ing semantic richness. As a result, PRISM learns
representations that are both semantically robust
and sufficiently diverse to support retrieval across
heterogeneous user queries.

4 Experiments

4.1 Experiment Setup

Training We use Mistral 7B (Jiang et al., 2023)
as backbone model and train PRISM on the pub-
licly available training data provided by BGE-en-
ICL. More details on training data are available in
Appendix A. For implementation, similar as BGE-
en-ICL, we finetune backbone for one epoch where
we employ Low-Rank Adaptation (LoRA) (Hu
et al., 2022), with the LoRA rank to 64 and the
LoRA alpha to 32, and the learning rate is set as
le-4. Each training sample contains a query, a posi-
tive document and 7 hard negative documents. For
retrieval task in training data, the batch size is set
as 512 and for others, the batch size is set as 256.
Meanwhile, for retrieval task, we utilize in-batch
negative strategy and employ KL-divergence loss
to distill knowledge from ranker following the set-
ting of BGE-en-ICL (Li et al., 2025). We set the
maximum length for encoding text as 512. We train
our model on zero-shot without in context learning
samples, which is different from BGE-en-ICL. The
temperature 7 in softmax for query-aware fusion is
set as 1.0. The number of semantic perspectives is
set as 4, and the hyperparameter « for contrastive
semantic diversification loss is set as 0.01.

Evaluation We evaluate retrieval performance
of our PRISM on Massive Multilingual Text
Embedding Benchmark (MMTEB) (Enevoldsen
et al., 2025), which is an optimized version of
MTEB (Muennighoff et al., 2023). We use the
retrieval subtasks of MMTEB (eng, v2) for our
evaluation, and we report the NDCG @10 for all
benchmarks. The task definition instruction of
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Models

Arg CQG CQU Cli

FEV FiQA Hot SCI TRE Tou Avg

Training with Only Public data

GRITLM (Muennighoff et al., 2024)
SFR-Embedding-Mistral (Meng et al., 2024)
NV-embed-v1 (Lee et al., 2025)

63.17 63.68 48.54 23.24 72.57 59.91 73.96 24.41 74.31 45.66 54.94
67.17 64.88 49.44 28.29 86.63 60.40 73.76 19.91 87.59 55.18 59.32
68.21 66.53 52.19 27.40 84.10 63.10 78.31 20.19 85.88 55.41 60.13

LLM2Vec-Mistral-supervised (BehnamGhader et al., 2024) 57.48 66.65 49.74 21.89 70.73 53.11 54.61 22.50 77.69 38.32 51.27

GeoEmbedding (Huang et al., 2025)
BGE-en-ICL (zero-shot) (Li et al., 2025)

77.87 64.73 50.37 42.98 92.67 53.24 73.41 22.14 77.26 54.38 60.90
81.27 62.51 47.91 41.43 91.56 54.45 83.34 23.47 68.40 61.65 61.59

MaxSimaristral
PRISM

76.91 64.45 47.46 38.64 91.14 58.20 82.94 26.30 72.36 62.10 62.04
77.64 64.50 50.75 41.00 91.89 57.48 82.08 26.54 76.56 61.41 62.98

Training with Private Data

jina-embeddings-v3 (Sturua et al., 2024)
eS-mistral(Wang et al., 2024)
stella_en_1.5B_v5 (Zhang et al., 2025a)
NV-embed-v2 (Lee et al., 2025)
gte-Qwen2-7B-instruct (Li et al., 2023a)
Ling-Embed-Mistral (Choi et al., 2024)

43.29 58.02 43.52 43.14 89.90 47.35 64.70 19.92 77.74 55.28 54.28
61.65 63.52 46.75 28.50 86.99 56.81 73.21 16.31 87.03 55.44 57.62
57.06 53.59 29.03 28.46 78.37 60.48 70.18 26.77 83.84 36.40 52.41
70.07 65.14 51.66 33.44 90.45 65.73 83.83 21.90 88.85 57.31 62.83
54.57 59.58 43.85 32.20 90.63 62.03 75.00 23.48 80.37 59.22 58.09
69.65 64.36 49.39 30.32 87.60 61.21 75.41 21.93 87.10 54.47 60.14

Table 1: Representative models on the MMTEB leaderboard, 2025. The specific meanings of the task abbreviations

are shown in Appendix B.3.

Model Latency (ms)
Vanilla 1.91
PRISM 4.12
MaxSimMistml 329.84

Table 2: Scoring latency over 100K candidate docu-
ments per query on a single A100 GPU.

all evaluation benchmarks can be found in Ap-
pendix B.1. For the evaluation baselines, we com-
pare against a broad set of representative embed-
ding models trained on similar scales of publicly
available data or fine-tuned on comparable back-
bone LLMs. This ensures fairness by controlling
for model size and data exposure. We also im-
plement typical multi-vector retrieval strategy pro-
posed by ColBERT (Khattab and Zaharia, 2020) on
the same backbone model as baseline. The specific
baselines are shown in Appendix B.2.

4.2 Main Results

Table 1 demonstrates the experiment results on re-
trieval subtask of MMTEB (eng, v2). We observe
that our proposed PRISM consistently outperforms
all baseline training with only public data, even
achieve best among baselines training with private
data. The improvements over recent LLM-based
embedding approaches confirm the effectiveness of
modeling documents with multi-perspective seman-
tic representations. Specifically, compared with
BGE-en-ICL (zero-shot) which is trained with the
same data and setting, our model has higher re-
trieval performance.

Furthermore, to rigorously evaluate against exist-

ing multi-vector paradigms, we compare a strong
ColBERT-style baseline M axSim z;strqi, Where
implementation detail is shown in Appendix B.2.
As shown in Table 1, PRISM consistently outper-
forms this typical multi-vector retrieval method.
Crucially, while PRISM represents a document
with a small set of perspective vectors which in-
curs a modest storage increase over single-vector
baselines, it achieves a massive semantic com-
pression compared to typical multi-vector retrieval
MaxSimsistrq; that conducts late interaction
among hundreds of token embeddings per query
and document. This demonstrates that explicitly
reasoning and extracting high-level semantic per-
spectives is not only more effective than exhaustive
token matching, but also establishes a highly prac-
tical trade-off, where it preserves the rich expres-
siveness of multi-vector retrieval while drastically
reducing the computational and storage overhead
inherent to token-level systems. We further eval-
uate the inference latency over 100K candidate
documents per query on a single A100 GPU. As
shown in Table 2, while PRISM slightly increases
computation over a single dot-product, its latency
is comparable to the single vector baseline (Vanilla)
and is significantly faster than M axSim ps;strai-

Additionally, we evaluate PRISM as a general-
purpose embedding model on all MMTEB tasks.
The experiment results are presented in the Ap-
pendix C. It demonstrates that PRISM achieves
higher average performance. This indicates
PRISM can also transfer well to a broad range
of semantic understanding tasks.
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Models Arg CQG CQU Cli FEV FiQA Hot SCI TRE Tou Avg
PRISM,_, 77.64 6450 50.75 41.00 91.89 57.48 82.08 2654 76.56 61.41 62.98
Vanilla 8131 62.69 47.41 4455 92.05 5494 81.98 28.01 67.00 59.94 61.98
w/o RE 78.84 66.00 50.98 4038 91.52 57.22 8044 2641 73.54 6044 62.57
PRISM,_, 79.50 62.80 50.16 40.02 91.69 5634 80.51 27.01 7242 62.66 6231
PRISM,_¢ 79.67 6252 49.53 43.66 90.18 57.18 81.52 26.07 5839 63.05 61.17
PRISM,_s 79.61 58.61 4651 4093 91.10 57.61 8040 2593 67.53 58.63 60.68
VIE; 7933 62.01 4921 4290 91.89 55.10 8124 26.81 68.78 57.74 61.50
VIE, 7634 4620 34.46 37.69 7448 4309 60.15 4.14 34.68 20.76 43.19
VIEs 76.82 4041 31.10 3849 82.60 34.18 6822 139 2799 732 40.85
VIE, 78.07 64.55 49.55 41.83 92.68 5643 77.19 2537 68.81 6397 61.84

Table 3: Analysis of multi-perspective semantic representation. We also investigate the impact of different numbers
n of semantic perspectives on retrieval performance (n = 2,4,6,8). Further, we explore the quality for each

individual semantic view(VIE1 2 3 4)

Models

Arg

CQG

CQU

Cli

FEV

FiQA

Hot

SCI

TRE

Tou

Avg

PRISM

77.64

64.50

50.75

41.00

91.89

57.48

82.08

26.54

76.56

61.41

62.98

LT
MP
MX

69.89
80.24
82.15

46.80
58.82
60.13

37.82
46.99
47.75

41.35
40.06
41.38

89.82
91.64
90.86

52.12
57.88
58.89

74.34
81.66
82.96

21.82
28.92
28.01

45.96
69.71
53.79

55.39 53.53
60.94 61.68
48.82 5947

Table 4: Analysis of query-aware fusion strategy. We explore various fusion strategies, including “Last Token" (LT),

“Mean Pooling" (MP) and “Maximum Value View" (MX).

4.3 Analysis

Analysis of multi-perspective semantic represen-
tation We first explore the significance of lever-
aging LLM to reason the multi-perspective seman-
tics of documents. We compare PRISM with two
variant denoted as “Vanilla" and “w/o RE". The
“Vanilla" model follows the standard dense retrieval
paradigm, without incorporating any reasoning in-
structions or semantic view tokens. In contrast, the
“w/o RE" variant appends special semantic view
tokens to documents to produce multi-perspective
embeddings, yet omits the reasoning instructions.
Experiment results are shown in the first two rows
in Table 3. Compared with the “Vanilla" and ‘w/o
RE” baseline, PRISM achieves consistently better
performance, confirming that reasoning-based mul-
tiple perspective representations enhance retrieval
quality beyond single-vector encodings.

Then, we examine the impact of varying the
number of semantic perspectives n on retrieval per-
formance, as shown in the middle lines in Table 3.
The results indicate performance initially improves
as n increases, since more perspectives allow the
model to capture a broader range of semantic as-
pects. However, further increasing the number of
perspectives leads to performance degradation. We
attribute this to that excessive perspectives intro-

duce redundancy and noise, which dilute model’s
ability to focus on the most salient information.

To further probe the quality of individual seman-
tic views, we additionally evaluate the performance
of PRISM when using each view embedding in
isolation to represent documents based on overall
4 view tokens. The experiment results are shown
in the last lines in Table 3. Interestingly, the re-
sults reveal a pronounced disparity across views:
while the first and fourth views achieve competitive
performance (61.50 and 61.84 average score), the
second and third views perform substantially worse
(43.19 and 40.85). Despite their overall lower aver-
ages, the second and third views achieve compet-
itive results on certain datasets such as ArguAna.
This observation suggests that weaker views at the
aggregate level may still encode useful semantics
under specific scenarios. Above all, the uneven
quality of views underscores the necessity of both
generating multiple perspectives and employing
a robust fusion strategy, since relying on a single
view can lead to performance fluctuations.

Analysis of Query-aware Fusion Next we ex-
plore the impact of the fusion strategies of multi-
perspective semantic representations of documents
on model performance. To this end, we design mul-
tiple alternative variants for comparison. Firstly,
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Models Arg CQG CQU Cli FEV FiQA Hot SCI TRE Tou Avg
PRISM.—0.01 77.64 6450 50.75 41.00 91.89 57.48 82.08 26.54 76.56 61.41 62.98
w/o Js 79.14 64.03 50.19 39.38 89.71 55.20 80.07 26.70 68.49 60.14 61.30
PRISMuo—0.001 7941 64.09 49.76 41.51 9147 5792 8156 27.05 7532 60.15 62.82
PRISMo—0.1 7795 6271 50.04 3944 9091 56.66 81.67 2644 72.44 5824 61.65
PRISM.—¢.2 79.85 62.84 50.67 40.56 91.17 56.55 8138 26.86 66.47 60.04 61.63

Table 5: Analysis of contrastive semantic diversification strategy. We evaluate the performance of removing the
contrastive semantic diversification loss 75 (w/o Js). Further we test the effect of different hyperparameters o on

performance (o = 0.001,0.01,0.1,0.2).

Models Arg CQG CQU Cli FEV FiQA Hot SCI TRE Tou Avg
PRISMqQuen2.5—-1.58 65.01 6133 46.14 35.14 83.84 4876 75.19 23.11 82.19 54.92 57.56
Vanillaguen2.5-1.58  67.73 6047 4692 36.70 83.23 48.17 7494 2286 7435 53.08 56.84
PRISMqQuen2.5—-38 6841 6245 4731 3583 84.19 5123 76.05 24.17 82.82 53.98 58.36
Vanillagen2.5-35 69.95 60.61 47.26 39.85 83.15 5043 7695 24.87 7097 54.56 57.86
PRISMGuen3—1.78 65.03 58.51 46.50 35.10 88.37 48.97 7621 2288 7543 59.01 57.60
Vanillagwens—1.78 66.26 61.50 47.51 3499 8500 50.56 75.69 23.49 70.77 59.61 57.53
PRISMGuen3—4B 70.47 59.38 47.15 40.80 90.28 55.58 75.81 26.15 76.94 60.59 60.31
Vanillaguens—15 70.84 60.83 51.23 39.27 88.48 54.87 75.04 26.13 66.68 58.86 59.23

Table 6: Analysis of generalizability across backbone models. We evaluate and compare the performance of PRISM
and Vanilla, which is typical LLM-based dense retrieval with last speical token pooling.

we append the special token (eos) after the doc-
ument with the reasoning instruction and special
view tokens, and directly use the hidden state of
(eos) as the overall document embedding, which
is denoted as “LT". The second variant, denoted as
“MP", performs mean pooling over all special view
token embeddings to construct a single compre-
hensive document representation. Then we utilize
the representation embedding of “maximum value
view" to represent document, denoted as “MX".

Experiment results are shown in Table 4. We
observe that PRISM consistently outperforms all
variants. This demonstrates that a reliance on a sin-
gle perspective (“LT" and “MX") or leveraging av-
erage view simply (“MP") fails to fully capture the
nuanced semantics necessary for accurate retrieval.
By contrast, our query-aware fusion strategy dy-
namically weights multiple perspectives, allowing
the model to emphasize the views most pertinent
to the query while still integrating complementary
information. This flexible and adaptive mechanism
proves more robust and effective.

Analysis of Contrastive Semantic diversification
Further, we examine the effectiveness of the pro-
posed contrastive semantic diversification objec-
tive. We first remove the diversification loss 7,
denoted as “w/o Js”. As shown in Table 5, the re-
trieval performance of PRISM drops significantly

without this term. This degradation indicates that
the multi-perspective embeddings tend to collapse
when only supervised by the standard InfoNCE
loss, resulting in reduced coverage of diverse se-
mantic perspectives. In other words, although the
model still aligns queries and documents at a coarse
level, it loses the ability to preserve fine-grained
semantic distinctions across different perspectives,
leading to weaker retrieval effectiveness.

We next explore how the weighting factor a of
Js affects the performance of PRISM. The results
in Table 5 reveal a clear trade-off. Assigning too
large weight to Js overemphasizes diversification,
which weakens alignment between queries and
positive documents and introduces instability dur-
ing optimization. Conversely, setting v too small
causes the model to underutilize semantic diversity.

These findings confirm that contrastive seman-
tic diversification plays a crucial role in enabling
PRISM to exploit the full potential of multi-
perspective representations. By appropriately reg-
ularizing view embeddings, J, prevents seman-
tic collapse and ensures that different perspectives
occupy complementary regions of the embedding
space. At the same time, appropriate weight « is
necessary to balance alignment and diversification.

Analysis of Generalizability Across Backbone
Models To further validate the robustness of our
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proposed approach, we investigate its effective-
ness across different backbone models. In our ex-
periments, we choose Qwen2.5-1.5B (Yang et al.,
2024), Qwen2.5-3B (Yang et al., 2024), Qwen3-
1.7B (Yang et al., 2025) and Qwen3-4B (Yang
et al., 2025), which are various on model types and
scles. By conducting experiments on these back-
bone models and comparing PRISM with the typ-
ical LLM-based dense retrieval paradigm, we ob-
serve that our multi-perspective framework consis-
tently outperforms baseline on all backbone mod-
els. These results, which are detailed in the Table 6,
further verify the broad effectiveness and general-
izability of our proposed method.

5 Conclusion

In this paper, we propose PRISM, a LLM-based
retriever which leverages reasoning capability of
LLM to obtain multi-perspective document seman-
tic representation. To ensure effective query doc-
ument matching, we design a query-aware fusion
strategy that adaptively integrates the relevant se-
mantic views. Complementing this, we propose
a contrastive semantic diversification objective to
preserve diversity among perspectives and mitigate
semantic collapse, thereby enhancing robustness
across heterogeneous queries. Extensive experi-
ments and analysis across various evaluation bench-
marks demonstrate that PRISM achieves promis-
ing improvements in both effectiveness and gener-
alization compared to strong baselines.

6 Limitations

Our experiments are conducted exclusively on
English retrieval benchmarks. Extending multi-
perspective retrieval to multilingual retrieval tasks
is an important direction for our future work. Ad-
ditionally, the current implementation limits the
maximum input sequence length to 512 tokens
and number of semantic view tokens to 4. While
this is effective for common retrieval scenarios,
encoding highly lengthy texts such as long-form
legal case retrieval might require a dynamic scaling
of the perspective tokens. A fixed small number
of views may become an information bottleneck
when abstracting extremely long documents that
inherently contain a vast number of heterogeneous
facets. Finally, while PRISM heavily compresses
multi-vector retrieval from the token level down to
a minimal set of semantic views (e.g., n = 4), it
inherently introduces a linear storage and indexing

increase over strictly single vector dense retrievers.
Future work will need to explore advanced repre-
sentation compression techniques, such as dimen-
sion truncation or binary quantization, to optimize
the storage footprint without compromising the
orthogonal semantic capacities of the perspective
embeddings.
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A Training Data

Following BGE-en-ICL (Li et al., 2025), our train-
ing data contains various mixed tasks including
retrieval, reranking, classification, clustering, and
STS tasks.

Retrieval: ELI5 (Fan et al.,, 2019), Hot-
potQA (Yang et al., 2018), FEVER (Thorne
et al., 2018), MSMARCO passage and
document ranking (Nguyen et al.,, 2016),
NQ (Karpukhin et al., 2020), NLI (Gao et al.,
2021b), SQuAD (Karpukhin et al., 2020),
TriviaQA (Karpukhin et al., 2020), Quora Du-
plicate Questions (DataCanary et al., 2017),
Arguana (Wachsmuth et al., 2018), FiQA (Maia
etal., 2018).

Reranking: SciDocsRR (Cohan et al., 2020),
StackOverFlowDupQuestions (Liu et al., 2018).

Classification: AmazonReviews-

Classification (McAuley and Leskovec, 2013),
AmazonCounterfactual-Classification (O’Neill
et al., 2021), Banking77-Classification (Casanueva
et al.,, 2020), Emotion-Classification (Saravia

et al, 2018), TweetSentimentExtraction-
Classification  (Maggie et al, 2020),
MTOPIntent-Classification (Li et al., 2021),
IMDB-Classification (Maas et al.,, 2011),

ToxicConversations-Classification (Enevoldsen
et al., 2025).

Clustering: Arxiv/Biorxiv/Medrxiv/Reddit/Sta-
ckExchange-Clustering-S2S/P2P,
TwentyNewsgroups-Clustering (Lang, 1995).

STS: STSI12 (Agirre et al., 2012), STS22 (Chen
et al., 2022), STS-Benchmark (Cer et al., 2017).

The total training set includes 2.1 million sam-
ples and each sample follows the format of
{query, d*,{d~},,}, where m is the number of
negative documents.

B Evaluation Details

B.1 Evaluation Instruction

The instruction for evaluation on retrieval subtask
of MMTEB is shown in Table 7.

B.2 Baselines

The baselines we used for comparison include:

Training with Only Public data:
GRITLM (Muennighoff et al., 2024), SFR-
Embedding-Mistral (Meng et al., 2024),

NV-embed-vl (Lee et al., 2025), LLM2Vec-
Mistral-supervised (BehnamGhader et al., 2024),
Geoembedding (Huang et al., 2025), BGE-en-ICL
(zero-shot) (Li et al., 2025). Additionally, to ensure
a fair and thoroughly comparison with typical
multi-vector retrieval paradigms, we introduce
MazxSimasistrai- This baseline is built upon the
same Mistral backbone model and employs the
identical training data and experimental setup as
PRISM, but implements MaxSim late-interaction
mechanism over token-level embeddings proposed
by ColBERT (Khattab and Zaharia, 2020).

Training with Private Data: jina-embeddings-
v3 (Sturua et al., 2024), E5-Mistral (Wang et al.,
2024), stella_en_1.5B (Zhang et al., 2025a),
NV-embed-v2 (Lee et al., 2025), gte-Qwen2-
7B-instruct (Li et al., 2023a), Ling-Embed-
Mistral (Choi et al., 2024).

B.3 Task Abbreviations

The tasks Abbreviations for MMTEB (eng, v2) re-
trieval subtask are as follows: Arg = ArguAna;
CQG = CQADupstackGamingRetrieval; CQU
= CQADupstackUnixRetrieval; Cli = Climate-
FEVERHardNegatives; FEV = FEVERHardNega-
tives; FIQA = FiQA2018; Hot = HotpotQAHard-
Negatives; SCI = SCIDOCS; TRE = TRECCOVID;
Tou = Touche2020Retrieval.v3; Avg represents the
average scores across all datasets.

C Performance on MMTEB

We show the experiment results across all tasks in
MMTEB, based on task type (Table 8) and each
task (Table 9).

D Case Analysis

To better understand the framework of PRISM,
we conduct a qualitative case analysis. Given the
query-document pair, we utilize the last-layer at-
tention map of the retriever to obtain the attention
level of each view token to other document tokens.
Figure 3 shows the 10 document tokens with the
highest attention from each four views. It can be
seen the tokens attended by view 4, which has the
highest similarity score with the query, are more
relevant to the query (e.g., the attended "Get an
Education" can directly answer query). As a re-
sult, with our query-aware fusion strategy, views
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Task Name

Instruction Template

ArguAna
CQADupstackGamingRetrieval

CQADupstackUnixRetrieval
ClimateFEVER

FEVERHardNegatives
FiQA2018
HotpotQAHardNegatives
SCIDOCS

TRECCOVID
Touche2020Retrieval.v3

STS*
SummEvalSummarization.v2
AmazonCounterfactualClassification

Banking77Classification
ImdbClassification

MTOPDomainClassification
MassivelntentClassification
MassiveScenarioClassification
ToxicConversationsClassification
TweetSentimentExtractionClassification
ArXivHierarchicalClusteringP2P

ArXivHierarchicalClusteringS2S
BiorxivClusteringP2P.v2
MedrxivClusteringP2P.v2
MedrxivClusteringS2S.v2
StackExchangeClustering.v2
StackExchangeClusteringP2P.v2

TwentyNewsgroupsClustering.v2
SprintDuplicateQuestions

Given a claim, find documents that refute the claim.

Given a question, retrieve detailed question descriptions from Stackexchange
that are duplicates to the given question.

Given a question, retrieve detailed question descriptions from Stackexchange
that are duplicates to the given question.

Given a claim about climate change, retrieve documents that support or refute
the claim.

Given a claim, retrieve documents that support or refute the claim

Given a financial question, retrieve user replies that best answer the question.
Given a multi-hop question, retrieve documents that can help answer the question
Given a scientific paper title, retrieve paper abstracts that are cited by the given
paper.

Given a query on COVID-19, retrieve documents that answer the query.

Given a question, retrieve detailed and persuasive arguments that answer the
question

Retrieve semantically similar text.

Given a news summary, retrieve other semantically similar summaries.
Classify a given Amazon customer review text as either counterfactual or not-
counterfactual.

Given a online banking query, find the corresponding intents.

Classify the sentiment expressed in the given movie review text from the IMDB
dataset.

Classify the intent domain of the given utterance in task-oriented conversation.
Given a user utterance as query, find the user intents.

Given a user utterance as query, find the user scenarios.

Classify the given comments as either toxic or not toxic.

Classify the sentiment of a given tweet as either positive, negative, or neutral.
Identify the main and secondary category of Arxiv papers based on the titles and
abstracts.

Identify the main and secondary category of Arxiv papers based on the titles.
Identify the main category of Biorxiv papers based on the titles and abstracts.
Identify the main category of Medrxiv papers based on the titles and abstracts.
Identify the main category of Medrxiv papers based on the titles.

Identify the topic or theme of StackExchange posts based on the titles.

Identify the topic or theme of StackExchange posts based on the given para-
graphs.

Identify the topic or theme of the given news articles

Retrieve duplicate questions from Sprint forum.

TwitterSemEval2015 Retrieve tweets that are semantically similar to the given tweet.
TwittertURLCorpus Retrieve tweets that are semantically similar to the given tweet.
AskUbuntuDupQuestions Retrieve duplicate questions from AskUbuntu forum.
MindSmallReranking Retrieve relevant news articles based on user browsing history.
Table 7: Task instructions for MMTEB.
Models Cla Clu PCla Rer Ret STS Sum avg
Training with Only Public data
gritlm 81.25 50.82 87.29 49.59 5495 83.03 35.65 67.70
nv-embed-v1 84.11 49.50 87.05 49.16 60.13 82.20 31.40 68.32
LLM2Vec-Mistral-supervised 79.74 44.10 87.99 47.74 51.27 83.70 31.05 64.57
GeoEmbedding 89.67 56.50 82.51 48.32 6091 80.60 30.43 70.21
BGE-en-ICL (zero-shot) 88.91 58.54 8497 4596 61.59 83.53 31.21 71.34
PRISM 88.59 58.81 86.18 48.00 62.98 8228 3524 71.74
Training with Private Data
e5-mistral 79.85 51.44 88.42 49.78 57.62 8432 36.57 67.97
stella_en_1.5B_v5 89.38 57.06 88.02 50.19 5242 8327 3691 69.43
nv-embed-v2 87.19 47.66 88.69 49.61 62.84 83.82 3521 69.81
gte-Qwen2-7B-instruct 88.52 5897 859 5047 58.09 82.69 35.74 70.72
Ling-Embed-Mistral 83.00 54.07 88.44 4944 60.14 84.69 37.26 69.80

Table 8: Representative models on the MMTEB (eng, v2) leaderboard. Abbreviations: Cla = Classification; Clu =
Clustering; PCla = Pair Classification; Rer = Reranking; Ret = Retrieval; STS = Semantic Textual Similarity; Sum =
Summarization. Avg represents the average score across all tasks.
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Dataset ES-mistral NV-enbed-v2 BGE-en-ICL (zero-shot) PRISM

AmazonCounterfactualClassification 74.57 79.28 92.70 92.67
ArXivHierarchicalClusteringP2P 65.28 60.28 64.31 65.67
ArXivHierarchicalClusteringS2S 61.28 59.24 62.84 62.78
ArguAna 61.65 70.07 81.27 77.64
AskUbuntuDupQuestions 66.98 67.46 61.44 63.93
BIOSSES 85.50 87.42 87.76 86.00
Banking77Classification 81.41 92.42 90.85 90.68
BiorxivClusteringP2P.v2 42.44 43.73 54.05 53.93
CQADupstackGamingRetrieval 63.52 65.14 62.51 64.50
CQADupstackUnixRetrieval 46.75 51.66 47.91 50.75
ClimateFEVERHardNegatives 28.50 33.44 41.43 41.00
FEVERHardNegatives 86.99 90.45 91.56 91.89
FiQA2018 56.81 65.73 54.45 57.48
HotpotQAHardNegatives 73.21 83.83 83.34 82.08
ImdbClassification 94.73 97.14 96.82 96.61
MTOPDomainClassification 95.33 95.69 97.19 97.43
MassivelntentClassification 77.00 78.28 80.32 79.66
MassiveScenarioClassification 79.13 81.12 81.81 81.84
MedrxivClusteringP2P.v2 39.05 37.40 48.65 48.24
MedrxivClusteringS2S.v2 37.82 35.51 46.58 46.79
MindSmallReranking 32.59 31.76 30.49 33.00
SCIDOCS 16.31 21.90 23.47 26.54
SICK-R 82.64 82.15 84.24 82.87
STS12 79.65 77.89 77.82 74.81
STS13 88.43 88.30 85.38 83.35
STS14 84.54 84.30 81.30 80.32
STS15 90.42 89.04 87.17 86.84
STS17 91.76 90.67 91.38 91.14
STS22.v2 67.29 66.20 69.61 68.84
STSBenchmark 88.60 88.41 87.13 86.35
SprintDuplicateQuestions 95.86 97.09 95.12 96.97
StackExchangeClustering.v2 64.33 55.04 76.68 77.44
StackExchangeClusteringP2P.v2 48.07 45.00 49.36 49.41
SummEvalSummarization.v2 36.57 35.21 31.21 35.24
TRECCOVID 87.03 88.85 68.40 76.56
Touche2020Retrieval.v3 55.44 57.31 61.65 61.41
ToxicConversationsClassification 71.75 92.74 93.09 91.05
TweetSentimentExtractionClassification ~ 64.89 80.87 78.53 78.78
TwentyNewsgroupsClustering.v2 53.28 45.12 65.86 66.26
TwitterSemEval2015 81.62 81.11 73.96 75.29
TwitterURLCorpus 87.79 87.87 85.85 86.28
Avg 67.97 69.81 71.34 71.74

Table 9: Detail results in MMTEB (eng, v2).

that capture more effective semantics account for
a larger proportion during fusion. Meanwhile, the
semantics attended by different views are quite di-
verse, which can provide supplementary semantics
in matching process.
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Query: How are the best way to make and save money at 22 years old? !

View 1: Get an education. A bachelor's degree preferably, but AA or even a 1 Get an education. A bachelor's degree preferably, but AA or even a 1
certificate are fine too. It will increase your earning potential significantly 1lcertificate are fine too. It will increase your earning potential significantly 1
and over your lifetime it will earn you a lot of money. You make around $30,000 al 'and over your lifetime it will earn you a lot of money. You make around $30,000 a!
| year now, fiedian salary for someone with a bachelors in the humanities is around "year now, Median salary for someone with a bachelors in the flanities is around
| $45,000. If you degree is in the STEM field, that goes up to $55,000 - $65,000 545 000. If you degree is in the STEM field, that goes up to $55,000 - $65,000

| range. Second best option is to start a small business of some kind that does not range. Second best option is to start a small business of some kind that does not
I require substantial investment. Handyman comes to mind as an example or some sort |lrequire substantial investment. Handyman comes to mind as an example or some sort
! of billing service maybe? I would not recommend self directed investment in the of billing service maybe? I would not recommend self difected investment in the

: stock market - most people lose money and since you don't have a lot of money to - most people lose money and since you don't have a lot of money to
| invest, commissions and fees will eat up a significant portion of it. I would 1 invest, and fees will eat up a Significant portion of it. I would

| usually recommend a CD but interest rates it's not really worth it. usually recommend a CD but interest rates it's not really worth it.

————map=a

r=- - —-————— - r—=-- ——————

| View 3: Get an education A bachelor's degree preferably, but AA or even a 1View 4: Get an education. A bachelor's degree preferably, but AA or even a :
I certificate are fine too. It will increase your earning potential significantly 1!certificate are fine too. It will increase your earning potential significantly 1
! and over your lifetime it will earn you a lot of money. You make around $30,000 al Yand over your lifetime it will earn you a lot of money. You make around $30,000 al
| year now, median salary for someone with a bachelors in the humanities is around ::year now, median salary for someone with a bachelors in the humanities is around :
| $45,000. If you degree is in the STEM field, that goes up to $55,000 - $65,000 1$45,000. If you degree is in the STEM field, that goes up to $55,000 - $65,000 '
I range. Second best option is to start a small business of some kind that does not ,lrange Second best option is to start a small business of some kind that does not ;|
I require substantial investment. Handyman comes to mind as an example or some sort j!require substantial investment. Handyman comes to mind as an example or some sort |
! of billing service maybe? I would not recommend self directed investment in the of billing service maybe? I would not recommend self directed investment in the 1
: stock market - most people lose money and since you don't have a lot of money to ! stock market - most people lose money and since you don't have a lot of money to !
| invest, commissions and fees will eat up a significant portion of it. I would II1nvest, commissions and fees will eat up a significant portion of it. I would :
1 usually recommend a CD but interest rates it's not really worth it. j lusually recommend a CD but interest rates it's not really worth it. 1

Figure 3: Given a query and a document, we show the attention level of each view token in the document to other
tokens and highlight the top-10 tokens. Meanwhile, the similarity scores between each view and query embedding
are calculated, with views 1 through 4 as follows: 0.2478, 0.1993, 0.1931 and 0.3598.
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