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Abstract

LLM-based multi-agent systems (MAS) solve
complex tasks through inter-agent collabora-
tion, but their communication-driven nature
also allows security risks to spread across
agents and trigger system-wide failures. Ex-
isting MAS defenses mainly follow a reac-
tive paradigm after execution by detecting and
isolating harmful agents, which may cause
irreversible damage and degrade collabora-
tive utility. To address this, we propose a
proactive defense framework for MAS secu-
rity, namely a Simulation-Aware Interception
Guard (SAlGuard). SAlGuard performs
communication-state simulation over the MAS
interaction graph, estimates the impact of in-
coming messages on local agent states and the
global MAS state, and detects risky messages
via reconstruction deviations from benign com-
munication patterns. Instead of isolating agents,
SAIGuard sanitizes or regenerates suspicious
messages before its propagation into the sys-
tem. Experiments across diverse topologies
and attack scenarios show that SAIGuard re-
duces attack success rates while maintaining
MAS utility, outperforming reactive defenses.
Our code is released at https://github.com/
ruxueshi/SAIGuard_parallelized.

1 Introduction

LLM-based Multi-Agent Systems (MAS) solve
complex tasks by organizing multiple agents into
structured interaction graphs, where each agent ex-
changes messages with its neighbors and updates
its behavior based on task instructions, memories,
tools, and received information (Feng et al., 2026;
Wang et al., 2025a; Zhang et al., 2025; Liu et al.,
2024; Huang et al., 2024). This communication-
driven collaboration enables distributed reasoning
and tool coordination, but also creates a broad at-
tack surface for security risks to enter and spread
across the system (Du et al., 2024; Dong et al.,
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Figure 1: Multi-level security risks in MAS.

2025; Yu et al., 2024). As shown in Figure 1, such
risks can emerge at multiple levels: (i) At the agent
level, prompt injection (Wang et al., 2025d), tool
misuse (Zhan et al., 2024), and memory poison-
ing (Chen et al., 2024) can compromise individual
agents. (ii) At the communication level, communi-
cation hijacking (He et al., 2025) can tamper with
messages exchanged among agents. (iii) At the
system level, local vulnerabilities can propagate
through inter-agent communication, causing cas-
cading failures and amplifying systemic security
risks (Zhou et al., 2025b). These highlight the need
for reliable MAS defenses that can preserve indi-
vidual agents, protect inter-agent communication,
and prevent local vulnerabilities from escalating
into system-wide failures.

As the interaction among agents can be naturally
modeled by a graph, existing MAS defenses mainly
protect the system through graph-based anomaly
detection and subsequent remediation. These meth-
ods can be broadly divided into two categories. (i)
Supervised safeguards train detection models with
labeled normal and attack instances. For exam-
ple, G-Safeguard (Wang et al., 2025b) uses anno-
tated MAS executions to identify harmful agents
and then isolates them to reduce further contam-
ination. (ii) Unsupervised safeguards aim to de-
tect suspicious agents without attack-specific la-
bels. Methods such as BlindGuard (Miao et al.,
2025) and XG-Guard (Pan et al., 2025) learn nor-
mal or structure-aware interaction patterns and flag
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Figure 2: Comparison between reactive MAS defenses
and SAIGuard. Reactive defenses act after harmful out-
puts appear, while SAIGuard simulates and remediates
risky messages before they propagate.

agents with abnormal behaviors. After detection,
these methods usually remove suspicious agents
or prune their communication links to prevent the
detected risks from spreading further.

Although these defense methods can effectively
identify harmful agents, they rely on a reactive de-
fense framework (Figure 2(a)) that identifies and
isolates harmful agents only after execution based
on their outputs. This reactive defense methods
leads to two key limitations. @ Detection latency-
induced irreversible damage. Reactive defenses
can identify harmful agents only after harmful be-
haviors have been executed and reflected in observ-
able outputs. At this stage, some consequences may
already be irreversible. For example, once a harm-
ful agent leaks sensitive information through a tool
call, detecting the agent afterward cannot recover
the exposed data. Such leakage can expose private
data or credentials, creating unauthorized access
risks. ® Agent isolation-induced utility degra-
dation. Reactive defenses usually suppress further
propagation by isolating detected agents or pruning
their communication links. However, MAS rely on
inter-agent coordination for task completion, and
such isolation may disrupt essential information
flow, thereby impairing coordination and degrad-
ing overall utility. This issue becomes more severe
when the suspected agent plays a central role in the
collaboration network. These limitations raise a
critical research question:

Research Question: How can MAS defenses
intercept security risks before propagation
while preserving collaborative performance?

To answer this question, we propose SAl-
Guard, a proactive Simulation-Aware Interception
Guard for MAS security. SAlGuard evalu-
ates the potential impact of incoming messages
through communication-state simulation on the
running MAS and intervenes before security risks
propagate into MAS, thereby enabling proac-
tive defense while preserving collaborative per-
formance. Specifically, as shown in figure 2(b)
SAlGuard consists of two key components: (i)
Communication-State Simulation, which repre-
sents the MAS as an interaction graph and incor-
porates each incoming message with the recipient
agent state into a simulated MAS state. A multi-
layer GNN then approximates multi-round inter-
agent communication, estimating how the message
may affect both local agent states and the global
system state. (ii) System Deviation Intervention,
which learns benign communication-state patterns
from clean MAS execution traces and identifies
risky messages by comparing reconstruction devia-
tions with robust MAD-based thresholds. When a
message is flagged as risky, SAIGuard sanitizes or
regenerates the message instead of isolating agents,
thereby enabling proactive defense while preserv-
ing MAS collaboration. The contributions of this
paper are threefold:

* We identify the key limitation of existing MAS
defenses, which detect and isolate harmful
agents only after execution, and formulate a
proactive defense setting that intercepts risky
information before it affects the running MAS.

* We propose SAlGuard, which performs
communication-state simulation over MAS in-
teraction graph and detects risky information
by measuring local-global reconstruction devi-
ations from benign communication patterns.

» Extensive experiments across diverse topolo-
gies and attack scenarios show that SAIGuard
reduces attack success rates while preserving
MAS collaborative utility, demonstrating its
advantage over reactive defenses.

2 Preliminary

This section establishes the notations and problem
formulation central to this study.

MAS Interaction Graph We model a multi-
agent system (MAS) as a directed interaction
graph G (V, &), where each node v; € V
denotes an agent and each directed edge de-
notes a communication channel. Each agent is

13096



© Communication-State Simulation
MAS Embedding

Proactive Communication Simulation

© System Deviation Intervention
Agenl Decoder

@ Agent-level
‘ x; = hy || fum(M) @ Anomaly Score
System prompt: ... N i — = N
Memory:... —| LLM Encoder Ve - —~— &> i
User prompt: ... Layer 0 | -/ @ ) E "
NG /2/—' ? ? Srdaada
hl \ Layer [ \/.'?@ \ L L-layer System State
\ ‘ - =) GNN NN System-level
’ @ : 1 . / /J ) Anomaly Score
@) ‘ ‘e\@\ & Wi 7
O ( /
ﬂ“ Layer L ‘VQ\ * ) \' @/@} — |
hy \\ ) / _J Normal Risk

———
O M;: Send [PFRSON] s mmte
information to [EMAIL].

@ B Noramal Agent “Np Comni{f\li(cation S Co

g= READOUT([xy,...,xy])
(global system representation)

Normal Agent-Level . System-Level
mmunication . Angmaly Score Anomaly Score

Block or
Regenerate

Agent or System
Abnormality

Anomalous
Message

Figure 3: Overview of SAlGuard. The framework consists of two main phases: (1) Communication-State
Simulation models MAS communication as an interaction graph and simulation how incoming messages may
propagate through the system; and (2) System Deviation Intervention compares the simulated states with learned
benign patterns, detects agent-level or system-level anomalies, and mitigates risky messages before execution.

equipped with a role Role;, state State;, memory
Mem;, and optional tools Tool;. The communi-
cation topology is encoded by an adjacency ma-
rix A € {0,1}"*N, where A;; = 1 means
that agent v; receives messages from agent v;.
Given an input query (), agents interact over mul-
tiple rounds. At round ¢, each agent generates
its response by conditioning on the query and

the messages received from its neighbors:RZ(t) =
LLM; (Q {Rt 2 | Ayj = 1}) . After T" rounds,

the MAS produces a final collective response R as
the solution to Q).

MAS Attack. Given a MAS interaction graph
G = (V, &), we consider three levels of adversarial
risks: (1) Agent-level attacks. An adversary com-
promises an agent v; through prompt injection, tool
attack, or memory poisoning, causing it to generate
an adversarial response R . (2) Communication-
level attacks. An adversary hijacks a drre(cged edge
t

(vj,v;) € € and replaces the rnessage R’ sent to

v; with a manipulated message R . (3) System-
level risk Cascades. The inherent connectwlty of
MAS allows vulnerabilities to propagate among
agents via communication, triggering cascading
failures and amplifying systemic security risk.

Reactive MAS Defense. Most existing meth-
ods follow a reactive detection-and-remediation
paradigm: they identify compromised agents after
observing their outputs and then isolate them to

limit further propagation. Formally, given a poten-
tially compromised MAS G and agent responses
R = {Rgt), R(t)}, a detector assigns each
agent a binary label.

yi =DRY|G), we{01}, M)

where y; = 1 indicates that agent v; is harmful.
The detected harmful agent set is then:

mal {Uz eV ‘ Yi = 1} (2)

These agents are isolated by removing detected
harmful agent and associated communication links:

= (V \ Vmaly & \ gmal)7 3)

where Enal = {(vi,v5), (vj,v5) € € | vi € Vimal}-
Although this strategy mitigates downstream pollu-
tion after detection, it relies on agent outputs Rgt)
for anomaly detection, resulting in Limitation @:
detection latency can induce irreversible damage.
In addition, its isolation-based remediation strategy
leads to Limitation @: utility degradation caused
by isolating anomalous agents.

3 Methodology

To address the aforementioned limitations, we
present SAlGuard, a proactive safeguarding frame-
work for MAS. As shown in Figure 3, SAlGuard
consists of two key phases: Communication-State
Simulation and System Deviation Intervention.
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We first present a motivating observation, Systemic
Risk Amplification, showing that a local malicious
perturbation can induce disproportionately large
system-level deviations through inter-agent com-
munication (> Section 3.1). Based on this obser-
vation, Communication-State Simulation estimates
how an incoming message reshapes MAS commu-
nication states over multi-hop interactions (> Sec-
tion 3.2). System Deviation Intervention then de-
tects abnormal agent- and system-level deviations
and mitigates risky messages before execution (>
Section 3.3).
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Figure 4: Systemic amplification of local perturbations
in MAS. A local tool attack can induce limited per-
agent deviations but substantially larger system-level
deviation after multi-turn communication.

3.1 Motivating Observation: Systemic Risk
Amplification

Before introducing SAIGuard, we first examine
how external attacks propagate and amplify within
a MAS. We conduct a controlled pilot study by
comparing normal and attacked MAS executions
under the same task, topology, and agent roles. As
shown in Figure 4(Left), we build a six-agent col-
laborative network, denoted by v; to vg, and run
a standard multi-turn workflow. In the attack sce-
nario, a MAS tool attack is introduced into one
entry agent at the initial step; although the attack
starts locally, it can influence downstream agents’
tool-use behavior through subsequent communi-
cation. We measure both per-agent deviation and
aggregated system deviation using the State Devia-
tion Rate:

D(S) _ Hsabnormal - SnormaIH % 100%’ (4)

|| Snormal H

where Spormal and Sabnormal denote the benign and
attacked states, respectively.

Figure 4(Right) reveals a clear systemic ampli-
fication effect. Although the per-agent deviations
remain limited, with the maximum deviation reach-
ing only 3.00%, the aggregated MAS state deviates

by 51.78%, more than 17x larger. This gap sug-
gests that malicious influence in MAS is not always
exposed as an immediate local anomaly. Instead, it
may remain weak at individual agents while being
accumulated through inter-agent communication
and amplified at the system level. Therefore, a re-
liable proactive defense should evaluate not only
whether an incoming message appears abnormal
at its entry agent, but also how it may affect the
global MAS state after propagation. This moti-
vates communication-state simulation, where SAl-
Guard estimates the potential system-level im-
pact of an incoming message before the running
MAS executes it.

3.2 Communication-State Simulation

Motivated by the above observation, SAlGuard
builds a proactive communication-state simulator
to estimate how an incoming message may affect
the MAS before execution. Instead of executing
the message in the running MAS, the simulator
injects it into the recipient agent within a simulated
interaction graph and approximates its multi-hop
influence through inter-agent communication.

Proactive Communication Simulation. For-
mally, we represent the MAS as a graph G =
(V, &, A), where V denotes agents, £ denotes com-
munication links, and A € {0, 1}/V*V is the adja-
cency matrix. Each agent v; is encoded into a node
representation:

h; = frim(vi), 5

where v; contains its role, memory, tool access, and
historical interactions.

Given an incoming message M, received by
agent v, SAIGuard injects the message into the
recipient agent and constructs the initial simulated
communication state:

Jum (M),
0, 1T,
(0)
where || denotes concatenation. This formula-
tion marks the entry point of the incoming mes-
sage while preserving the original states of other
agents.!
Since MAS communication naturally unfolds
over an interaction graph, SAlGuard uses an L-
layer GNN as a topology-aware surrogate simulator.

0 t=r
XE ) = hjllm;, m; = ’

'In practice, parallelized algorithm in Appendix A injects
corresponding contextual input into each agent concurrently,
enabling parallel anomaly detection over multiple messages.
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Each GNN layer approximates one round of inter-
agent communication, where agents update their
states by aggregating information from neighbor-
ing agents. In this way, stacking L layers allows
SAlGuard to estimate the L-hop influence of an
incoming message before actual MAS execution,
without reproducing the full reasoning process of
LLM agents. Formally, at layer [, each agent up-
dates its hidden state as:

x = o (AGG ({xﬁ-l*l) | vj € N(“i)}» ’
(7

where N (v;) is the neighbor set of v;, AGG(-) is
the aggregation function, and o (-) is an activation
function.

After L layers, the simulator obtains local com-
munication states {XEL)}i\;l for all agents. To cap-
ture the system-level effect of the incoming mes-
sage, SAIGuard further aggregates these states
into a global MAS representation:

g =READOUT ( [x{”, .. .x{]), ®

where READOUT(+) is a permutation-invariant
graph pooling function that summarizes the simu-
lated communication state of the whole MAS. To-
gether, the agent-level states {XEL) ?;1 and the
global state g describe the predicted communica-
tion consequence of the incoming message. How-
ever, these simulated states do not directly deter-
mine whether the message is safe. A decision re-
quires comparing them with the normal communi-
cation patterns of a benign MAS, which motivates
the following deviation-based intervention stage.

3.3 System Deviation Intervention

System Deviation Intervention turns the simulated
communication consequence into a safety decision.
The core idea is to learn normal agent-level and
system-level communication patterns from benign
execution traces, and then identify risky messages
by measuring how far their simulated states deviate
from these patterns. Accordingly, this stage con-
tains three steps: learning normal MAS patterns,
estimating robust reconstruction thresholds, and
performing local-global deviation intervention
before execution.

Learning Normal MAS Patterns. Before de-
tecting risky messages, SAlGuard first learns a
normality reference from benign MAS execution
traces collected from normal operating environ-

ments. Given the agent-level states {XEL) N | and

the global MAS state g produced by proactive com-
munication simulation, the goal is to capture nor-
mal communication patterns at both the agent and
system levels. To this end, agent decoder Dy(-)
reconstructs each agent state:

%; = Dy(x'")), & = READOUT([%1, ..., %)),
©)
where %;, & € R? represent the reconstructed agent
and system state, respectively. Then, SAlGuard is
optimized with a joint reconstruction objective to
learn normal patterns of MAS:
Lrec = aﬁsys + (1 - a)[*agenta (10)
2» Eagent - % Zivzl ”)A(z -
XZ(-L)HQ, and o € [0,1] controls the trade-off be-
tween system-level and agent-level reconstruction
objectives. By minimizing £,.. on benign execu-
tion traces, SAlGuard learns the normal patterns
of MAS communication, enabling it to distinguish
abnormal propagation behaviors from benign ones.

where Lgys = ||g — g|

Reconstruction-based Threshold Estimation.
After learning normal MAS patterns, SAIGuard
calibrates anomaly thresholds using reconstruction
errors observed under benign executions. For nor-
mal communication states, the agent decoder can
accurately reconstruct the simulated agent states. In
contrast, risky messages are expected to disturb the
simulated communication state, leading to larger
reconstruction errors. Therefore, we collect agent-
level and system-level reconstruction errors from
benign executions:

Sagent = Sagent U {[[%i — %[5}/,

X (11)
Ssys <~ Ssys U {Hg - g”%}

These benign error distributions are used to com-
pute robust thresholds for abnormal state deviations.
For an error set S, we define the threshold as:

mg = median(5),
MAD(S) = medianges |s — mg| + ¢,
7(S) = mg + k - 1.4826 - MAD(S),

(12)

where k controls detection sensitivity, 1.4826 is the
standard consistency factor for the median absolute
deviation under a Gaussian assumption, and € is a
small constant for numerical stability. Accordingly,
the agent-level and system-level thresholds are:

(13)

Tagent = T(Sagent)y Tsys — T(Ssys)-
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Figure 5: Intervention strategy of SAlGuard.

Local-Global Deviation Intervention. During
inference, SAlGuard evaluates each incoming mes-
sage before it is executed by the running MAS.
Given an incoming message M, received by agent
vy, SAlGuard injects it into the simulated MAS
state and propagates it through the GNN encoder,
producing simulated agent states {iEL)}fil and a
simulated global state g. The decoder Dy(-) then
reconstructs these states as {x;}~ , and g. Since
the decoder is trained only on benign communica-
tion states, risky messages are expected to induce
larger reconstruction errors. We therefore compute
agent-level and system-level anomaly scores as:

2
€8 = ’

g—g| . (14

2

The message is flagged as anomalous if either the
system-level error or any agent-level error exceeds
the calibrated threshold:

A(M,) =1 [eg > Toys V {Jng]}/c e’ > Tagent | »

15)
where A(M,) = 1 indicates that M, is anomalous,
and A(M,) = 0 otherwise.

Upon detecting an anomaly, As shown in Fig-
ure 5, SAlGuard handles malicious messages ac-
cording to their attack target and source. Fig-
ure 5(a) illustrates the intervention for agent-target
attacks, where a malicious external message M; is
injected into a specific agent. SAlGuard blocks

the message at the system boundary before it en-
ters MAS. Figure 5(b) presents the intervention for
communication-target attacks, where an internal
message between two benign agents is hijacked
or modified during transmission. Since the sender
agent v; is not malicious, SAlGuard avoids directly
isolating the agent. Instead, it removes the cor-
rupted message and triggers message regeneration
from agent v;. This intervention strategy reduces
unnecessary disruption while preventing harmful
information spreading through the MAS.

4 Experiment

In this section, we conduct extensive experiments
to answer the research questions: RQ1: Does SAI-
Guard have stronger defense capabilities under
different attack types and settings? RQ2: Can SAl-
Guard generalize to MAS with different numbers
of agents and interaction topologies? RQ3: What
is the relative contribution of key components in
SAlGuard? RQ4: How sensitive is SAlGuard to
the threshold parameter k?

4.1 Experiment Setup

Datasets To evaluate the defense capability of
SAIGuard, we assess it under four attack strate-
gies across two levels: For agent-level attack, we
follow the settings of previous works (Wang et al.,
2025b; Miao et al., 2025; Pan et al., 2025): (i)
Prompt Injection using adversarial samples from
GSMSK (Cobbe et al., 2021). (ii) Tool Attacks
constructed from the InjecAgent dataset (Zhan
et al., 2024). (iii) Memory Poisoning configured
according to PoisonRAG (Nazary et al., 2025).
For communication-level attacks, following prior
work (He et al., 2025), we adopt (iv) Communica-
tion Hijacking on the MMLU (Hendrycks et al.,
2020) dataset, where the normal communication
content between agents is intercepted and modified
into malicious content during transmission.

Baselines and Metrics. We compare SAlGuard
with six reactive defenses MAS baselines: G-
Safeguard (Wang et al., 2025b), Dominant (Ding
et al., 2019), PREM (Pan et al., 2023), TAM (Qiao
and Pang, 2023), BlindGuard (Miao et al., 2025),
and XG-Guard (Pan et al., 2025). Task Accuracy
(ACC) and Attack Success Rate (ASR) measure
system-level utility and security risk, respectively.
Furthermore, Precision (P), Recall (R), and F1-
score are used to evaluate the ability of SAIGuard
to identify hazardous input messages. More details
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Prompt Injection Tool Attack

Memory Poisoning Com. Hijacking ‘ Overall Avg.

Method

ACCT ASR|] ACCT ASR] ACCT ASR | ACCT ASR|] ‘ ACC1T ASR|
No Defense 84.58 19.26 40.15 54.06 52.73 51.16 77.65 13.99 63.78  34.62
Dominant 84.57 17.87 46.64 5230 57.73 48.77 83.14 3.81 68.02  30.68
PREM 84.71 17.00 5026 38.80 62.08 46.81 83.41 3.44 70.12  26.51
TAM 84.94 16.66 46.65 45.07  66.65 43.04 83.17 4.33 7035  27.27
G-Safeguard 87.30 9.38 66.91 18.09  77.77 39.65 86.11 2.32 79.52  17.36
BlindGuard 85.99 12.50 55.00 28.10 75.15 39.77 88.14 0.78 76.07  20.29
XG-Guard 86.95 9.06 68.15 17.51 78.44 38.99 86.99 0.46 80.13 16.51
SAlGuard (Ours) 87.95 8.49 88.16 9.62 94.26 3.36 88.96 0.00 ‘ 89.83 5.37

Table 1: Average results over Chain, Tree, Star, and Random topologies across four attack types. ACC measures
task utility, while ASR measures attack success rate. Higher ACC and lower ASR are better. “Overall Avg.” reports
the macro-average over the four attack types. Detailed topology-wise results are provided in Appendix C.1.
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Figure 6: ASR comparison across communication topologies and backbone LLMs. (a) Average ASR under Chain,
Tree, Star, and Random topologies. (b) ASR comparison with different backbone LLMs.

on baselines and evaluation metrics are provided in
Appendix B.2 and B.3.

Implementation To evaluate the topological
robustness of SAlGuard and its generalization
across backbone LLMs, we conduct experiments
on four MAS topologies, including Chain, Tree,
Star, and Random, and with multiple back-
bone LLMs, including GPT-40-mini (Hurst et al.,
2024), DeepSeek-V3 (DeepSeek-Al et al., 2025a),
DeepSeek-V3.2 (DeepSeek-Al et al., 2025b), and
Qwen-30B-A3B (Yang et al., 2025). Unless other-
wise specified, we use GPT-40-mini as the default
backbone LLM. Following the prior experimen-
tal setting (Wang et al., 2025b; Miao et al., 2025;
Pan et al., 2025), we set the number of system
agents and attack entry points to 8 and 3, respec-
tively. Here, “3” refers to the number of attack en-
try points. For agent-level attacks, we select three
agents as attack entry points, while the remaining
five agents remain benign. For communication-
level attacks, we instead select three communica-
tion links for hijacking. For threshold calibration,
we set the sensitivity coefficient £ = 3 accord-

Memory Attack (Star Topology)
100 60
95.50
90 50

~ 80 ~ 40
“ -
- -
Qo 70 No Defense 30
Q " 7]
% 60 G-Safeguard <20
BlindGuard
50 XG-Guard 10
~— SAlIGuard (Ours) N — _.1.88

407 3 3 i i 3 3 i

Dialogue Turns Dialogue Turns

Figure 7: Impact of dialogue turns on defense efficacy.
Evaluation of ACC (1) and ASR (|) under Memory
Attack in Star Topology.

ing to the common three-sigma rule (Pukelsheim,
1994). More implementation details are provided
in Appendix B.4.

4.2 Main Result

To answer RQ1, we evaluate SAIGuard from two
perspectives: (1) overall defense effectiveness and
task utility across different attack types, and (2)
robustness and generalization across interaction
topologies and backbone LLMs, and we have two
observations: @ SAlGuard consistently defends
against different attacks. Table 1 shows that
SAlGuard achieves the best overall performance
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Figure 8: Scalability analysis of SAlGuard under vary-
ing agent numbers.

across four attack types, improving average ACC
by 11.96% and reducing average ASR by 67.47%
over the strongest baseline. Figure 7 further shows
that under multi-turn memory attacks, baseline
ASR increases as dialogue proceeds, while SAI-
Guard maintains high ACC and low ASR in the
Star topology. This confirms the effectiveness of
proactive risk detection before real MAS execu-
tion, avoiding the utility degradation caused by
post-hoc agent isolation. @ SAlGuard is robust
across topologies and generalizes across back-
bone models. Figure 6 evaluates the robustness
and generalization of SAlGuard. As shown in
Figure 6(a), SAIGuard achieves the lowest macro-
average ASR across four topologies, indicating ro-
bustness to different interaction structures. Fig-
ure 6(b) further shows that SAIGuard consistently
outperforms baseline defenses across Qwen3-30B-
A3B and DeepSeek-V3.2, demonstrating its gen-
eralization across backbone LLMs. Appendix C
provides detailed experiments.

4.3 Scalability of SAlGuard

To answer RQ2, we evaluate the scalability of
SAlGuard by varying MAS size (20, 50, and 80
agents) and topology (Chain, Tree, and Star). We
observed ® SAlIGuard generalizes well to larger-
scale MAS with more agents. As shown in Fig-
ure 8, ASR under no defense increases with dia-
logue turns, suggesting risk amplification in multi-
round interactions. XG-Guard partially mitigates
attacks but remains unstable across settings. In con-
trast, SAlIGuard consistently achieves the lowest
ASR across all scales and topologies, even with
80 agents. This demonstrates its strong scalability
and topology-level generalization, as it suppresses
attack propagation into MAS by simulating risks
over the interaction graph before execution.

Architecture Variants P(%) R (%) F1(%)

SAIGuard (Ours) 98.36  99.01 98.68
w/0 Lgys 97.28 98.25 97.76
W/0 Lagent 97.14  98.55 97.84
w/o MAD 97.39 98.35 97.87
w/o Com. Simulation  95.24  96.68 95.95

Table 2: Ablation study of SAIGuard.

4.4 Ablation Study

To answer RQ3, we conduct an ablation study
on the PoisonRAG dataset, we observed @ All
components of SAlGuard contribute to the fi-
nal performance, especially the Communication-
State Simulation component. As reported in
Table 2, the full model achieves the best results
across all metrics, reaching an F1-score of 98.68%.
The removal of the Communication-State Simula-
tion(Com. Simulation) module causes the largest
degradation, with F1 dropping by 2.73%, highlight-
ing its key role in modeling pre-execution com-
munication and exposing latent adversarial cas-
cades. Moreover, removing either the system-level
or agent-level loss consistently hurts performance,
validating the necessity of dual-level optimization.
Finally, replacing MAD with Gaussian threshold-
ing leads to inferior results, demonstrating the ro-
bustness of our median-based decision strategy un-
der noisy multi-agent interactions.

4.5 Threshold Sensitivity Coefficient Analysis

To answer RQ4, we
evaluate the sensitiv-
ity of SAlGuard to
the threshold coeffi-
cient k by varying k
from 1 to 6. We ob- .
served ® SAlGuard T el ettty conttctaar e |
is robust to thresh-
old variations and
achieves stable de-
tection performance
within a practical threshold range. As shown
in Figure 9, SAIGuard achieves the most stable
detection performance when k£ falls within the opti-
mal threshold window from 2 to 4. When £ is too
small, the threshold becomes overly strict, leading
to reduced precision due to excessive false posi-
tives. When £ is too large, the threshold becomes
overly relaxed, causing recall and F1-score to drop
as more malicious inputs are missed. This demon-

100,

Detection Performance (%)

Figure 9: Sensitivity analy-
sis of threshold k.
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strates that threshold calibration is important for
balancing security and usability, and the default
setting k = 3 provides a robust performance.

5 Related Work

LLM-based Multi-agent Systems. Recent ad-
vances in LLM-based MAS have demonstrated
strong capabilities in general task-solving (Li et al.,
2024; Leong et al., 2025; Chen et al., 2025; Cemri
et al., 2025). Compared with single-agent sys-
tems (Zhang et al., 2024; Luo et al., 2025), MAS
improve performance on complex tasks by enabling
agents with diverse roles and expertise to collab-
orate through structured communication (Wang
et al., 2025¢c; Xiang et al., 2026). Prior work
has explored various coordination mechanisms, in-
cluding sequential reasoning (Zhou et al., 2025a),
and debate-based collaboration (Choi et al., 2025).
However, the communication mechanisms that en-
hance collaboration also expand the attack sur-
face (Yu et al., 2025), allowing malicious informa-
tion to propagate across agents through multi-round
interactions (Zhou et al., 2025b).

Security Risks and Defenses in LLM-based
MAS. LLM-based MAS face various security
threats, including prompt injection (Wang et al.,
2025d), tool attacks (Zhan et al., 2024), mem-
ory poisoning (Nazary et al., 2025; Chen et al.,
2024), communication hijacking (He et al., 2025).
Moreover, this attacks can propagate through inter-
agent communication (Zhou et al., 2025b), caus-
ing cascading failures and amplifying systemic se-
curity risks. Existing defenses mainly detect ab-
normal agents or unsafe behaviors after execution.
Such as, G-Safeguard (Wang et al., 2025b), Blind-
Guard (Miao et al., 2025) and XG-Guard (Pan et al.,
2025), further use GNNSs, contrastive, or trust mod-
eling learning to identify harmful agents. Despite
their effectiveness, most existing methods are reac-
tive and rely on post-execution observations, which
may lead to irreversible damage and disrupt collab-
oration through agent isolation. In contrast, SAl-
Guard proactively simulates message propagation
over the MAS interaction graph and detects harm-
ful inputs before execution.

6 Conclusion

In this paper, we proposed SAlGuard, a proac-
tive defense framework for LLM multi-agent sys-
tems. SAIGuard assesses incoming messages be-
fore execution through communication-state sim-

ulation, and detects risky messages by measuring
local-global reconstruction deviations from benign
communication patterns. Instead of isolating harm-
ful agents after execution, SAIGuard sanitizes or
regenerates suspicious messages to mitigate risks
while preserving collaboration. Experiments across
diverse attacks, topologies, and backbone LLMs
demonstrate that SAIGuard effectively reduces at-
tack success rates and maintains MAS utility.

Limitations

Although SAlGuard demonstrates effective proac-
tive defense for LLM-based MAS, it currently fo-
cuses on textual communication among agents.
However, real-world MAS may also involve mul-
timodal inputs, such as images, audio, or videos.
As a result, SAIGuard may not fully capture risks
hidden in non-textual modalities, including visual
prompt injection and misleading visual content. Fu-
ture work can extend SAlGuard to multimodal
MAS by incorporating multimodal encoders into
the communication-state simulation module. These
encoders can map visual, audio, and structured in-
puts into a unified interaction graph together with
textual messages. The intervention module can
also be extended to support modality-aware reme-
diation, such as visual-content verification, and
multimodal response regeneration.
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A Parallelized Algorithm

Algorithm 1 presents the complete parallelized
workflow of SAlGuard, which includes training,
threshold estimation, and inference-time interven-
tion. In the training stage, SAlGuard first rep-
resents the MAS as an interaction graph, where
agents are treated as nodes and their communica-
tion links define the graph structure. For each be-
nign execution trace, the agent states are initialized
by combining agent representations with message
embeddings, and an L-layer GNN is used to sim-
ulate how messages propagate across the MAS.
After multi-round propagation, the agent represen-
tations are aggregated into a global MAS represen-
tation, which captures the overall communication
state of the system. A decoder is then trained to
reconstruct both agent-level states and the global
system state. By minimizing the joint reconstruc-
tion loss on benign traces, SAIGuard learns the
normal communication and state-transition patterns
of the MAS.

After training, SAIGuard estimates anomaly
thresholds from reconstruction errors observed un-
der benign executions. Specifically, agent-level
errors are collected to characterize normal local
deviations, while system-level errors are collected
to characterize normal global deviations. These
benign error distributions are then used to compute
robust thresholds for later anomaly detection:

Tsys = T(Ssys)a (16)

Tagent = T(Sagent);
where Sygent, and Sgys denote the benign agent-
level and system-level reconstruction error distri-
butions, respectively.

During inference, before incoming message is
executed, SAIGuard injects it into the simulated
recipient agent and estimates its potential propa-
gation effect over the MAS graph. After simulat-
ing the propagation of the message M over the
MAS graph, SAlGuard reconstructs the resulting
agent and system states with the benign-trained de-
coder and computes their reconstruction errors. It
first makes a system-level decision by comparing
the local and global deviations against calibrated
thresholds:

AM) =1 |eg > Toys V maxe; > Tagent

v; €V
a7
If A(M) = 0, all messages are allowed to enter
the MAS. Otherwise, SAIGuard performs localiza-

tion by evaluating each M; € M with agent-level
deviations.

Messages satisfying B(M;) = 1 are identified as
risky and subjected to targeted intervention before
execution:

B(M;)=1le} > 7,]. (18)
Specifically, SAlIGuard adopts a source-aware in-
tervention strategy for different attack scenarios.
In agent-target attacks, the abnormal message orig-
inates from an external malicious source and at-
tempts to enter the multi-agent system through a tar-
get agent. SAIGuard therefore performs boundary-
level blocking before the message is propagated
into the MAS. In communication-target attacks,
the sender agent remains benign while the transmit-
ted message is hijacked or tampered with. In this
case, SAlGuard discards the compromised mes-
sage but does not isolate the benign sender. Instead,
it requests the benign sender agent to regenerate
the communication content. This design enables
SAIGuard to prevent external injection while pre-
serving benign collaboration.

B Detailed Experiment Setups

B.1 Scientific Artifacts

All external artifacts are used solely for research
and evaluation purposes, consistent with their li-
censes and terms of use. The generated multi-
agent interaction traces and detection datasets are
intended for research on safety, robustness, and
defense in multi-agent LLM systems, and should
not be used to deploy or facilitate harmful behav-
ior. We removed or replaced identifiable place-
holders such as names and email addresses with
anonymized examples (e.g., anonymized User and
anonymized @example.com). Our generated multi-
agent traces are synthetic and do not contain real
user identities. Potentially harmful or adversarial
prompts are used only for research on safety and
defense, and are released with restrictions for re-
search purposes only.

B.2 Baselines Details

For fair comparison, all MAS defense baselines are
evaluated under the same MAS setting, with iden-
tical agent numbers, roles, communication topol-
ogy. We compare SAlGuard with six representa-
tive MAS anomaly detection baselines, including
MAS-specific safeguarding methods and general
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Algorithm 1 Parallelized SAIGuard Procedure

Require: MAS graph G = (V, £, A), benign traces Dy, incoming message M; € M, propagation depth L

Ensure: Anomaly decision and intervention action
Stage 1: Learning Normal MAS Patterns
1: for each benign trace in Dy do
2: Encode each agent v; into h;
3:  Initialize x”) with h; and M;
4 for! =1to L do
5: Update agent states by GNN message passing
6: end for
7: Aggregate agent states into g
8 Reconstruct agent and system states with Dy
9 Optimize Dy by minimizing Lrec
0: end for
Stage 2: Reconstruction-based Threshold Estimation
11: Collect agent-level reconstruction errors into Sggent
12: Collect system-level reconstruction errors into Sy
13: Compute Tagent = T(Sagent) and Tsys = 7(Ssys)
Stage 3: Local-Global Deviation Intervention
14: Inject incoming message M, into its recipient agent
15: Simulate propagation and obtain {igL) N and g
16: Reconstruct simulated states using Dy
17: Compute {e?}IL, and e&
18: Determine A(M) using Tagent and Tsys
19: if A(M) = 1 then
20: B(M;) =1 [e? > Tagent} ,
21: if B(M;) = 1 then

v; €V, M; e M.

22: Apply targeted intervention before execution
23: block, or regenerate risky communication
24: else

25: Allow M; to enter the MAS

26: end if

27: else

28: Allow M to enter the MAS

29: end if

> Agent-level MAS embedding
> Message-aware state initialization

> Simulate multi-hop propagation

> Obtain global MAS state
> Benign-pattern reconstruction
> Learn normal MAS patterns

> Agent-level benign errors
> System-level benign errors
> Calibrate anomaly thresholds

> Pre-execution risk assessment

> Estimate potential impact

> Compare with benign patterns
> Local-global anomaly scoring
> Deviation detection

> Prevent risky propagation
> Mitigate detected risk

> Benign message execution

> Benign message execution

graph anomaly detection methods adapted to MAS
communication graphs.

G-Safeguard (Wang et al., 2025b) is a super-
vised safeguarding framework designed for LLM-
based multi-agent systems. It represents MAS inter-
actions as a multi-agent utterance graph and applies
graph neural networks to detect harmful agents
from the communication topology. After detect-
ing harmful agents, G-Safeguard isolate harmful
agents to mitigate the propagation of malicious in-
formation. It is a strong MAS-specific baseline for
evaluating graph-based security defenses.

DOMINANT (Ding et al., 2019) is a classi-
cal deep graph anomaly detection method for at-
tributed networks. It uses a graph convolutional
encoder to learn node embeddings from both graph
structure and node attributes, and then reconstructs
the graph through decoder modules. Nodes with
large reconstruction errors are treated as anoma-
lies. In our MAS setting, we adapt DOMINANT
by treating agent outputs as nodes and inter-agent
communication links as edges. This baseline evalu-
ates whether reconstruction-based graph anomaly

detection can identify abnormal agents in MAS
communication graphs.

PREM (Pan et al., 2023) is an efficient node-
level graph anomaly detection method based on
preprocessing and ego-neighbor matching. Unlike
message-passing-heavy GNN methods, PREM re-
duces training complexity by using a lightweight
preprocessing module and a matching objective
between each node and its local neighborhood.
Anomalies are detected based on inconsistencies
between a node and its surrounding context. We
adapt PREM to MAS anomaly detection by apply-
ing its ego-neighbor matching mechanism to agent
communication graphs, where abnormal agents are
expected to deviate from their neighboring agents
in representation space.

TAM (Qiao and Pang, 2023) is an unsupervised
graph anomaly detection method based on one-
class homophily modeling. It assumes that nor-
mal nodes tend to have stronger affinity with their
neighbors, while anomalous nodes show weaker
neighborhood consistency. TAM maximizes local
node affinity and iteratively removes potentially
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non-homophilous edges to reduce the influence of
abnormal connections. In our experiments, we use
TAM to detect agents whose communication rep-
resentations are weakly aligned with their neigh-
boring agents, making it a suitable baseline for
testing local consistency-based anomaly detection
in MAS.

BlindGuard (Miao et al., 2025) is an unsuper-
vised defense framework for LLM-based MAS un-
der unknown attacks. Instead of relying on labeled
harmful agents, BlindGuard learns from normal
agent behaviors and uses a hierarchical agent en-
coder to capture individual, neighborhood, and
global interaction patterns. It further introduces
a corruption-guided detector with contrastive learn-
ing to distinguish abnormal agents from normal
ones.

XG-Guard (Pan et al., 2025) is an explainable
and fine-grained MAS safeguarding method based
on bi-level graph anomaly detection. It models
both sentence-level and token-level information of
agent responses, allowing the detector to capture
coarse semantic anomalies as well as fine-grained
lexical cues. XG-Guard further provides token-
level explanations for detected malicious behaviors,
improving the interpretability of MAS defense.

B.3 Metrics Details

We evaluate MAS defense methods from two com-
plementary perspectives: system-level MAS behav-
ior and hazardous-message detection performance.
Task Accuracy (ACC) and Attack Success Rate
(ASR) are used to measure system-level MAS be-
havior, while Precision, Recall, and F1-score are
used to evaluate whether SAlGuard can correctly
identify hazardous input messages.

System-level Task Accuracy (ACC). ACC mea-
sures whether the MAS can complete the user
task. Unlike single-agent evaluation, MAS out-
puts may contain responses from multiple agents in
each communication round. Therefore, we eval-
uate task correctness at the system level. For
each test instance, we extract the answer from
each agent response using the required answer for-
mat, e.g., KANSWER>: A for multiple-choice tasks
or <ANSWER>: 42 for numerical reasoning tasks.
Given the ground-truth answer, an agent response is
considered correct if the extracted answer matches
the ground truth.

For a MAS with IV agents, we regard the system
as correct in a given communication round if at

least half of the agents provide the correct answer.
Formally, for instance g at round ¢, let a4 ; be the
answer extracted from agent ¢, and let y, be the
ground-truth answer. The system-level correctness
is defined as:

N N

Cop =1 z;ﬂ(aq,t,i = Yq) > 9 (19)
i
Then, ACC at round ¢ is computed as:
1
ACC; = — C 20
q€D

where D denotes the evaluation set. This met-

ric reflects whether the MAS, as a whole, can
preserve task utility under attack. In our imple-
mentation, ACC is computed for each communi-
cation round, which allows us to analyze how task
performance changes as agents exchange more
messages. For MMLU (Hendrycks et al., 2020)
and GSMS8K (Cobbe et al., 2021), we extract an-
swers from agent responses and evaluate them as
choice-based and number-based answers, respec-
tively. For PoisonRAG (Nazary et al., 2025), where
answers are open-ended, we use an LLM-based
evaluator to judge whether each agent response
is semantically consistent with the reference an-
swer. For InjecAgent (Zhan et al., 2024), we
use an LL.M-based evaluator to determine whether
each agent output successfully answers the original
user instruction using the trusted tool observation.
MAS-level ACC is then computed by aggregating
agent-level correctness within each communication
round: for MMLU (Hendrycks et al., 2020) and
GSMSK (Cobbe et al., 2021), the MAS is consid-
ered correct if at least half of the agents produce
the correct answer, while for InjecAgent, the MAS
is considered successful if the system-level success
criterion is satisfied under the LLM-based evalua-
tor.

Attack Success Rate (ASR). ASR measures the
extent to which an attack successfully compromises
the MAS behavior. A lower ASR indicates better
defense effectiveness. Since different attacks in
different forms, we compute ASR according to the
attack objective of each benchmark.

For answer-based  attacks, such  as
GSM8K  (Cobbe et al, 2021), and
MMLU (Hendrycks et al., 2020), ASR mea-
sures whether the MAS output is shifted away
from the correct answer or toward the attacker-
specified wrong answer. For each communication
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round, we extract answers from agent responses
and compare them with the ground-truth answer
or attacker target. If the attack causes the MAS to
produce an incorrect or attacker-desired answer, it
is counted as a successful attack. This evaluates
whether the defense can prevent malicious
messages from corrupting the system-level task
result.

For tool-use attacks, such as InjecAgent-style
attacks (Zhan et al., 2024), ASR measures whether
non-attacker agents are induced to execute the
attacker-specified tool or follow the attacker in-
struction. The evaluator parses the agent output in
ReAct format, checks whether the target malicious
tool is invoked, and marks the attack as successful
when a non-attacker agent performs the attacker-
desired action. The ASR is then computed over
MAS communication rounds:

ASR; = ! I k 2
R = D Z [AttackSucceeds(q, t)] . (21)
qeD
In our implementation, ASR is also computed for
each communication round, enabling us to observe
whether attacks are amplified or suppressed during
multi-round MAS communication.

For PoisonRAG-style tasks (Nazary et al., 2025),
attack success is determined by whether the ex-
tracted answer contains the attacker-specified in-
correct answer.

Precision, Recall, and F1-score. While ACC
and ASR evaluate the final MAS behavior, Pre-
cision, Recall, and F1-score evaluate the detec-
tion ability of a defense method at the hazardous-
message level. Specifically, Precision measures
how many detected hazardous messages are truly
hazardous. Recall measures how many hazardous
messages are successfully detected. F1-score is the
harmonic mean of Precision and Recall.

These detection metrics complement ACC and
ASR. High ACC indicates that the defense pre-
serves benign task utility, while low ASR indicates
that it effectively suppresses malicious influence at
the MAS level. Precision, Recall, and F1-score fur-
ther show whether the defense accurately identifies
hazardous messages without over-blocking benign
communication.

B.4 Implementation Details

We provide more implementation details of SAI-
Guard in this section, including MAS construction,

feature extraction, model training, threshold cali-
bration, and inference-time intervention.

MAS Construction. For all experiments, we con-
struct a multi-agent system with 8 agents and 3
attack instances unless otherwise specified. Each
MAS is represented as a directed communication
graph, where nodes denote agents and edges denote
directed communication links. To evaluate topolog-
ical robustness, we instantiate four types of MAS
topologies: Chain, Tree, Star, and Random. For the
random topology, we generate directed adjacency
matrices with edge sparsity 0.5 and remove self-
loops. For Chain, Tree, and Star topologies, we use
fixed topology templates with the same number of
agents. Across all baselines and SAIGuard, we
keep the MAS configuration identical, including
the number of agents, attacker ratio, task inputs,
communication topology, and dialogue turns.

Datasets and Attack Settings. We evaluate SAI-
Guard on four datasets: MMLU (Hendrycks et al.,
2020), PoisonRAG (Nazary et al., 2025), InjecA-
gent (Zhan et al., 2024), and GSM8K (Cobbe
et al., 2021). For MMLU (Hendrycks et al., 2020),
agents collaboratively solve multiple-choice ques-
tions, while attacker agents attempt to steer the
discussion toward an incorrect answer. For Poison-
RAG (Nazary et al., 2025), agents answer open-
ended retrieval-based questions, and attacks are
introduced through misleading or poisoned con-
texts. For InjecAgent (Zhan et al., 2024), agents
operate in a tool-integrated environment, where
attacks attempt to induce non-attacker agents to
follow hidden malicious instructions or invoke
attacker-specified tools. For GSM8K (Cobbe et al.,
2021), agents solve mathematical reasoning prob-
lems, while attackers attempt to disrupt the reason-
ing process and mislead other agents. Each sample
is executed for one initial response round followed
by 3 additional communication rounds, producing
multi-turn MAS communication traces for both
defended and undefended settings.

Backbone LLMs. Unless otherwise specified,
we use GPT-40-mini as the default backbone
LLM. To evaluate generalization across back-
bone models, we additionally conduct experiments
with DeepSeek-V3 (DeepSeek-Al et al., 2025a),
DeepSeek-V3.2 (DeepSeek-Al et al., 2025b), and
Qwen-30B-A3B (Yang et al., 2025). All compared
methods are evaluated under the same backbone
LLM setting for fair comparison.
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Model Training. All experiments were con-
ducted on a single NVIDIA L40. We use Qwen3-
Embedding-0.6B to encode agent states and com-
munication contents into dense representations.
Then, we train the system reconstruction model
only on benign MAS execution traces. The model
takes agent features and the MAS adjacency matrix
as input, and reconstructs both agent-level states
and the global MAS state. We use a hidden di-
mension of 1024, 2 graph layers, and dropout rate
0.2. The model is trained for 20 epochs with Adam
optimizer, learning rate 1 x 1073, weight decay
2 x 1074, and batch size 32. We apply a cosine
annealing learning-rate scheduler with 7},,x = 10
and minimum learning rate 1 x 107°.

Threshold Calibration. After training, we col-
lect reconstruction errors on benign training traces
to calibrate anomaly thresholds. Specifically, we
compute node-level reconstruction scores for agent-
level deviations and graph-level reconstruction
scores for system-level deviations. Then, we com-
pute thresholds from benign reconstruction error
distributions:

7(S) = median(S) + k- 1.4826- MAD(SS), (22)

where S denotes a benign error set and k controls
detection sensitivity. In our experiments, we set
k = 3 following the common three-sigma rule.
This produces an agent-level threshold 7, and a
system-level threshold 7, which are used during
inference to detect abnormal deviations.

B.5 Detailed analysis under multi-turn
dialogues.

Inference-time Defense. During inference, SAI-
Guard first simulates the potential impact of in-
coming messages or agent states under the current
MAS topology. The trained reconstruction model
then computes both agent-level anomaly scores and
a system-level anomaly score. A message or MAS
state is flagged as anomalous if either the system-
level score exceeds 74, or any agent-level score
exceeds Tggent. For initial-system or agent-level
attacks, SAIGuard replaces detected malicious
prompts with benign prompts. For communication-
level attacks, SAIGuard removes corrupted com-
munication message, and regenerates clean mes-
sages from the agents. The final defended MAS
trace is then saved and evaluated using the same
task-level and security-level metrics as all base-
lines.

C Additional Experiments

C.1 Comprehensive Evaluation

Table 3 provides the complete results across four
MAS topologies, including Chain, Tree, Star, and
Random. Overall, SAIGuard achieves the best av-
erage performance under all topologies, obtaining
89.79 ACC/5.07 ASR on Chain, 89.95 ACC/5.16
ASR on Tree, 90.24 ACC / 4.60 ASR on Star, and
89.35 ACC / 6.64 ASR on Random. Compared
with the strongest baseline in each topology, SAI-
Guard improves average ACC by 9.78, 8.87, 9.52,
and 8.50 points, respectively, while reducing aver-
age ASR by 10.37, 11.42, 12.52, and 8.84 points.
These results show that the advantage of SAIGuard
is not limited to a specific interaction structure, but
remains consistent across both regular and random
communication patterns.

The detailed attack-wise results further show that
SAlGuard is especially effective against attacks
that propagate through MAS communication. For
communication hijacking, SAIGuard reduces ASR
to 0.00 under all four topologies, indicating that
risky inter-agent messages can be intercepted be-
fore affecting downstream agents. For memory poi-
soning, SAlGuard keeps ASR between 1.88 and
5.00 while maintaining ACC above 92.50 across
all topologies, substantially outperforming exist-
ing defenses. For tool attacks, SAlGuard also
achieves consistently high ACC, with much lower
ASR than baselines. These results suggest that
communication-state simulation helps SAIGuard
capture the potential system-level impact of mali-
cious messages before they spread.

We also observe that SAIGuard does not al-
ways achieve the best result in every single prompt-
injection cell, especially under Star and Random
topologies. However, it achieves the strongest
macro-average performance in every topology.
This indicates that SAlGuard provides a more
balanced security—utility trade-off across heteroge-
neous attack types, rather than overfitting to a sin-
gle attack scenario. In contrast, reactive defenses
such as G-Safeguard, BlindGuard, and XG-Guard
can reduce ASR in some cases, but their average
ACC is consistently lower, suggesting that agent
isolation or link pruning may disrupt useful collab-
oration. By intervening at the message level, SAl-
Guard better preserves MAS functionality while
preventing attack propagation.
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Figure 10: ASR comparison across communication topologies and backbone LLMs.

C.2 Detailed robustness analysis across
topologies and backbone LL.Ms

Figure 10 provides the detailed results correspond-
ing to the robustness and generalization analysis in
the main text. We evaluate SAlGuard under four
representative communication topologies, includ-
ing Chain, Tree, Star, and Random, and compare it
with No Defense, G-Safeguard, BlindGuard, and
XG-Guard using attack success rate (ASR, lower
is better) as the evaluation metric. Figure 10(a)
reports the ASR under different attack scenarios,
including Prompt Injection, Tool Attack, Memory
Attack, and Communication Hijacking. The results
show that SAIGuard consistently achieves the low-
est or near-lowest ASR across different interaction
structures, indicating that its protection is not tied
to a specific communication topology.

Figure 10(b) further examines the generaliza-
tion ability of SAIGuard across different backbone
LLMs, including GPT-40-mini, DeepSeek-V3.2,
Qwen3-30B-A3B, and DeepSeek-V3. Across all
backbone models and topologies, SAlGuard main-
tains a consistently low ASR compared with base-
line defenses. These detailed results support the
conclusion in the main text that SAIGuard is robust
to topology variations and can generalize across
heterogeneous LLM backbones.

Figure 11 presents the detailed results of SAI-
Guard under multi-turn dialogue settings across
four communication topologies, including Chain,
Tree, Star, and Random. We evaluate both utility
and safety using ACC (1) and ASR ({), respec-
tively, as the number of dialogue turns increases.

The results show that SAIGuard maintains con-
sistently high ACC while keeping ASR at a very
low level across all topologies. In contrast, base-
line methods often suffer from either degraded task
performance or increased attack success as the dia-
logue becomes longer.

Specifically, under Chain, Tree, Star, and Ran-
dom topologies, SAlGuard achieves final ACC
scores of 94.00, 95.00, 95.50, and 92.50, respec-
tively, while keeping the corresponding ASR at
only 3.13, 3.44, 1.88, and 5.00. These results in-
dicate that SAlGuard remains effective in agent
interactions, where malicious instructions or unsafe
behaviors may accumulate across multiple dialogue
turns. The consistently low ASR and stable ACC
further demonstrate that SAIGuard provides ro-
bust protection without compromising the agents’
task-solving ability.

D Use of LLMs

LLMs were employed in this work to assist in
writing and polishing the paper. All substantive
research content, results, and analyses were inde-
pendently conducted by the authors. The use of
LLMs was limited to improving clarity, grammar,
and presentation, and did not influence any scien-
tific findings. Detailed experimental methods and
results are fully described in the main text of the

paper.
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Figure 11: Impact of dialogue turns on defense efficacy.
Topology Defense Prompt Injection Tool Attack Memory Poisoning Com. Hijacking \ Avg.
ACCt ASRJ ACCT ASR] ACCt ASR| ACCT ASRJ | ACCT ASRJ
No Defense 85.02 21.82 3045 5927 5528 40.25 7028 2094 | 60.26 3557
Dominant 85.21 18.57 40.00 58.00 6125 39.44 83.21 3.75 67.42 2994
PREM 85.32 17.43 47.59 36.00 61.46 39.19 83.54 3.13 69.48 23.94
Chain TAM 85.35 16.57 46.67  47.00  70.64 35.31 82.58 4.38 71.31 25.82
G-Safeguard ~ 85.78 11.39 67.52 14.55 81.09 35.21 85.64 0.62 80.01 15.44
BlindGuard 85.56 11.42 57.54 25.13 75.50 38.44 87.52 0.64 76.53 18.91
XG-Guard 87.47 8.57 67.58 18.50  77.50 39.68 85.10 0.63 79.41 16.85
SAlGuard 90.79 7.69 86.78 9.47 94.00 3.13 87.51 0.00 89.79 5.07
No Defense 82.57 18.18 3252 4501 52.59 56.88 80.03 1344 | 6193 3338
Dominant 82.55 18.05 40.00 4450  58.89 50.63 83.19 3.94 66.16  29.28
PREM 83.04 17.15 4138  42.05 61.18 49.69 83.52 3.44 67.28  28.08
Tree TAM 84.11 16.57 28.57 41.50 62.42 44.06 82.47 5.94 64.39 27.02
G-Safeguard ~ 85.87 11.48 70.02 18.55 77.41 4245 85.71 1.79 79.75 18.57
BlindGuard 85.64 12.86 55.09 2258  76.11 38.44 87.52 1.56 76.09 18.86
XG-Guard 87.54 8.57 67.51 18.06  79.27 39.09 90.00 0.60 81.08 16.58
SAlGuard 87.711 7.14 89.47  10.04  95.02 3.44 87.59 0.00 89.95 5.16
No Defense 85.21 18.51 4512 5849  50.77 60.63 85.11 7.19 66.55  36.21
Dominant 85.22 17.41 50.77  57.18 5246 59.68 83.17 3.98 67.91 34.56
PREM 85.17 16.55 54.44 3150  60.85 54.62 83.28 3.31 70.94  26.50
Star TAM 85.24 15.48 5248 4676 6847 49.02 84.74 2.50 72773 28.44
G-Safeguard ~ 87.53 7.09 70.03 16.16  79.76 41.25 85.57 4.06 80.72 17.14
BlindGuard 85.24 11.43 5510  30.59  76.00 41.56 87.51 0.31 7596 2097
XG-Guard 85.21 11.47 70.01 17.00 79.00 39.69 82.53 0.31 79.19 17.12
SAlGuard 85.78 10.19 89.47 6.32 95.50 1.88 90.21 0.00 90.24 4.60
No Defense 85.53 18.54 52.51 5347 5229 46.88 75.18 14.38 66.38  33.32
Dominant 85.29 17.43 55.77 49.50 58.31 45.31 83.00 3.56 70.59 28.95
PREM 85.31 16.86 57.62 4564  64.84 43.75 83.31 3.88 7277 2753
Random TAM 85.05 18.01 58.87 4500  65.07 43.75 82.89 4.50 7297 2782
G-Safeguard ~ 90.00 7.54 60.07 23.10 72.82 39.69 87.53 2.81 77.61 18.29
BlindGuard 87.51 14.29 52.25 34.11 73.00 40.63 90.01 0.63 75.69 2242
XG-Guard 87.59 7.61 67.50 1649  78.00 37.50 90.31 0.31 80.85 15.48
SAlGuard 87.53 8.93 86.84  12.63  92.50 5.00 90.51 0.00 89.35 6.64

Table 3: Comprehensive experimental results across all topologies and attack Types. We report Task Accuracy (ACC
%) and Attack Success Rate (ASR %) for each configuration. The “Avg” column represents the mean performance
across the four evaluated attack types within each topology. Bold indicates the best performance (highest ACC and

lowest ASR) among all defense methods.
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