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Abstract

Large language model-based multi-agent sys-
tems are evolving from fixed interaction topolo-
gies toward dynamically orchestrated Agent
Swarms. However, existing benchmarks are
still largely based on single-agent or general-
purpose agent tasks, making it difficult to sys-
tematically evaluate key orchestration capa-
bilities. We propose SwarmBench, a bench-
mark that evaluates model performance from
multiple perspectives, including accuracy, ef-
ficiency, cost, and process quality. Experi-
mental results show that current models ex-
hibit substantial differences in orchestration ca-
pability. These differences are reflected not
only in final accuracy, efficiency, and cost,
but also in the overall quality of the orches-
tration process itself. Based on these find-
ings, we further propose SwarmExp, a simple
yet effective method based on experience ex-
traction and experience replay, which consis-
tently improves the orchestration performance
of large language models. Code is available at
https://github.com/ying1973/SwarmBench.

1 Introduction

In recent years, large language model-based multi-
agent systems (LLM-MAS) have evolved from
fixed collaboration paradigms toward more dy-
namic orchestration paradigms. Early LLM-MAS
systems typically relied on predefined roles and
communication structures, such as debate, SOP-
driven pipeline, or manager-worker collaboration
(Wu et al., 2024; Li et al., 2025; Hong et al., 2024).
These systems are relatively easy to control and
analyze, but predefined collaboration limits their
scalability across tasks. In contrast, recent Agent
Swarm (Team et al., 2026) further shifts the fo-
cus from “designing a fixed team” to “allowing
models to organize a team dynamically”. In such
systems, a main agent is responsible for decom-
posing subtasks, creating subagents, coordinating
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their parallel execution, and finally integrating their
outputs. As a result, the key challenge shifts to
whether large language models can act as orches-
trators that efficiently organize a dynamic swarm
to solve complex tasks (Dang et al., 2026).

However, existing benchmarks are still insuffi-
cient for evaluating this emerging paradigm. On
the one hand, studies on MAS continue to rely
on benchmarks originally designed for single-
agent systems or general-purpose agents (Mi-
alon et al., 2024; Jimenez et al., 2024; Merrill et al.,
2026), which cannot systematically expose key ca-
pabilities of Agent Swarm. On the other hand,
when some tasks appear suitable for multi-agent
collaboration (Wong et al., 2025), existing evalua-
tions mainly focus on final answer quality while
paying less attention to the orchestration process
itself, including the rationality of task decompo-
sition, the effectiveness of subagent creation, the
completeness of result aggregation, and so on. Con-
sequently, we still lack a benchmark specifically
designed for Agent Swarm orchestration.

To address these limitations, we propose Swarm-
Bench, a benchmark specifically designed to evalu-
ate whether large language models can function as
Agent Swarm orchestrators. Specifically, we divide
tasks into three categories according to the orches-
tration capabilities they primarily evaluate: task de-
composition, subagent creation and delegation, and
subagent result aggregation. We construct a dataset
consisting of 8 tasks and 400 samples, covering
tasks such as root cause analysis, treasure hunt
game, wide search, and so on (Team et al., 2026).
We further evaluate models from multiple aspects:
accuracy, efficiency, and cost. In addition, we in-
troduce a process quality evaluation framework to
conduct fine-grained analysis of orchestration qual-
ity across three dimensions: task decomposition,
subagent delegation, and result aggregation.

Using SwarmBench, we conduct extensive ex-
periments on a variety of proprietary and open-
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source models. The results show that existing
models have highly uneven capability distributions.
Stronger models not only achieve higher accuracy,
but are also more capable of converting parallel
structures into real efficiency gains and achiev-
ing better Pareto frontiers in the cost-performance
trade-off. Further analysis reveals that different
tasks consistently expose different orchestration
bottlenecks, among which aggregation is often the
most difficult capability to stabilize. Moreover,
the study of cost and efficiency shows that system
performance indispensably depends on the effec-
tiveness of the orchestration structure, rather than
having a simple linear relationship with cost or
parallelism. Based on these findings, we further
propose SwarmExp, a simple yet effective method
that extracts skill, trick, and model card from tra-
jectories and reinjects them into the main agent’s
context. Experimental results show that SwarmExp
consistently improves performance across multiple
representative tasks.
We summarize the contribution as follows.

* We propose SwarmBench, a benchmark de-
signed to evaluate large language models as
Agent Swarm orchestrators, providing a more
comprehensive characterization of model ca-
pability in swarm scenarios.

* We conduct extensive experiments and analy-
sis on SwarmBench, revealing the capability
structure of current models as orchestrators,
showing that the key factor is whether the or-
chestration structure itself is effective.

* Based on these findings, we propose Swarm-
Exp, a simple yet effective experience-driven
method that improves orchestration capability
by extracting experience from trajectories.

2 SwarmBench

2.1 Definition of Agent Swarm

Agent Swarm is a hierarchical multi-agent system
in which an orchestrator coordinates a dynamically
created set of subagents to accomplish a given
task. In this paper, we view Agent Swarm as a
specific form of multi-agent workflow character-
ized by three properties: (1) hierarchical orches-
tration, where a single orchestrator is responsible
for task planning, subagent creation, coordination,
and final synthesis; (2) dynamic and heterogeneous
subagent instantiation, where subagents are created
at runtime with different roles, backbone models,

tools, and local contexts according to task require-
ments; and (3) parallel subagent execution, where
multiple subagents can execute different subtasks
concurrently and report their results back to the
orchestrator.

Formally, given an input task x € X', an Agent
Swarm process can be represented as

S(z) = (o, H,,, 111, U, B)

where o denotes the orchestrator; H denotes the set
of available subagent configurations; II, denotes
the orchestration policy; 1I;, denotes the subagent
execution policy; U denotes the available tools and
external environments; and B denotes the execu-
tion budget, including step limits, agent count, la-
tency, or monetary cost.

A key distinction between Agent Swarm and
static or predefined multi-agent workflows is that
the concrete subagent set is not fixed before exe-
cution. Instead, at global step ¢, the orchestrator
observes the current global state s; and outputs an
orchestration action:

af ~ Tlo(- | s¢)

where a? belongs to the action space .A,. When
af = spawn agent, the orchestrator creates a new
subagent h; and specifies its configuration

¢i = (ri7 mg, Ti, Ci)

where r; is the role description of the agent; m; is
the backbone model assigned to the agent; 7; C U
is the set of tools available to the agent; and c; is
the local context or subtask prompt of the agent.
In addition, Agent Swarm encourages parallel
execution among agents. Let H; denote the set of
currently running agents. The system parallelism
can then be defined as p; = |H;|. When an exe-
cution process contains stages with p; > 1, and
the task benefits from parallelizable subtasks, we
consider the system to exhibit swarm behavior.

2.2 Dataset Construction

SwarmBench aims to evaluate the core capabilities
required for large language models to function as
Agent Swarm orchestrators, including task decom-
position, dynamic subagent creation and delegation,
and subtask result aggregation. To achieve this, we
design 3 task categories with 8 task types to com-
prehensively evaluate the key capabilities of the
model. For details, see Figure 1 and Appendix A.
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Figure 1: Overview of SwarmBench, a benchmark designed to evaluate LLMs as Agent Swarm orchestrators.

Decomposition-Oriented Tasks. This category
evaluates the ability of the main agent to decom-
pose complex objectives into multiple subtasks that
can be executed in parallel or progressively. We
include three tasks in this category: Batch Down-
load (BD), Multi-Text Understanding (MTU),
and MATH. Batch Download is fully constructed
from scratch. Each sample contains a virtual en-
vironment and a file download requirement, with
an average of 11.44 files per sample. Multi-text
Understanding is built on the Loong (Wang et al.,
2024a) dataset. We select tasks suitable for multi-
agent collaboration, resulting in samples with over
200K average context length and more than 24 doc-
uments per sample. MATH is constructed from
Omni-MATH (Gao et al., 2025), using samples
with difficulty above 7. The system is required to
decompose complex problems into verifiable inter-
mediate steps to derive the final solution.

Delegation-Oriented Tasks. This category eval-
uates the ability of the main agent to select ap-
propriate backbone models, create suitable sub-
agent roles, and delegate different subtasks to cor-
responding agents according to task requirements.
We include three tasks in this category: Multi-
Perspective Analysis (MPA), Root Cause Analy-
sis (RCA), and Treasure Hunt Game (TH). Multi-
Perspective Analysis is based on DeepReview (Zhu
et al., 2025b). The system is required to create
subagents with different perspectives such as nov-
elty, effectiveness, and completeness, and organize
their collaboration to generate the final review com-
ments. Root Cause Analysis is based on the Open-
RCA dataset (Xu et al., 2025) and requires the
system to infer failure causes from different evi-
dence sources including logs, metrics, and traces.
Treasure Hunt is a newly constructed task in which

the system must dynamically create and delegate
subagents with two different roles to explore an
unknown map, search for keys, and open chests in
an interactive environment.

Aggregation-Oriented Tasks. In this category,
subagents typically produce partial drafts, local re-
sults, or intermediate content, while the main agent
must further filter, integrate, and unify these out-
puts into a final result with consistent style and
complete structure. We include Long-Text Gen-
eration (LTG) and Wide Search (WS) in this
category. Long-text Generation is based on LonglI-
nOutBench (Zhang et al., 2025) and requires the
system to integrate content from multiple papers
generated by different subagents and produce co-
herent long-form survey articles. Wide Search is
built based on the WideSearch dataset (Wong et al.,
2025). Subagents are required to retrieve key infor-
mation through real-world web search, while the
main agent must aggregate the collected informa-
tion and complete the final answer table.

2.3 Agent Swarm Framework

To evaluate the capability of different models as
orchestrators, SwarmBench designs a lightweight
Agent Swarm framework and applies it across all
tasks. In this framework, the main agent is respon-
sible for task decomposition, subagent creation,
task assignment, and result aggregation, while sub-
agents independently execute delegated subtasks
within their local contexts.

To reduce the influence of the main agent’s own
knowledge on task outcomes, the main agent is
not allowed to call tools or answer tasks indepen-
dently, and part of the task context is hidden from
the main agent. The backbone model of the main
agent is provided by the evaluated model, while
subagent backbone models are selected from a con-
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figurable model pool. Each model in the pool is
associated with a model description written from
publicly available information, and the main agent
dynamically selects suitable models during execu-
tion. Under this setting, the main agent is needed
to create suitable subagent roles based on subtasks,
and assign appropriate backbone models to dif-
ferent subagents. Detailed information about the
backbone model pool is provided in Appendix B.

3 Experiments

3.1 Setup

Models. We evaluate a comprehensive set of
models from multiple sources. Proprietary mod-
els are from OpenAl (OpenAl, 2026), Anthropic
(Anthropic, 2026), Google (Google, 2025), and
ByteDance (ByteDance, 2025), while open-source
models cover Qwen (Qwen, 2026), Deepseek
(DeepSeek, 2025), Kimi (Team et al., 2026) and
GLM (Z.ai, 2026). In all experiments, the main
agent models run under the same Agent Swarm
framework and share the same subagent backbone
model pool. The tool interfaces and output formats
of each task are predefined and kept fixed across
all models. We also include the backbone models
from the subagent pool as single-agent baselines.

Metrics. We report results from three aspects:
accuracy, efficiency, and cost. For accuracy, we
use the standard evaluation metric of each task;
details can be found in Appendix C. Efficiency is
measured by the time gain from parallelism. Cost
is measured by the actual monetary cost incurred
during a complete execution process.

3.2 Main Results

Accuracy results can be found in Table 1. Overall,
GPT-5.4 is the strongest and most balanced orches-
trator, achieving the best performance on six out of
eight tasks, demonstrating stable capability in de-
composition, delegation, and aggregation. Claude-
Sonnet-4-6 is the closest proprietary competitor. Its
strengths are more concentrated on tasks such as
MPA and LTG, which rely more heavily on role
organization and content synthesis. In contrast, the
capabilities of open-source models are more frag-
mented and exhibit clear task-specific strengths.
Kimi-k2.5 is the most stable model on delegation-
oriented tasks, especially RCA and TH. Qwen3.5-
397b-al7b performs better on aggregation-oriented
tasks such as LTG and WS, showing stronger ca-
pability in result integration. Other open-source

models, including Deepseek-v3.2 and GLM-5.1,
achieve relatively stable performance on tasks such
as BD and MTU, but do not demonstrate a consis-
tent orchestration advantage across tasks. Mean-
while, limited by model scale, Qwen3-30b-a3b
performs noticeably weaker on delegation- and
aggregation-related tasks. The agreement analy-
sis between LLM-based scores and human evalu-
ation for open-ended task metrics is provided in
Appendix D.3.

3.3 Cost-Accuracy Trade-off Analysis

To further analyze the cost behavior of models,
we measure system accuracy and average cost on
all tasks and plot the accuracy-cost curves. We
additionally connect the Pareto frontier within each
task to illustrate the optimal performance boundary
under different budgets, as shown in Figure 2.
Results show that cost is not a linear function
of performance. From the task perspective, perfor-
mance on MATH and BD generally improves as
cost increases. In contrast, on tasks such as MPA,
LTG, MTU, RCA, and WS, higher cost does not
necessarily lead to better performance, and some
lower-cost settings already achieve near-optimal
results. From the model perspective, larger models
often achieve better cost-performance trade-offs
in complex collaborative tasks. Comparing two
models from the same family, Qwen3.5-397b-al7b
more frequently lies on the Pareto frontier across
multiple tasks, while Qwen3-30b-a3b often incurs
a higher cost but achieves worse performance.
These observations suggest that cost and perfor-
mance are not simply linearly related, but largely
depend on orchestration quality. Strong orchestra-
tors can achieve better performance with lower cost
through more efficient decomposition, delegation,
and aggregation, while weaker orchestrators often
require more interactions and redundant execution
without necessarily obtaining better results.

3.4 Parallelism and Time Efficiency

To analyze execution efficiency, we introduce two
metrics related to parallel execution. Parallelism
Rate measures the average number of concurrently
running subagents during execution. Parallelism
Gain is defined as the ratio between serialized exe-
cution time and actual execution time, measuring
the latency reduction brought by parallel execution.
The former reflects the degree of parallel execution,
while the latter reflects its actual efficiency gain.
Detailed formulas are provided in Appendix C.
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Model MATH BD MTU MPA RCA TH LTG WS AVG.
Proprietary Models
GPT-5.4 8297 87.84 4882 77.17 10.00 1033 48.19 38.67 50.49
Claude-Sonnet-4-6 60.00 61.50 46.90 8143 5.50 238 5874 31.67 4351
Gemini-3-flash 7346 5592 3129 78.04 3.80 6.29 30.73 29.56 38.63
Doubao-seed-1-8 60.00 50.77 36.12 6539 0.00 8.00 32.19 29.87 3529
Claude-Haiku-4-5 44.00 3430 4036 7824 2.00 6.00 4050 19.05 33.05
Open-source Models
Kimi-k2.5 57.14 3648 22.53 76.52 8.82 833 40.67 12.05 32.81
Deepseek-v3.2 56.00 79.45 32.08 76.52 500 1.08 42.58 30.36 40.38
Qwen3.5-397b-al7b 64.00 67.13 2950 7551 7.05 079 4583 3520 40.62
GLM-5.1 61.00 71.36 39.00 78.17 4.00 0.00 39.56 29.32 4030
Qwen3-30b-a3b 69.00 21.70 21.56 50.71 0.00 0.00 2693 1132 25.15
Single Models
GPT-5-mini 20.00 45.66 18.20 68.56 1.02 213 3343 632 2441
Claude-Haiku-4-5 31.56 40.11 16.10 6542 319 050 26.19 7.01 23.76
Gemini-2.5-flash-lite 1033 3655 13.60 56.65 0.00 0.00 18.89 697 17.87
Qwen3.5-35b-a3b 21.55 3599 1533 58.10 0.00 0.00 25.13 5.10 20.15
GLM-4.5-air 24.13 33,54 17.00 6023 1.03 0.00 2671 791 21.31
Doubao-seed-1-6-flash 14.00 4133 20.10 6471 0.00 0.00 1400 813 2028

Table 1: Accuracy evaluation results. Bold indicates the best result, and underline indicates the second-best result.
"Proprietary Models" and "Open-source Models" are results where models act as Agent Swarm orchestrators, while

"Single Models" refers to single-agent execution results.
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Figure 2: Accuracy-cost Pareto frontier plots across eight tasks.

The results in Figure 3 show that parallelism gain
is not simply determined by the amount of paral-
lelism itself. In terms of parallelism rate, Kimi-k2.5
and Qwen3.5-397b-al7b significantly outperform
other models, indicating that they can more easily
learn and activate parallel execution through con-
text prompting. However, a higher parallelism rate
does not necessarily lead to higher parallelism gain.
While Kimi-k2.5 achieves the highest parallelism
rate, its parallelism gain does not surpass Claude-
Sonnet-4-6, whose parallelism rate is slightly lower.
In contrast, Gemini-3-flash achieves the highest
parallelism gain with a moderate parallelism rate.
These results suggest that the determinant of time
reduction is not how many subagents run simulta-

neously, but whether the main agent constructs an
effective parallel structure. Specifically, effective
orchestration requires reducing redundant waiting,
avoiding repeated execution, and organizing paral-
lel subtasks into genuinely beneficial collaborative
workflows.

3.5 Analysis of Orchestration Quality

To further characterize process quality, we intro-
duce an LLM-based evaluation framework that
scores the main agent along three orchestration
dimensions: task decomposition (Decomp.), sub-
agent creation and delegation (Del.), and subagent
result aggregation (Agg.). These dimensions re-
spectively capture whether the main agent can
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Figure 4: LLM-Judged Orchestration Quality Across Tasks and Models. This figure provides both task-centric and
model-centric views of decomposition, delegation, and aggregation performance.

break the task into meaningful subtasks, assign suit-
able subagents with clear responsibilities, and in-
tegrate local outputs into a coherent final response.
As shown in Figure 4, we average the scores across
tasks and models to obtain both task-centric and
model-centric views of orchestration quality. The
agreement analysis between LLM-based process
scores and human evaluation is provided in Ap-
pendix D.3.

The task-centric results show that the LLM-
based process scores are broadly aligned with our
task taxonomy. BD, MTU, and MATH exhibit
lower scores in decomposition, with MATH show-
ing the greatest difficulty, indicating that these tasks
primarily stress the ability to transform complex
objectives into tractable intermediate steps. MPA,
RCA, and TH are more challenging in delegation,
reflecting their reliance on role construction, model
selection, and subtask assignment. In contrast, LTG
and WS show the largest drop in aggregation, sug-
gesting that synthesizing multiple local outputs into
a unified final answer is the central bottleneck for
aggregation-oriented tasks.

The model-centric results reveal that orchestra-
tion quality differs not only in overall strength
but also in balance across dimensions. GPT-5.4
achieves the strongest and most stable performance,

while Claude-Sonnet-4-6 and Qwen3.5-397b-al7b
form a competitive second tier with different pro-
files: the former is more balanced, whereas the
latter is stronger in decomposition and delegation.
Weaker models tend to suffer especially in aggrega-
tion, and the overall score distribution also shows
that aggregation is consistently lower than the other
two dimensions. This suggests that current models
are comparatively better at initiating and assign-
ing subtasks than at reliably integrating subagent
outputs into a coherent final decision.

4 SwarmExp: Experience-Driven Swarm
Orchestration

4.1 Definition

Experiments on SwarmBench show that the limi-
tations of existing models lie not only in final an-
swer quality, but also in the orchestration process,
including unstable task decomposition, unreason-
able subagent delegation, and weak result integra-
tion. Based on these observations, we argue that
reusable orchestration experience can be accumu-
lated through task execution (Zhang et al., 2026b,a;
Hao et al., 2026). By extracting and reusing such
experience, orchestration capability can be im-
proved. Based on this idea, we propose SwarmExp,
a simple yet effective experience-driven enhance-
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Figure 5: Overview of SwarmEXxp, consisting of three
stages: trajectory generation with the base Agent
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and model cards, and experience replay by injecting
experience back into the main agent.

ment method for Agent Swarm. Figure 5 illustrates
the framework.

SwarmExp follows a simple two-stage pipeline.
First, we run inference on SwarmBench using the
initial Agent Swarm framework and collect the
full trajectories of the model. We then summarize
these trajectories and extract three types of reusable
knowledge: skill, trick, and model card.

Skill. This component focuses on high-level
workflow patterns (Jiang et al., 2026; Alzubi et al.,
2026; Si et al., 2026; Li et al., 2026). We use LLMs
to summarize orchestration patterns from trajecto-
ries and organize them into candidate SKILL.md
files. Each skill describes a reusable workflow for
a class of tasks, including how to decompose tasks,
organize subagents, and aggregate local results, pro-
viding the main agent with a more stable orchestra-
tion starting point for new tasks.

Trick. This component focuses on fine-grained
operational experience (Jiang et al., 2026). Unlike
skills, tricks are shorter and more specific, usually
corresponding to practical but easily overlooked
strategies in task execution, such as how to reduce
redundant information or assign subtasks more suit-
ably. We organize these experiences into a trick
library, allowing the main agent to retrieve task-
relevant suggestions during execution.

Method MTU RCA LTG WS
Single Agent 18.20 1.02 33.43 6.32
Multi-Model Voting  34.92 0.00 36.79  26.66
Best-of-N 20.68 0.00 3435  17.69
AOrchestra 36.03 10.71 43,57 3855
Agent Swarm 48.82 10.00 48.19  38.67
w/ SwarmExp 49.07 1642  54.65 41.59
A (+0.25) (+6.42) (+6.46) (+2.92)

Table 2: Main results of SwarmExp. A denotes the
performance change relative to the baseline.

Model Card. This component focuses on the
practical performance of subagent backbone mod-
els on specific tasks. Overall model quality, suit-
able scenarios, strengths, and weaknesses are sum-
marized into experience-based model profiles. This
allows the main agent to make more reasonable de-
cisions when creating and assigning subagents.

During inference, SwarmEXp injects these three
types of experience into the context of the main
agent, allowing the orchestrator to reference his-
torical experience during task planning, subagent
delegation, and result aggregation.

4.2 Experiments

Setup. We evaluate SwarmExp on four representa-
tive tasks, MTU, RCA, LTG, and WS, which cover
all three task categories and correspond to cases
where the initial Agent Swarm performs weakly.
We compare against four baselines: Single-Agent
and Best-of-N with GPT-5-mini, Multi-Model Vot-
ing using the shared subagent model pool, and
AOrchestra (Ruan et al., 2026), a framework that
dynamically creates subagents with serial execu-
tion. For both AOrchestra and Agent Swarm, we
use GPT-5.4 as the main agent.

Results. The experimental results are shown
in Table 2. SwarmExp achieves the best perfor-
mance on all four tasks. Compared with the initial
Agent Swarm, it improves performance by +0.25,
+6.42, +6.46, and +2.92 on MTU, RCA, LTG, and
WS, respectively. Notably, improvements on RCA
and LTG are more significant, while the gain on
MTU is relatively smaller, suggesting that subagent
creation and delegation as well as subagent result
aggregation remain key weaknesses of current mod-
els, and SwarmExp can effectively enhance model
capability in these aspects.
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Model MTU RCA LTG WS
Claude-Haiku-4-5 40.36 2.00 40.50 19.05
w/ SwarmExp 40.65 3.50 51.44 23.60
A (+0.29) (+1.50) (+10.94) (+4.55)
Gemini-3-flash 31.29 3.80 30.73 29.56
w/ SwarmExp 37.09 5.62 36.70 31.45
A (+5.80) (+1.82) (+5.97) (+1.89)
Deepseek-v3.2 32.08 5.00 42.58 30.36
w/ SwarmExp 31.25 6.53 42.42 32.25
A (-0.83) (+1.53) (-0.16) (+1.89)
Qwen3.5-397b-al7b  29.50 7.05 45.83 35.20
w/ SwarmExp 35.70 9.05 52.43 36.68
A (+6.20) (+2.00) (+6.60) (+1.48)

Table 3: Results of experience transfer experiments.

MTU RCA LTG WS Avg A
SwarmExp 49.07 1642 5465 4159 -
wi/o Skill 47.65 1456 53.98 40.66 (-1.22)
w/o Trick 4621 14.00 54.00 40.50 (-1.75)
w/o Model Card 48.33 1255 51.60 39.26 (-2.49)
Avg. A 1.67) (-2.71) (-1.45) (-145) -

Table 4: Results of ablation study on three types of
experience. Avg. A denotes the average performance
drop relative to SwarmExp.

4.3 Analysis

4.3.1 Experience Transfer Across Models

To evaluate cross-model transferability of the ex-
perience, we reuse the experience extracted from
GPT-5.4 and inject it into other orchestrator models
without rebuilding it. We test four target models:
Claude-Haiku-4-5, Gemini-3-flash, Deepseek-v3.2,
and Qwen3.5-397b-al7b.

As shown in Table 3, the experience transfers
well across models: 14 out of 16 settings improve
after injection. The gains are most obvious on LTG,
while RCA and WS show more stable improve-
ments, suggesting that the extracted experience is
especially useful for aggregation- and delegation-
heavy tasks. Different models also absorb the expe-
rience differently: Gemini-3-flash benefits consis-
tently, whereas Deepseek-v3.2 gains less, indicat-
ing that the final effect still depends on the target
model’s own orchestration ability. We also con-
duct a small-scale cross-task transfer analysis to
examine whether SwarmExp experience can gener-
alize across task domains, with results provided in
Appendix D.4.

4.3.2 Ablation of Experience Components

To further understand where SwarmExp gains
come from, we conduct an ablation study on its
three experience components, as shown in Table 4.
We remove one component at a time while keep-
ing the others fixed, and observe performance on
the same four tasks. The results show that all three
components are useful, since removing any of them
leads to a drop in performance. Among them, re-
moving model card causes the largest average de-
cline, suggesting that knowledge about subagent
model capabilities is the most important. Remov-
ing skill or trick also hurts performance, indicating
that both high-level workflow templates and fine-
grained execution guidance contribute to the final
improvement.

S Related Work
5.1 Multi-Agent Systems

LLM-based multi-agent systems have evolved from
fixed-topology collaboration to increasingly dy-
namic orchestration (Jin et al., 2025; Qi et al., 2026;
Guo et al., 2024; Han et al., 2024). Some systems
typically relied on predefined roles and interaction
patterns (Wang et al., 2024b; Li et al., 2025; D’ Arcy
et al., 2024), such as debate, pipeline-style coordi-
nation, or hierarchical manager-worker structures.
More recent work has shifted toward dynamic coor-
dination, where workflows can adapt during train-
ing or runtime according to task requirements (Wu
et al., 2026; Zhang et al., 2026¢; Feng et al., 2026;
Ke et al., 2026; Cai et al., 2026). Building on this
trend, Agent Swarm further emphasizes dynamic
subagent creation, heterogeneous role and model
assignment, and parallel execution, moving the fo-
cus of MAS research to studying whether LLMs
can act as effective orchestrators.

5.2 Benchmarks for Multi-Agent Systems

Despite rapid progress in MAS, evaluation remains
underdeveloped. Many studies still rely on bench-
marks originally designed for single-agent systems
or general-purpose agents (Barres et al., 2025; Wei
et al., 2025; Patil et al., 2025; Yao et al., 2022; Men
et al., 2026). Other benchmarks often focus primar-
ily on final-task accuracy, with limited attention
to the quality of the collaboration process itself.
As a result, current evaluation remains insufficient
for systematically assessing agent swarm orches-
tration, especially in terms of whether the system
decomposes tasks appropriately, assigns subagents
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effectively, and converts parallelism into meaning-
ful gains. MultiAgentBench (Zhu et al., 2025a) and
related work (Ruan et al., 2025) share some sim-
ilarities with our work, but we focus on the more
specific agent swarm paradigm and provide a more
fine-grained analysis.

6 Conclusion

In this paper, we introduce SwarmBench, a bench-
mark for evaluating the ability of large language
models to orchestrate Agent Swarm systems.
SwarmBench contains 8 tasks and 400 samples,
covering key orchestration stages such as task de-
composition, subagent delegation, and result ag-
gregation. Through evaluations on accuracy, effi-
ciency, cost, and process quality, we show that cur-
rent models still have clear limitations as swarm or-
chestrators, and that system performance depends
more on effective orchestration structure than on
simply increasing cost or parallelism. Based on
these findings, we further propose SwarmExp, a
simple experience-driven method for improving or-
chestration capability. By releasing SwarmBench
as an open benchmark, we hope to support future
research on large language models as Agent Swarm
orchestrators.

Limitations

SwarmBench has several limitations. Although
it covers diverse orchestration settings, it still in-
cludes only eight tasks and may not capture the full
range of agent swarm scenarios. In addition, our
evaluation is conducted under a unified lightweight
swarm scaffold with a fixed subagent model pool,
which improves comparability but may limit the
generality of the conclusions. Finally, our process
analysis relies partly on LLM-based judging, which
is informative but may still introduce bias.

Ethical considerations

Multi-agent systems may introduce risks such as
error propagation, unintended coordination behav-
iors, and the amplification of incorrect or mislead-
ing outputs through agent interaction. In this work,
all datasets used are publicly available and do not
involve personally identifiable information. We
also used Al tools for language polishing during
the writing of this paper.
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Task Source #Size
MATH Omni-MATH 50
Batch Download - 50
Multi-Text Understanding Loong 50
Multi-Perspective Analysis DeepReview 50
Root Cause Analysis OpenRCA 50
Treasure Hunt - 50
Long-Text Generation LongInOutBench 50
Wide Search WideSearch 50

Table 5: Data details in SwarmBench. “Source” marked
as “-” indicates that the task is constructed from scratch
in this work.

A Data

A.1 Data Details and Characteristics

Table 5 summarizes the data composition of
SwarmBench. The benchmark contains eight tasks,
each with 50 examples, for a total of 400 instances.
Specifically, MATH is built from Omni-MATH,
Multi-Text Understanding from Loong, Multi-
Perspective Analysis from DeepReview, Root
Cause Analysis from OpenRCA, Long-Text Gen-
eration from LongInOutBench, and Wide Search
from WideSearch. In addition, Batch Download
and Treasure Hunt are newly synthesized in this
work to better cover orchestration settings that re-
quire dynamic subagent coordination and interac-
tion.

Table 6 further characterizes the eight tasks
from the perspective of orchestration require-
ments. Across the benchmark, tasks differ sub-
stantially in decomposition difficulty, role hetero-
geneity, aggregation complexity, main-agent vis-
ibility, parallelism dependency, and output open-
ness. Decomposition-oriented tasks such as MATH,
BD, and MTU place stronger emphasis on break-
ing complex objectives into manageable subtasks,
while delegation-oriented tasks such as MPA, RCA,
and TH require more heterogeneous role design and
more careful subagent assignment. Aggregation-
oriented tasks, including LTG and WS, exhibit the
highest aggregation complexity and require the
main agent to integrate multiple local outputs into
a unified final result.

A.2 New Tasks
A.2.1 Batch Download

Batch Download is a fully synthetic task designed
to evaluate whether a swarm orchestrator can de-
compose a large retrieval objective into multiple
parallel download subtasks and maintain global

consistency over the final file set. Each instance
specifies a set of target projects, years, and docu-
ment families, together with an output contract that
defines where the selected files must be saved. The
underlying environment is constructed as a local,
deterministic “web-like” universe: for each task
instance, we create synthetic project pages, archive
pages, release logs, and package catalog pages,
along with the downloadable files they expose. To
make the task non-trivial, the environment includes
many distractors such as duplicate, preview, draft,
mirror, deprecated, or otherwise non-canonical files
whose names and metadata are often highly similar
to the correct ones. As a result, solving the task
requires not only locating candidate files, but also
identifying which versions should actually be kept.
Across the dataset, each sample requires download-
ing 11.44 files on average.

At runtime, the system interacts with this en-
vironment through a small set of tools that emu-
late a realistic discovery-and-download workflow.
Instead of exposing the hidden resource table di-
rectly, the task only allows the agent to search can-
didate pages, read page contents, inspect download
links, download files into the task workspace, verify
downloaded files, and list local workspace contents.
Each instance also requires the system to return a
JSON manifest listing the relative paths of all files
that remain in the output directory, so that the final
answer must be consistent with the actual execution
result rather than a purely textual guess.

Evaluation is rule-based and compares the final
workspace against a hidden gold manifest. For
each instance, we record the required files, their
target relative paths, and their checksums. A file is
counted as correct only if it appears at the expected
path and matches the gold file content. Based on
this comparison, we compute exact match as well
as download precision, recall, and F1; in the main
experiments, we report download F1 as the pri-
mary accuracy metric. The evaluator also checks
for missing required files, unexpected extra files,
checksum mismatches, and whether the returned
JSON manifest exactly matches the files that were
actually saved in the workspace. This evaluation
protocol ensures that the task measures end-to-end
orchestration quality over decomposition, parallel
execution, verification, and final aggregation, rather
than surface-level answer generation alone.
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T Task Decomposition Role Aggregation Main agent  Parallelism Output
ype as Difficulty Heterogeneity = Complexity visibility Dependency Openness
MATH %k 2.8, 8. ¢ %k sk k * *
Decomp. BD * * * * Yk k *
MTU * % * %k %k %k * %k
MPA * * % * * * * % 2.8, 8. ¢
Del. RCA * % 28,8 ¢ * ok * * Kk %k
TH 28,89 2. 8. 8.9 * * * 2. 8.8 * %
A LTG * % * * Yk k *k * k %k k
g8 wS *k * Kk * Kk *

Table 6: Taxonomy and characteristics of the eight tasks in SwarmBench.

A.2.2 Treasure Hunt

Treasure Hunt is a newly constructed interactive
task designed to evaluate dynamic delegation in
Agent Swarm systems. We construct the task from
a set of 9x9 map templates with different topologi-
cal structures, such as bottlenecks, loops, staggered
corridors, and layered layouts. For each template,
we instantiate multiple task instances by randomly
placing the base, three types of keys, three match-
ing chests, and additional swamp obstacles, while
enforcing reachability constraints so that all keys
and chests remain accessible from the base. Each
instance therefore defines a partially observable
grid world containing walls, swamps, keys, and
chests. Keys and chests are typed as copper, silver,
and gold, with chest values of 100, 200, and 300,
respectively. At the beginning of each run, only
the base tile is visible, and the rest of the map is
hidden under fog. An example overview is shown
in Figure 6.

At runtime, the main agent acts as a stationary
base commander and cannot directly move or in-
teract with the map. Instead, it must dynamically
create and assign helper agents with one of two
roles: scouts and carriers. Scouts move faster,
scan a larger area, collect keys, and open match-
ing chests; carriers move more slowly, scan locally,
pick up opened chests, and deliver them back to
the base. The environment provides role-specific
tools, including movement, scanning, key pickup,
chest opening, and chest transport. All discov-
ered map information is shared through the global
world state, so the main agent must repeatedly in-
spect the evolving state, decide whether to spawn
new helpers, assign concrete objectives, wait for
execution, and replan when new keys, chests, or
obstacles are revealed.

Evaluation is based on the final environment
state rather than the textual final answer alone. The

primary score is the total value of chests success-
fully delivered to the base, normalized by the total
possible chest value in the instance. Opening a
chest is not sufficient; only delivered chests con-
tribute to the final task score. The evaluator also
records auxiliary process metrics, including the
number of opened and delivered chests, explored
tile ratio, movement and scan actions, failed ac-
tions, and duplicate reveals.

B Models

We evaluate a diverse set of proprietary and open-
source models in our experiments. In the main
SwarmBench evaluation in Section 3, the or-
chestrator model is selected from ten candidates:
GPT-5.4, Claude-Sonnet-4-6-thinking, Gemini-3-
flash-preview-thinking, Doubao-seed-1-8, Claude-
Haiku-4-5-thinking, Kimi-k2.5, Deepseek-v3.2,
Qwen3.5-397b-al7b, GLM-5.1, and Qwen3-30b-
a3b-thinking. All orchestrators share the same sub-
agent model pool, which consists of GPT-5-mini,
Claude-Haiku-4-5-thinking, Gemini-2.5-flash-lite,
Qwen3.5-35b-a3b, GLM-4.5-air, and Doubao-seed-
1-6-flash. In the SwarmExp experiments, GPT-5-
mini is used for the single-model baselines, while
the multi-model baselines use the six models from
the shared subagent pool. For both AOrchestra and
our Agent Swarm framework, we use GPT-5.4 as
the main orchestrator model.

C Metrics
C.1 Accuracy

We use task-specific accuracy metrics following the
original evaluation protocols whenever possible.

For MATH, we follow the Omni-MATH style
evaluation, where an LLM-based equivalence judge
determines whether the final answer is correct;
"task score" is set to 1 for correct answers and
0 otherwise.
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For Multi-Text Understanding, we follow the
Loong evaluation format, where an LLM judge
assigns a score from 1 to 100, and we normalize it
as "task score = score / 100".

For Multi-Perspective Analysis, based on Deep-
Review, the evaluator compares predicted review
scores with human review annotations, checks the
final decision, evaluates textual completeness, and
incorporates LLM-judged review quality and col-
laboration quality; the weighted result is used as
"task score".

For Root Cause Analysis, we use the OpenRCA
evaluator, which checks the answer against prede-
fined scoring points and returns the resulting score
as "task score".

For Long-Text Generation, following Longl-
nOutBench, we evaluate the generated document
from three aspects: factual consistency, writing
quality, and length control; their average is used as
"task score".

For Wide Search, we use the official WideSearch
evaluator, which computes precision, recall, and F1
at both row and item levels; in our experiments, we
report "F1 by item" as the accuracy metric.

For the two newly constructed tasks, we design
rule-based evaluation protocols.

In Batch Download, the evaluator compares the
final workspace with a hidden gold manifest. A

Figure 6: An overview of an example in Treasure Hunt.
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downloaded file is counted as correct only if it ap-
pears at the expected relative path and matches the
gold checksum. We compute download precision,
recall, and F1 over the required file set, and report
"download F1" as the main accuracy metric.

In Treasure Hunt, the evaluator uses the final
environment state rather than the textual answer.
The score is the total value of chests successfully
delivered to the base, normalized by the total pos-
sible chest value in that instance; this normalized
value is reported as "task score".

C.2 Efficiency

Parallelism Rate. We use Parallelism Rate to mea-
sure how many subagents are concurrently active
during a task execution. For each sample, we parse
the execution trace and identify the time intervals
between subagent launch events and subagent com-
pletion, timeout, exception, or cancellation events.
Each interval is assigned a parallel count, i.e., the
number of running subagents during that interval.
We then compute a duration-weighted average over
all intervals with at least one active subagent.

Zle ng - Atk
Zszl Aty

where K is the number of valid execution in-

Parallelism Rate =

)
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tervals, ny, is the number of concurrently running
subagents in interval k, and Aty is the duration
of that interval. A higher value indicates that the
system maintains more simultaneous subagent ex-
ecution on average, but it does not by itself imply
that the parallel execution is effective.

Parallelism Gain. We use Parallelism Gain to
estimate the time-saving effect of parallel execu-
tion. For each run, we record the actual end-to-
end wall-clock time of the task, denoted as Ti.j;.
We also compute the accumulated system latency
by summing all model-call latency and tool-call
latency, denoted as Ti,04e1 + Ttool. This accumu-
lated latency approximates the time that would be
required if all model and tool operations were exe-
cuted serially. The gain is then defined as the ratio
between accumulated latency and actual wall-clock
time.

Tmodel + Ticool

Parallelism Gain =
Twall

where T),04e1 18 the total latency of all model
calls, Tioc1 is the total latency of all tool calls,
and Ty, is the actual task execution time. A
larger value means that the system saves more time
through overlapping model or tool executions; in
contrast, a value close to 1 indicates that the execu-
tion behaves nearly serially.

C.3 Cost

We report cost in U.S. dollars rather than raw token
counts. For each model call, we compute the esti-
mated cost using the corresponding model-specific
input and output token prices:

N
Di in Ci t
Cost = ( e . 9‘1)’
ost = > 1000 " T 1000 "

1=

where NNV is the number of model calls in one task
execution, p; and ¢; are the prompt and completion
tokens of the i-th call, and rin, rf‘“ are the input
and output prices per 1K tokens for the correspond-
ing model. We aggregate this value over all calls
from both the main agent and subagents, and report

the resulting "total cost USD" as the cost metric.

D Supplementary Experiments

D.1 Cost-Matched Single-Agent Baseline

To examine whether the gains of Agent Swarm
mainly come from using a larger compute budget,

Method MTU RCA LTG WS
Single Agent 16.10 3.19 26.19 7.01
Cost-Matched Single Agent 28.00 3.11 31.25 16.30
Agent Swarm 40.36 2.00 40.50 19.05

Table 7: Performance comparison between Agent
Swarm, cost-matched single-agent baseline, and origi-
nal single-agent baseline.

we conduct a cost-matched single-agent baseline
experiment. We use Claude-Haiku-4-5 as both
the Agent Swarm orchestrator and the single-agent
model, and evaluate on four representative tasks:
MTU, RCA, LTG, and WS. For each task, we take
the average cost of Agent Swarm as the budget
ceiling and allow the single agent to iteratively
reason, reflect, and revise until reaching the same
budget.

As shown in Table 7, the cost-matched single
agent improves over the original single-agent base-
line on most tasks, confirming that additional com-
pute can help. However, Agent Swarm still outper-
forms it on MTU, LTG, and WS under the same
budget. This suggests that the benefit of Agent
Swarm is not only from increased cost, but also
from its orchestration structure. The orchestrator
can decompose tasks, assign subtasks to different
helpers, exploit complementary model capabilities,
and isolate local contexts so that each subagent
focuses on a narrower objective.

D.2 Repeated Runs and Variance Analysis

To assess the statistical stability of our benchmark
results, we conduct repeated-run experiments on
representative model-task settings. Specifically,
each selected setting is independently executed five
times under identical experimental configurations,
and we report the results as mean + standard devi-
ation. We use a representative subset of tasks and
models spanning the benchmark, including MATH,
BD, MTU, MPA, and LTG, with Claude-Haiku-
4-5 and Qwen3.5-397b-al7b as representative or-
chestrator models. As shown in Table 8, the stan-
dard deviations remain relatively small, ranging
roughly from 0.7 to 1.6 across all reported settings.

D.3 Agreement Between LLM Judge and
Human Evaluation

To examine the reliability of LLM-based scoring,
we conduct a human-consistency analysis for both
task metrics and process-quality evaluation. For
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Model MATH BD MTU MPA LTG
Claude-Haiku-4-5 44.00(£0.9) 3430(£1.1) 4036(£1.0) 7824(£1.6) 40.50(£1.2)
Qwen3.5-397b-al7b  64.00 (£0.7) 67.13(£1.5) 2950(£0.9) 7551 (£1.5) 4583(£1.6)

Table 8: This table reports the mean and standard deviation of SwarmBench scores over five independent runs for

representative model-task settings.

Metrics Pearson Spearman
Task Metrics - LTG 0.786 0.723
Task Metrics - MPA 0.801 0.788
Process-quality - Decomp.  0.793 0.701
Process-quality - Del. 0.770 0.684
Process-quality - Agg. 0.726 0.739

Table 9: This table reports Pearson and Spearman cor-
relations between LLM-based scores and human scores
for task metrics and process-quality evaluation.

task metrics, we focus on the two open-ended tasks,
LTG and MPA, and randomly sample 100 model
outputs for each task for independent human scor-
ing. For process-quality evaluation, we sample
50 execution trajectories per task across all eight
SwarmBench tasks, and ask a human annotator to
score each trajectory along Decomposition, Delega-
tion, and Aggregation. We then compute Pearson
and Spearman correlations between human and
LLM scores. As shown in Table 9, the correla-
tions range from 0.684 to 0.801, indicating rela-
tively strong agreement between LLM and human
evaluation trends. These results suggest that our
LLM-based judge provides reliable relative signals
for both open-ended task scoring and orchestration-
quality analysis.

D.4 Cross-Task Transfer of SwarmExp

To examine whether the experience extracted by
SwarmExp can generalize beyond the source task,
we conduct a cross-task experience transfer exper-
iment. We use Claude-Haiku-4-5 as the Agent
Swarm orchestrator and reuse experience extracted
from GPT-5.4 trajectories, consistent with the
cross-model transfer setting. Specifically, we ex-
tract experience from MTU, RCA, LTG, and WS,
and inject each source-task experience into two
target tasks, LTG and WS.

As shown in Table 10, cross-task transfer is
clearly task-dependent. For LTG, experience from
other tasks still improves over the no-experience
baseline, although LTG-specific experience per-
forms best, suggesting that some high-level orches-
tration patterns such as long-horizon planning and

Settings LTG WS

w/0 exp 40.50 19.05
w/ MTU-exp 49.39 11.42
w/ RCA-exp 46.90 1847
w/ LTG-exp 51.44 15.11
w/ WS-exp  41.33 23.60

Table 10: This table reports cross-task transfer results
by injecting experience extracted from different source
tasks into LTG and WS.

result aggregation can transfer to open-ended gen-
eration tasks. In contrast, WS benefits only from
WS-specific experience, while most cross-task ex-
perience hurts performance, indicating that search-
oriented tasks rely more heavily on task-specific
retrieval and aggregation strategies.

E Prompt

In this section, we introduce parts of prompts used
in this work, including Figure 7, Figure 8, Figure
9, Figure 10, and Figure 11.
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You are a strict evaluator of main-agent action quality in a multi-agent benchmark.
The main agent is expected to:

. Decompose the task into subproblems.

. Spawn subagents with explicit roles, helper models, and tool access.

. Delegate concrete subtasks to subagents.

. Wait for subagent results when appropriate.

. Aggregate subagent outputs before deciding the next step.

mportant:

Task decomposition and result aggregation are implicit reasoning behaviors, not explicit actions.
- The first explicit action after receiving the task is usually spawn_agent.

- Message delegation is an explicit action and should be used when a spawned agent needs a concrete task.
- Wait is an explicit action and is appropriate after delegation.

- Score only the main agent's action quality, not the final task correctness.

- Penalize shallow decomposition, missing delegation, unhelpful agent design, poor use of helper models/tools,
premature waiting or finishing, and failure to integrate subagent evidence.

You must score THREE dimensions independently on a ©-100 scale:

1. task_decomposition

2. subagent_creation_and_task_delegation

3. subagent_result_aggregation

For each dimension provide:

- score: integer from © to 100

- reason: concise but specific rationale tied to the trace

Use the following rubric:

- 90-100: excellent, explicit, targeted, well-structured, evidence-driven behavior
- 70-89: good with minor issues

- 40-69: partially adequate but with notable weaknesses

- 10-39: weak, mostly ineffective, or heavily incomplete

- 0-9: absent or clearly incorrect behavior

When judging task decomposition, look for excellent behavior such as:

- the first thinking step implicitly breaks the task into a small set of meaningful subproblems
- the decomposition matches the task's real structure and difficulty

- the subproblems are neither too coarse nor trivially duplicated

- the plan shows awareness of dependencies, search order, and which pieces need parallel help
Common failure modes for task decomposition include:

- jumping straight to a final answer without a real breakdown

- producing an overly vague plan such as "analyze everything"

- inventing subproblems that do not correspond to the task

- repeating the same subproblem under different labels

When judging subagent creation and delegation, look for excellent behavior such as:
- each subagent has a role that is specific, necessary, and non-overlapping

- the role description explains what that subagent should discover, verify, or synthesize
- the chosen helper model reflects the role and the available model cards

- the main agent shows it considered the model card before assigning the subtask

- the delegated task is concrete, bounded, and actionable

- the number of helpers and any parallelization are justified by the task structure
Common failure modes for subagent creation and delegation include:

- vague roles like "help me think" or "check this"

- choosing a model without regard to the model cards or the subtask type

- assigning a subtask that is too broad for one helper to finish

- spawning helpers redundantly or with overlapping responsibilities

- failing to actually delegate a clear task after spawning

When judging result aggregation, look for excellent behavior such as:

- the main agent waits for the most relevant helper outputs before deciding

- it compares helper outputs against each other rather than trusting one blindly

- it integrates evidence into a coherent updated plan or conclusion

- it resolves disagreements among helpers by using their evidence critically

- it changes course when helper evidence contradicts the initial guess

Common failure modes for result aggregation include:

- waiting but ignoring the returned information

- trusting one helper uncritically despite conflicting evidence

- failing to synthesize multiple helper outputs into a single judgment

- ending too early before the helper evidence has actually been integrated

Return valid JSON only with this exact schema:

PHUAWNR

{
"task_decomposition": {"score": @, "reason": "..."},
"subagent_creation_and_task_delegation": {"score": @, "reason": "..."},
"subagent_result_aggregation": {"score": @, "reason": "..."},
"overall_comment": "..."}

Figure 7: This prompt is used to perform LLM-based process evaluation of the main agent’s orchestration behavior.
Given an execution trace, the evaluator scores the main agent on three dimensions: task decomposition, subagent
creation and task delegation, and subagent result aggregation. The evaluation focuses on the quality of orchestration
actions rather than final task correctness, and returns structured scores and rationales for fine-grained analysis of

main-agent behavior.
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system_prompt = (
"You are grouping workflow summaries for one benchmark task. "
"Your job is to cluster samples by reusable workflow pattern, not by topic surface form. "
"Return strict JSON only."
)
user_prompt = (
"Group the following sample summaries into workflow groups.\n"
"Use only the provided "sample_context™, “execution_overview , and “workflow_analysis.\n"
"Do not create file-system groups. Just return a grouping description.\n\n"
"Output JSON with exactly these top-level keys:\n"
"~ “num_groups: integer\n"
- “groups’: list\n\n"
"Each item in “groups’ must contain exactly these keys:\n"
"- “group_id’: short identifier like "G1 \n"
"- “workflow_label’ : concise workflow name\n"
"- “workflow_summary  : 2-4 sentence summary of the shared workflow pattern\n"
- “instances’: list of instance_id strings belonging to the group\n\n"
"Requirements:\n"
"- Every input instance must appear in exactly one group.\n"
- Group by workflow similarity, especially decomposition, parallelization, delegation, aggregation, and
recovery pattern.\n"
"- Prefer a small number of meaningful groups rather than over-splitting.\n"
- If two samples share the same core orchestration template but differ in quality, keep them in the same
group if the workflow pattern is still the same.\n\n"
"Input summaries:{}"

"

"
"

"

)

Figure 8: This prompt is used during skill generation to cluster raw trajectory summaries by reusable workflow
patterns. Given the sample context, execution overview, and workflow analysis extracted from each trajectory, it
groups instances according to orchestration-level similarities such as task decomposition, parallelization, delegation,
aggregation, and recovery behavior. The resulting workflow groups are then used to identify common execution
templates and support the construction of candidate skills.
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system_prompt = (
"You are a workflow-skill architect for multi-agent systems.
"Your task is to convert one strong representative execution summary into a reusable, generalized skill
document. "
"The skill must be generic and must not contain concrete task entities, dates, products, people, places,
or dataset-specific details."
)
user_prompt = (
"Create an initial standard skill for this workflow group using the anchor sample.\n\n"
"Design goals:\n"
"- Output markdown only.\n"
- The skill must contain exactly four sections: metadata, workflow, example, watch out for.\n"
"- Keep it general: use placeholders like " [TARGET] , "[QUERY] , “[SUBTASK] , "[SOURCE TYPE]  instead
of concrete sample values.\n"
"- The skill must apply to similar problems, not just this anchor case.\n"
Capture executable knowledge: when the summary reveals effective executable procedures, convert the
core logic into reusable templates or operational patterns.\n"
"- Brevity matters: aim for about 600 words and prioritize what is actionable.\n"
- This is an orchestration skill for decomposition, delegation, parallelization, aggregation, and
recovery in a multi-agent workflow.\n\n"
"Section requirements:\n"
"1. metadata\n"
" - Must include at least: skill name, skill functionality (what it helps do), when to use.\n"
"2. workflow\n"
- Focus mainly on the workflow_analysis section.\n"
- Use main_agent_turns as supporting evidence for how the workflow was actually executed.\n"
- Write a reusable workflow template rather than a narrative recap.\n"
- Preserve practical operational structure and any reusable execution patterns revealed by the

"

summary.\n"
"3. example\n"
- Focus mainly on main_agent_turns.\n"
- Show an abstract example of how the workflow unfolds, without concrete sample details.\n"
"4. watch out for\n"
- Focus mainly on failure_modes.\n"
- Also use main_agent_turns and subagents as supporting evidence for common mistakes, weak
delegations, invalid actions, premature synthesis, and recovery risks.\n\n"
"Reference style guidance:\n"
"- Prioritize workflow quality over verbose explanation.\n"
- Preserve practical orchestration knowledge, not task-specific facts.\n"
- Generalize concrete entities into reusable patterns and placeholders.\n\n"
"Suggested output shape:\n"
"## Metadata\n"

"

"

"- Skill Name: ...\n"

"- Functionality: ...\n"
"- When to Use: ...\n\n"
"## Workflow\n"

"1. ...\n"

"2. ...\n"

"3. ...\n\n"

"## Example\n"

"- o A\n\n"

"## Watch Out For\n"

- ooA\n"

"- L oAn\n"

"Input:\n{}"

Figure 9: This prompt is used to generate candidate skills from representative workflow groups. Given an execution
summary, it abstracts the observed orchestration pattern into a reusable Markdown skill document, covering
metadata, workflow, example, and common failure cases.
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system_prompt = (
"You are a reasoning-analysis expert extracting reusable tactical tricks for a multi-agent orchestrator.
"Return strict JSON only."

)
user_prompt = (
"Review this execution summary and extract practical orchestration tricks that could help future similar tasks.\n\n"
"Analysis framework experience extraction:\n"
"1. Trajectory review:\n"
"- What worked in the orchestration?\n"
"- What did not work?\n"
"- Where did control flow, delegation, waiting, recovery, aggregation, or validation go wrong?\n"
- Which local decisions were especially effective?\n"
- Which mistakes or recoveries reveal reusable tactical lessons?\n\n"
"2. Trick quality requirements:\n"
- Each trick must be short, practical, and actionable.\n"
- Each trick must be general enough to apply to similar orchestration problems, not just this sample.\n"
"- Each trick should read like a complete textual rule, usually close to a “condition -> action™ style sentence.\n"
"- Do not split a trick into separate fields such as trigger and action; return one complete sentence per trick.\n"
"- Avoid concrete entities, dates, products, institutions, or task-specific details. Use placeholders or generalized
descriptions instead.\n"
"- Focus on tactical local guidance, not full workflow-level SOPs.\n"
- Favor tricks about decomposition, delegation, waiting/synchronization, recovery, aggregation, schema checking, and
completeness checking.\n\n"
"3. Output expectations:\n"
"- Return only high-value tricks.\n"
- Do not include obvious or generic advice unless it is clearly supported by the sample.\n"
"- Include both positive tactics and negative cautionary tactics when they are useful.\n\n"
"Return JSON with exactly these keys:\n"
"- “instance_id \n"
"- “trick_candidates® \n\n"
"“trick_candidates® must be a list of objects.\n"
"Each object must contain exactly these keys:\n"
"- “text’: one complete trick statement\n"
"- “tag : one of “decomposition_trick’, “parallelization_trick’, “delegation_trick’, "aggregation_trick",
“recovery_trick’, “validation_trick \n"
"Do not split the trick content into trigger/action fields; keep one complete textual rule in “text .\n"
"If no good tricks exist, return an empty list.\n\n"
"Input summary:\n{}"

Figure 10: This prompt is used to extract trick candidates from individual execution summaries. It reviews what
succeeded or failed in the trajectory and converts reusable local lessons into short, actionable rules for future
orchestration. Unlike skills, which describe full workflow patterns, these tricks focus on fine-grained guidance for
decomposition, delegation, parallelization, synchronization, recovery, aggregation, and validation, and are stored as
candidate entries for the trick library.
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system_prompt = (
"You are analyzing one subagent run in a multi-agent benchmark to extract model evidence.
"Return strict JSON only."

)
user_prompt = (
"Analyze this single subagent execution record and summarize the observed evidence about its base model.\n\n"
"Important constraints:\n"
"- This is about one subagent only.\n"
- Every assessment field must be written as a natural-language description.\n"
- Focus on what this run reveals about the model's real behavior, not about advertised capabilities.\n"
- Judge the subagent based on the actual trace, summary record, tool usage, and final returned output.\n\n"
"Assess these aspects:\n"
"1. performance_quality: How good was the actual work quality for this assigned subtask?\n"
"2. action_format_reliability: Did the model produce legal, parseable, and well-formed actions, or did it often produce empty
invalid / malformed actions?\n"
"3. final_reliability: Was the subagent's final returned output well-formed, sufficiently complete, and did it properly
summarize its findings and work?\n"
"4. react_process_quality: How strong was the step-by-step think-act-observe-adjust process?\n"
"5. contribution_to_parent: How much did this subagent actually help the overall sample result?\n"
"6. strengths_observed: What strengths were concretely demonstrated in this run?\n"
"7. weaknesses_observed: What weaknesses or failure modes were concretely demonstrated in this run?\n"
"8. suitable_use_cases: Based on this run, what kinds of subtasks does this model seem suitable for?\n"
"9. unsuitable_use_cases: Based on this run, what kinds of subtasks would be risky or poor fits for this model?\n"
"10. overall_takeaway: A concise overall judgment of what this run teaches us about the model.\n\n"
“"Return JSON with exactly these keys:\n"
"- “instance_id \n"
- “agent_id \n"
- “base_model  \n"
- “assigned_role_summary \n"
- “subtask_nature \n"
- “performance_quality \n"
- “action_format_reliability  \n"
- “final_reliability \n"
- “react_process_quality \n"
- “contribution_to_parent \n"
- “strengths_observed  \n"
- “weaknesses_observed \n"
- “suitable_use_cases \n"
- “unsuitable_use_cases \n"
- “overall_takeaway  \n\n"
"For the following keys, return a single natural-language string:\n"
- assigned_role_summary\n"
- subtask_nature\n"
- performance_quality\n"
- action_format_reliability\n"
- final_reliability\n"
- react_process_quality\n"
- contribution_to_parent\n"
- overall_takeaway\n\n"
"For the following keys, return a list of natural-language bullet-like strings:\n"
"- strengths_observed\n"
- weaknesses_observed\n"
- suitable_use_cases\n"
- unsuitable_use_cases\n\n"
"Input:\n{}"

"

"

~

"

Figure 11: This prompt is used to extract model-level evidence from individual subagent executions for model card
construction. Given a single subagent trace, it analyzes the base model’s observed behavior, including work quality,
action-format reliability, final-output reliability, ReAct process quality, contribution to the parent task, strengths,
weaknesses, and suitable or unsuitable use cases.
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