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Abstract

Data-aware post-training quantization (PTQ)
minimizes a per-token reconstruction loss on
a small calibration corpus, implicitly weight-
ing positions by their empirical frequency. For
Automatic Speech Recognition (ASR), this
misaligns with tail-sensitive risk: names, nu-
merals, and domain-specific words receive pro-
portionally little calibration mass. We pro-
pose Tail-Aware Reconstruction Quantiza-
tion (TARQ), an annotation-free correction to
the calibration metric of reconstruction-based
PTQ. Its core component, RAREBAL, uses
a closed-form per-Linear-layer rule to equal-
ize common/tail mass; an optional metric-
consistent residual step refines the sequential
quantization sweep. TARQ requires no en-
tity annotations, curated calibration set, val-
idation decoding, or additional training, and
its tags can be derived from model hypotheses
without ground-truth transcripts. Across eight
ASR backbones and six datasets at W4G128,
TARQ improves mean rare-Word Error Rate
(rare-WER) without an aggregate-WER regres-
sion, achieves the lowest cross-corpus rare-
WER swing among compared methods, and
transfers to entity-rich benchmarks (ProfASR,
ContextASR-Speech-En) without entity super-
vision.

1 Introduction

Large-scale end-to-end automatic speech recogni-
tion (ASR) models based on Transformer architec-
tures (Vaswani et al., 2017; Radford et al., 2023;
Shi et al., 2026; Liu et al., 2025) have substantially
improved recognition accuracy, but their growing
size makes deployment increasingly constrained by
memory bandwidth and device capacity. Weight-
only post-training quantization (PTQ) is an attrac-
tive compression strategy: each Linear-layer full-
precision weight matrix W is replaced by a low-bit
(e.g., 4-bit integer) approximation W while activa-
tions stay in floating point, and PTQ chooses W

from a small calibration set to keep the per-layer
output Wz close to Wx without any gradient up-
dates or training-time data.

Most modern low-bit PTQ methods (Gholami
et al., 2021) were developed primarily for large
language models. Their data-aware variants share a
common principle: minimize a reconstruction loss
averaged over calibration token positions. This
averaging encodes an implicit calibration choice—
because every position contributes equally to the
average, the effective calibration metric inherits
the empirical token-frequency distribution of the
corpus, so frequent lexical patterns dominate while
infrequent ones contribute only in proportion to
how often they appear. This is appropriate when the
deployment target is average-token preservation,
but it is a design choice rather than a fundamental
requirement, and it has not been examined for ASR.

This choice can be misaligned with tail-sensitive
recognition risk. Names, numerals, technical terms,
and domain-specific vocabulary are a recurring fo-
cus of ASR adaptation methods such as contextual
biasing (Le et al., 2021; Sun et al., 2021, 2022),
and these positions tend to be lexically rare. Rare
positions are plausible candidates for fragility un-
der quantization perturbation: they often corre-
spond to lower-frequency lexical decisions where
a small weight change may be more likely to alter
the decoded token. Under a frequency-weighted
calibration metric, this fragile lexical-tail slice re-
ceives only frequency-proportional optimization
mass, and aggregate WER further obscures any
resulting degradation because its denominator is
dominated by common words. An alternative is to
derive weights from per-position task-loss sensitiv-
ity, but this requires teacher-forced loss computa-
tion and, for Fisher weighting, backward passes.

We propose Tail-Aware Reconstruction Quan-
tization (TARQ), a diagnosis-driven correction to
the calibration metric used by reconstruction-based
PTQ. Its core component, RAREBAL, uses lexi-
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cal rarity as an annotation-free calibration signal
and replaces the host metric with a common/tail-
balanced one. A closed-form coefficient is set for
each Linear layer (i.e., each y = Wz projection)
by trace equalization. An optional scalar residual
correction keeps the sequential PTQ sweep aligned
with the reweighted metric after earlier layers have
been quantized. RAREBAL adds no extra calibra-
tion pass; the residual step adds a second projection
but no inference-time state.

Main contributions.

* We identify an implicit position-weighting choice
in reconstruction-based PTQ: calibration metrics
inherit the corpus token-frequency distribution,
misaligning with tail-sensitive ASR risk in a way
that aggregate WER hides.

We introduce TARQ, a calibration-metric cor-
rection for reconstruction-based PTQ. Its core,
RAREBAL, applies an annotation-free per-
Linear-layer trace equalization from a single cal-
ibration pass; an optional metric-consistent resid-
ual step refines the sequential solver.

Across eight ASR backbones, six datasets, and
six calibration corpora, TARQ improves rare-
WER on the majority of backbones, remains
competitive on plain WER, and is the most
calibration-stable method; entity-rich evaluations
confirm that the rarity-based shift transfers with-
out entity supervision.

2 Related Work

Weight-only PTQ for LLMs. Modern PTQ
has been developed primarily for large language
models. GPTQ (Frantar et al.,, 2022) mini-
mizes a per-column reconstruction loss under
an inverse-Hessian metric, AWQ (Lin et al.,
2024) minimizes a per-channel salience-weighted
reconstruction; OmniQuant (Shao et al., 2024)
jointly fits per-channel scales and clipping bounds;
SpQR (Dettmers et al., 2023) keep a small fraction
of weights at higher precision along the weight axis.
Despite differences in parameterization and solver,
all data-aware families share the same per-token
activation reconstruction loss, and are evaluated pri-
marily on LLM perplexity rather than ASR recog-
nition risk. TARQ addresses this objective-level
mismatch by rebalancing the calibration loss itself,
so that rounding is no longer driven primarily by
high-frequency lexical mass.

PTQ for ASR. PTQ for ASR remains less ex-
plored than LLM PTQ, and existing methods do not
resolve low-bit weight-only quantization for mod-
ern encoder-decoder ASR backbones. Integer-only
zero-shot quantization targets INT8 CTC/RNN-
era models such as QuartzNet, Jasper, and Con-
former (Kim et al., 2022). StableQuant (Hong et al.,
2025) focuses on CNN front-ends of encoder-only
HuBERT/wav2vec 2.0 models and mainly reports
WG6AG results. GenPTQ (Kang and Kim, 2025)
studies mixed-precision PTQ for Whisper and Con-
former, but bit allocation acts above the rounding
objective and does not correct token-level imbal-
ance. Edge-ASR (Feng et al., 2025) benchmarks
PTQ hosts on Whisper and shows severe low-bit
WER degradation, but leaves its cause and rem-
edy open. In contrast, TARQ targets the shared
calibration failure itself: uniform reconstruction
is frequency-aware but entity-agnostic. By rebal-
ancing common/tail optimization mass and solving
the corrected rounding problem, TARQ directly
optimizes for the rare-entity errors that prior ASR
PTQ methods do not address.

3 Diagnosis: Frequency Inheritance in
Data-Aware PTQ

Data-aware PTQ averages a per-position recon-
struction loss across the calibration corpus. This
averaging encodes an implicit position weighting:
the calibration metric inherits the empirical token
frequency of the corpus, so lexical-tail positions
enter the objective only in proportion to how of-
ten they appear. We make this implicit weighting
explicit in two steps. Section 3.2 decomposes the
reconstruction loss into a frequency-weighted com-
mon/tail mixture and shows its downstream signa-
ture: rare positions incur larger WER degradation
than common positions across PTQ solvers. Sec-
tion 3.3 shows that optimizing the same frequency-
weighted objective more aggressively does not
close this gap, locating the common/tail asymmetry
in the calibration metric itself, not in how tightly
that metric is minimized.

3.1 Preliminaries

Weight-only uniform quantization. Weight-
only PTQ replaces a Linear-layer weight W &
R™*" with a low-bit dequantized approximation
W. We use the standard min-max symmetric
scheme at bit-width b and group size g: for each
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Figure 1: Diagnosis of frequency-weighted PTQ. (a) Raw Hessian rare-mass share: across all eight backbones, rare-token
positions hold only a small fraction of the per-Linear-layer calibration trace mass under the raw second-moment metric Hy
(median across decoder Linear layers). (b) Frequency-skewed damage: across PTQ solvers, rare positions degrade more than
common ones, the recognition-level footprint of eq. (4). Error bars: bootstrap 95% CI. (c) Tighter optimization does not repair
rare-WER: OmniQuant iteration sweep on Whisper-base drops the per-block reconstruction-loss ratio substantially, but plain

WER saturates and rare-WER can regress.
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with |-| round-to-nearest. The dequantized weight
W replaces W at inference time. Lowering b
shrinks the model footprint but coarsens the repre-
sentable lattice, growing the per-Linear-layer quan-
tization error AW = W — W and, in general, in-
creasing recognition error. The main experiments
use b =4, g = 128 (W4G128).

Reconstruction loss. Let ¢ index the Linear lay-
ers of the model and let NV denote the total number
of calibration token positions; z;; € R™ is the ac-
tivation entering layer ¢ at calibration position t.
Data-aware PTQ then chooses W to minimize the
calibration reconstruction loss

Z |

The per-Linear-layer second moment used as the
rounding metric in second-order PTQ is H, =
Dot xg,txzt; normalization constants are omitted
as they do not affect the rounding geometry.

Lrec(AW) =

2

Lexical groups. A reference position is rare if its
wordfreq (Speer, 2022) Zipf score (log-frequency
per billion words) is below 3, i.e., under one oc-
currence per million words, and common other-
wise. Let 7,C C {1,...,N} be the tail and
common position sets, with counts Ny, = |7,
Neommon IC|, and let ¢ € {common, tail}
index the group. The tail slice often includes
named entities, numerals, technical terms, and do-
main vocabulary, but rarity is a lexical-frequency

proxy rather than an entity label. We report plain

WER and rare-WER, restricting the reference de-

nominator to tail positions. Partitioning H, by

group gives H, = H{ommen + Hiail where HY =

T

Zteg LotTyy

3.2 Frequency-weighted reconstruction
mixture

Let p = Niai1/N be the tail share. The group-wise
reconstruction loss for g € {common, tail} is

LYAW) = (3)
9 teg
Then eq. (2) decomposes as
Erec — (1 _ p) Egommon + pﬁtéail7 (4)

so each group enters the objective in proportion to
its corpus frequency. For the calibration sets used
in our experiments, p is about 0.07, so reducing
Lec 18 dominated by the common term, while L’}ail
contributes proportionally little. Equation (4) thus
exposes the implicit position weighting quantita-
tively: it is fixed by corpus statistics, and standard
PTQ hyperparameters such as damping, grouping,
or iteration budget do not directly control the com-
mon/tail balance.

The recognition-level signature matches this
decomposition. Figure 1(b) splits 4-bit weight-
only (W4) WER degradation relative to the 16-bit
Floating-Point baseline (FP16) by reference-word
frequency group. Across PTQ methods, rare-word
degradation is substantially larger than common-
word degradation, even though the methods use
different rounding rules and calibration heuristics.
The group assigned small calibration mass exhibits
disproportionately large recognition degradation.
Because the pattern appears across solvers, it tracks
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the shared calibration mixture in eq. (4) rather
than any solver-specific artifact. Aggregate (plain)
WER masks this asymmetry because its denomina-
tor is pooled over all reference tokens, which are
common-dominated.

3.3 Metric- vs solver-level asymmetry

A natural alternative explanation is that existing
PTQ solvers simply do not optimize the reconstruc-
tion objective tightly enough, and that tighter opti-
mization would close the common/tail gap. We test
this by sweeping the OmniQuant iteration budget
on Whisper-base. As shown in fig. 1(c), increasing
the iteration budget substantially lowers the per-
block reconstruction-loss ratio, from 0.94 to 0.67.
Downstream recognition quality does not track this
improvement: plain WER saturates, while rare-
WER does not improve and can regress. Optimiz-
ing the same frequency-weighted objective more
tightly therefore does not shift the common/tail
balance—the asymmetry sits in the calibration met-
ric, not in how tightly that metric is minimized.

Tail-aware calibration must therefore intervene
at the metric. Both group terms £7°™"°" and Ezaﬂ
are group averages (eq. (3)); the metric below is
defined up to an irrelevant positive scale, which
does not affect the rounding optimum. We re-
place the frequency mixture in eq. (4) with a group-
rebalanced metric

LYAAW) = £oommon( AW + X, LN AW),
)
where )y is a per-Linear-layer coefficient con-
structed in section 4.1. Equation (5) previews the
metric-level shift; section 4.1 gives the closed-form
trace equalization used to set Ay.

4 Tail-Aware Reconstruction
Quantization

The diagnosis in section 3 calls for a metric-level
change: replace the frequency-weighted calibra-
tion metric with a common/tail-balanced one. Tail-
Aware Reconstruction Quantization (TARQ)
makes this correction without replacing the host
PTQ solver. Its core component, RAREBAL,
equalizes rare and common trace mass with one
scalar per Linear layer (section 4.1). The default
configuration also includes an optional propagation-
aware residual correction under the same metric
(section 4.2). RAREBAL changes what the solver
preserves; the residual step refines the sequential
sweep after earlier layers have been quantized.

For each Linear layer ¢, TARQ solves an in-
lattice projection problem under the RAREBAL
metric:

— — 2
W, = arg min H (Wg + ayDy — W) (HEB)I/QH ,
wWeQ F
(6)

where Q is the 4-bit weight, group-size-128
(W4G128) lattice, oy is a per-Linear-layer scalar
(eq. (12)), Dy is the propagation-aware direction
(eq. (11)), and HEB is the RAREBAL metric. The
residual target Wy + a, Dy is then projected back
into the W4G128 lattice, so the returned weight
remains in Q (no floating-point residual stored).

4.1 RAREBAL: rare-balanced calibration
metric

The implicit position weighting exposed in eq. (4)
belongs to a general family of frequency-bucketed
metrics Hy(a) = 2 afflg, where ﬂlf is the
(trace-normalized) second moment of positions in
frequency bucket f and oy > 0 are bucket weights.
Standard PTQ corresponds to a;f proportional to
bucket size; the loss-sensitivity-aware alternative
would set oy from per-position loss or Fisher in-
formation. RAREBAL instantiates the simplest
nontrivial instance in this family: a two-bucket par-
tition (rare, common) with weights set by closed-
form trace equalization, requiring neither task an-
notations nor a held-out signal.

Using the notation of section 3.1, with z; the
activation entering Linear layer £ in the partially
quantized network, the per-group second-moment
matrices are

Hz:ommon — Z :Etx;r’ H};ail — Z xtx;/r.
teC teT
(7

Because tr(H{) = NyEcg| 2|3, the mass gap
can arise from both token counts and activation
norms. The rare trace share in fig. 1(a) is close
to the token share (p =~ 0.07), so the gap is pri-
marily count-driven in our data. Unit-trace normal-
ization performs worse on both tested backbones
(table 9), showing that activation energy remains
useful. RAREBAL retains it and rescales only the
aggregate rare mass:

tr(Hecommon)

Ny = i ’HrB — [ common + A Htail.
T e T .
(®)
By construction,
tr(AgHEaﬂ) = tr(Hyommen). )
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The choice of trace is tied to the reconstruction ob-
jective: for group g € {common, tail}, the group
contribution to the weighted reconstruction loss is

LHAW) = tr (AW H AWT ) AW = WV

(10)
Under an isotropic weight perturbation,
E[AWTAW] = o021, the expected group

loss in eq. (10) is proportional to tr(H7 ). Trace
is therefore the scalar mass induced by the
reconstruction objective, and eq. (8) is the unique
single-scalar rescaling that equalizes this expected
mass. The resulting 50/50 split is algebraic rather
than a normative claim about deployment cost;
an alternative cost ratio ¢ can be obtained by
using ¢\, instead of A\;. We sweep ¢ € [0.25,4]
in section 5.5 and find that the trace-equalization
default ¢ = 1 is empirically near-optimal across
backbones, and markedly the best choice on
Qwen3-ASR-0.6B. Because both traces shift with
the calibration corpus, A\, adapts automatically,
which helps explain the cross-corpus stability
reported in section 5.3.

4.2 Optional propagation-aware residual
correction

RAREBAL specifies the metric for a single Lin-
ear layer, but a PTQ solver visits layers sequen-
tially: by the time layer ¢ is reached, the input
activation has drifted from the full-precision trajec-
tory. Standard GPTQ lets the next layer absorb this
drift implicitly; once RAREBAL changes the recon-
struction geometry, the propagation error should be
corrected in the same geometry.

Let xﬁp and z; denote the full-precision and
partially-quantized activations at layer ¢, respec-
tively. The input-error cross-moment Hp , =
Zt(:cip — x4)x/ defines a propagation direction
and continuous target under H, EB:

Dy = WiHp o (HB +61) ", W™ = WytaeDy.
(1)

The final weight is the in-lattice projection W, =

rB
Hg’“’ (W), where 113 is a GPTQ-style projec-

tion under metric H. The scalar ay is fit by one-

dimensional least squares against a pilot displace-
rB

ment £y = ng (Wy) — Wy

(E¢, Do) e
<Dg, D[>H£B +¢&’

a; =

(A,B)y =tr(AHBT).
(12)

Algorithm 1: Per-Linear-layer TARQ.

Input :W € R™*"; paired activations
{2, }¥, with tags T, C; config
(b, g,9).

iy

Qutput:W € Q.

L R ) DI xixy , H et Ty
Ha + Zi\le(xﬁp — )z

A tr(Heo™mem) /(tr(H) + ¢);

HrB «— Hcommon + )\Htail

WO « GPTQ(W, H™®,b, )

G+ (H®B +61)7Y

D+ WHAG,

E« WO _w

* < tr(EH™BDT)/(tr(DH™BDT") +¢)
W™« W +a*D

W « GPTQ(W'™, H™ b, g)

return W

The residual step is an optional solver refine-
ment, not a second reweighting mechanism. It uses
the same H lfB so the sequential sweep does not
revert to the original frequency-weighted geometry.
Its gain is smaller and more backbone-dependent
than the gain from RAREBAL (section 5.5), while
the second projection increases offline conversion
time (table 5). It adds no parameters, model-size
cost, or inference latency.

4.3 Algorithm

Algorithm 1 summarizes TARQ for one Linear
layer: RAREBAL builds the metric H™, a pilot
GPTQ pass produces a first quantization /W(O), and
the residual step constructs a propagation-aware tar-
get which is projected back into the same W4G128
lattice under the same H™® (no floating-point resid-
ual stored). We write GPTQ(W, H,b,g) for a
standard GPTQ sweep projecting W onto the (b, g)
lattice under metric H.

S Experiments

5.1 Setup

Backbones. We evaluate eight ASR back-
bones spanning three architectures: Whisper-
tiny/base/small/medium/large (Radford et al.,
2023), Qwen3-ASR-0.6B/1.7B (Shi et al., 2026),
and Voxtral-Mini-3B-2507 (Liu et al., 2025).

Quantization. All methods are evaluated under
weight-only W4 G128 quantization. We compare
against GPTQ (Frantar et al., 2022), AWQ (Lin
et al., 2024), and OmniQuant (Shao et al., 2024),
when compatible.

Calibration. Unless otherwise stated, calibra-
tion uses 128 utterances, matching the standard
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GPTQ/AWQ calibration budget rather than a value
tuned for TARQ. A sweep from 32 to 512 utter-
ances is reported in table 11. We test six calibration
corpora: LibriSpeech-train.100 (LS-clean), SPGI-S
train, VoxPopuli-en train, and three rare-biased cal-
ibrations (r-top, r-mix, r-cross) constructed by
sampling utterances on their wordfreq Zipf-rare
token density; see appendix J.1 for the construc-
tion.

Evaluation. We evaluate on six datasets per
backbone: LibriSpeech-clean (Panayotov et al.,
2015), LibriSpeech-other (Panayotov et al., 2015),
SPGI (O’Neill et al., 2021), VoxPopuli (Wang et al.,
2021), GigaSpeech (Chen et al., 2021), and TED-
LIUM (Hernandez et al., 2018). The main metrics
are plain WER and rare-WER, where rare-WER
restricts the reference denominator to words with
wordfreq (Speer, 2022) Zipf < 3. Per-cell results
are reported in appendix J.

Calibration inputs. The main grid tags aligned
calibration transcripts with the static wordfreq lex-
icon, using no entity or task annotations. Tags from
FP16 hypotheses perform similarly and require no
ground-truth transcripts (table 8); we therefore use
annotation-free rather than label-free.

5.2 Main result

Figure 2(a,b) visualizes per-backbone AWER un-
der LS-clean calibration. Per-backbone means are
reported in table 1 and the full per-dataset break-
down in appendix J. Two patterns are immediately
visible. The right (rare-WER) panel is uniformly
more saturated than the left across all baselines—
the visual signature of the frequency-weighted mis-
match diagnosed in section 3, hidden by aggregate
WER but unmasked once the lexical tail is scored
separately. The TARQ column, by contrast, is
the lightest column in both panels on nearly every
row: TARQ attains the best mean plain WER on
all eight backbones and the best mean rare-WER
on six, with the remaining two cells still beating
every W4G128 weight-only baseline. Absolute
gains are largest when GPTQ leaves a sizable rare-
WER gap to FP16 and smaller when the W4 base-
line is already close to FP16. A within-backbone
W4G64-t0-W3G64 comparison shows the same
pattern without changing model size (table 12), so
the relevant factor is quantization headroom rather
than parameter count alone. Plain WER tracks
rare-WER on every backbone: TARQ closes the
lexical-tail gap without a plain-WER trade-off.

Table 1: Mean WER across six datasets under LS-clean cal-
ibration (LS-c, LS-o0, SPGI, VoxP, Giga, TedL). Each cell re-
ports plain WER (%) / rare-WER (%). All quantized methods
use W4G128 weight-only, except GenPTQ (mixed-precision,
4-bit average). Bold: rank-1 among quantized methods per
(backbone, metric). FP16 reference and full per-dataset break-
down in table 22.

GPTQ AWQ OmQ GenPTQ TARQ
Plain WER (%)

W-t 17.86 31.86 19.07 21.08 14.03
W-b 9.48 10.64 10.52 11.45 9.31
W-s 722 727 17.33 7.59 7.19
W-m 6.52 683 17.95 6.69 6.49
W-1 6.07 6.04 6.12 5.95 5.95
Q-06B 6.76 6.79 7.64 8.71 6.57
Q-1.7B 593 591 6.11 6.05 5.84
V-3B 716 723 7.19 7.38 7.14
Rare-WER (%)

W-t 60.04 84.10 62.59 63.82 55.93
W-b 47.57 46.75 45.27 50.64 43.96
W-s 38.87 38.95 39.65 43.04  36.03
W-m 35.21 36.00 37.70 3349 34.28
W-1 29.23 30.47 29.39 29.18  29.07
Q-0.6B 34.11 36.66 36.73 39.50 32.78
Q-1.7B  26.57 26.65 25.94 26.19 25.10
V-3B 27.09 27.33 27.75 2696 27.04

5.3 Cross-calibration robustness

Figure 2(c) sweeps six calibration corpora
and reports the four-backbone six-dataset mean
rare-WER, alongside the cross-corpus swing
(max — min). TARQ is both the lowest and the
flattest line in the figure—rank-1 on 5/6 corpora
and with the smallest swing among compared meth-
ods. OmniQuant reaches its stability by learning
scale transformations; TARQ delivers tighter sta-
bility from a single closed-form trace ratio read off
the same activations the solver already processes,
with no auxiliary optimization. Manually enrich-
ing calibration with rare words helps GPTQ, but
TARQ on ordinary LS-clean already sits below
GPTQ’s best rare-WER across any corpus—the cu-
ration gain is real but small, and TARQ captures
it without curation. The per-corpus breakdown is
reported in appendix J.1.

5.4 Transfer to entity-rich benchmarks

Zipf rarity is an annotation-free proxy. To check
whether the calibration correction transfers to ex-
plicitly entity-rich data, we evaluate TARQ on
ProfASR (professional-domain speech) (Piskala,
2025) and ContextASR-Speech-En (contextual-
entity-enriched) (Wang et al., 2025). Calibration is
LS-clean throughout; no entity labels are used.
TARQ takes rank-1 on every (backbone, dataset,
metric) cell, winning or tying the best quantized
baseline on all four plain-WER cells and all four
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Figure 2: (a, b) Headline accuracy across 8 backbones x 5 PTQ methods (W4G128, mean over 6 ASR test sets). Cells
show A vs FP16; the TARQ column (boxed) is consistently closest to FP16 on the rare-WER side, while the plain-WER side
is uniformly pale across methods—the asymmetry sits in rare-WER. (c¢) Cross-corpus calibration stability: rare-WER as a
function of calibration corpus; legend gives cross-corpus swing (max — min). TARQ collapses to 0.63 percentage points (pp)

swing, vs 2.51/5.95/0.78 for GPTQ/AWQ/OmniQuant.

Table 2: Transfer to entity-rich benchmarks under LS-clean
calibration. P = plain WER (%); R = rare-WER (%). Bold:
rank-1 among quantized; underline: rank-2; FP16 in italics.

‘W-base Q3-1.7B
ProfASR ContextASR ~ ProfASR  ContextASR
method P R P R P R P R

FPI6 13.22 52.38 45.74 67.54 6.13 17.01 726 13.57

RTN 13.86 56.35 50.48 72.41 7.37 2295

10.62 19.69

GPTQ 1341 5497 46.42 69.60 6.45 19.65 8.89 17.67
AWQ 1494 57.48 49.02 7236 6.53 19.44 11.33 17.67
OmniQuant 13.95 5545 51.23 7292 6.83 19.94 10.24 18.59
TARQ 1292 54.18 45.32 68.70 6.45 18.96 8.77 17.56

rare-WER cells. On W-base, gains over GPTQ
are 0.49/1.10 pp plain and 0.79/0.90 pp rare (Pro-
fASR/ContextASR); on Q-1.7B, TARQ ties GPTQ
on ProfASR plain (6.45), leads ContextASR plain
by 0.12 pp, and improves rare-WER by 0.69 and
0.11 pp. The rarity-based correction transfers to
entity-rich evaluation without entity supervision.

Qualitative effect on rare-word recovery. Fig-
ure 3 shows two utterance-level cases where TARQ
recovers a rare reference word that every other
W4G128 baseline drops; appendix K reports more
across all three ablated backbones.

5.5 Component analysis

TARQ centers on the RAREBAL metric rebalance
(section 4.1); the scalar residual correction (sec-
tion 4.2) is optional. Table 3 applies each in isola-
tion. RAREBAL recovers most of the rare-WER
improvement on both backbones, while the resid-
ual provides a smaller, backbone-dependent refine-
ment. The combined gains are sub-additive, consis-
tent with both steps acting on the same calibration
geometry. The residual nearly doubles offline con-
version time on the two measured backbones but
adds no inference overhead (table 5); users with
a tighter conversion budget can apply RAREBAL
alone.

marmalades Whisper-base, LS-other

Ref:marmalades jams and fruit pastes are of
the same nature ...

v TARQ: marmalades jams and fruit paces
of the same nature . ..

X GPTQ: marmalade jams and fruit paste are
the same nature . ..

X AWQ: marmalade jams and fruit pace are the
same nature . ..

X OmniQuant: marmalade and fruit paster

X GenPTQ: marmalade is jams and fruit paste

dandan QOwen3-ASR-0.6B, LS-other

Ref:...the sultan commanded his wazir dandan
call a ten days halt ...

v TARQ: .. .his wazir dandan call a ten days
halt ...

X GPTQ: .. . his vizier done call at ten days halt

X OmniQuant: ...his wazirdandan call a ten
days halt ...
X GenPTQ: ...his wazirdan khan call at ten
days halt ...

Figure 3: Rare-word recovery, two real utterances. TARQ
preserves the rare reference word (bold orange); other
W4G128 baselines substitute (ifalic) or degenerate. Trun-
cated ~10-word windows around the rare word.

Two further controls—a reweighting-source ab-
lation (rare vs random vs common upweighting)
and a cost-ratio sweep around the trace- equaliza-
tion default ¢ = 1—confirm that the rarity signal
is what matters and that the default is robust; both
are deferred to appendix D. Robustness to the Zipf
threshold and integration with SmoothQuant (Xiao
et al., 2024) and SpQR (Dettmers et al., 2023) are
reported in appendices G and H. On a paired pilot
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Table 3: Component ablation on W-b and Q-0.6B (W4G128,
LS-clean calibration). Mean plain / rare-WER (%) across six
datasets; TARQ combines RAREBAL and the residual. Bold:
rank-1; underline: rank-2. Per-dataset results in table 21.

Model Method Plain WER  Rare-WER
GPTQ 9.48 47.58
W-b +rareBAL 9.26 44.63
+residual 9.38 45.07
TARQ 9.31 43.96
GPTQ 6.76 34.11
+rareBAL 6.56 32.80
Q-0.6B +residual 6.62 33.29
TARQ 6.57 32.78

grid, RAREBAL also yields lower mean rare-WER
than teacher-forced CE-loss and empirical-Fisher
weighting on both tested backbones (table 10). This
pilot is limited to W-base and Q-0.6B; the task-loss
controls also require teacher forcing, and Fisher
requires backward passes.

5.6 Deployment profile

TARQ produces standard W4G128 weight-only
models, so deployment gains are shared with any
4-bit scheme; TARQ’s contribution is delivering
them at the lower rare-WER reported above (fig. 4).
On a single A100, INT4 yields 1.43/2.18x end-
to-end speedups on Voxtral-Mini-3B and Qwen3-
ASR-1.7B (—59% and —46% peak VRAM, re-
spectively). On CPU (whisper.cpp (Gerganov,
2022), qwen3-asr.cpp (Predict-Woo, 2025),
AMD EPYC), INT4 tips Whisper-large-v3 into real
time (RTF 0.87 at 8 threads, vs 2.01 FP16) and
halves max-RSS. Full per-backbone benchmarks
in appendix I.

6 Discussion

TARQ is effective when the calibration metric as-
signs little mass to rare-token directions and quan-
tization creates a measurable rare-WER gap. Abso-
lute gains are smaller when GPTQ is already close
to FP16. This is a headroom effect rather than
a model-size claim: holding the backbone fixed
and moving from W4G64 to W3G64 increases the
RAREBAL gain from 1.47 to 3.35 pp on W-base
and from 0.21 to 3.96 pp on Q-0.6B (table 12).
RAREBAL on ordinary LS-clean also matches or
beats vanilla GPTQ with manually rare-enriched
calibration (table 20), delivering the lexical-tail
shift without a curated calibration pool.
Concretely, across the six calibration corpora in
table 20 TARQ holds a cross-corpus rare-WER
swing of 0.63 pp at a 40.13% mean, against
0.78/42.18 for OmniQuant, 2.51/40.97 for GPTQ,

(a) GPU wall-clock speedup

5
“V-) [ Whisper 2.18x
> [ Qwen3-ASR 1.63%x
s Voxtral 1.46x L4lx
é o¥Xialx 1.06x | epdd=7d
9 - i ] i - % L
Q.
(2]
<
E 0 T 1 T 1 T 1 T
- W-t W-b W-m W-I Q-0.6B)-1.7BV-3B
© (b) CPU wall-clock speedup (8 threads)
—
& 2.39% 2 32x
9]
> 2 1.69x
S 1.53% = 1.43x
§ 1.24
9 1 - - 1 [
0]
< n/a
E 0 T T T T T T T
- W-t W-b W-m W-I Q-0.6B-1.7BV-3
X (c) GPU peak VRAM reduction
5 -66% —67% .
B —-56% —59%
5 50 - —46%
g —38% —33%
z
>
A{é 0 T 1 T 1 T 1 T
o W-t W-b W-m W-l Q-0.68-1.7B V-3B

Figure 4: Deployment profile. (a) INT4 wall-clock speedup
over FP16 on a single A100; (b) the same comparison on
AMD EPYC 7V12 at 8 threads (Voxtral has no CPU run);
(c) GPU peak VRAM reduction. GPU wall-clock uses 30 s
audio for W-large-v3 and Voxtral (end-to-end), 11s for the
other Whisper sizes and Qwen3-ASR; CPU rows are 11s.
Full per-backbone benchmarks (all 11's and 30 s rows, CPU
latency at {4, 8, 16} threads, and max-RSS) in appendix I.

and 5.95/45.16 for AWQ: the metric-level rebal-
ance is a tighter knob than swapping the calibration
pool. Under LS-clean calibration (table 22), TARQ
achieves rank-1 mean plain WER on all eight back-
bones and rank-1 mean rare-WER on six of eight,
with the two remaining cells (Whisper-medium,
Voxtral-3B) taken by mixed-precision GenPTQ by
a thin margin.

7 Conclusion

We introduce Tail-Aware Reconstruction Quanti-
zation (TARQ), a calibration-metric correction for
reconstruction-based PTQ. Its core, RAREBAL,
uses a closed-form per-layer rule to rebalance com-
mon/tail calibration mass; an optional residual re-
fines it. Across eight backbones, TARQ achieves
the best mean rare-WER on six, preserves plain
WER, minimizes cross-corpus variation, and trans-
fers to entity-rich benchmarks. W3G64 and Ger-
man pilots support broader use; multilingual and
W2 evaluation remain future work.
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Limitations

Method scope. TARQ targets data-aware recon-
struction PTQ for ASR: it consumes a calibration-
set second moment H, and rebalances its trace
mass in closed form (section 4.1). The method
therefore does not apply unchanged to data-free
PTQ (e.g., HQQ (Badri and Shaji, 2023)), ro-
tation/lattice quantization (QuIP# (Tseng et al.,
2024), QTIP (Tseng et al., 2025)), or activation-
quantized W4A4 settings, none of which expose
a per-Linear-layer reconstruction metric in the
same form. Whether the common/tail asymme-
try documented in section 3.2 persists outside
reconstruction-style PTQ is open.

Bit-widths. The controlled main grid uses
W4G128. A paired pilot on W-base and Q-0.6B
covers three W4 group sizes and W3G64, where
RAREBAL improves rare-WER in all eight tested
settings (table 12). This evidence is limited to
two backbones and fixed evaluation subsets; W2
and broader full-scale lower-bit evaluation remain
open.

Rarity proxy. RAREBAL uses lexical rarity
(wordfreq Zipf score below 3) as an annotation-
free proxy for fragile positions. A principled
choice of vy in Hy(a)=3}_; af.F_I{ would come
from per-position task-loss sensitivity. CE-loss and
empirical-Fisher controls on two backbones do not
improve on RAREBAL(table 10), but broader com-
parisons may yield different results. The rarity
proxy is cheap and single-pass, but it may under-
weight fragile positions that happen to be lexically
common and over-weight rare positions that are
already easy; we treat it as a useful approximation,
not as the optimal choice.

Failure mode under contextless rare nouns. On
short utterances dominated by a single rare proper
noun, TARQ’s layer-level rebalance can substi-
tute the rare token with a phonetically close high-
frequency neighbour (e.g., bartley — partly); the
layer-level rebalance has no mechanism to recover
the surface form at decoding time. Appendix M
gives a worked example and discusses why patch-
ing this at the calibration metric would risk regress-
ing the common/tail balance. Inference-time con-
textual biasing is a complementary mitigation that
we did not combine with TARQ in this work.

Evaluation conventions. Rare-WER is reported
with insertion errors assigned to the aligned refer-

ence position, so insertions adjacent to rare refer-
ences count as rare-relevant. Alternative alignment
conventions (e.g., charging insertions to the nearest
common neighbour) shift absolute rare-WER num-
bers but apply uniformly across compared methods.
The Zipf threshold of 3 is the standard one-per-
million-words boundary used by wordfreq (Speer,
2022); appendix G reports the robustness of the
ordering to this threshold.

Languages and domains. The main experiments
are in English and use general-domain read-speech
and parliamentary ASR corpora. A preliminary
German experiment transfers by replacing the fre-
quency lexicon (table 13), but it covers one back-
bone, one corpus, and 500 test utterances. We did
not evaluate tonal languages, code-switched au-
dio, or vertical domains (medical, legal, technical)
where rarity statistics may not transfer well. We
expect the diagnosis in section 3.2 to remain qual-
itatively valid wherever the calibration corpus is
common-token-dominated, but absolute rare-WER
gains in those settings are not verified.

Comparator coverage. We compare against
fixed-hyperparameter weight-only PTQ baselines
(GPTQ, AWQ, OmniQuant) and the mixed-
precision GenPTQ variant. A QAT pilot on W-base
did not improve the six-dataset mean under the
tested 128-utterance or 10-hour budgets (table 14);
it does not substitute for a large, diverse QAT study.
We did not run per-backbone QAT hyperparame-
ter searches or ASR-specific fine-tuning. Reported
deployment numbers (appendix I) are shared with
any W4G128 baseline and do not isolate a TARQ-
specific runtime contribution.
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A Datasets and Evaluation Protocol

Evaluation datasets. We evaluate on six stan-
dard English ASR corpora and two entity-rich
benchmarks. LibriSpeech-clean / -other (Panay-
otov et al., 2015) are read audiobook splits, with
the other split intentionally noisier. SPGI (O’ Neill
et al., 2021) is SPGISpeech, professionally tran-
scribed corporate earnings calls (mixed read and
spontaneous speech). VoxPopuli (Wang et al.,
2021) is European Parliament event speech (En-
glish split); transcripts are parliamentary and rich
in proper names and numerals. GigaSpeech (Chen
et al., 2021) is a 10k-hour multi-domain corpus
drawn from audiobooks, podcasts, and YouTube.
TED-LIUM (Hernandez et al., 2018) is TED-talk
speech. ProfASR (Piskala, 2025) targets profes-
sional domain speech (lectures and technical talks).
ContextASR-Speech-En (Wang et al., 2025) is
a contextual-entity-enriched ASR benchmark in
which references contain a high density of named
entities.

Test-set subsampling. For each evaluation
dataset, we randomly subsample 3,000 utterances
from the official test split (or use the full split if it
contains fewer than 3,000; only VoxPopuli-en/test
falls in this case, with 1,842 utterances). The same
subsample is shared across all PTQ methods and all
backbones, so cross-method WER and rare-WER
comparisons are paired on identical references.
This subsample keeps decoding time tractable on
the eight backbones x six datasets x five PTQ
methods grid while remaining large enough that
single-token fluctuations do not affect rank order-
ing.

Paired bootstrap confidence intervals. We
quantify uncertainty on the same evaluation sub-
sets used by the main table. For W-base under
W4G128, we resample utterances with replace-
ment and compute paired 95% bootstrap confi-
dence intervals for the rare-WER difference be-
tween RAREBAL and GPTQ. Negative values fa-
vor RAREBAL. As shown in table 4, all six point
estimates favor RAREBAL; three intervals exclude
zero, SPGISpeech reaches zero after rounding, and
no dataset shows an interval entirely above zero.

Calibration corpora. Calibration corpora are
drawn from the training-side splits of LibriSpeech,
SPGI, and VoxPopuli. The three rare-biased pools
(r-top, r-mix, r-cross) are constructed by rare-
density sampling; appendix J.1 gives the exact rule.

Table 4: Paired utterance-level bootstrap intervals on the
main-table evaluation subsets for W-base under W4G128. The
reported quantity is A rare-WER (RAREBAL — GPTQ) in
percentage points; negative values favor RAREBAL.

Dataset A rare-WER 95% CI
LS-clean —1.37  [-2.55, —0.23]
LS-other ~1.70  [-3.11, —0.35]
SPGISpeech —1.63 [—3.33, +0.00]
VoxPopuli ~3.49 [-6.16, —0.95]
GigaSpeech —0.31 [-1.98, +1.37]
TED-LIUM ~1.17  [~4.05, +1.60]

B Model Sizes, Compute Budget, and
Infrastructure

Model sizes. We use eight ASR backbones
with the following parameter counts: Whisper-
tiny (39M), Whisper-base (74M), Whisper-small
(244M), Whisper-medium (769M), Whisper-large-
v3 (1.55B), Qwen3-ASR-0.6B (600M), Qwen3-
ASR-1.7B (1.7B), and Voxtral-Mini-3B-2507 (3B).
All checkpoints are the public release weights from
the corresponding model cards.

Calibration and conversion cost. RAREBAL
reuses a single calibration pass and adds little con-
version time over GPTQ. The optional residual
performs a second metric-consistent projection and
therefore has a larger offline cost. As shown in
table 5, it adds 82.7-87.8% over RAREBAL on
the two measured backbones. This cost is paid
once when creating the checkpoint; all variants re-
turn weights on the same low-bit lattice and have
identical deployed size and inference cost. The
broader calibration runs take under 5 minutes for
the Whisper backbones, ~15 minutes for Qwen3-
ASR, and ~30 minutes for Voxtral-Mini-3B on a
single NVIDIA A100-80GB.

Table 5: Offline conversion time in seconds. Residual over-
head is measured relative to RAREBAL.

Backbone GPTQ RAREBAL TARQ Residual add.

W-base 36.2 39.9 74.9
Q-0.6B 171.2 176.7 322.9

+87.8%
+82.7%

Evaluation cost. The main grid is 8 backbones
X 6 datasets X 5 PTQ methods x 3,000 utterances
per test split, plus the four entity-rich cells (sec-
tion 5.4) and the cross-calibration sweep (4 back-
bones x 6 datasets x 6 calibration corpora). De-
coding consumes the majority of compute, and
was distributed across 4x A100-80GB GPUs over
roughly two weeks of wall time.

Efficiency benchmarks. The latency and mem-
ory benchmarks in appendix I use a single
NVIDIA A100-80GB (GPU rows; Whisper /
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Qwen via whisper.cpp / gwen3-asr.cpp ggml-
CUDA Q4_0, Voxtral via Marlin INT4 in Py-
Torch with gptgmodel v5.8) and an AMD EPYC
7V 12 server CPU (CPU rows; whisper.cpp and
gwen3-asr.cpp at {4, 8,16} OpenMP threads).

Software. PyTorch 2.7 with CUDA 12.8,
transformers 4.57, gptgmodel v5.8 (Marlin
INT4 GEMM kernel for the GPU efficiency table),
wordfreq 3.0+ (English Zipf scoring), jiwer (de-
fault tokenization, for WER), whisper.cpp com-
mit pin in the release artifact, qwen3-asr. cpp af-
ter a tensor-shape patch to the GPU-offload loader
(without the patch the upstream GPU path crashes
on Qwen-1.7B; patch included in our code release).

Artifact licenses. All public artifacts used in
this work are consumed under their released li-
censes; we do not redistribute them. Mod-
els: Whisper (MIT), Voxtral-Mini-3B (Apache
2.0), Qwen3-ASR (model-card release license,
research/commercial use). PTQ baselines and
tools: GPTQ / GPTQ-style gptgmodel (Apache
2.0), AWQ (MIT), OmniQuant (research li-
cense), SmoothQuant (MIT), SpQR (Apache
2.0). Datasets: LibriSpeech (CC BY 4.0),
VoxPopuli (CC0), GigaSpeech (Apache 2.0),
TED-LIUM (CC BY-NC-ND 3.0), SPGISpeech
(research license from Kensho, used for non-
commercial calibration / evaluation only), ProfASR
and ContextASR-Speech-En (released under re-
search licenses per their model cards). Inference
runtimes: whisper.cpp (MIT), qwen3-asr.cpp
(MIT), wordfreq (MIT). Our use is consistent
with each artifact’s intended research use; any
patches we contribute (e.g., the qwen3-asr.cpp
GPU-offload tensor-shape fix) are released under
the original project’s license.

C Background: GPTQ

For self-containment we recall the GPTQ (Frantar
et al., 2022) procedure that underlies the host solver
used by TARQ in section 4.3. GPTQ quantizes a
Linear-layer weight matrix W &€ R™*™ one col-
umn at a time, propagating each column’s quantiza-
tion error to the remaining un-quantized columns
under an inverse second-moment metric. Let H
be the (damped) per-Linear-layer second moment
from section 3.1 and let L be the upper-triangular
Cholesky factor of H~!,i.e., H™' = LL". Algo-
rithm 2 gives the resulting column sweep.

Algorithm 2: GPTQ (Frantar et al., 2022):
column-sweep weight quantization under
metric H. TARQ uses this routine with H
replaced by H@B (eq. (8)).

Input :Weight W € R™*"; metric H,
quantization grid Quantize(-; b, g) with
bit-width b and group size g.

Output : Quantized weight W € Q™ ™,

Compute H ! and its Cholesky factor L with

H'=LL"

W—Ww

for j = 1ton do
W; < Quantize(w;; b, g)

quantize
ej = (w;j —w;)/Lyj
VV:,j+11n «— W,j+1:n -
> propagate

> column
> normalized error

eij,jJrl:n

return W = [@y, . . ., ©y]

D Reweighting Source and Cost-Ratio
Ablations

Which positions matter. Table 6 probes which
positions the metric-consistent solver should up-
weight: rare (RAREBAL), size-matched random
(nB, noise control), or common (cB, inverse).
RAREBAL is the unambiguous winner on both
backbones and is the only configuration that im-
proves over GPTQ on Q-0.6B; the random and
common controls drift up by 0.4 to +1.8 pp rare-
WER. The rarity signal is therefore not just any
reweighting— only upweighting the lexical tail re-
covers the gains reported in table 1.

Table 6: Reweighting source ablation. For each backbone we
upweight three position sets—rare (rB, TARQ’s choice), size-
matched random (nB, noise control), common (¢B, inverse)—
each paired with the metric-consistent residual correction. AR:
rare-WER change vs GPTQ. TARQ row shaded.

Model Method Plain Rare AR
GPTQ 9.48 47.57 —

W-b rB + res. (TARQ) 9.31 43.96 —-3.61
nB + res. 9.06 45.28 —2.29

cB + res. 9.17 44.72 —-2.85

GPTQ 6.76 34.11 —

Q-0.6B rB + res. (TARQ) 6.57 32.78 —1.33
: nB + res. 6.58 34.50 +0.39

cB +res. 6.91 35.86 +1.75

Cost-ratio default c = 1. RAREBAL sets )\,
by trace equalization, corresponding to ¢ = 1 in
the family A\ = ¢ - tr(Fgommon) /r( H2il) (sec-
tion 4.1). Sweeping ¢ € {0.25,0.5,1,2,4} on
three backbones (table 7) shows the default is not
fragile: rare-WER varies by at most 1.7 pp across
the 16 x range on Whisper backbones. On Qwen3-
ASR-0.6B, ¢ = 1 is the best choice by a clear
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margin, with off-balance values clustering ~3 pp
higher. Trace equalization is a robust default and,
on Q-0.6B, a precise sweet spot.

Table 7: Cost-ratio sweep. Mean rare-WER (%) across six
datasets under LS-clean calibration as a function of cost ratio
c. ¢ = 1 is the trace-equalization default used throughout the
paper. Bold: best c per backbone.

Backbone ¢=0.25 ¢=05 ¢c=1 ¢c=2 c=4
W-t 55.3 55.7 55.93 54.5 56.2
W-b 452 44,0 4396 445 45.0
Q-0.6B 36.0 35.8 32.78 35.5 35.5

E Additional Calibration Controls

The experiments in this section use independently
re-decoded paired pilot grids unless stated other-
wise. Within each table, methods share a fixed
300-utterance subset per test set; repeated baseline
values should not be compared across tables. We
keep all pilot results separate from the full main
grid in section 5.2.

E.1 Calibration inputs and tag source

The main experiments identify rare/common po-
sitions from calibration transcripts and a static
lexical-frequency lookup. This procedure uses nei-
ther entity annotations nor task-loss supervision,
but it does use the transcript to locate lexical posi-
tions. To remove that requirement, we first decode
each calibration utterance with the FP16 model
and derive tags from its hypotheses. As shown in
table 8, the hypothesis-tagged variant retains the
rare-WER improvement and requires only calibra-
tion audio, the pretrained model, and the frequency

lexicon.

Table 8: Calibration tag source on the paired W-base pilot
grid. The metric is mean rare-WER (%) across six datasets.

Method Tag source Rare-WER
GPTQ — 50.61
RAREBAL Reference transcript 49.61
RAREBAL FP16 hypothesis 49.00

E.2 Token counts and activation energy

Group trace mass depends on both the number of
positions and their mean activation energy. To sep-
arate these factors, we normalize each positional
outer product to unit trace before accumulating the
common and rare moments:

79 _
H; =
teg

(13)

Each position then contributes the same trace mass,
while its activation direction is retained. Table 9

shows that this count-only variant worsens both
metrics on both backbones. Token counts explain
most of the between-group mass gap in our cali-
bration data, but discarding per-position activation
energy weakens the metric.

Table 9: Unit-trace control on the paired pilot grid. Each cell
reports mean plain WER / rare-WER (%) across six datasets.

Backbone Trace equalization Unit-trace variant

W-base
Q-0.6B

9.09/48.81
5.93/35.96

9.20/49.61
5.99/36.55

E.3 Sensitivity-aware weighting

We compare lexical-rarity weighting with two per-
position task-loss signals under the same weighting
interface. CE-loss weighting uses teacher-forced
token losses; empirical-Fisher weighting addition-
ally requires backward passes. Table 10 reports the
paired pilot means. RAREBAL has the lowest rare-
WER on both tested backbones and is best or tied-
best in 10 of the 12 underlying backbone—dataset
cells. These results support the lexical signal in
this setting, but do not establish that it is optimal

outside the two backbones tested here.

Table 10: Sensitivity-weighting comparison on the paired
pilot grid. Values are mean rare-WER (%) across six datasets.

Weighting W-base Q-0.6B
RAREBAL 48.81 35.96
CE loss 49.33 37.00
Empirical Fisher 49.29 36.77

E.4 Calibration-set size

We use 128 calibration utterances in the main
grid for parity with the baseline protocols, not be-
cause this size is tuned for TARQ. Table 11 varies
the budget from 32 to 512 utterances on W-base.
RAREBAL improves over GPTQ at every tested
size, although the gain varies from 0.25 to 1.37 pp.
The result is therefore not specific to the default
budget.

Table 11: Calibration-size sweep on W-base. Values are
mean rare-WER (%) across six paired pilot subsets.

Utterances GPTQ  RAREBAL  Improvement
32 50.39 49.99 0.40

64 49.80 49.46 0.34

128 50.18 48.81 1.37

256 49.40 49.15 0.25

512 49.69 49.30 0.39

F Pilot Scope Extensions

F.1 Weight precision and group size

Table 12 evaluates RAREBAL across three W4
group sizes and at W3G64. Positive values denote
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lower rare-WER than GPTQ. The improvement is
positive in all eight settings and becomes larger un-
der W3G64. Because the backbone is fixed within
each W4/W3 comparison, this increase supports
quantization headroom rather than model size as
the explanation for gain magnitude.

Table 12: Bit-width and group-size pilot. Values are mean
rare-WER (%) across paired fixed 300-utterance subsets.

Backbone Config GPTQ RAREBAL Improvement

W-base W4G128 50.18 48.81 1.37
W-base W4G64  49.59 48.12 1.47
W-base W4G32  48.94 48.02 0.92
Q-0.6B W4G128 35.93 35.76 0.17
Q-0.6B Ww4G64  33.02 32.81 0.21
Q-0.6B Ww4G32  32.59 32.26 0.33
W-base W3G64 60.66 57.31 3.35
Q-0.6B W3G64  49.32 45.36 3.96

F.2 Preliminary German transfer

The language-dependent input to TARQ is the fre-
quency lexicon. We replace the English scores with
German scores, calibrate multilingual Whisper-
base on 128 VoxPopuli-de training utterances, and
evaluate on 500 German test utterances. Table 13
shows that TARQ reduces plain WER by 2.96 pp
and rare-WER by 1.44 pp relative to GPTQ. This
is a single-corpus pilot, not a broad multilingual
claim.

Table 13: Preliminary German W4G128 result on multilin-
gual Whisper-base.

Method Plain WER Rare-WER
FP16 23.61 57.12
GPTQ 30.63 58.48
TARQ 27.67 57.04

F.3 Quantization-aware training pilot

We run an STE fake-quantization pilot on W-base
in the same W4G128 format, initialized from ei-
ther GPTQ or TARQ. With the 128-utterance cal-
ibration budget, development selection chooses
step 0 for both initializations. With 10 hours of
LibriSpeech training, neither QAT run improves
the six-dataset mean, and the matched FP16 fine-
tuning control also degrades. Table 14 therefore
shows that QAT does not help under these tested
low-data protocols; it does not rule out gains from
larger and more diverse QAT data.

G Zipf-Threshold Robustness

The RAREBAL coefficient A, depends on the Zipf
threshold k. that defines the tail partition. Table 15
sweeps k. € {2,3,4} at calibration and indepen-
dently re-scores rare-WER at k. € {2,3,4} at eval-
uation; off-diagonal cells (k. # ke) contain no

oracle leakage between calibration and evaluation
partitions.

Three observations support that TARQ’s mecha-
nism is not tied to a specific threshold. (i) Along
any column (fixed k.), varying k. shifts mean rare-
WER by at most ~2 pp on W-b and ~1.5pp on
Q-0.6B—small relative to the rare-WER improve-
ments over GPTQ in table 1. (ii) Off-diagonal cells
remain competitive with their matched-diagonal
counterparts; the matched diagonal (k. = k) is
best only at k. = 3, while at ke = 2 and k. = 4
the narrower calibration partition k. = 2 gener-
alizes equally well or better, indicating that the
calibration partition transfers across evaluation par-
titions rather than overfitting to one. (iii) Plain
WER is essentially flat across k. (within 0.2 pp on
W-b and 0.3 pp on Q-0.6B), so the threshold choice
does not trade aggregate accuracy for rare-token
accuracy. Notably, k. = 4 is never optimal under
any (k.,backbone) combination, suggesting that
RAREBAL requires the partition to genuinely iso-
late low-frequency tokens: broadening the tail defi-
nition to include mid-frequency vocabulary (Zipf
€ [3,4)) dilutes the rebalancing signal. Together,
these observations indicate that RAREBAL cap-
tures a general common/tail imbalance rather than
a Zipf-3-specific signal.

H Integration with Other PTQ Methods

RAREBAL changes only the calibration metric,
so it can be grafted onto other PTQ pipelines
whose host solver consumes a Hessian-like ma-
trix. We test two integrations: SmoothQuant (Xiao
et al.,, 2024), which applies a per-channel
activation—weight rescaling before quantization,
and SpQR (Dettmers et al., 2023), which keeps
a small fraction of weights at higher precision. Ta-
ble 16 reports the SmoothQuant graft and table 17
the SpQR graft.

H.1 SmoothQuant graft

We replace GPTQ with TARQ as the per-Linear-
layer solver inside SmoothQuant, leaving the
activation-rescaling stage unchanged.

Whisper-tiny/-base. Grafting TARQ onto
SmoothQuant improves both plain and rare WER
on every dataset, under both W4A16 and W4AS.
Mean plain WER drops by 0.75-0.80 pp on W-t
and ~0.28 pp on W-b; rare WER drops by a
similar margin (0.82-0.85 pp on W-t, ~0.32 pp on
W-b). The W4A16+>W4AS8 gap is small for both
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Table 14: W-base QAT pilot under W4G128. Metrics are means across six datasets. Step 0 denotes the PTQ initialization.

Method Initialization ~ Training data Beststep  Plain WER  Rare-WER
QAT GPTQ 128 utterances 0 9.40 50.54
QAT TARQ 128 utterances 0 9.12 49.27
QAT GPTQ 10 hours 700 11.24 54.23
QAT TARQ 10 hours 708 11.83 54.90
FP16 fine-tuning — 10 hours 708 10.65 51.77

Table 15: Zipf-threshold robustness on W-base and Q-0.6B. Calibration uses RAREBAL with Zipf< k. as the rare-token
partition; evaluation re-scores rare-WER at Zipf< k. for k., k. € {2, 3,4}. Each cell shows plain WER / rare-WER (%) per
dataset. Bold k. marks the matched (k.=k.) diagonal; off-diagonal rows test cross-threshold transfer (no oracle leakage). In the
Mean column, the lowest rare-WER across the three k. choices (for each fixed k.) is bolded.

LS-c LS-o SPGI VoxP Giga TedL Mean
P R P R P R P R P R P R P R

5.50 65.13 12.78 7791 5.83 50.47 11.27 57.56 13.01 40.94 6.44 40.37 9.14 55.40
5.50 40.85 12.78 61.10 5.83 40.30 11.27 48.75 13.01 41.32 6.44 3524 9.14 44.59
5.50 20.24 12.78 38.21 5.83 18.18 11.27 23.79 13.01 25.73 6.44 15.70 9.14 23.64

5.39 64.16 13.38 78.66 6.16 53.85 11.31 57.56 13.10 39.50 6.49 44.81 9.31 56.42
5.39 40.03 13.38 62.29 6.16 40.39 11.31 47.18 13.10 39.95 6.49 33.95 9.31 43.96
5.39 20.03 13.38 38.55 6.16 18.69 11.31 23.97 13.10 25.58 6.49 16.44 9.31 23.88

5.57 65.27 12.83 77.59 5.95 57.41 11.29 55.70 12.96 39.65 6.55 48.52 9.19 57.36
5.57 41.07 12.83 61.10 5.95 43.00 11.29 48.10 12.96 40.98 6.55 39.48 9.19 45.62
5.57 20.41 12.83 38.53 5.95 19.28 11.29 23.54 1296 25.76 6.55 17.06 9.19 24.10

3.19 50.07 5.87 68.04 4.38 48.57 9.89 55.11 11.27 52.32 5.24 50.68 6.64 54.13
3.19 2477 5.87 41.66 4.38 30.23 9.89 35.73 11.27 38.27 5.24 27.66 6.64 33.05
3.19 11.71 5.87 2224 438 13.63 9.89 1692 11.27 21.15 524 11.44 6.64 16.18

3.16 52.72 5.75 69.33 4.04 47.76 9.95 54.55 11.21 49.12 529 50.68 6.57 54.03
3.16 25.96 5.75 40.58 4.04 24.80 9.95 39.23 11.21 40.21 5.29 25.89 6.57 32.78
3.16 12.19 5.75 2244 4.04 1326 9.95 1838 11.21 21.38 5.29 11.02 6.57 16.44

338 51.54 6.21 68.39 4.32 4422 10.14 55.68 11.72 59.96 5.29 53.42 6.84 55.54
3.38 2596 6.21 4222 4.32 28.19 10.14 38.56 11.72 41.39 5.29 27.16 6.84 33.91
338 1232 6.21 2297 432 12770 10.14 18.74 11.72 23.73 5.29 1091 6.84 16.90

Model k.
W-b 2

T
®

Q-0.6B 2

AW | PWND | RPAPON| AR PRPRWND | PPLWN

Table 16: TARQ as a graft on SmoothQuant: per-dataset plain WER / rare-WER (%) under W4G128 weight-only (W4A16)
and original-SmoothQuant W4A8 (per-token dynamic INT8 activation). Bold = best, underline = second-best per (Backbone,
dataset, metric).

LSc LSo SPGI VoxP Giga TedL Mean
Backbone Method P R P R P R P R P R P R P R
W-t (W4A16) SQ+GPTQ 9.95 13.64 21.43 28.00 12.29 12.99 15.62 15.64 17.22 15.84 10.12 9.22 14.44 15.89
. SQ+TARQ 9.28 12.89 19.77 26.14 11.23 11.86 15.18 15.18 16.54 15.18 9.85 9.00 13.64 15.04
W-t (W4AS) SQ+GPTQ 10.11 13.91 21.31 27.91 12.43 13.09 15.62 15.58 17.35 16.03 10.47 9.74 14.55 16.04
) SQ+TARQ 9.41 13.14 20.11 26.49 11.33 11.90 15.29 15.27 16.75 15.40 9.93 9.12 13.80 15.22
W-b (W4A16) SQ+GPTQ 6.07 8.59 13.67 18.79 6.42 6.74 11.74 11.18 1342 11.65 6.70 5.81 9.67 10.46
. SQ+TARQ 5.74 8.24 13.10 18.11 6.23 6.52 11.45 10.86 13.20 11.42 6.62 5.59 9.39 10.12
W-b (W4A8) SQ+GPTQ 6.08 8.58 13.74 1891 6.42 6.72 11.71 11.16 13.63 11.80 6.84 5.89 9.74 10.51
b ( SQ+TARQ 5.77 8.27 13.25 18.20 6.29 6.56 11.48 10.92 13.26 11.52 6.67 5.71 9.45 10.20
Q-0.6B SQ+GPTQ 2.98 4.70 5.57 848 439 529 9.84 9.25 11.03 9.76 4.50 421 6.39 6.95
e SQ+TARQ 2.92 4.54 5.52 832 4.55 5.28 10.04 9.20 11.48 1044 5.11 5.25 6.60 7.17
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methods (<0.16 pp in mean plain WER), so the
rebalancing gain is largely orthogonal to activation
precision.

Qwen3-ASR-0.6B. The picture is mixed. TARQ
wins on the two LibriSpeech splits (lower plain
and rare WER) but regresses on SPGI, VoxPop-
uli, GigaSpeech, and TED-LIUM, leaving mean
plain WER 0.21 pp and mean rare WER 0.22 pp
behind SQ+GPTQ. We attribute this to LS-clean
calibration: the Zipf statistics estimated from clean
read speech transfer well to LS-other but less well
to the other four domains, and on a stronger back-
bone the residual headroom is small enough for that
mismatch to dominate. The Whisper results, where
the same LS-clean calibration helps uniformly, sug-
gest the issue is calibration—evaluation domain shift
rather than the reweighting itself; we revisit this in
the Limitations section (section 7).

H.2 SpQR graft with orthogonality gate

SpQR keeps a small fraction of weights at FP16
to absorb outliers. A naive SpQR+TARQ graft
produces a coverage conflict on Q-0.6B: the
FP16 outliers and RAREBAL’s rarity weights
target the same high-leverage positions, so the
rare-token budget gets double-counted. The
-rarity-gate-outliers flag (Algorithm 3) ze-
roes rarity weights on tokens already covered by
SpQR outliers; table 17 reports the per-dataset ef-
fect.

Whisper backbones. On W-t and W-b,
SpQR+TARQ already improves mean WER
over SpQR (W-b: 9.36/10.06 — 9.20/9.85),
and the orthogonality gate gives a further small
gain (— 9.18/9.77 on W-b; — 13.21/14.64 on
W-t). The W-t case is uneven at the per-dataset
level—naive graft slightly regresses rare WER on
LSc and Giga, both of which the gate partially
recovers—but mean rare WER stays within
0.06 pp of SpQR alone in the worst case and
improves elsewhere.

Qwen3-ASR-0.6B. Here SpQR is already a
strong baseline and the interaction with TARQ
becomes visible. Naive SpQR+TARQ regresses
on every dataset (mean +-0.30/4-0.37 pp), consis-
tent with coverage conflict: SpQR’s FP16 outliers
and TARQ’s rarity weights both target the same
high-leverage positions, so rare-token reweighting
double-counts the positions SpQR has already pro-
tected and dilutes budget on the rest. The gate,

Algorithm 3: SpQR + TARQ with orthog-
onality gate.

Input: Layer W, calibration activations
{x;}L,, rarity weights {w;},
p=0.01, 7=3.

Output: Quantized W with TARQ +

SpQR outlier protection.

Pass 1.
Hy <>, xtm;r +0.01-tr(Hp)/d - I
sj + W13/ [Hg '3
M {j +'5; > topk(s, [pd])};
Pass 2.
gt < 1maxjens |z 5| > 7Eq 5|2 5]
Wy (l—gt)wt + G+ H + Zt ’LTJtIEt(L‘tT;
Quantize. W « SpQR(W, H) (Dettmers
et al., 2023).

which zeroes rarity weights on tokens already cov-
ered by SpQR outliers, closes most of this gap
(mean 6.53/7.11, within 0.08/0.10 pp of SpQR)
but does not recover a win on this backbone. We
read this as evidence that TARQ is most useful
when it has unique coverage to add; on backbones
where an outlier-protection scheme already absorbs
the rare-token budget, the gate keeps the graft safe
but the marginal headroom is small.

I Efficiency: Deployment Latency and
Memory

TARQ produces models in the standard W4G128
4-bit format. The latency and memory num-
bers below are shared with other W4G128 meth-
ods (GPTQ, AWQ, OmniQuant)—they character-
ize what 4-bit quantization buys in deployment.
TARQ’s contribution is delivering these numbers
at the lower rare-WER reported in table 22.

Throughout, RTF (real-time factor) is transcrip-
tion time divided by audio duration; RTF < 1
means the model keeps up with live audio. Speedup
is FP16 time divided by INT4 time.

I.1 GPU server (A100)

Table 18 reports all backbones on a single NVIDIA
A100-80GB. Two qualitatively different regimes
appear. Large encoder-decoder models on long-
form audio (Whisper-medium / large-v3 on 30s
clips) get a clean GPU + INT4 win: Whisper-
large-v3 drops from 94.97 s (CPU 4 threads) to
2.73 s on GPU FP16 (35 x) and further to 1.67 s
in INT4 (57 x over CPU; 1.6 x within GPU). For
small Whisper checkpoints (tiny / base) GPU step
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Table 17: TARQ + SpQR with orthogonality gate: per-dataset plain WER / rare-WER (%) at W4G128 + 1% outlier-FP16.
Naive SpQR + TARQ shows coverage conflict (Q-0.6B regresses +0.37 pp rare); the gate restores positive A. Bold: rank-1 per

(backbone, dataset, metric); underline: rank-2.

LSc LSo SPGI VoxP Giga TedL Mean
Backbone Method P R P R P R P R P R P R P R
SpQR 9.09 12.56 19.48 25.76 10.32 10.61 14.97 14.71 16.35 15.19 9.63 8.67 13.31 14.58
W-t SpQR+TARQ 9.11 12.73 19.06 25.45 10.22 10.74 14.88 14.75 16.38 15.28 10.04 9.48 13.28 14.74
SpQR+TARQ+gate 8.95 12.59 19.36 25.95 10.05 10.38 14.86 14.66 16.21 15.01 9.84 9.23 13.21 14.64
SpQR 5.79 833 13.12 18.13 6.05 6.27 11.55 10.92 13.11 11.26 6.54 541 9.36 10.05
W-b SpQR+TARQ 5.66 8.16 12.83 17.68 5.89 6.01 11.35 10.77 12.95 11.12 6.52 533 9.20 9.85
SpQR+TARQ+gate 5.63 8.22 12.83 17.58 5.85 5.97 11.14 10.52 13.01 11.08 6.62 5.26 9.18 9.77
SpQR 287 452 542 8.17 4.46 535 10.11 9.51 11.37 10.20 4.48 431 6.45 7.01
Q-0.6B  SpQR+TARQ 3.11 492 587 888 449 535 10.18 9.45 11.79 10.74 5.08 495 6.75 7.38
SpQR+TARQ+gate 3.01 4.76 5.65 8.56 4.58 5.36 9.90 9.29 11.36 10.12 4.70 4.57 6.53 7.11

time is dominated by a fixed ~0.9 s host overhead
(mel + kernel launches) so INT4 / FP16 collapse
together and CPU often wins on 11s audio. For
Qwen3-ASR on gwen3-asr.cpp + ggml-CUDA,
INT4 wins both memory and latency: 1.7B + 30s

drops from 38.13 s (CPU 4t FP16) to 10.08 s

(GPU INT4), 3.8x wall and 25x on inner en-
coder+decoder compute (mel-spectrogram, which
is still CPU, contributes 6.1 s of the GPU wall —
the remaining ~0.8 s is the actual GPU pipeline).
Peak VRAM drops from 9.1 to 5.1 GB (—44%) at
30sand 9.0 to 4.9 GB (—46%) at 11 s. For Voxtral-
Mini-3B (Marlin INT4 + HF custom decode loop),
end-to-end 30s + 128-token decode runs 1.43x

faster in INT4 than FP16 with peak GPU memory
dropping 59% (9.5—3.9 GB).

LI.2 CPU edge (whisper.cpp, qwen3-asr.cpp)

We benchmark the Whisper family on whis-
per.cpp (Gerganov, 2022) and Qwen3-ASR-0.6B
on qwen3-asr.cpp (Predict-Woo, 2025) on an AMD
EPYC 7V12 CPU. OpenMP thread count is re-
stricted to {4, 8, 16} to approximate mobile, laptop,
and desktop parallelism budgets.

The main finding: 4-bit quantization is what
makes large Whisper models deployable on
CPU. FP16 Whisper-large-v3 cannot reach real-
time even at 16 threads (RTF = 1.26); INT4
Whisper-large-v3 is real-time from 8 threads on-
ward (RTF = 0.91, 0.57 at 8 and 16 threads). The
same pattern holds for Whisper-medium: FP16 at 4
threads runs at 1.81x slower than real-time, while
INT4 reaches RTF = 0.76 on the same hardware.
Memory: Whisper-large-v3 max-RSS drops from
3.9 to 1.8 GB, the difference between fitting and
not fitting on a 4-8 GB consumer machine.

Speedup grows with model size: Whisper-
tiny gets 1.5x, medium 2.4 x, large-v3 2.2-2.4 x.

Qwen3-ASR-0.6B gets a smaller 1.2x because the
model is small enough to partially fit in the EPYC’s
large L3 cache; on consumer CPUs with smaller
cache the gain is expected to be larger. Mem-

ory savings are unconditional (—49% on Qwen3-
ASR).

J Full Numerical Results

This section gives the per-dataset numbers behind
the main-paper aggregate tables. Table 20 (ap-
pendix J.1) reports the cross-corpus rare-WER
sweep: TARQ is rank-1 on 5 of 6 calibration
corpora and has the smallest cross-corpus swing
among compared fixed-hyperparameter baselines.
Table 21 (appendix J.2) decomposes TARQ into
RAREBAL and the residual correction across all
six evaluation datasets, confirming that RAREBAL
alone closes most of the rare-WER gap on both ab-
lated backbones. Table 22 (appendix J.3) gives the
per-dataset plain WER and rare-WER for all eight
backbones under LS-clean calibration, TARQ
achieves rank-1 mean plain WER on every back-
bone and rank-1 mean rare-WER on six of eight,
with the two remaining cells (W-m, V-3B) won by
mixed-precision GenPTQ by a thin margin.

J.1 Cross-dataset calibration robustness

Table 20 gives the per-method, per-calibration-
corpus numbers visualized in fig. 2(c), including
the cross-corpus swing.

Rare-biased calibration pools. The three rare-
biased calibration corpora (r-top, r-mix, r-cross
in fig. 2(c)) are constructed from the training-side
ASR corpora by scoring every utterance with its
rare-density

[{w € utt : Zipf(w) < 3.0}
|utt|

p(utt) = , (1)
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Table 18: GPU latency and memory on NVIDIA A100-80GB, FP16 vs W4G128 INT4. Whisper rows use whisper.cpp
ggml-CUDA Q4_0 kernels; Voxtral / Qwen3-ASR-1.7B rows use Marlin INT4 in PyTorch (gptgmodel v5.8). Each cell is the
median over 3 trials with 1 warm-up. Speedup is INT4 vs FP16 within the GPU column; CPU comparison columns repeat the
4-thread numbers from table 19 for reference.

CPU 4t (s) GPU A100 (s) GPUINT4 vs GPU peak mem

Backbone Audio FP16 INT4 FP16 INT4 GPU FPI6 FP16 INT4
Whisper-tiny 11s 0.77 045 089 0.84 1.06x ~80MB ~50MB
Whisper-tiny 30s 1.73 1.03 098 094 1.04 %
Whisper-base 11s 1.60 0.84 092 0.84 1.10x ~180MB ~80MB
Whisper-base 30s 3.79 1.72 1.05 1.00 1.05x
Whisper-small 11s 6.20 285 1.06 091 1.17x ~580MB ~190MB
Whisper-small 30s 13.03 5.87 1.27 1.08 1.18x
Whisper-medium  11s 19.86 8.35 147 1.01 1.46 % ~1.7GB ~580MB
Whisper-medium  30s 40.30 18.27 1.84 1.37 1.34x
Whisper-large-v3  11s 38.81 16.81 2.23 1.22 1.83x% ~39GB ~1.3GB
Whisper-large-v3  30s 94.97 47.16 2.73 1.67 1.63x
Qwen3-ASR-0.6B 11s 7.02 5.68 4.14 391 1.06x 3.9GB 2.6 GB
Qwen3-ASR-0.6B 30s 214 179 9.88 10.84 0.91x 3.9GB 2.6GB
Qwen3-ASR-1.7B 11s 13.56 9.03 8.99 4.12 2.18x% 9.0GB 4.9GB
Qwen3-ASR-1.7B 30s 38.13 27.35 10.78 10.08 1.07x* 9.1GB 5.1GB
Voxtral-Mini-3B*  30s, 128-tok decode — — 041 0.29 1.43x 9.5GB 3.9GB

Whisper / Qwen GPU rows use whisper.cpp/ gwen3-asr.cpp ggml-CUDA Q4_0 kernels (after patching a tensor-shape bug in
the qwen3-asr.cpp loader that prevented GPU offload — see code release). Wall time includes mel-spectrogram, which still runs
on CPU. ¥ Qwen-1.7B 30s wall is mel-bound (mel alone takes 6.1 s, leaving ~0.8 s for GPU encoder+decoder; inner GPU
compute is 25 faster than CPU 4t). * Voxtral-3B uses Marlin INT4 in PyTorch (gptgmodel v5.3).

Table 19: CPU latency and memory on AMD EPYC 7V12. Wall-clock seconds for transcribing the given audio. Median of 3
iterations after 1 warmup. Max-RSS from /usr/bin/time -v at 8 threads. Bold marks INT4 cells where FP16 is slower than
real-time and INT4 is real-time.

4 threads (s) 8 threads (s) 16 threads (s) Max-RSS (MB)

Backbone Audio Fl16 INT4 Fl6 INT4 FI6 INT4 Fl6 INT4
Whisper-tiny 11s 0.77 045 0.52 0.34 048 0.33 173 121
Whisper-tiny 30s 1.73 1.03 1.01 0.73 0.76 0.60 167 124
Whisper-base 11s 1.60 084 1.05 0.62 1.02 049 281 182
Whisper-base 30s 3.79 1.72 218 1.08 1.39 0.84 258 138
Whisper-small I1s 6.20 285 3.68 1.78 248 1.24 748 418
Whisper-small 30s 13.03 5.87 8.12 3.88 5.53 257 656 325
Whisper-medium 11s 19.86 8.35 11.64 4.87 7.27 3.11 2067 1026
Whisper-medium 30s 40.30 18.27 22.92 10.55 14.27 6.74 1790 751

Whisper-large-v3 I1s 38.81 16.81 22.07 9.52 13.88 6.27 3901 1794
Whisper-large-v3 30s 94.97 47.16 53.59 30.00 33.76 20.65 3901 1794
Qwen3-ASR-0.6B I1s 7.02 568 7.07 571 6.88 582 1571 800
Qwen3-ASR-0.6B  30s 21.4 179 21.0 174 21.6 17.6 1571 800
Qwen3-ASR-1.7B I1s 13.56 9.03 13.36 9.32 12.79 9.43 3975 1774
Qwen3-ASR-1.7B 30s 38.13 27.35 37.94 27.20 37.68 27.47 4042 1841
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using the wordfreq (Speer, 2022) English Zipf
scale—the same Zipf<3 partition that defines the
tail class at calibration time. Given a source corpus
D and target calibration size N=128:

* r-top. Take the utterances with the N largest
p values from D alone: argtop-N p(D). The
most aggressively rare-skewed pool: every ut-
terance has above-average rare-token density
within its source.

* r-mix. Half rare-biased, half natural: N/2
utterances by arg top-p from D, plus N/2 ut-
terances sampled uniformly at random from
D\ Siop (no overlap with the top half). Tests
whether RAREBAL’s gains require a fully-
biased pool or remain in a mixture.

* r-cross. Cross-domain rare-dense pool.
Form a candidate set P by taking the top
[AN/3] ~ 170 rare-dense utterances from
each of LibriSpeech-train.100, SPGI-S/train,
and VoxPopuli-en/train, then return the global
arg top-NN p over P. Removes single-source
bias: the resulting calibration batch draws
rare-dense utterances from three different
acoustic distributions.

The three pools probe complementary axes: r-top
isolates pure rare-density within a single source,
r-mix tests robustness to a half-biased / half-natural
mixture, and r-cross checks that the rare effect is
not an artifact of any one source’s domain.

J.2 Component ablation: per-dataset
breakdown

Table 21 expands table 3 of section 5.5 with per-
dataset cells.

J.3 Per-dataset results under LS-clean
calibration

Table 22 expands table 1 of section 5.2 with per-
dataset cells. Each cell reports plain WER / rare-
WER (%) under W4G128 weight-only quantiza-
tion; GenPTQ uses mixed precision with a 4-bit
average target.

K Qualitative Examples: Rare-Word
Recovery

We sample concrete utterances where TARQ recov-
ers a rare reference word that every other W4G128
baseline (GPTQ, AWQ, OmniQuant, GenPTQ)
drops or substitutes, and that FP16 also recovers.

Rare here means wordfreq Zipf < 3.0 with at least
four characters. Truncated ~10-word windows
around the rare word are shown; the rare word is
rendered as like this when preserved and in italics
when substituted. v/ X marks whether the target
word survived.

K.1 Whisper-tiny

LS-clean

Ref:...la valliere said mademoiselle de tonnay
charente ...

v TARQ: ...lavallier said mademoiselle dit-
tinichan . ..

X GPTQ: ...lavaliay said madhmozell dit-
tinichan . ..

X AWQ: .. .lavallier said madmuzel d ane shant

mademoiselle

X OmniQuant: ...lavalia said maud mousel d
aixard ...

X GenPTQ: ...lavalia said mademazelle that
they should not

harmonized LS-clean
Ref:. . .the white is inclosed properly and har-

monized with the other hues ...

v TARQ: ...properly and harmonized with
the other hues ...

X GPTQ: .. .not closed properly and harmonize
with the other hues ...

X AWQ: .. .not closed properly and harmonize
with the other hues ...

X OmniQuant: ...not closed properly and har-
monize with the other hues . ..

X GenPTQ: ...enclosed properly and harmo-
nize with the other hues . ..

LS-clean

Ref:...she could see herself sometimes in the
great round pewter dishes ...

v TARQ: ...in the great round pewter dishes

pewter

X GPTQ: ...in the great round buter dishes ...
X AWQ: .. .in the great round putter dishes ...
X OmniQuant: [output collapses to “headies
are all over the place” ]

X GenPTQ: [output degenerates to a “ground
ground ground” loop]

K.2 Whisper-base
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Table 20: Four-backbone six-dataset mean rare-WER (%) per method per calibration corpus. Four backbones: Whisper-tiny/base,
Qwen3-ASR-0.6B/1.7B. Numbers in parentheses after each method are the cross-corpus swing (max — min). r-top/r-mix/r-cross
are rare-biased calibration corpora; OmQ = OmniQuant. Bold: rank-1; underline: rank-2 per column.

method LS-c SPGI VoxP r-top r-mix r-cross mean

GPTQ (2.51) 42.66 41.29 40.15 40.58 40.53 40.63 40.97
AWQ (5.95) 48.54 46.07 42.59 43.82 45.54 44.40 45.16
OmQ (0.78) 42.63 42.09 42.11 41.85 42.28 42.13 42.18

TARQ (0.63) 40.04 40.08 40.38 39.97 39.85 40.48 40.13

Table 21: Component ablation (per-dataset breakdown) of TARQ on W-b and Q-0.6B under W4G128 weight-only quantiza-
tion with LS-clean calibration. Each cell reports plain WER / rare-WER (%). +rareBAL applies the rebalanced metric H;°
alone; +residual applies the residual correction alone (over the standard Hy); TARQ combines both. Bold: rank-1 per (cell,
metric); underline: rank-2.

LS-c LS-o SPGI VoxP Giga TedL Mean
Model Method P R P R P R P R P R P R P R

GPTQ 5.60 40.80 13.19 61.70 6.02 41.65 12.48 61.99 13.71 42.04 5.89 37.27 9.48 47.58
+rareBAL 5.51 40.71 12.84 61.01 5.77 41.36 11.62 48.49 13.44 40.79 6.35 35.42 9.26 44.63

W-b +residual  5.54 40.77 12.96 61.61 5.87 41.65 11.73 48.89 13.57 41.93 6.61 35.56 9.38 45.07
TARQ 5.39 40.03 13.38 62.29 6.16 40.39 11.31 47.18 13.10 39.95 6.49 33.95 9.31 43.96
GPTQ 329 26.55 592 41.14 4.30 28.87 10.00 39.73 11.47 40.44 5.60 27.92 6.76 34.11
Q-0.6B +rar§:BAL 3.24 26.23 5.86 40.79 4.09 27.74 9.95 38.23 11.43 38.70 4.79 25.13 6.56 32.80
+residual  3.25 26.23 5.88 40.81 4.20 28.76 9.90 37.56 11.44 39.44 5.05 26.92 6.62 33.29
TARQ 3.16 2596 5.75 40.58 4.04 24.80 9.95 39.23 11.21 40.21 5.29 25.89 6.57 32.78
valjean LS-other marmalades LS-other
Ref:...this was one of jean valjean is gloomy Ref:marmalades jams and fruit pastes are of
talents the same nature ...
v TARQ: ...this was one of jean valjean is v TARQ: marmalades jams and fruit paces
gloomy talents of the same nature ...
X GPTQ: ... one of jean valjeant is gloomy tal- X GPTQ: marmalade jams and fruit paste are
ents the same nature . ..
X AWQ: ...one of jean vagion is gloomy tal- X AWQ: marmalade jams and fruit pace are the
ents same nature . ..
X OmniQuant: this was one of jean is gloomy X OmniQuant: marmalade and fruit paster
talents X GenPTQ: marmalade is jams and fruit paste
X GenPTQ: ...one of jean vageau is gloomy
talents

nobilis SPGI

Ref:responsibility for all of nobilis operating

units . .. executing nobilis growth strategies K.3 Qwen3-ASR-0.6B
v TARQ: ...all of nobillis ...executing no-

bilis growth strategies

X GPTQ: ... all of nobillis . . . executing nobillis merganser  LS-clean

growth strategies Ref:the merganser had a crested head of irides-
X AWQ: ...all of nobiluses ...executing no- cent green black . ..

biluses growth strategies v TARQ: the merganser had a crested head
X OmniQuant: he will have responsibility for of iridescent greenblack . ..

all of the . .. [truncated] X GPTQ: the morgan sir had a crested head . ..

X GenPTQ: ...all of the billisers ...executing X OmniQuant: the magancer had a crested head

the billiases . .. ...
X GenPTQ: the morganus had a crested head
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Table 22: Main results on LS-clean calibration: Each cell reports plain WER (%) / rare-WER (%). All quantized methods
use W4G128 weight-only quantization, except GenPTQ which is mixed-precision (per-Linear b € [2, 8], target average 4
bits). Bold marks the best non-FP16 method per (cell, metric); underline marks the second best. Ties share the same rank.
Dataset abbreviations: LS-c = LS-clean; LS-o = LS-other; VoxP = VoxPopuli; Giga = GigaSpeech; TedL = TedLium. Method
abbreviation: OmQ = OmniQuant.

LS-c LS-o SPGI VoxP Giga TedL Mean
Model Method P R P R P R P R P R P R P R

FPI16 7.52 50.75 17.49 70.26 8.14 46.29 12.74 54.00 14.06 44.25 7.10 39.30 11.17 50.81
GPTQ 13.02 56.11 27.19 77.20 14.10 57.50 22.31 77.06 20.20 50.70 10.31 41.70 17.86 60.04
AWQ  20.86 81.14 52.04 113.38 28.63 59.78 31.74 116.91 39.14 73.98 18.75 59.41 31.86 84.10

W-t OmQ 13.62 59.02 29.30 81.76 16.55 62.23 20.66 65.92 21.09 56.40 13.20 50.18 19.07 62.59
GenPTQ 15.46 64.15 31.97 84.75 20.16 63.41 21.67 66.19 21.91 57.77 15.29 46.68 21.08 63.82
TARQ 9.74 55.38 20.59 76.22 11.08 53.20 16.06 60.29 17.29 49.53 9.41 40.96 14.03 55.93
FPI6 5.03 38.16 12.09 59.05 5.04 38.28 10.36 44.95 12.76 38.32 543 35.79 8.45 42.42
GPTQ 5.60 40.80 13.19 61.70 6.02 41.65 12.48 61.99 13.71 42.04 5.89 37.27 9.48 47.57

W-b AWQ 6.02 42.71 16.39 64.21 7.13 42.33 12.67 60.42 15.17 39.65 6.44 31.18 10.64 46.75
OmQ 6.18 43.12 13.76 63.78 7.11 40.98 13.27 52.29 13.84 42.65 8.98 28.78 10.52 45.27
GenPTQ 7.29 45.52 16.97 6839 8.25 49.41 13.20 53.34 15.08 4531 7.93 41.88 11.45 50.64
TARQ 5.39 40.03 13.38 62.29 6.16 40.39 11.31 47.18 13.10 39.95 6.49 33.95 9.31 43.96
FPI16 4.02 28.31 7.99 4585 3.96 3836 9.24 54.65 11.64 32.51 534 31.00 7.03 38.45
GPTQ 4.18 29.30 833 4742 4.21 39.21 9.44 51.38 11.76 34.37 5.42 31.55 7.22 38.87

Wes AWQ 448 29.76 8.68 48.06 4.12 37.02 9.49 5491 11.62 34.26 5.24 29.70 7.27 38.95

) OmQ 436 29.85 8.65 4827 4.18 38.03 9.56 56.36 11.85 33.27 5.35 32.10 7.33 39.65
GenPTQ 4.24 30.12 9.35 50.87 4.58 44.86 9.63 56.88 12.08 37.30 5.67 38.19 7.59 43.04
TARQ 4.00 29.58 8.41 47.42 4.40 3533 9.11 42.99 11.95 34.30 5.29 26.57 7.19 36.03
FPI6 3.32 24.08 6.57 40.26 4.13 38.87 8.14 32.63 11.52 28.64 5.02 32.84 6.45 32.89
GPTQ 3.39 2531 6.70 41.16 4.19 4477 8.35 33.55 11.39 29.74 5.11 36.72 6.52 35.21

Wem AWQ 3.78 25.76 7.03 42.01 4.71 43.76 8.35 35.78 11.73 31.22 5.37 3745 6.83 36.00
OmQ 4.87 2740 9.25 4478 5.76 47.22 8.87 35.26 13.24 33.19 5.70 38.38 7.95 37.70
GenPTQ 3.32 2476 7.06 4231 4.54 40.22 8.26 33.94 11.53 29.28 5.39 30.44 6.69 33.49
TARQ 325 2485 6.74 40.78 4.25 41.74 8.16 34.86 11.42 29.51 5.10 33.95 6.49 34.28
FPI16 2.09 16.99 4.21 29.14 3.53 3836 9.57 3394 11.27 26.81 4.82 28.97 5.91 29.03
GPTQ 222 1745 4.28 29.14 3.70 38.45 9.86 35.26 11.46 27.23 4.88 27.86 6.07 29.23

Wl AWQ 234 18.08 4.42 30.46 3.85 4098 9.31 33.42 11.44 27.61 4.85 3229 6.04 30.47
OmQ 234 1776 471 30.72 3.82 38.53 9.38 33.55 11.68 27.54 4.81 28.23 6.12 29.39
GenPTQ 2.17 17.31 4.27 28.89 3.57 38.20 9.33 34.60 11.50 27.50 4.85 28.60 5.95 29.18
TARQ 223 17.72 429 28.89 3.59 38.28 9.34 33.50 11.46 27.27 4.79 28.78 5.95 29.07
FPI16 2.81 2345 5.12 3743 3.97 27.82 951 31.72 11.01 38.07 4.13 24.37 6.09 30.48
GPTQ 3.29 26.55 5.92 41.14 4.30 28.87 10.00 39.73 11.47 40.44 5.60 27.92 6.76 34.11

Q-0.6B AWQ 3.28 28.78 6.03 43.68 5.05 37.57 9.79 39.57 11.79 4273 4.82 27.66 6.79 36.66

=7 0mQ 3.64 27.50 6.56 44.33 4.50 29.36 10.81 42.90 13.21 43.29 7.13 32.99 7.64 36.73
GenPTQ 3.95 28.64 7.21 46.27 5.86 38.80 11.06 45.41 14.03 47.91 10.17 29.95 8.71 39.50
TARQ 3.16 25.96 5.75 40.58 4.04 24.80 9.95 39.23 11.21 40.21 5.29 25.89 6.57 32.78
FPI6 2.26 17.81 4.09 31.18 3.68 21.41 852 22.04 11.21 3523 4.51 17.51 5.71 24.20
GPTQ 2.32 1890 4.34 34.07 3.74 22.15 8.776 26.38 11.52 38.39 4.88 19.54 5.93 26.57

Q-1.7B AWQ 2.48 20.58 4.36 33.85 3.78 22.21 8.88 25.38 11.36 37.60 4.62 20.30 5.91 26.65

7 0mQ 2.51 19.03 448 32.82 3.87 21.04 9.21 25.54 11.76 37.95 4.83 19.29 6.11 25.94
GenPTQ 2.46 19.76 4.60 34.84 3.69 20.05 892 24.87 11.80 38.07 4.84 19.54 6.05 26.19
TARQ 236 18.26 4.26 32.77 3.55 18.32 8.79 25.54 11.30 36.41 4.77 19.29 5.84 25.10
FP16 2.92 2036 536 3502 2.73 15.11 10.02 30.72 12.89 35.07 5.73 14.72 6.61 25.17
GPTQ 3.09 21.08 5.62 36.05 3.25 16.84 10.49 33.89 13.75 38.47 6.74 16.24 7.16 27.09

V-3B AWQ 3.14 2254 578 3691 3.09 16.41 10.52 33.56 14.07 38.59 6.79 15.99 7.23 27.33

OmQ 3.16 22.86 5.80 37.39 3.32 17.71 1042 33.22 13.73 39.34 6.70 15.99 7.19 27.75
GenPTQ 3.22 21.86 5.72 36.14 3.28 16.22 10.53 32.22 14.46 39.57 7.05 15.74 7.38 26.96
TARQ 3.14 2149 5.70 36.57 3.19 16.59 10.41 33.06 13.67 38.51 6.73 15.99 7.14 27.04
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LS-other

Ref:...the sultan commanded his wazir dandan
call a ten days halt ...

v TARQ: ...his wazir dandan call a ten days
halt ...

X GPTQ: .. . his vizier done call at ten days halt

dandan

X OmniQuant: ...his wazirdandan call a ten
days halt ...
X GenPTQ: ...his wazirdan khan call at ten
days halt ...

globalisation VoxPopuli

Ref:...the losers of globalisation ...a crisis of
globalisation

v TARQ: ...losers of globalisation ... crisis
of globalisation

X GPTQ: ...losers of globalization . .. crisis of
globalization  (spelling drift to US norm)

X OmniQuant: ...losers of globalization
...crisis of globalization

X GenPTQ: .. .losers of globalization ... crisis
of globalization

euphranor LS-other

Ref:...seventieth birthday of the old sculptor
euphranor

v TARQ: ...seventieth birthday of the old
sculptor euphranor

X GPTQ: ... seventieth birthday of the old sculp-
tor euphraner

X OmniQuant: . ..seventieth birthday of the old
sculptor euphraner

X GenPTQ: ...seventieth birthday of the old
sculptor euphraner

LS-other

Ref:...eleventh general of the carthusians gave
to his order this device ...

v TARQ: ...eleventh general of the carthu-
sians gave to his order this device ...

X GPTQ: ...eleventh general of the carthagens
gave to his order ...

X OmniQuant: ...eleventh general of the carthi-
ans gave to his order ...

X GenPTQ: . ..eleventh general of the carthions
gave to his order ...

carthusians

L Reproducibility and
Responsible-Research Statement

This section completes the ARR Responsible-NLP
checklist for items not already covered by appen-
dices A and B (model sizes, hardware, compute
budget, software versions, and per-dataset licenses)
and the Limitations section (section 7).

Baseline hyperparameters. All baseline PTQ
methods are run from their public reference im-
plementations under their recommended W4G128
settings; table 23 records the non-default knobs.

TARQ hyperparameters. TARQ has only two
interpretable knobs and we do not tune either per
backbone: the rare-token Zipf threshold £ = 3.0
(appendix G sweeps k € {2,3,4} and shows the
choice is not load-bearing) and the cost ratio ¢ = 1
in \¢ = c- tr(Hg™™om) /tr(HE) (appendix D
sweeps ¢ € {0.25,0.5,1,2,4}).

Artifact release. We will release the TARQ
source code (calibration pipeline after code clean-
ing, RAREBAL Hessian rebalance, closed-form
residual correction, evaluation scripts) under
the Apache-2.0 license, and TARQ-quantized
W4G128 checkpoints for each backbone in ap-
pendix B under the original backbone’s license.
The release is documented with a README cover-
ing supported backbones, the wordfreq Zipf < 3
rare-token convention used at calibration time, the
required Python/CUDA environment, and repro-
duction instructions for every table in this pa-
per. Original weights are referenced, not re-
uploaded; the released checkpoints contain only
INT4 rounded weights and group-wise FP16 scales
(derivative weight modifications, not new model
releases).

Use of corpora. All six standard ASR corpora
and the two entity-rich benchmarks are public,
widely-used research benchmarks; we use them
only for speech-recognition evaluation, perform
no new audio collection or annotation, and do
not redistribute audio or transcripts. Speakers in
the audio are public figures in public-record set-
tings (parliamentary debates, TED talks, corporate
earnings calls) or voluntary read-speech contrib-
utors (LibriSpeech). Transcripts contain no PII
beyond what is already in the public-domain audio.
The TED-LIUM (CC-BY-NC-ND 3.0) and SPGIS-
peech (Kensho research license) restrictions are
respected: the corpora remain inside the research
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Table 23: Baseline PTQ hyperparameters used for all (backbone, dataset) cells. Defaults from each method’s released code are

used everywhere else.

Method Setting

GPTQ percdamp 0.01, act_order off

AWQ grid search « € [0, 1] in 20 steps, block-wise reconstruction
OmniQuant LWC + LET variant, 200 iterations, Ir 5e—3, batch 4
GenPTQ 150 iterations, Ir 0.1, target 4.0 bits, A, = —1 (auto), Asr =1

workflow and the released quantized checkpoints
do not embed corpus data.

Broader impact and risks. A weight-only PTQ
method for ASR primarily lowers the cost of de-
ploying pretrained Whisper, Qwen3-ASR, and Vox-
tral backbones on CPU and small-VRAM GPU
targets while preserving WER and recovering
rare-word accuracy. We see three concrete con-
siderations. Lower deployment cost may en-
able surveillance or low-consent transcription.
The same risk applies to every published ASR-
compression method and to the original FP16
checkpoints; our work does not introduce a qual-
itatively new capability, only a smaller hardware
footprint. Rare-WER is improved but not solved.
TARQ recovers single-digit-to-low-double-digit
percentage points of rare-WER over GPTQ, but
rare-WER on hard domains (long-form audio, low-
frequency proper nouns, named entities) remains
well above plain-WER; safety-critical deployments
(medical transcription, legal proceedings) should
not treat rare-WER as solved and should include
application-side verification and domain biasing.
Inheritance of upstream biases. TARQ preserves
the capabilities and the biases of the underlying
backbones—speaker demographics, accent cover-
age, code-switching behavior—which are deter-
mined by the original FP16 model, not by quan-
tization. Our rare-WER recovery shifts the WER
distribution in a strictly favorable direction without
altering underlying training-data bias.

M Failure Analysis: Phonetic-Neighbour
Substitution on Short Utterances

TARQ improves rare-WER on average across all
evaluated backbones and datasets (table 22), but it
does not strictly dominate every baseline on every
utterance. We describe one representative residual
failure mode that is consistent with RAREBAL’s
design.

Representative case. On short utterances (< 10
tokens) dominated by a single rare proper noun
whose phonetic skeleton lies near a high-frequency

neighbour, TARQ can substitute the rare token
with that neighbour, producing a clean common-
word error where the unweighted baselines instead
garble the rare token into phonetic mush. The
clearest single utterance we find on Whisper-base /
LibriSpeech-clean:

bartley Whisper-base, LS-clean

Ref:1 understand bartley i was wrong

v/ FP16: i understand bartley i was wrong

v/ GPTQ: i understand bartley i was wrong

v AWQ: i understand bartley i was wrong

v/ OmniQuant: i understand bartley i was
wrong

v/ GenPTQ: i understand bartley i was wrong
X TARQ: i understand partly i was wrong

Two further examples in the same family (rare
— high-frequency phonetic neighbour, short ut-
terance, TARQ uniquely fails): contentedly
(LS-clean) — contendantly, and amortization
(SPGISpeech) — amodination. The substitutes
share two properties: (a) a phonetic skeleton close
to the rare original, and (b) the substitute sits firmly
in the common-frequency basin (partly: Zipf
~ 4.5; high-frequency English bases).

Diagnosis: layer-level rebalance versus per-
utterance distribution. RAREBAL rewrites
the per-Linear-layer reconstruction Hessian as
HB = H{mmor 4 N HPY with A, =
tr(Hgommen) /tr( H), where both traces are
accumulated over the entire 128-utterance cal-
ibration batch. The trace-equalization guaran-
tees an average property: Eyy[Lian(utt)] =~
Eutt[Lcommon (utt)]. On an evaluation utterance
whose rare/common composition departs sharply
from the calibration-batch average—e.g., a 5-word
utterance where the rare token’s local share of the
reconstruction loss is small and the common-side
context dominates—the equalization does not trans-
late into per-utterance protection of the rare to-
ken, and the remaining common-side gradient pull
is enough to push the quantized embedding into
the basin of the nearest high-frequency neighbour.
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On longer utterances (> 10-20 tokens) the rare-
token’s local loss contribution is large enough that
the rebalanced solution preserves separation be-
tween the rare embedding and its high-frequency
neighbours, which is what table 22 reports as a
robust monotone rare-WER improvement.

Why baselines fail differently on the same
token. Unweighted baselines treat every to-
ken identically at calibration; on the same
proper-noun rare tokens their typical failure
is phonetic decay (e.g., GPTQ: blodget, AWQ:
blotjit, GenPTQ: blanche) rather than substitution.
TARQ’s failures are linguistically well-formed and
phonetically plausible—RAREBAL is doing ex-
actly what we asked of it, protecting the rare-token
reconstruction error against the common-loss bud-
get; the optimal protected solution simply happens
to live close to a common-word embedding in this
regime. The corpus-level rare-WER in table 22
already integrates over both populations and favors
TARQ.

Why we do not patch this inside RAREBAL. A
natural fix is a token-conditional A, e.g., A\¢; =
¢ - p(utty) with p a per-utterance rare-density. We
deliberately do not pursue this for three reasons.
(i) Closed-form simplicity: TARQ adds exactly
one scalar per Linear layer (the trace ratio) and one
closed-form « for the residual correction; per-token
A would require a per-utterance weighted optimizer,
removing a main practical attraction. (ii) Overfit-
ting risk: calibration uses only 128 utterances, so
a token-conditional weight risks memorizing per-
utterance protection on those 128 utterances rather
than generalizing. (iii) Orthogonal mitigation al-
ready exists: inference-time contextual biasing
(e.g., Sunetal., 2021; Le et al., 2021) addresses ex-
actly this phonetic-neighbour-substitution mode at
decoding time, is strictly separable from the weight
quantizer, and can be paired with TARQ-quantized
weights for production deployments on rare-word-
heavy domains.
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