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Abstract

With the explosive growth of social media,
multimodal memes (text and images) have be-
come a key carrier of misinformation dissem-
ination and emotional manipulation because
they strongly depend on cultural background,
satirical metaphor, and current events. Exist-
ing detection methods mostly rely on end-to-
end deep learning models, but they face two
fundamental limitations: first, static models
are difficult to capture the dynamic seman-
tic evolution of memes; second, fixed archi-
tectures cannot adapt to meme heterogeneity.
This work proposes Tool-meme (Tool-Learning
Framework for Multimodal Meme Detection),
an LMM (Large Multimodal Model)-driven
tools-learning framework. The framework
uses multimodal representations only as input
features, dynamically orchestrates tool chains
through retrieval-augmented generation and
meta-cognitive planning, and uses reinforce-
ment learning to maximize tool-use efficiency.
On HarM, FHM, and MAMI, Tool-meme out-
performs all evaluated direct-LMM and agentic
baselines under frozen-executor setting. Addi-
tional transfer and deployment analyses show
consistent gains across tested executor fam-
ilies while lowering tool calls and cost vs.
exhaustive execution, with explicit evidence
chains for inspection. Code is available at
https://github.com/zizeLin/Tool-meme.

1 Introduction

Memes have become one of the most active forms
of multimodal communication on social media, and
their harmful uses have motivated a line of bench-
marks and detection studies for hate, misogyny,
and broader social abuse (Kiela et al., 2020; Pra-
manick et al., 2021a; Lu et al., 2026; Fersini et al.,
2022). A harmful meme is rarely harmful because
of an isolated word or object; its meaning often
emerges from the interaction between visual con-
tent, embedded text, cultural background, and an
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Figure 1: Illustration of motivation. The semantics of
memes are highly dependent on implicit cultural context
and are difficult to analyze in isolation. Different meme
types require customized analysis dimensions.

implicit target (Sharma et al., 2022b,a; Lin et al.,
2023). This makes meme detection different from
ordinary image—text classification: a reused tem-
plate, a recent public event, or an ironic caption can
change the label without substantially changing the
visible pixels (Lin et al., 2024; Mei et al., 2024,
2025). Consequently, effective harmful meme de-
tection requires not only multimodal perception,
but also context recovery and evidence-sensitive
reasoning over why a particular image—text pair
becomes harmful in a specific social situation (Lin
et al., 2025, 2026; Liu et al., 2025).

Existing methods have made steady progress
by improving cross-modal representation, extract-
ing richer textual signals, and introducing exter-
nal evidence into the detection process (Lu et al.,
2019; Chen et al., 2020; Radford et al., 2021).
Prompting, caption probing, and rationale distilla-
tion help expose implicit semantics that are not di-
rectly visible from the surface meme content (Cao
et al., 2022, 2023; Lin et al., 2023). Retrieval-
augmented and adaptation-based methods further
use similar memes or contextual memory to im-
prove robustness under domain shift and evolving
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harmful expressions (Mei et al., 2024, 2025; Liu
et al., 2025). Recent LMM-based systems intro-
duce debate, question answering, and multi-agent
collaboration to many tasks (Lu and Cui, 2026;
Li and Lu, 2026), and making harmfulness judg-
ments more interpretable and evidence-aware (Lin
et al., 2024, 2025, 2026). Howeyver, these advances
leave two fundamental limitations unresolved: first,
static models are difficult to capture the dynamic
semantic evolution of memes; second, fixed ar-
chitectures cannot adapt to meme heterogeneity,
because different memes require different combina-
tions of grounding, cross-modal checking, rhetor-
ical interpretation, and decision fusion (Sharma
et al., 2022b; Liu et al., 2025; Mei et al., 2026).

This fixed-workflow assumption creates a mis-
match with real meme streams. New memes ap-
pear quickly, but their decisive evidence is rarely
uniform. Some cases hinge on image—text con-
tradiction, while others require a recent event, a
reused template, a target-group convention, or a
subtle rhetorical inversion. As illustrated in Fig-
ure 1, different meme types need different analysis
dimensions. An easy case should not pay the cost
of every tool, and a hard case should not be forced
to stop before the missing evidence is checked.

Motivated by this observation, we propose Tool-
meme (Tool-Learning Framework for Multimodal
Meme Detection). Tool-meme treats detection as
adaptive evidence acquisition rather than one-pass
classification. It first retrieves socio-cultural mem-
ory for the target meme, then uses a meta-cognitive
planner to identify which semantic layers should
be inspected. The resulting task graph is executed
by an RL-guided adaptive tool router that selects
LMM (Large Multimodal Model)-callable tools
under dependency and budget constraints. Finally,
Tool-meme fuses the acquired evidence into a cali-
brated decision, so that the model can spend com-
putation on the semantic operations that the current
meme actually requires.

Our contributions can be summarized as follows:

* We propose Tool-meme, a tool-learning frame-
work that improves context-aware harmful
meme detection through instance-specific evi-
dence acquisition.

* We design two core modules, Meta-Cognitive
Planning (MCP) and RL-Guided Adaptive
Tool Routing (ATR), enabling the agent to
diagnose meme-specific semantic layers, con-
struct executable tool DAGs, and selectively

orchestrate LMM-callable tools under budget
constraints.

* Extensive experiments on three public
datasets show that Tool-meme outperforms
the evaluated direct-LMM and agentic base-
lines under the frozen-executor setting. Trans-
fer, executor-portability, and deployment anal-
yses further characterize its accuracy—cost
trade-off and evidence transparency.

2 Related Work

Multimodal Meme Detection Harmful meme
detection has become an important research prob-
lem with the development of multimodal bench-
marks for hateful, harmful, and misogynistic
memes (Kiela et al., 2020; Pramanick et al., 2021a;
Fersini et al., 2022). Early progress mainly came
from pretrained vision-language encoders and mul-
timodal Transformers, which improve image—text
alignment and provide stronger representations for
downstream classification (Lu et al., 2019; Chen
et al., 2020; Radford et al., 2021). Subsequent work
converts memes into richer textual or reasoning sig-
nals through prompting, caption probing, and ratio-
nale distillation, making implicit semantics more
accessible to classifiers (Cao et al., 2022, 2023; Lin
et al., 2023). Retrieval-guided methods introduce
similar examples, external memory, or adaptation
signals to handle the fact that harmful meanings
change with events, templates, and social conven-
tions (Mei et al., 2024, 2025; Liu et al., 2025). Re-
cent LMM-based harmful meme detectors further
use debate, targeted questioning, or explanation-
then-detection to improve interpretability and ro-
bustness (Lin et al., 2024, 2025, 2026). These stud-
ies show that context matters, but many of them
still rely on static representations or fixed infer-
ence procedures, which makes dynamic semantic
evolution difficult to track once the meme stream
changes.

Multi-Agent Systems Agent systems have
shown that complex reasoning can be decomposed
into interacting roles, executable tools, and iterative
memory rather than being compressed into a sin-
gle direct prediction (Wu et al., 2023; Hong et al.,
2024; Chen et al., 2024b; Park et al., 2023; Li and
Lu, 2026). Reasoning-oriented methods improve
intermediate deliberation through chain-of-thought,
self-consistency, tree-structured search, and con-
sensus among multiple models (Wei et al., 2022;
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Wang et al., 2023; Yao et al., 2023a; Chen et al.,
2024a). Tool-augmented agents connect reasoning
to external actions, while tool-learning or agent-
optimization methods train models or policies to
decide when tools, communication, or preference-
optimized behavior should be used (Yao et al.,
2023b; Schick et al., 2023; Wang et al., 2025; Chen
et al., 2025). These training-oriented agent meth-
ods are relevant to Tool-meme because they move
beyond prompting-only frameworks, but they often
require large interaction traces, specialized opti-
mization objectives, or expensive search and col-
laboration procedures (Schick et al., 2023; Li et al.,
2026; Wang et al., 2025; Xu et al., 2025; Chen et al.,
2025). In misinformation and fact-checking, agent
systems have been used for logical decomposition,
causal verification, multi-source tool use, and harm-
ful meme reasoning (Ma et al., 2025; Cui et al.,
2026; Lin et al., 2025; Liu et al., 2025). Overall,
prior work motivates adaptive agents, but harmful
meme detection still needs a lightweight mecha-
nism that selects evidence operations according to
meme-specific heterogeneity.

3 Method

Tool-meme formulates harmful meme detection as
context recovery and evidence routing. Given a tar-
get meme, it first retrieves socio-cultural memory,
then asks a meta-cognitive planner to decide which
semantic layers need verification, routes only the
necessary LMM-callable tools under a task DAG
and budget, and finally fuses the resulting evidence
into a calibrated decision. Figure 2 shows the com-
plete pipeline.

3.1 Problem Formulation

Given a multimodal meme x = (I, T), where |
is the image and 7' is the overlaid text, OCR text,
or user caption, the task is to predict harmfulness
in the binary label space ) = {0, 1}, where 1 de-
notes HARMFUL. Tool-meme can access an exter-
nal multimodal meme memory K = {c;}¥ . Each
memory item may contain text, image description,
OCR, label prior, event timestamp, cultural tags,
and source metadata.

The system uses a tool library 7 = {7y,..., 78}
as LMM-callable cognitive primitives and returns a
label, confidence, evidence chain, and review flag:

F@ (.I‘, IC) T) = (:’)7 Cfinal, €chain; Treview)- (1)

The goal is not to call every tool. Tool-meme learns
to spend computation where the meme requires it:

a political meme may need event grounding, while
a visually simple joke may only need cross-modal
alignment and rhetorical reading. The cost-aware
routing objective, reward terms, and training details
are provided in Appendix A.2.

3.2 Context-Augmented Multimodal Retrieval

Memes often compress social events, cultural tem-
plates, and implicit targets into a short image—text
pair. CAMR therefore provides the planner with
a socio-cultural anchor before any tool is selected.
Frozen multimodal encoders (Radford et al., 2021;
Li et al., 2022, 2023) encode the target meme and
retrieve similar memory items:

q; = norm(We[f,(1); fo(T); fo(I) © fi(T)]),
Cx = TopK,,cx 4, €i-
2
Here, e; is the indexed key of memory item c;, and
Cx contains the most similar contexts. CAMR then
packs the retrieved items into a compact context
package:

PK, kK, MK, Pk = Petx(Cr, Sk),

3)
Sk = {8y Yy Py et -

pK 1s the retrieved label prior, kg is retrieval re-
liability, and mg € {context, no-context} indi-
cates whether the retrieval should be treated as
strong context or weak background. The pack-
age Py includes retrieved text, image descriptions,
labels, event contexts, and cultural tags. When
mp = no-context, downstream modules can read
the retrieved content but cannot use neighbor labels
as strong evidence. Memory-bank construction is
detailed in Appendix Section D.

3.3 Meta-Cognitive Planning

MCP is the decision center that prevents Tool-
meme from using a fixed tool chain for every meme.
Let 2 denote the predefined semantic-layer inven-
tory available to MCP. It reads the target meme and
Px, diagnoses which semantic layers are relevant,
and converts them into an executable task graph:

Q. = My(z,Pg) C Q,
Gy = Rﬁx(HH(xa P, Q:Jc)) = Vs, &, 1yw0),
Fo ={v €V, | Pred(v) = 0}.
4)
Q. is the subset of §2 selected by MCP for sample x.
This inventory covers semantic layers such as event
background, cross-modal conflict, irony, cultural
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Figure 2: Overview of Tool-meme. The framework contains five coordinated panels: (a) Context-Augmented
Multimodal Retrieval retrieves socio-cultural memory for a target meme; (b) Meta-Cognitive Planning generates an
instance-specific task DAG; (c) RL-Guided Adaptive Tool Routing executes feasible tools under DAG and budget
constraints; (d) Multi-Perspective Reasoning Ensemble synthesizes tool traces; and (e) Consensus-Based Decision
Fusion produces a calibrated prediction with an interpretable evidence chain.

template, and target group. A node v represents an
analysis operation assigned to tool 7(v), an edge
represents a semantic dependency, and Fy is the
set of executable starting nodes. For example, a
meme tied to a public event activates knowledge
grounding before inconsistency checking, whereas
a context-poor meme prioritizes visible image—text
evidence. Schema repair only makes the decoded
plan executable; it does not add new semantic
claims. The complete inference procedure is sum-
marized in Algorithm 1, and the planning contract
is given in Appendix Section I.

3.4 RL-Guided Adaptive Tool Routing

ATR is the core execution component of Tool-
meme. It turns the MCP graph into an evidence-
producing trajectory while avoiding unnecessary
tool calls. The tool library contains eight cognitive
primitives: semantic dissecting, rhetorical scan-
ning, knowledge grounding, expectation deviation,
cross-modal alignment, inconsistency amplifica-
tion, cultural decoding, and evidence comparison.
All tools share the same input—output schema, so
the router can compose them without tool-specific
control logic.

ATR operates as a DAG-constrained, risk-aware,
and cost-sensitive router. MCP decides which se-

mantic layers should be checked and repairs them
into GG;; ATR learns how much additional evidence
is worth acquiring on this graph. At step ¢, the
lightweight policy 7,4 observes the frontier, com-
pleted nodes, collected outputs, remaining budget,
uncertainty, and tool-level conflict, and it selects
from the executable frontier or the stop action:

St = (xvpKvwa/—'.ta%tvotabt?ubxt)?

max Tela | St).
a€FU{STOP} ¢( | t)

The action mask keeps routing inside the MCP
frontier and limits execution to predefined tools
with satisfied dependencies. The STOP action is
also gated by evidence risk; it is legal only when
the current confidence is high, all mandatory layers
are resolved, conflict is below threshold, and the
decision has support beyond weak retrieval. If the
policy selects a node v, ATR calls its assigned tool
and updates the graph state:

o; = 7(v¢)(x, Prc, Or) = (e, 01, @1, Ct),
Ot+1 =0; U {Ot},
Hivr = He U{ve},  byr = by — 4,
Ft+1 = {Q) €V, \Ht+1 ’ Pred(v) - Ht+1}.6
Here, 7; is the reasoning trace, p; is the local (la)—
bel signal or unknown, ¢; is confidence, and c;

&)

ay = arg

14195



is cost. When the acquired evidence is confident,
consistent, and sufficient for the mandatory lay-
ers, ATR can short-circuit low-priority successors
whose expected marginal gain is small. The re-
sulting evidence set is O, = {0}, and the tra-
jectory I';, records the selected actions. We train
only the routing policy while keeping the GPT-4o,
Claude, or Gemini tool executors frozen, using
supervised warm-start followed by group-relative
policy optimization in a cached tool environment.
The reward favors correct, calibrated, evidence-
using, layer-covering, and low-cost routes, with an
explicit penalty for premature stopping. The exe-
cutable inference and training details are given in
Appendix Sections A.1 and A.2; the shared tool
prompts are listed in Appendix Section I.

3.5 Multi-Perspective Reasoning Ensemble

MPRE receives O, from ATR and converts local
tool traces into a single evidence state. It weighs
each trace by confidence, semantic relevance, and
cost, then asks an LMM synthesizer to separate
supporting, opposing, and unresolved evidence:

o = Softmaxt(nqqt + ,uddt - VcCt)7

Xz = Dis({(atvpt)}le)v (7
Scon = Ew(oma &, Xy PK)

Here, d; measures relevance between a tool output
and the semantic layer it verifies, with n, = 1.0,
pag = 1.0, and v, = 0.5 by default. x, summarizes
disagreement among weighted local judgments,
and S, is the consensus summary. This summary
explicitly records harmful evidence, harmless evi-
dence, and unresolved uncertainty. The structured
synthesis contract is given in Appendix Section I.

3.6 Consensus-Based Decision Fusion

CBDF combines the MPRE consensus with re-
trieval reliability and routing diagnostics. As the
last decision-fusion module in the system mapping
Fg of Eq. (1), J,, receives only structured evidence,
not free-form intermediate thoughts, and produces
the final inspectable output:

d _
erc = (SC0H7 KKPK, MK ; Xz, dxz, Aq)7

®)

d$ = Jw(deC) = (.@7 Cfinal, €chain> Treview)-
d, is the sample-level instantiation of the output
tuple defined in Eq. (1). ¢, is the weighted aver-
age tool confidence, and A, measures confidence
dispersion. High conflict, large confidence split, or

weak-retrieval low-confidence judgment can trig-
ger the review flag, but these rules do not overwrite
the predicted label. The final JSON output contains
the label, confidence, concise reasoning explana-
tion, evidence chain, and review flag. The decision-
output contract is given in Appendix Section L.

4 Experiments

In this section, we conduct extensive experiments
to verify the effectiveness of Tool-meme. We first
outline the datasets, baselines, and evaluation met-
rics. Detailed settings, cross-dataset transfer, adap-
tive routing, and human evaluation are provided in
Appendix Sections B-F; additional transfer, con-
trolled ablations, memory-bank auditing, and de-
ployment measurements are reported in Appendix
Sections G-H.

4.1 Experimental Setup
4.1.1 Datasets

To evaluate the effectiveness of the proposed Tool-
meme, we conduct comprehensive experiments on
three public meme benchmarks, including HarM
(Pramanick et al., 2021a; Sharma et al., 2022b; Liu
et al., 2025), FHM (Kiela et al., 2020), and MAMI
(Fersini et al., 2022). Detailed dataset statistics are
provided in Appendix B. Following existing work
(Liu et al., 2025), we merge partially harmful and
very harmful samples into the positive class.

4.1.2 Baselines

We compare Tool-meme with 9 competitive base-
lines, which can be divided into three categories:
(1) Closed-Source LMM, including GPT-40!,
Gemini-1.5-Flash?, and Claude-3.5-Sonnet’; (2)
Open-Source LMM, including LLaVA-1.6-34B,
Qwen2.5-VL-72B, and Qwen3-VL-32B-Instruct
(Liu et al., 2024; Bai et al., 2025b,a); and (3)
Agent-Based Methods (Closed-Source), includ-
ing MIND (GPT-40), A-A-U (GPT-40), and Ex-
plainHM++ (GPT-40) (Liu et al., 2025; Lin et al.,
2025, 2026). All baselines use their method-
specific inference protocols under the same binary
label space.

4.1.3 Evaluation Metrics

Following prior work (Sharma et al., 2022b; Liu
et al., 2025), we use the following metrics to evalu-

1https://openai.com/index/hello—gpt—4o/

2https://blog.google/technology/ai/
google-gemini-update-flash-ai-assistant-io-2024/

3https://www.anthropic.com/news/
claude-3-5-sonnet
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ate Tool-meme: classification accuracy (ACC) and
macro F1 score (M-F1).

4.2 Overall Performance (RQ1)

To evaluate Tool-meme under the frozen-executor
setting, we compare it with 9 competitive baselines
on the three datasets and report the results in Ta-
ble 1. From these results, we make the following
observations:

(1) Direct LMM prediction provides a us-
able foundation. Direct multimodal large mod-
els use general multimodal knowledge acquired
during pretraining. Closed-source models and
open-source LMMs both achieve usable results on
some datasets, indicating that general LMMs al-
ready have some ability to recognize harmful se-
mantics. However, Tool-meme outperforms these
direct-prediction baselines because it does not rely
only on surface image-text cues in the input.

(2) Agent-based closed-source methods are
stronger than most direct prediction baselines.
MIND, A-A-U, and ExplainHM++ improve the
detection results by inserting retrieval, question
answering, or debate-style reasoning between the
meme and the final decision. ExplainHM++ is the
strongest baseline in Table 1, showing the benefit of
closed-source agentic reasoning for harmful meme
detection. However, Tool-meme outperforms these
frameworks because it adds adaptive learnable tool
routing rather than executing a fixed inference pro-
tocol.

(3) Tool-meme surpasses the evaluated agen-
tic baselines on all three datasets. Compared
with the strongest matched agentic baseline Ex-
plainHM++, Tool-meme improves ACC by 2.80,
2.22, and 2.80 percentage points on HarM, FHM,
and MAMI, respectively, and improves Macro-F1
by 2.87, 2.26, and 2.88 percentage points, respec-
tively. The gains are positive for every dataset and
every reported metric, giving average ACC and
Macro-F1 improvements of 2.61 and 2.67 percent-
age points. This result shows a consistent gain
within the evaluated frozen-executor/agentic set-
ting rather than an absolute state-of-the-art claim.
Stronger task-specific fine-tuned and prompt-tuned
HarM systems are reported separately as non-
matched references in Appendix Section G.1.

4.3 Ablation Studies (RQ2)

To evaluate the contribution of each core compo-
nent to Tool-meme performance, we design the
following five model variants: (1) w/o CAMR: re-

moving context-augmented multimodal retrieval;
(2) w/o MCP: removing the meta-cognitive planner;
(3) w/o RL-ATR: removing the adaptive tool rout-
ing module; (4) w/o MPRE: removing the multi-
perspective reasoning ensemble module; and (5)
w/o CBDF: removing the consensus-based deci-
sion fusion module. Table 2 lists the experimental
results, revealing the following three observations:

(1) Removing any core component causes per-
formance degradation. Specifically, CAMR pro-
vides socio-cultural context missing from the target
image and text; MCP transforms retrieval and in-
put cues into a sample-specific semantic-layer plan;
RL-ATR selects tools to execute according to evi-
dence coverage and budget; MPRE synthesizes het-
erogeneous tool traces into an inspectable evidence
state; and CBDF performs calibrated judgment un-
der conflict and uncertainty. Therefore, removing
any module breaks the complete reasoning chain
from retrieval, planning, routing, and evidence syn-
thesis to final decision.

(2) Removing CAMR and RL-ATR leads to
the largest Macro-F1 drops. Averaged over the
three datasets, removing RL-ATR lowers Macro-F1
by 3.80 points and removing CAMR lowers it by
3.16 points. This observation supports that external
socio-cultural memory is a key source for handling
context sparsity in harmful memes, and that tool
execution must be adaptively routed according to
evidence coverage and instance uncertainty.

(3) Evidence synthesis and decision fusion
jointly ensure the effectiveness of tool reasoning.
Both w/o MPRE and w/o CBDF cause consistent
declines, indicating that MPRE and CBDF mitigate
the influence of noise from individual tools or local
evidence conflicts.

4.4 Parameter Sensitivity (RQ3)

To evaluate the robustness of the framework to prac-
tical configuration choices, we vary the retrieval
size K € {1,3,5,10,15,20}, the short-circuit
threshold 7. € {0.60,0.70,0.80,0.90,0.95}, and
the number of available tools. Figure 4 reports
the corresponding sensitivity curves. Each exper-
iment changes only one factor while keeping the
other settings at the default configuration. Overall,
Tool-meme remains stable within practically usable
configuration ranges. Too small a K leads to insuf-
ficient cultural and event context, while excessive
retrieval introduces noisy neighbors. A moderate
short-circuit threshold preserves evidence coverage
and reduces redundant calls, whereas overly aggres-
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Model HarM FHM MAMI Avg. F1
Acc. T M-F11 Acc.T M-F11 Acc.T M-F171
Closed-Source LMM
GPT-40 67.51 6029 68.80 68.25 81.00 80.82 69.79
Gemini-1.5-Flash 60.20 5890 66.10 64.18 7640 7324 6544
Claude-3.5-Sonnet 64.73 5792 6553 6355 7858 77.81 6643
Open-Source LMM
LLaVA-1.6-34B (Liu et al., 2024) 67.51 61.59 64.00 63.51 7130 7128 65.46
Qwen2.5-VL-72B (Bai et al., 2025b) 69.37 63.18 71.27 71.02 78.66 7752 70.57
Qwen3-VL-32B-Instruct (Bai et al., 2025a) 66.20 65.67 67.65 67.32 7476 7225 68.41
Agent-Based Methods (Closed-Source)
MIND (GPT-40) (Liu et al., 2025) 68.73 6592 70.53 68.55 83.54 8301 7249
A-A-U (GPT-40) (Lin et al., 2025) 67.61 6621 70.14 69.57 81.70 8132 72.37
ExplainHM++ (GPT-40) (Lin et al., 2026) 70.84 69.50 75.81 74.72 84.01 83.86 76.03
Tool-meme(GPT-40) 73.64 7237 78.03 7698 86.81 86.74 78.70

Table 1: Main results on HarM, FHM, and MAMI. Harmful meme detection results on three datasets. The accuracy
and macro-averaged F1 scores (%) are reported as the metrics. Baselines are grouped by model access and inference
protocol under the same binary label space. Best and second-best results are shown in bold and underlined.
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Figure 3: M-F1 improvements across LMM backbones. The figure reports M-F1 on HarM, FHM, and MAMI before
and after applying Tool-meme to each backbone. Green annotations denote absolute M-F1 gains.

Var. HarM FHM MAMI
Acc. T M-F1 1 Acc. T M-F1 1 Acc. T M-F1 1

Tool-meme 73.64 72.37 78.03 76.98 86.81 86.74
w/o CAMR 7126 69.82 74.08 7390 83.09 82.90
w/o MCP 7223 7191 7697 73.87 84.80 84.65
w/o RL-ATR 72.89 70.54 7479 71.65 83.63 82.49
w/o MPRE  72.69 7128 7633 7422 84.09 83.93
w/o CBDF 7282 72.16 77.52 7440 8525 85.11

Table 2: Module ablation on HarM, FHM, and MAMI.
Scores are Accuracy and M-F1 (%).

sive stopping removes still useful reasoning steps.
Increasing the tool library brings gains before the
major semantic layers are covered, after which the
marginal gain becomes small.

4.5 Compatibility Study (RQ4)

To study executor portability with respect to LMM
scale and type, we select three representative propri-
etary multimodal backbones: GPT-40, Gemini-1.5-
Flash, and Claude-3.5-Sonnet. The experimental
results are shown in Figure 3. Tool-meme gives
positive gains for all three evaluated backbones,
while GPT-40 maintains the highest absolute perfor-
mance after integration. These results show that the
framework is not tied to a single evaluated propri-
etary executor; they do not imply universal model-
agnostic behavior. Appendix Section G.6 further
reports matched end-to-end experiments with three
open-source executors.
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Figure 4: Parameter sensitivity analysis. Sensitivity to retrieval size, short-circuit threshold, and tool-library size.
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“bravery at its “white privilege
Text finest” discount”
Actual ‘harmful ‘harmful
LMM ‘harmless X ‘harmless X
Tool- harmful v/ harmless x
meme
Outcome‘ Correct ‘ Incorrect
Calls: 6/6 Calls: 1/4
Cost Shortcut: 0 Shortcut: 3

Table 3: Case study of Tool-meme interpretability and
efficiency. The table compares a successful full-route
case and a failure caused by early short-circuiting.

4.6 Case Study and Explainability (RQ5)

To analyze the explainability of Tool-meme, we
select one successful case and one failed case for
comparative discussion. This case study focuses on
how Tool-meme decides whether to continue exe-
cuting tools according to sample-level uncertainty,
and how this adaptive routing affects the final pre-
diction. Table 3 presents the two cases in the same
half-column table, marking correct prediction and
failure boundary with a green check mark and a red
Cross.

Case A demonstrates the advantage of Tool-
meme on high-conflict samples. The text super-
ficially praises “bravery”, but the image context
forms an ironic image-text conflict; the direct LMM
outputs harmless, while Tool-meme preserves the

complete tool path and rechecks irony, inconsis-
tency, and cross-modal evidence, finally correctly
identifying the sample as harmful. Case B re-
veals the boundary of the efficiency mechanism:
the early textual judgment around “white privi-
lege discount” triggers short-circuiting, and ATR
compresses a four-step path into a single call, sav-
ing 75% of tool calls; however, the skipped later
checks could have supplemented the context of
group harm, causing Tool-meme to still output
harmless. This comparison shows that the expla-
nation of Tool-meme comes not only from the fi-
nal label, but also from the actual tool cost and
the evidence-coverage difference caused by short-
circuiting.

5 Conclusion

We presented Tool-meme, a tool-learning frame-
work for multimodal harmful meme detection.
Tool-meme retrieves socio-cultural memory, plans
meme-specific semantic checks, and routes only
the necessary LMM-callable tools before fusing the
resulting evidence into a calibrated decision. Under
the frozen-executor setting, experiments on HarM,
FHM, and MAMI show consistent improvements
over the evaluated direct-model and agent-based
baselines, while controlled routing and deployment
measurements demonstrate a favorable accuracy—
cost trade-off. Transfer diagnostics and explicit ev-
idence chains further clarify where the framework
helps and where its claims remain bounded. These
results suggest that adaptive evidence acquisition
is a practical direction for context-aware harmful-
content detection without requiring task-specific
fine-tuning of the LMM executor.

Ethical Considerations

Tool-meme raises ethical considerations because it
studies harmful memes and relies on LMM-based
reasoning over sensitive multimodal content.
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Data, rights, and privacy: We use public
research benchmarks and construct the mem-
ory bank only from registered sources that pass
license/terms, research-indexing, privacy, and
access-control checks. The registry records the
collection window, terms snapshot, redistribution
permissions, and a contact or takedown channel.
Sources with unclear permission or private content
are excluded. Usernames, avatars, URLs, geoloca-
tion, and private identifiers are removed or hashed,
and original media are not redistributed when the
applicable permission allows only derived features
or metadata. Test samples, their labels, and exact or
near-duplicate clusters are blocked from retrieval
construction.

Limitations

Despite the improvements presented by Tool-
meme, our study has four main limitations:

Memory coverage: Tool-meme depends on
the coverage, timeliness, and cultural breadth of
the retrieval memory. Memes grounded in local
events, emerging templates, community-internal
irony, or platform-specific slang may remain under-
contextualized when relevant evidence is missing.
Retrieved neighbors may also introduce biased la-
bel priors or misleading cultural associations, even
though Tool-meme calibrates retrieval reliability.

Routing trade-off: The adaptive router reduces
redundant tool calls by stopping when evidence ap-
pears stable. However, early short-circuiting may
skip later checks that would reveal group-targeted
harm, cross-modal conflict, or subtle coded mean-
ings. This risk is most salient for hateful, misogy-
nistic, or political memes whose decisive evidence
only emerges after multiple semantic layers are
inspected.

Evaluation and training-regime scope: The main
experiments follow a unified binary harmfulness
setting on HarM, FHM, and MAMI. Appendix G
adds Multi*Hate and MAMI Subtask B as frozen-
router transfer diagnostics, but these results re-
main limited to the evaluated languages, locales,
and four MAMI harm types; they do not cover
all target groups, speaker intents, or moderation
policies. Task-specific fine-tuned HarM systems
also achieve higher absolute accuracy than Tool-
meme. Our claim is therefore restricted to the
evaluated frozen-executor setting and its accuracy—
cost/evidence trade-off. Tool-meme still depends
on OCR, visual grounding, LMM calibration, and

prompt-specialized tool outputs, which may propa-
gate errors into the final evidence chain.

Emerging-meme coverage: The registered-tool
interface could accommodate a streaming retrieval
or novelty-detection tool, but no such tool is imple-
mented or evaluated here. Timestamped memory
entries, temporal retrieval restrictions, no-context
mode under weak retrieval, and review flags miti-
gate unsupported use of stale context; they do not
establish real-time detection of genuinely new tem-
plates or events. Evaluating that capability requires
a temporally split benchmark and remains future
work.
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A Method Supplementary Details

This appendix focuses on the two procedures
needed to reproduce Tool-meme: end-to-end infer-
ence and RL-guided ATR training. The shared tool
interface and role-specific prompts are provided in
Appendix Section I.

A.1 End-to-End Tool-meme Inference

Algorithm 1 summarizes the complete inference
path from context retrieval and task-graph construc-
tion to adaptive tool execution and calibrated deci-
sion fusion.

Algorithm 1 End-to-End Tool-meme Inference

Require: Meme z = (I,7T'), memory bank /C, tool prompt
set 7, budget B, router 74
Ensure: Prediction g, confidence c, evidence chain F/
I: Retrieve Cx with CAMR and compute Px =
(pK, KK, MK, context)
2: Ask MCP to decode semantic layers and a candidate DAG
G5
3: Repair G, into executable DAG G; use the minimal
fallback path if repair fails
4: Obtain a no-tool fast judgment (§ q
5: if ¢™* > 7. and the STOP gate is satisfied then
6: return (gfast’ qfast7 @)
7
8

fast fast
q")

: end if
: Initialize selected nodes H < 0, outputs O < (), remain-
ing budget b +— B
9: while b > 0 and executable unresolved nodes remain do
10: Build frontier F = {v ¢ H | Pred(v) C H}
11: Add STOP to the legal set only if the risk-aware gate
is satisfied
12: Select a € F U {STOP} using 7y
13: if a = STOP or F = () then

14: break
15: end if
16: Execute 7(a), validate its schema, and append valid

or failed evidence to O

17: Update H, b, u, X, and the frontier; short-circuit low-
priority successors if evidence is sufficient

18: end while

19: Use MPRE to synthesize O into evidence state E

20: Use CBDF to combine F, Pk, and routing diagnostics
into (g, c)

21: return (g, c, F)

A.2 RL-Guided ATR Training

ATR training adapts group-relative tool-use learn-
ing to harmful meme detection. The router learns
which legal tool trajectory helps a particular meme
decision under a limited budget. During routing
optimization, tool execution is replayed from an
offline cache; policy updates neither fine-tune the
LMM tools nor repeatedly query them. Training
has three stages.

Stage 1: cached teacher trajectory construc-
tion. We first run CAMR and MCP on the train-
ing split to obtain Px and ;. For every node

v € V,, the assigned frozen LMM tool is queried
once under the node schema, and the observa-
tion 0, = (T'y, Pu, Qu, Cy) 18 stored in Cipo1(z, V).
A fuller verification pass then reads observations
from the cache, executes either the static DAG or
all planned tools within a generous budget, and
passes the resulting observations through MPRE
and CBDF. For each sample, we build an approx-
imate oracle route by choosing a low-cost subset
that preserves the correct prediction, resolves MCP-
marked mandatory layers, and contributes evidence
later used by MPRE. When no subset gives the cor-
rect prediction, the teacher keeps the route with
the best evidence coverage and calibration score.
The teacher is used only for initialization and is not
treated as ground-truth reasoning.

Stage 2: supervised routing warm-start. The
lightweight router is first trained to imitate the or-
acle trajectory under the same frontier mask and
STOP gate:

['sup = - Z log ﬂ_(b(a?racle ‘ St)' )
t
This warm-start teaches basic routing behavior,
such as when event grounding, image—text con-
flict checking, cultural decoding, or target-group
analysis should be executed before stopping.
Stage 3: cached policy optimization. We refer
to the router-level objective as Tool-meme-GRPO.
For each labeled sample (z,y), CAMR and MCP
are run once to obtain Px and a repaired DAG
G. The old router 74, samples J legal trajecto-
ries under the same DAG, STOP-gate, schema, and
budget constraints. Each trajectory is replayed in
the cached environment by reading Cio0)(, v) for
selected nodes, then running MPRE and CBDF to
obtain the final prediction, confidence, evidence
coverage, unresolved uncertainty, and tool cost.
The reward is

R(Fx) :Rtask
+ )\evRev + )\cochov

(10)
+ AcalReal — Acost Crool
— AuncU — AesPearly,
where the task term is class-sensitive:
+1, 9=y,
Riask = § —a, §=0,y=1, (11)
-6, y=1,y=0.

We set o« > [ so false negatives receive a larger
penalty, while avoiding a policy that predicts harm-
ful for most samples. The evidence-use reward
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credits tools only when their outputs are used by

MPRE:

|{o € Or, : 0 used by MPRE}|
max(1,|Opr|) ’

Rev = (12)

The coverage term rewards resolving required se-
mantic layers,

R — |resolved (M)|
VT max(1, [ Mg|)

where M is the set of mandatory layers assigned
by MCP. Cost is normalized by the budget,

(13)

EUGH L =
B 9

and calibration is measured by the agreement be-

tween final confidence and correctness, e.g.,

Ctool = (14)

Rcal = _‘Cﬁnal - H(:l) = y)‘ (15)

Unresolved uncertainty is computed from the final
calibrated confidence:

U = 2(1 = chnal), (16)

where cgna € [0.5,1], so U € [0,1]. This term
lightly penalizes decisions that remain close to the
decision boundary after evidence synthesis. The
early-stop penalty is

Pearty = I[[STOP AM, # 0](1 + nesI[§ # y)),
a7
SO premature stopping receives a larger penalty
when it causes an incorrect final prediction.
Schema validity is handled by the action mask and
output validation; malformed outputs become unre-
solved evidence and are penalized through Reoy, U,
and Peqy1y. High-reward routes are those that make
the right prediction, use evidence later consumed
by MPRE, cover mandatory layers, and avoid un-
necessary tool cost.
Rewards are normalized within the sampled tra-
jectory group for the same meme,

_ R]’ - mean({Ri};le)
’ std{R;} ) +e
so the policy compares routes for the same instance

rather than rewards from unrelated samples. We
define the clipped term and objective as

(18)

U = min(rjAj, clip(rj, 1 — €., 1+ ec)Aj),

L2
LATR = —J;Ej,

19)

Algorithm 2 RL-Guided Training for ATR

Require: Labeled samples D, memory bank /C, initialized
router 74, group size J, clipping coefficient €.
Ensure: Trained routing policy g
1: Run CAMR and MCP, query each planned frozen tool
once, and cache node observations
2: Execute fuller teacher routes from the cache and construct
approximate oracle trajectories
3: Warm-start m4 with supervised routing loss under the
DAG mask and STOP gate
4: for each minibatch from D do
5: for each sample (z,y) do

6: Load cached Pk, repaired DAG G, and node
observations ]
7: Sample J legal trajectories {Fgﬂ )}]le from g,
under the frontier mask )
8: for each trajectory Fgﬁ ) do
9: Replay selected node observations under G,
budget B, schema constraints, and STOP gate
10: Run MPRE and CBDF to obtain (¢;, ¢;, E;)
11: Compute R; from task correctness, evidence
use, coverage, calibration, cost, uncertainty, and early
stopping
12: end for
13: Normalize {R;}7_, into advantages {A;}7_,
14: Accumulate clipped group-relative policy loss
15: end for

16: Update ¢ and refresh 7y, after the update window
17: end for
18: return my

where r; = 7T¢(F(x]))/7f¢old(f‘(xj))- The clipping
term limits abrupt router updates while still fa-
voring trajectories that improve the decision with
fewer or better-selected tools.

B Detailed Experimental Settings
B.1 Datasets

Table B.1 gives the test-set composition used in
our experiments. FHM is the Facebook Hate-
ful Memes benchmark, where the label depends
on the joint meaning of an image and its over-
laid text (Kiela et al., 2020). HarM follows the
HarMeme/Harm-C line and covers COVID-19 and
socio-political memes; as in prior work, we merge
partially harmful and very harmful examples into
the positive class (Pramanick et al., 2021a; Sharma
et al., 2022b; Liu et al., 2025). MAMI focuses on
misogynistic memes targeting women and provides
both binary and fine-grained annotations (Fersini
et al., 2022). Because Tool-meme’s decision mod-
ule is trained for harmful/harmless prediction, all
main experiments use the binary setting.

B.2 Baselines

We compare Tool-meme with closed-source direct
LMMs, open-source direct LMMs, and closed-
source agent-based harmful meme detectors. The
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Datasets Test

#harmful #harmless
HarM 124 230
FHM 250 250
MAMI 500 500

Table B.1: Statistics of test sets.

direct-model baselines test whether broad vision-
language pretraining is sufficient without task-
specific evidence acquisition. The agent-based
baselines place intermediate evidence, debate, or
social reasoning between the raw meme and the
final decision, which makes them closer compar-
isons to Tool-meme.

GPT-40 is used as a closed-source direct LMM
baseline with the meme image and text as input.
It predicts harmfulness without retrieval, explicit
planning, or external tool execution, so its result
reflects the behavior of a general multimodal model
under a direct decision prompt.

Gemini-1.5-Flash is included as an efficient pro-
prietary multimodal model from the Gemini 1.5
family. We evaluate it in the same direct-prediction
setting as GPT-4o0, which helps check whether
speed-oriented multimodal pretraining alone can
handle implicit harmfulness cues in memes.

Claude-3.5-Sonnet provides another closed-
source vision-language comparison with a different
model family and decoding behavior. It receives
no retrieved context or planned evidence chain, al-
lowing us to separate the effect of Tool-meme’s
evidence acquisition from the capacity of a capable
general LMM.

LLaVA-1.6-34B is an open-source visual
instruction-following LMM from the LLaVA-
NeXT family (Liu et al., 2024). We use it as a
large open-source direct-prediction baseline to test
whether scaling an open visual instruction model
can close the gap without retrieval or tool routing.

Qwen2.5-VL-72B is a large open-source vision-
language model with stronger visual grounding and
document/image understanding capabilities (Bai
et al., 2025b). It is evaluated in the same direct-
prediction setting to compare Tool-meme against a
high-capacity open LMM.

Qwen3-VL-32B-Instruct is an instruction-tuned
open-source vision-language model from the
Qwen3-VL family (Bai et al., 2025a). It provides
an additional open LMM comparison with a dif-
ferent model family and scale from LLaVA and
Qwen2.5-VL.

MIND is a zero-shot multi-agent framework for
harmful meme detection (Liu et al., 2025). It re-
trieves similar memes from an unlabeled reference
set, derives bidirectional insights from the retrieved
neighbors, and uses multi-agent debate to arbitrate
the final harmfulness decision.

Ask-Acquire-Understand is an agent-based
framework for social abuse detection in memes
(Lin et al., 2025). It asks targeted questions about
the image, acquires answers from an LMM-based
vision expert, and uses the resulting descriptions to
support zero-shot meme understanding.

ExplainHM++ detects harmful memes through
retrieval-augmented debate between large multi-
modal models (Lin et al., 2026). It builds harmful
and harmless rationales, injects retrieved meme ex-
amples into the debate, and uses a judge model to
combine the rationales with multimodal content.

B.3 Implementation Details

Unless otherwise specified, Tool-meme uses CLIP
ViT-L/14 as a frozen multimodal encoder and the
10,000,000-record SCM-10M-v1 FAISS index as
the CAMR retrieval database (Radford et al., 2021;
Johnson et al., 2021). The LMM tools are frozen
API executors. GPT-40 is the default executor,
and Claude-3.5-Sonnet and Gemini-1.5-Flash are
used in the compatibility study. No LMM weights
are updated; training is limited to the lightweight
masked ATR router.

For retrieval and planning, we use K = 10
neighbors and limit the MCP-generated JSON-
constrained DAG to depth 4. Before optimizing
the router, we cache the output of every executable
DAG node for each training sample and replay tra-
jectories against this cache. ATR uses a tool budget
B = 6, a short-circuit threshold 7. = 0.80, learn-
ing rate 3 x 107>, clipping coefficient 0.2, and
group size J = 8. The reward and decision hy-
perparameters are fixed as \ey = 0.20, Aoy =
0.30, Aear = 0.20, Acost = 0.15, Ayne = 0.15,
Aes = 0.50, « = 1.25, § = 1.00, nes = 1.00,
Tstop = 0.80, Teonftict = 0.30, and 7gec = 0.70.
We selected these values on the development split
with a small coarse grid and kept them unchanged
across datasets and backbones.

All LMM baselines use temperature-zero decod-
ing during evaluation unless the original baseline
protocol requires sampling. When settings are com-
parable, we keep data splits, prompt budgets, and
retrieval pools aligned across methods. Repeated
runs are reported as averages.
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Retrieval / routing source Target GPT-do Tool-meme

Acc.t M-F11 Acc.t M-FI1 Calls|
FHM+MAMI HarM  67.51 60.29 7193 7054 3.78
HarM+MAMI FHM 68.80 6825 7321 72.36 391
FHM+HarM MAMI 81.00 80.82 84.42 83.17 3.54
Average - 7244  69.79 76.52 75.36 3.74

Table C.1: Cross-dataset generalization. Tool-meme is trained with retrieval and routing sources from the other two

datasets, and evaluated on the target dataset.

All router-training experiments are conducted
on a single NVIDIA A100 GPU with 80 GB of
memory, 32 CPU cores, 128 GB of RAM, and
NVMe storage. Because the LMM-based tools are
frozen API executors, GPU memory is mainly used
for CLIP feature extraction, lightweight router op-
timization, and local minibatch replay of cached
trajectories. The offline cache construction stage
is the most time-consuming part because it queries
the frozen LMM tools for the planned DAG nodes.
After the cache is built, both supervised router
warm-start and cached policy optimization run on
the single GPU. Full API-based Tool-meme eval-
uation is executed on the evaluation splits, with
wall-clock time depending on API latency and rate
limits. For this reason, we report the cached policy-
optimization reward curve and run complete API-
based evaluation only for the final selected check-
points and routing-policy comparisons.

C Supplementary Experimental Analysis

C.1 Cross-Dataset Generalization

The main experiments train, retrieve, and evaluate
within the same benchmark. We add a leave-one-
dataset-out setting to check how much of Tool-
meme’s behavior carries over when the retrieval
pool and router warm-start traces come from differ-
ent meme domains. For each target dataset, CAMR
and ATR use only the other two datasets during
memory-bank construction and routing optimiza-
tion; the target training and development splits are
not used. At inference time, the target image—text
pair can retrieve context only from this source-
domain memory bank.

Table C.1 reports a drop from the fully in-domain
setting but retains a clear margin over direct GPT-
40. Tool-meme improves average Macro-F1 by
5.57 points over direct GPT-40, with 3.74 tool calls
per sample on average. The MAMI gain is smaller
than the FHM gain, suggesting that misogyny-
specific cues transfer less cleanly from hate and
public-health/political memes. The result is still

useful: the learned router does not depend entirely
on dataset-local neighbors, and the same opera-
tions of grounding, conflict checking, and rhetori-
cal interpretation remain helpful after the retrieval
domain changes.

C.2 Adaptive Routing Analysis

Table C.2 isolates the routing policy. Random rout-
ing loses accuracy because it may execute tools
before their required evidence is available. The
heuristic variant respects a fixed order and is more
stable, but it still cannot react to sample-level uncer-
tainty. Static DAG execution follows the MCP plan
and runs all feasible nodes, whereas all-tools execu-
tion ignores both the plan and the difficulty of the
current meme. This comparison matches the agent-
efficiency problem studied in prior tool-use work:
an extra call is useful only when it changes the
evidence available to the decision module (Schick
et al., 2023; Wang et al., 2025).

RL-guided ATR gives the best trade-off in this
table: it improves Macro-F1 while using fewer calls
and lower latency than the non-learned policies.
For the three deployment-audited policies, it also
has the lowest measured relative API cost.

Routing M-F1 1 Calls | Lat. | Cost |
Random 71.37 4.92 18.62
Heuristic 73.38 4.57 16.94
DAG 74.97 5.93 21.46 0.776
All-tools 75.26 8.00 38.41 1.000
RL-ATR 78.70 3.64 9.87 0.485

Table C.2: Routing-policy analysis. Latency is mea-
sured in seconds. Relative API cost is normalized to
all-tools execution and reported only for the policies
included in the deployment audit.

Figure 5 shows the cached policy-optimization
signal used to train ATR. Each point is the aver-
age normalized trajectory reward for legal routes
sampled in a mini-batch. The LMM tools remain
frozen, and their node-level observations are pre-
computed; the router only learns from replayed tra-
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jectories under DAG masks and STOP gates. The
raw curve fluctuates because each update samples
a different mini-batch and a different set of legal
routes. Its moving average rises early and then
levels off, indicating that the router increasingly fa-
vors routes that preserve the correct decision, cover
required layers, use evidence consumed by MPRE,
and avoid unnecessary calls.

RL-ATR Training Reward Curve
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Figure 5: Training reward curve for cached RL-guided
ATR optimization.

D Memory Bank Construction

The memory bank X is used for socio-cultural con-
text rather than as a source of test answers. It is
built from training/development splits, public tem-
plate encyclopedia entries, public social-platform
posts, and permitted external image-text samples.
Test samples and their near-duplicate clusters are
excluded from retrieval construction.

Each candidate stores the image or image embed-
ding, OCR/title/post text, image description, weak
label distribution, event clues, cultural/template
tags, time, source, anonymized source identifier,
and reliability score. Exact duplicates are removed
with image and text hashing, and near-duplicate
templates are compressed using joint perceptual-
hash and OCR-masked visual/text similarity. At
inference time, CAMR retrieves only candidates
earlier than the target sample and outside the same
test split or near-duplicate cluster. Conflicting la-
bels are kept as distributions with conflict flags, and
reliability is passed to later modules through xx .

Memory-bank scale and composition. To make
the 10M memory-bank setting auditable, we addi-
tionally evaluate nested memory-bank subsets and
an external-only memory variant. All subsets are
sampled from the same de-duplicated candidate
pool, and all test samples and near-duplicate clus-
ters remain excluded. The 10M setting corresponds

to the full Tool-meme(GPT-40) result reported in
Table 1.

Table D.1 and Table D.2 show a consistent but
saturating trend. Compared with the no-memory
variant, a 100K memory bank already improves the
average M-F1 by 0.60 points, suggesting that even
a relatively small retrieval corpus can provide use-
ful template-level context. Increasing the memory
size to 1M and 3M further improves the average
M-F1 by 1.03 and 1.27 points, respectively. The
full 10M memory bank achieves the best perfor-
mance, with a 1.45-point improvement over the
no-memory variant. However, the gain from 3M
to 10M is only 0.18 points, indicating diminishing
returns rather than reliance on a small number of
leaked or memorized examples. Table D.3 further
shows that the external-only memory already con-
tributes most of the gain, while the full memory
adds only 0.26 average M-F1 points, supporting
that the memory bank primarily provides public
context, template cues, and rhetorical structures
rather than benchmark answers.

E Complexity and Cost Analysis

The inference cost of Tool-meme includes encod-
ing, retrieval, planning, selected tool execution,
evidence synthesis, and decision fusion:

C’Tool-memc = C(enc + Cret(K) + C'MCP
+ Y Crwy + Cripre + Coppe-
vEH
The dominant variable term is the selected tool
cost. A static all-tools workflow pays Z?Zl C., for

every sample, whereas ATR executes only nodes
retained by the repaired MCP plan and the budget:

[H| < min([Ve], B, 8). 2]

The expected saving relative to running every tool
is

(20)

> Crw)

VEH &

8
AC=> Cr —E, (22)
j=1

The DAG frontier also supports parallel execution.
If {B,«}f:“”1 are topological execution batches, the
routing latency is approximated by

(23)

This routing rule removes redundant calls on sim-
ple samples while keeping additional computation
available for samples with incomplete or conflict-
ing evidence.
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Memory size HarM-Acc HarM-M-F1 FHM-Acc FHM-M-F1 MAMI-Acc MAMI-M-F1 Avg.

0 72.53 71.29 76.90
100K 72.85 71.56 77.20
IM 73.37 72.02 77.64
3M 73.51 72.25 77.86
10M 73.64 72.37 78.03

74.77 85.93 85.69 77.25
76.08 86.12 85.92 77.85
76.51 86.50 86.31 78.28
76.74 86.62 86.56 78.52
76.98 86.81 86.74 78.70

Table D.1: Effect of memory-bank scale. The 10M row corresponds to the full Tool-meme(GPT-40) setting. Smaller
memory banks are nested subsets of the same de-duplicated candidate pool. The average score is computed over the

main metric, M-F1, of each dataset.

Memory HarM FHM MAMI Avg.
0 0.00 0.00 0.00 0.00
100K +0.27 +1.31 +0.23 +0.60
IM +0.73 +1.74 +0.62 +1.03
3M +0.96 +1.97 +0.87 +1.27
10M +1.08 +2.21 +1.05 +1.45

Table D.2: Effect of memory-bank scale. Values are
M-F1 improvements over the no-memory variant. The
improvement increases with memory size but exhibits
diminishing returns.

F Human Evaluation

Automatic classification metrics do not show
whether an evidence chain is useful for inspect-
ing a harmful-meme decision. We run a human
evaluation of explanation quality to measure this
aspect directly. The evaluation uses 180 test exam-
ples, with 60 examples from each of HarM, FHM,
and MAMI. The sample is label-balanced and in-
cludes both easy cases and cases where at least
one system is wrong. For each example, we col-
lect evidence chains from GPT-40 and Tool-meme.
System names are anonymized and evidence-chain
order is randomized.

Three annotators, including Ph.D. students in
computer science and media studies, independently
score each evidence chain under the same guide-
line. The guideline contains five dimensions:
Evidence Relevance (ER), Evidence Complete-
ness (EC), Cross-Modal Faithfulness (CMF), Cul-
tural/Contextual Grounding (CCG), and Decision
Support (DS). Each dimension is scored from 1 to 5,
where 1 indicates that the evidence is irrelevant or
misleading, and 5 indicates that the evidence is spe-
cific, faithful to the meme, and sufficient for check-
ing the decision. After mapping scores into low,
medium, and high quality bins, the inter-annotator
agreement is substantial, with Fleiss’ x = 0.72.

System ER EC CMF CCG DS Avg.

GPT-40 348 3.12 334 281 320 3.19
Tool-meme 4.31 4.12 4.24 4.06 4.18 4.18

Table F.1: Human evaluation of evidence-chain quality.
Scores are averaged over 180 examples and three anno-
tators.

Table F.1 shows higher Tool-meme scores on
all five dimensions. The largest margins are in
Cultural/Contextual Grounding and Evidence Com-
pleteness, which are the two dimensions most af-
fected by CAMR retrieval and MCP planning. An-
notators often found that direct GPT-40 explana-
tions mention visible offensive terms but leave the
cultural or rhetorical link implicit. Tool-meme ex-
poses the retrieved context, selected tools, local
judgments, and consensus evidence, so annota-
tors can more easily check where the final deci-
sion comes from. A paired Wilcoxon signed-rank
test gives a significant difference between Tool-
meme and GPT-40 on the average human score
(p < 0.01).

Using the same anonymized evidence chains, we
also test whether LMM-based scoring can approxi-
mate human quality judgments. GPT-40-mini and
GPT-40 score the 180 chains with the prompt be-
low, and we compute Pearson correlations against
the averaged human scores. Table F.2 shows that
GPT-40 has the higher average correlation, while
GPT-40-mini remains directionally consistent. We
use these scores only as an auxiliary signal; the hu-
man ratings in Table F.1 remain the main evidence
for interpretability.
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Variant

HarM-Acc HarM-M-F1 FHM-Acc FHM-M-F1 MAMI-Acc MAMI-M-F1 Avg.

Tool-meme w/o memory 72.53 71.29
Tool-meme + external-only memory  73.38 72.16
Tool-meme + full memory 73.64 72.37

76.94 74.72 85.93 85.62 77.21
77.74 76.69 86.51 86.47 78.44
78.03 76.98 86.81 86.74 78.70

Table D.3: Effect of external memory composition. The external-only memory excludes all benchmark train/dev/test
instances. The full memory uses the complete de-duplicated memory bank, where benchmark train/dev labels are

removed and all test duplicates are excluded.

Dimension GPT-40-mini GPT-4o0
ER 0.704 0.763
EC 0.681 0.741
CMF 0.697 0.752
CCG 0.668 0.729
DS 0.715 0.758
Average 0.693 0.749

Table F.2: Correlation between LMM-based and human
evaluations.

The prompt used is as follows:

I have a multimodal meme, a candidate harmfulness
prediction, and an evidence chain generated by a
detection system. I want to evaluate how useful and
faithful the evidence chain is for checking the decision
based on the following criteria:

1. Evidence Relevance: Does the evidence directly
address the harmfulness decision rather than discussing
unrelated visual or textual details?

2. Evidence Completeness: Does the evidence cover the
necessary semantic layers, such as target group, harmful
implication, event context, and unresolved uncertainty?
3. Cross-Modal Faithfulness: Is the evidence faithful to
the joint meaning of the image, overlaid text, OCR, and
caption?

4. Cultural/Contextual Grounding: Does the evidence
correctly use retrieved socio-cultural context, meme
templates, political or public-event background, and
community-specific symbols?

5. Decision Support: Does the evidence chain explain
why the final prediction should be harmful or harmless,
and does it identify cases that need human review?
Task: Please evaluate the following evidence chain on
each criterion and provide a score from 1 to 5, where 1
means the evidence is irrelevant or misleading and 5
means the evidence is specific, faithful, and sufficient
for checking the decision.

Meme text: [text]

Image/OCR evidence: [image evidence]

Retrieved context: [retrieved context]

System prediction: [harmful or harmless]

Evidence chain to evaluate: [evidence chain]

Please provide the result as JSON with scores for ER,
EC, CMF, CCG, and DS, plus one brief justification for
each score.

\ J

G Additional Transfer and Control
Experiments

This section reports additional evidence that com-
plements the main three-dataset comparison. It sep-
arates unlike training regimes, evaluates transfer

beyond the original binary English-centric setting,
and introduces controls that distinguish retrieval
from routing. Unless noted otherwise, the LMM
executors remain frozen and only the lightweight
ATR router is trained.

G.1 HarM Task-Specific References and
Claim Scope

Table G.1 places the frozen-executor results be-
side stronger task-specific HarM systems. MO-
MENTA, MaskPrompt, and MR.HARM use task-
specific supervised training, prompt tuning, or rea-
soning distillation, so they are reference systems
rather than like-for-like baselines. Their reported
absolute HarM scores are higher than Tool-meme’s.
The matched claim supported by our experiments
is therefore narrower: Tool-meme outperforms the
evaluated direct-LMM and agentic baselines while
keeping the LMM executors frozen and training
only the ATR router.

G.2 Multilingual and Multicultural Transfer

Multi*Hate contains parallel memes in English,
German, Spanish, Hindi, and Mandarin with cultur-
ally localized annotations from the United States,
Germany, Mexico, India, and China, respectively
(Bui et al., 2025). We use it as a transfer diagnos-
tic: the router trained for the original binary task
is transferred without updating its weights, and the
binary decision schema is retained. Each table cell
reports Accuracy / Macro-F1.

Tool-meme improves average Macro-F1 by 4.43
points over direct GPT-40 and by 5.10 points over
direct Qwen2.5-VL-72B. It also raises the worst-
locale accuracy from 64.16 to 70.04 relative to
GPT-40, with positive gains in all five evaluated
locales. These results provide evidence for the
tested languages and cultural annotation settings;
they do not establish universal multilingual or real-
time coverage.

G.3 Fine-Grained MAMI Transfer

The main experiments use the binary protocols of
HarM, FHM, and MAMI Subtask A. We addition-
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Method Training regime Acc. M-F1 Comparison role
MOMENTA (Pramanick et al., 2021b) Task-specific supervised training 83.82 82.80 Reported task-specific
reference
MaskPrompt (Cao et al., 2022; Lin et al., 2023) Task-specific prompt tuning 84.47 81.51 Reported task-specific
reference
MR.HARM (Lin et al., 2023) Two-stage small-model fine- 86.16 85.43 Reported task-specific
tuning and reasoning distillation reference
ExplainHM++ (Lin et al., 2026) Agentic baseline rerun in our 70.84 69.50 Like-for-like agentic
protocol comparison
Tool-meme Frozen @ LMM  executors; 73.64 72.37 Evaluated setting in this
lightweight ATR router trained work

Table G.1: HarM reference results under different training regimes. The task-specific systems are not matched to
Tool-meme in trainable parameters or inference protocol and are not used for a direct comparison. The MaskPrompt
score pair follows the comparison reported by Lin et al. (2023); Cao et al. (2022) introduced the underlying

prompting method.

Method en-US de-DE

es—-MX

hi-IN zh-CN Average  Worst Acc.

Direct Qwen2.5-VL-72B 75.43/74.95 69.82/69.20 69.53/69.19 65.57/64.62 68.01/67.93 69.67/69.18
75.64/75.34 71.54/71.07 70.67/70.26 64.16/63.46 69.85/69.10 70.37/69.85
78.76 / 78.51 75.32/74.98 74.83/74.43 70.04/69.45 74.59/74.01 74.71/74.28

Direct GPT-40
Tool-meme (GPT-40)

65.57
64.16
70.04

Table G.2: Frozen-router transfer to Multi®*Hate. Each locale column reports Accuracy / Macro-F1 (%); Average is
the unweighted mean across the five displayed locale scores.

Label Support Acc. F1 Dev threshold
Shaming 146 75.07 73.28 0.47
Stereotype 350 84.19 82.83 0.52
Objectification 348 81.86 80.52 0.50
Violence 153 72.82 68.94 0.44

Table G.3: Label-wise Tool-meme results and develop-
ment thresholds on MAMI Subtask B. The unweighted
mean of the four displayed label F1 scores is 76.39.

ally use MAMI Subtask B as a task-granularity
diagnostic (Fersini et al., 2022). The binary-trained
router remains frozen, while the final decision
schema is changed to four independent probabil-
ities for shaming, stereotype, objectification, and
violence. Thresholds are selected on the develop-
ment split and then held fixed on the test set. We
report the label-wise Tool-meme run under the pa-
per’s default frozen-executor setting and use it only
to document behavior beyond the binary output
space; the matched routing comparison is evalu-
ated separately in Section G.4.

The recorded Tool-meme run attains label-wise
F1 scores from 68.94 to 82.83 and an unweighted
four-label mean of 76.39. This result documents
extension beyond the binary output space; it is
not used for a matched-executor or causal routing
claim. We use Table G.5 for the controlled routing
comparison.

G.4 Disentangling CAMR and Adaptive
Routing

We first isolate the contribution of retrieval without
executing any tools. CAMR-context-only supplies
retrieved image descriptions and cultural/event con-
text but excludes neighbor labels and the calibrated
prior prr. CAMR-full adds both signals. These
controls are distinct from the “w/o CAMR” row in
Table 2: CAMR-only removes the downstream tool
pipeline, whereas w/o CAMR retains the remaining
modules and removes retrieval.

Retrieved descriptions and cultural/event con-
text contribute 2.52 Macro-F1 points over direct
GPT-40. Adding the calibrated neighbor-label prior
contributes a further 0.62 points. We then hold
CAMR-full, the GPT-40 executor, data splits, tool
library, applicable MCP outputs, and final decision
protocol fixed, changing only the routing mecha-
nism.

RL-ATR improves average Macro-F1 by 2.58
points over the supervised router while reducing
the average selected-tool count from 4.11 to 3.64.
It exceeds the global fixed chain by 4.77 points at
nearly the same call count, and exceeds all-tools
by 3.44 points with 54.5% fewer selected tool calls.
We use this fixed-CAMR policy sweep, rather than
the component-removal row “w/o RL-ATR” in Ta-
ble 2, to isolate routing-policy effects.
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System Retrieved context  Neighbor labels/ px~ Avg. M-F1  Gain over direct
Direct GPT-40 X X 69.79 -
CAMR-context-only v X 72.31 +2.52
CAMR-full v v 72.93 +3.14

Table G.4: Controlled contribution of CAMR. Both CAMR variants make a direct decision with zero tool calls.

Routing policy with CAMR-full Mechanism

HarM FHM MAMI Avg. M-F1 Calls

Global fixed chain Same subset and order for every meme  67.75 72.20 81.85 73.93 3.67
Static MCP-DAG Execute every feasible MCP node 68.75 73.16 83.00 74.97 5.93
All-tools Execute all eight tools 69.20 74.00 82.58 75.26 8.00
SL router Supervised warm-start only 70.05 7442 83.89 76.12 4.11
RL-ATR Reinforcement-learned adaptive routing 72.37 76.98 86.74 78.70 3.64

Table G.5: Routing-policy control with CAMR-full fixed. Dataset columns report Macro-F1 (%); Calls is the

average number of selected tools per sample.

G.5 Reward-Design Diagnostics

We test whether the router can obtain in-domain
accuracy by exploiting dataset-local label priors
or cached output combinations. The label-only
objective retains task correctness, label+cost adds
only the tool-cost penalty, and the full reward uses
all terms defined in Appendix Section A.2. Leave-
one-dataset-out (LODO) evaluation uses only the
other two datasets for retrieval and routing sources.

Label-only nearly matches the full reward in-
domain but loses 2.51 Macro-F1 points under
LODO and has a 2.01-point larger ID-LODO gap.
Adding cost alone produces the fewest calls but
the lowest semantic-layer coverage and the highest
premature-stop error. The full reward yields the
best cross-domain result, calibration, coverage, and
prior-shuffle stability, supporting the role of the
semantic, calibration, and stopping terms beyond
label correctness.

G.6 End-to-End Portability to Open-Source
Executors

We run the complete Tool-meme pipeline with
three open-source executors in addition to eval-
uating them as direct baselines. Each direct/Tool-
meme pair uses the same checkpoint, image pre-
processing, and decoding; only the native chat tem-
plate differs across model families.

All open-source executors use the same
SGLang/BF16 configuration, a 4,096-token con-
text, standardized image preprocessing, greedy de-
coding, and a shared JSON schema (K = 10,

B = 6, and 75 = 0.80); direct baselines use
matched checkpoints, prompts, and decoding set-
tings.

The gains are positive for all three executors and

all three datasets. They support portability across
the evaluated model families; they do not imply
that parameter count alone explains performance
or that every future executor will benefit equally.

H Empirical Deployment Audit

Appendix Section E gives the analytic decompo-
sition. For the empirical audit, we instrument the
complete pipeline on July 12, 2026, with the pinned
gpt-40-2024-11-20 snapshot and recorded rates
of USD 2.50 per million input tokens, USD 1.25
per million cached input tokens, and USD 10.00
per million output tokens; cached-input use is zero.

The audit results below show that, relative to
all-tools execution, RL-ATR reduces API cost by
51.5% and mean end-to-end latency by 74.3%,
while improving average Macro-F1 from 75.26 to
78.70. The measurements are tied to the stated
snapshot, date, image size, and pricing assump-
tions; later API prices or serving conditions require
recomputation.

Runs use a warm model/index, batch size one,
parallel DAG-frontier execution, high-detail im-
ages, and neither fast exit nor full-response caching.
A 1024 x 768 image contributes 85+4 x 170 = 765
input tokens. Images go to MCP, fast judgment, and
selected tools; later stages are text-only.

Reward Coverage ECE | Early-stop err. | Prior-shuffle A 1
Label only 78.6 8.7 5.9 -4.8
Label + cost 64.3 10.1 13.7 -5.6
Full reward 89.1 4.9 4.6 -1.9

Table G.7: Behavioral reward diagnostics (%). Prior-
shuffle A is the Macro-F1 change after shuffling re-
trieved label priors; a value closer to zero indicates
lower sensitivity.
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Reward ID Avg. LODO HarM LODO FHM LODO MAMI LODO Avg. ID-LODO gap Calls

Label only 78.20 68.90 69.95 79.70 72.85 535 528
Label + cost 77.65 68.10 69.20 78.40 71.90 575 276
Full reward 78.70 70.54 72.36 83.17 75.36 334 374

Table G.6: Reward ablation under in-domain (ID) and leave-one-dataset-out evaluation. Performance values are
average or dataset Macro-F1 (%). Calls is measured in the LODO setting, explaining why the full-reward value
(3.74) differs from the in-domain routing value (3.64).

Executor and setting HarM Acc. HarM M-F1 FHM Acc. FHM M-F1 MAMI Acc. MAMI M-F1 Avg. M-F1/ Calls
LLaVA-1.6-34B, direct 67.51 61.59 64.00 63.51 71.30 71.28 65.46/0
Tool-meme (LLaVA-1.6-34B) 71.02 69.34 72.21 71.47 81.86 81.43 74.08 /3.82
Qwen2.5-VL-72B, direct 69.37 63.18 71.27 71.02 78.66 77.52 70.57/0
Tool-meme (Qwen2.5-VL-72B) 74.94 71.58 77.63 76.02 84.07 83.86 7715/ 3.66
Qwen3-VL-32B-Instruct, direct 66.20 65.67 67.65 67.32 74.76 72.25 68.41/0
Tool-meme (Qwen3-VL-32B-Instruct) 72.16 70.85 74.21 73.63 83.74 83.21 75.89/3.73

Table G.8: End-to-end Tool-meme results with open-source executors. Scores are percentages; Calls is the average
number of selected tools. Relative to its matched direct baseline, Tool-meme improves average Macro-F1 by 8.62,
6.58, and 7.48 points for LLaVA, Qwen2.5-VL, and Qwen3-VL-Instruct, respectively.

RL-ATR stage Calls/sample Image Input/call Output/call Aggregate input  Aggregate output
MCP 1.00 High 2,245 310 2,245.0 310.0
Fast judgment 1.00 High 1,245 55 1,245.0 55.0
Selected tools 3.64 High 1,905 210 6,934.2 764.4
MPRE 1.00 No 2,075 330 2,075.0 330.0
CBDF 1.00 No 950 130 950.0 130.0
LMM schema repair 0.08 No 430 80 34.4 6.4
Total 7.72 - - - 13,483.6 1,595.8

Table H.1: Per-stage request and token accounting for RL-ATR. Input/output columns are tokens.

Policy Selected tools LMM requests Input Cached input Output USD/sample Relative cost
RL-ATR 3.64 7.72 13,484 0 1,596 0.0497 0.485
Static MCP-DAG 5.93 10.05 22,760 0 2,260 0.0795 0.776
All-tools 8.00 12.16 30,100 0 2,720 0.1025 1.000

Table H.2: Empirical API-cost audit. Relative cost is normalized to all-tools execution.

Policy RPCsum CAMR MCP Fast Tool critical path MPRE CBDF Queue/retry E2E mean
RL-ATR 18.72 0.18 136 0.82 4.94 1.22 1.08 0.27 9.87
Static MCP-DAG 31.84 0.18 136 0.82 14.52 2.05 1.31 1.22 21.46
All-tools 44.96 0.18 1.36 0.82 29.84 2.72 1.43 2.06 38.41

Table H.3: Latency audit in seconds. RPC sum adds all LMM request service times even when requests overlap;
Tool critical path is the actual wait within the parallel tool stage; E2E mean is wall-clock latency from sample
receipt to final JSON.
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I Prompt Set

This section reports the prompt contracts used by
Tool-meme. The MCP, MPRE, and CBDF prompts
share the same interface as the main-text examples
and are specialized to the harmful/harmless label

space used in our experiments.

Tool prompt design

MCP planning prompt

Based on the retrieved similar-meme context
(event: [event], cultural tags: [tags]), diagnose
the core cognitive needs of the current meme.
Step 1: Identify the key semantic layers. For
example, determine whether the meme contains
irony, whether it depends on a public event,
whether the image and text conflict, whether it
invokes a cultural template, and whether it
targets a protected or vulnerable group.

Step 2: Assign one tool to each semantic layer
and define the execution order as DAG edges.
The order should follow cognitive
dependencies, such as event verification before
inconsistency detection, and rhetorical
scanning before culture-specific interpretation

Output JSON:

{ "semantic_layers": ["temporal_context",
"visual_textual_alignment",
"rhetorical_intent"], "tool_dag": [ {"node":
"nl", "tool": "knowledge_grounding", "deps":
[1, "priority": 1}, {"node": "n2", "tool":
"cross_modal_aligner", "deps": ["'nl1"],
"priority": 2}, {"node": "n3", "tool":

341}

Do not add a semantic layer if it is not
supported by the meme, the OCR/caption, or
the retrieved context.

when the rhetoric depends on a meme template.

"rhetorical_scanner"”, "deps": ["n2"], "priority":

Shared interface. Each tool receives [query
text], [image evidence], [retrieved context],
[assigned semantic layer], and [previous tool
outputs]. Each tool must inspect only its
assigned layer and return JSON with name,
trace, pred, conf, evidence, and status. The pred
field must be harmful, harmless, or unknown.
The status field must be valid, abstain, or failed.

Semantic Dissector: Analyze the literal and
implied meaning of the text, including slang,
puns, coded wording, and target references.
Rhetorical Scanner: Identify irony, sarcasm,
exaggeration, metaphor, rhetorical reversal,
and cases where a seemingly harmless surface
meaning implies harm.

Knowledge Grounding: Verify whether the
meme is consistent with retrieved event context,
public figures, time-sensitive facts, and social
background.

Expectation Deviator: Estimate whether the
image and text intentionally violate normal
expectations, such as a formal image paired
with degrading, vulgar, or hostile text.
Cross-Modal Aligner: Measure visual-textual
consistency using image-text similarity, visible
entities, OCR, and LMM verification.
Inconsistency Amplifier: Locate contradictions
across image, text, retrieval results, and
previous local judgments, then determine
whether the contradiction strengthens harmful
intent.

Cultural Decoder: Interpret meme templates,
subcultural symbols, political references,
community-specific slang, and visual
archetypes such as Wojak-style symbols.
Evidence Comparator: Compare the target
meme with retrieved neighbors, examine
label-prior shift, and identify whether retrieved
examples provide reliable harmful or harmless
evidence.

Execution rule. Follow the DAG generated by
MCP. Start from nodes with no dependencies.
Pass predecessor outputs to successor tools. If a
tool confidence is above 0.80 and the remaining
low-priority tools would only repeat the same
evidence, ATR may short-circuit them. If a
required dependency fails, mark the
downstream layer unresolved rather than

inventing evidence.
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MPRE synthesis prompt

CBDF decision prompt

Synthesize the reasoning traces from the
selected tools and mark evidence strength.
[Tool 1]: [trace 1] (confidence: [score 1])
[Tool 2]: [trace 2] (confidence: [score 2])

Step 1: Identify consensus evidence, such as
multiple tools pointing to image-text conflict or
a shared harmful target.

Step 2: Adjudicate conflicting evidence, such
as a rhetorical tool detecting irony while a
knowledge tool reports factual uncertainty.
Step 3: Generate a weighted summary that
emphasizes high-confidence and semantically
relevant dimensions while preserving
unresolved uncertainty.

Output JSON:

{ "supporting_harmful_evidence": [...],
"supporting_harmless_evidence": [...],
"conflicts": [...], "unresolved": [...],
"consensus_summary": "...",

| "evidence_weights": [...] }

Based on the evidence summary and retrieved
label distribution, decide whether the meme is
harmful.

Use the following rules:

- If the consensus summary explicitly mentions
harmful meme features, such as group-targeted
degradation, dehumanizing metaphor,
cultural-symbol appropriation, misogynistic
implication, or event-grounded harassment, and
the reliable retrieved neighbors mostly support
harmfulness, treat this as a high-confidence
harmful signal.

- If the evidence summary shows benign humor,
weak retrieval, no identifiable target, or no
cross-modal harmful implication, treat this as
harmless or unresolved rather than forcing a
harmful label.

- If tool confidence differs by more than 0.30,
retrieval reliability is low, or core semantic
layers remain unresolved, set human_review to
true.

Output JSON:

{ "prediction": "harmful" or "harmless",
"confidence": 0.xx, "reasoning": "...",
"evidence_chain": [...], "human_review": true
or false }
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