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Abstract

Step-level verification is central to improving
the reliability of multi-step mathematical rea-
soning in large language models (LLMs), yet
existing methods typically adopt a fixed strat-
egy between formal and informal proof. For-
mal methods can produce interpretable and
machine-checkable proof objects. However,
they are computationally expensive and lim-
ited by the success rates of formalization, se-
mantic alignment, and proof search. Infor-
mal methods based on LLM judges offer lower
cost and broader coverage, but their judgments
cannot by themselves provide rigorous check-
able proofs. Thus, a mathematical verification
agent should adaptively choose the proof form
for each step, covering the union of both capa-
bilities while preferring cheaper informal veri-
fication in their overlap. Based on this formu-
lation, we propose FIVER1 (Formal–Informal
Verification Agent with Efficient Routing), a
step-level mathematical verification agent that
adaptively fuses formal and informal verifica-
tion. FIVER uses a learnable router modeled
with item response theory (IRT) to select ei-
ther a formal or informal workflow, forming a
new step-verification architecture. Under the
Qwen3-8B setting, FIVER improves over the
purely formal HERMES baseline by 10.77%
on MATH-398 and 33.33% on AIME 2025,
respectively, while using only 58.8% of HER-
MES’s verification tokens on average.

1 Introduction

LLMs and open reasoning models have made
substantial progress on mathematical reasoning
benchmarks (Yang et al., 2025; Qwen Team, 2026;
DeepSeek-AI, 2025a), but their multi-step solu-
tion trajectories still lack reliability guarantees.
The correctness of a final answer often depends

*Equal contribution.
†Corresponding authors.
1The code is available at https://github.com/

lyj846571-blip/FIVER.

Figure 1: Motivation of FIVER’s verification routing.

on key intermediate claims. Hidden errors can
propagate through later derivations and lead to
wrong answers. Step-level verification has there-
fore become an important direction for improving
the reliability of mathematical reasoning. Existing
work broadly follows two routes: one uses reward
models, judges, critics, and debate mechanisms to
check natural-language reasoning steps (Lightman
et al., 2023; Wang et al., 2024a; Setlur et al., 2025;
Zhang et al., 2025b; Zheng et al., 2023; Gou et al.,
2024; Du et al., 2023; Chan et al., 2023). The other
translates mathematical propositions into formal
proof environments and relies on proof checkers
to verify correctness (Liu et al., 2025a; Yao et al.,
2025; Ospanov et al., 2025; Lin et al., 2024; Wang
et al., 2025b; Ren et al., 2025; Lin et al., 2025).

These two verification paradigms have com-
plementary strengths and limitations, as illus-
trated in Figure 1. Formal verifiers such as
Lean 4 (de Moura and Ullrich, 2021) can re-
turn transparent, machine-checkable proof objects
when they succeed. However, the formal path is
also more costly and brittle: a natural-language
claim may be hard to translate accurately into
a Lean proposition, proof search may time out,
and even simple but irregularly phrased steps may
trigger compilation or semantic-alignment failures.
In contrast, informal verifiers have lower latency
and wider applicability, and can quickly produce
judgments, rationales, and possible counterexam-
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ples. Yet their outputs remain model judgments,
affected by model stochasticity and opacity, and
cannot replace formal proof objects.

To combine the capabilities of both paths, we
propose FIVER, a step-level mathematical verifi-
cation agent that adaptively fuses formal and infor-
mal verification through efficient routing. The rea-
soning model emits only workflow-agnostic step-
verification requests. FIVER then decides whether
to send the step to a Lean 4-based formal verifier
or to a DeepSeek-based informal verifier. Inspired
by prior work on routing and cascaded LLM sys-
tems (Chen et al., 2024; Ding et al., 2024; Ong
et al., 2024; Shnitzer et al., 2024; Ding et al., 2025;
Fernandez et al., 2026), we make this decision
with a learnable router based on item response the-
ory (IRT). The router jointly estimates verification
success probability and latency cost, and learns
which steps are better suited to formal proof and
which can be verified by natural-language debate
at lower cost.

FIVER’s formal verification path is not a one-
shot stateless tool call. Inspired by work on re-
flection, experience reuse, and persistent memory
in agents (Shinn et al., 2023; Madaan et al., 2023;
Zhao et al., 2024; Wang et al., 2023a; Packer et al.,
2023; Lyu et al., 2026; You et al., 2026), we design
the Lean 4 verifier as a self-evolving component
that updates continuously along the solution tra-
jectory. Successful Lean statements and proofs are
stored as known conditions for later proofs. Failed
translations, failed proofs, and failed negation-
proof attempts are written into memory as nega-
tive guidance according to their mathematical cat-
egories, helping the verifier avoid repeated errors.

FIVER’s informal verification path uses a
debate-style design. For the same candidate step,
FIVER constructs two complementary views: the
support view argues for the step from the problem
conditions and verified context, while the attack
view checks missing assumptions, invalid transfor-
mations, boundary cases, and potential counterex-
amples. An aggregator then produces a unified
verification state from the consistency of the two
conclusions and the self-consistency of their ratio-
nales: the step is accepted when the support ra-
tionale is sufficient and the attack side raises no
substantive objection; it is rejected when the at-
tack side finds a clear error; and it returns veri-
fication failure when the evidence conflicts or is
insufficient.

Overall, this paper makes the following contri-

butions: (1) We propose a multi-objective verifi-
cation router that models step–tool fit and jointly
considers verification success and invocation cost.
(2) We build FIVER, a mathematical verification
framework that combines self-evolving formal ver-
ification with informal verification. It routes each
step to a suitable verifier and sends steps that both
verifiers can handle to the cheaper one. (3) We
validate the effectiveness and efficiency of FIVER
across four reasoning models from different model
families and four mathematical benchmarks, with
ablation studies on its verification paths and Evo-
lution Memory. FIVER achieves the best accuracy
in all 16 model–benchmark settings, improving by
up to 33.33% over the strongest non-FIVER base-
line while using only 58.8% of HERMES’s verifi-
cation tokens on average under Qwen3-8B.

2 Related Work

Recent frontier language models, including GPT-
5, DeepSeek-V3.2, and Gemini 3, have ad-
vanced general-purpose reasoning, tool use, code
generation, and multimodal understanding (Ope-
nAI, 2025; DeepSeek-AI, 2025b; Google, 2025).
In mathematical reasoning, specialized reason-
ing models, process supervision, and verification
mechanisms have further improved the reliability
of multi-step solutions. Formal and informal ver-
ification are two central paradigms for this goal:
the former provides checkable proof evidence,
while the latter offers flexible natural-language
judgments. We propose FIVER, a step-level math-
ematical verification framework that adaptively in-
tegrates formal and informal verification to im-
prove verification capability while reducing invo-
cation cost.

2.1 Formal verification

Lean 4 (de Moura and Ullrich, 2021) provides the
foundation for checkable proofs in recent math-
ematical verification methods. Some work im-
proves formalization and proof ability through
subgoal decomposition, scaffolded data synthe-
sis, and reinforcement learning. DeepSeek-Prover-
V2 (Ren et al., 2025), Goedel-Prover-V2 (Lin
et al., 2025), Kimina-Prover (Wang et al., 2025a),
ReForm (Chen et al., 2026), and TheoremL-
lama (Wang et al., 2024b) provide reliable tools
for translating natural-language mathematics into
formal language and proving the resulting goals.

Another line studies how to use these model
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Figure 2: The architecture of FIVER as a step-level verification agent. FIVER contains four modules: INPUT
& REASONING, STEP ROUTER, DUAL-PATH VERIFICATION, and FEEDBACK. The Step Router combines a
precision branch and a latency branch to route candidate steps to either a Lean-based formal verifier or an informal
debate model. Feedback returns PROVED, DISPROVED, or VERIFICATION FAILURE to the solver and
writes new verification evidence into memory.

tools efficiently. Lean-STaR (Lin et al., 2024) and
Let’s Reason Formally (Wang et al., 2025b) study
the alternating use of natural-language reasoning
and formal proof. FANS (Yao et al., 2025) formal-
izes an entire candidate natural-language process
as Lean 4 propositions and selects Best-of-N with
an outcome reward model (ORM). SAFE (Liu
et al., 2025a) performs backtracking step-level for-
mal verification and combines it with an LSTM for
process scoring. HERMES (Ospanov et al., 2025)
uses agent tool-calling ability to interleave natural-
language reasoning with Lean 4 translation, proof,
and feedback loops. These studies show the value
of formal proof objects in mathematical verifica-
tion, while also exposing the cost, brittleness, and
coverage limits of using formal verification as the
only workflow.

2.2 Informal verification

One route for informal verification converts a rea-
soning process or final answer into a rankable
scalar signal. Skywork-Reward-V2 (Liu et al.,
2025b) focuses on outcome-level reward model-
ing for scoring full responses or candidate so-
lutions, while GenPRM (Zhao et al., 2025) ex-

tends process-level evaluation through generative
reasoning. Such methods usually output learned
scores or rewards that can be used for Best-of-
N, reranking, or step filtering, but they do not
directly provide explicit adversarial checks. An-
other route directly uses language models for judg-
ing, critique, or debate. LLM-as-a-Judge (Zheng
et al., 2023) shows that strong models can serve as
judges. Later work also notes that LLM judges can
be affected by position, length, and self-preference
biases (Wang et al., 2023b). CRITIC (Gou
et al., 2024) revises model outputs through tool-
interactive critique. Multi-agent debate (Du et al.,
2023) and ChatEval (Chan et al., 2023) use multi-
ple agents to argue or judge from different views,
improving factuality and evaluation robustness.
These judge, critique, and debate methods moti-
vate FIVER’s informal path, where a support view
and an attack view debate each step to return trans-
parent rationales and conflict signals beyond scalar
rewards.

2.3 Adaptive routing

Adaptive routing was first used in LLM systems
mainly to trade off quality, cost, and latency
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by assigning user requests to different models,
APIs, or cascaded systems. FrugalGPT (Chen
et al., 2024) reduces cost while maintaining re-
sponse quality by cascading different LLM APIs.
Hybrid LLM (Ding et al., 2024) learns quality-
aware and cost-aware routing among model work-
flows. RouteLLM (Ong et al., 2024) uses prefer-
ence data to learn routing between stronger and
weaker LLMs. BEST-Route (Ding et al., 2025)
jointly selects the model and the amount of test-
time sampling under a quality–compute trade-off.
RADAR (Fernandez et al., 2026) applies item re-
sponse theory (Embretson and Reise, 2000) to
reasoning-model routing by selecting configura-
tions according to problem difficulty and model
ability. Large Language Model Routing with
Benchmark Datasets (Shnitzer et al., 2024) sys-
tematically compares routing datasets and router
designs. Unlike general LLM routing, where
candidate systems are often organized by an ap-
proximate capability hierarchy in which stronger
models subsume weaker ones, FIVER routes be-
tween complementary verification workflows. We
therefore incorporate tool–step fit into the success
predictor and build a FIVER-specific router for
formal–informal verification.

2.4 Memory-enhanced agents

Persistent memory and reflection mechanisms are
important foundations for agent self-improvement.
Generative Agents (Park et al., 2023) combines
memory, reflection, and planning to maintain long-
term coherent behavior. Reflexion (Shinn et al.,
2023) writes language feedback from failed at-
tempts into memory so later attempts can avoid
repeated errors. Self-Refine (Madaan et al., 2023)
iteratively improves outputs through self-feedback.
ExpeL (Zhao et al., 2024) distills reusable experi-
ence from agent trajectories. Voyager (Wang et al.,
2023a) continuously accumulates a skill library
during open-ended exploration. MemGPT (Packer
et al., 2023) studies explicit memory management
for long-context agents. EvoScientist (Lyu et al.,
2026) maintains ideation memory and experimen-
tation memory, enabling multi-agent scientists to
reuse effective strategies and avoid repeated fail-
ures. Agent-as-a-Judge (You et al., 2026) summa-
rizes the importance of planning, tool use, multi-
agent collaboration, and persistent memory in
agentic evaluation. In this work, memory is used
to support formal verification directly: stored suc-
cessful proofs provide reusable conditions for later

attempts, while stored failures expose invalid as-
sumptions and repeated errors as prior guidance
for subsequent verification.

3 Methodology

Figure 2 illustrates the overall architecture of
FIVER. It is a step-level mathematical verification
agent composed of four modules: INPUT & REA-
SONING, STEP ROUTER, DUAL-PATH VERIFICA-
TION, and FEEDBACK. Given a problem, the rea-
soning model generates candidate steps and emits
workflow-agnostic verification calls when external
checking is needed. The router selects between the
Self-Evolving Formal Verify Model and the Infor-
mal Debate Model based on step representation,
predicted fit, and latency cost. The selected veri-
fier returns a unified verification state to the model.
This state is written into the reasoning history and
used to update verification memory for subsequent
decisions.

3.1 Input & Reasoning
FIVER takes a mathematical problem P as in-
put. Given a reasoning model MR, the model
constructs a solution trajectory containing the fi-
nal answer over multiple generation rounds, S =
concat(q1, q2, . . . , qm, α), where qj denotes the
j-th natural-language reasoning step and α de-
notes the final answer. Initially, the model re-
ceives only the problem, H0 = (P ). At the be-
ginning of round t, the visible context is Ht−1 =
(P, q1:t−1, F1:t−1), where Fj = ToolMsg(sj , fj)
denotes the feedback message returned by the ver-
ification tool at the j-th call, sj is the verification
state, and fj is the feedback text. The definitions
of state sj and feedback text fj are given in Sec-
tion 3.4.

At each round, the reasoning model outputs one
of three types:

MR(Ht−1) ∈ {qt, q̃t, α} . (1)

Here, qt is a regular reasoning step that does not
require external rigorous verification, q̃t is a key
step submitted to the verification tool, and α is the
final answer. If the reasoning model outputs qt, it
continues reasoning until it obtains either q̃t or α.

If the model outputs q̃t, verification is invoked,
and the model submits the step to verify together
with its local context. After verification, the next-
round input is updated as

Ht = Ht−1 ⊕ q̃t ⊕ ToolMsg(st, ft), (2)
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where ⊕ denotes appending the step to verify and
the tool feedback to the history. If the reasoning
model outputs α, the problem is completed and the
answer is returned.

3.2 Step Router
The Step Router is the main adaptive compo-
nent of FIVER and runs only after the Input
& Reasoning module emits a generic verifica-
tion call. In step-level experiments, the router
chooses between two verification workflows, T =
{FORMAL, INFORMAL}. The router estimates
both verification success probability and latency
cost from the step representation, and thereby se-
lects between formal and informal verification.

Each step to verify q̃t is encoded as

et = Encoder(q̃t) ∈ Rd. (3)

This embedding is the fixed input to the router.

Precision branch For each tool i ∈ T , the pre-
cision branch estimates tool ability, step difficulty,
and tool–step matching:

pi(q̃t) = σ
(
βi − d(q̃t) + h(q̃t)

⊤si
)
, (4)

where βi is a learnable tool ability, d(q̃t) is the
predicted step difficulty, h(q̃t) is the step ability-
demand representation, and si is the learnable ex-
pertise vector for tool i. Specifically,

d(q̃t) = |Wdet|+ ϵ, h(q̃t) = Whet. (5)

The expertise term enables the router to distin-
guish which workflow fits different steps: some
steps suit the Self-Evolving Formal Verify Model,
while others are better checked by the Informal De-
bate Model.

Cost branch The latency branch predicts the
normalized latency cost for each verification path:

ci(q̃t) = σ(gi(et) + bi) , (6)

where gi is a tool-specific prediction head and bi is
a learnable base-latency logit.

Aggregator For each tool, the router computes

scorei(q̃t) = λ · pi(q̃t)− (1− λ) · ci(q̃t), (7)

where λ ∈ [0, 1] is a tunable weight. It then selects

i∗(q̃t) = argmax
i

scorei(q̃t). (8)

A larger λ makes the router favor higher predicted
success, while a smaller λ makes it favor the lower-
latency Informal Debate Model.

During training, each sample provides a binary
success label yi and latency measurement ℓi for
each tool. The two branches are optimized sepa-
rately:

Lsucc =
∑

i

BCE
(
pi(q̃t), yi

)
, (9)

Lcost =

∑
imi SmoothL1

(
ci(q̃t), ti

)
∑

imi
, (10)

where BCE is binary cross entropy, SmoothL1
is a Huber-style smooth L1 regression loss, ti is
the globally normalized log-latency target, and
mi masks missing latency values. The concrete
definitions of BCE, SmoothL1, and ti, together
with latency normalization details, are given in Ap-
pendix C.

3.3 Dual-Path Verification

After Step Router selection, the step to verify is
assigned to one of the two paths in the dual-path
verification module. The Self-Evolving Formal
Verify Model handles formal verification, and the
Informal Debate Model handles informal verifica-
tion. Both workflows produce only internal deci-
sion states, namely PROVED, DISPROVED, or
VERIFICATION FAILURE. Natural-language
feedback for the reasoning model is generated by
the feedback module described in Section 3.4.

Self-Evolving Formal Verify Model The for-
mal path uses a Lean 4 verifier with a two-level
memory mechanism, consisting of Outer Evolu-
tion Memory and Inner Evolution Memory. Outer
Evolution Memory accumulates long-term failure
experience, while Inner Evolution Memory stores
short-term failures from repeated translation or
prover attempts for the current step. Given a
step q̃t, the agent retrieves top-kp positively rel-
evant memories from Outer Evolution Memory
as known conditions before formalization, and
also retrieves top-ko negatively relevant memories
under the same mathematical property as failure
priors. It then enters a four-stage formalization
pipeline.

First, the agent retrieves top-ki negative trans-
lation memories from Inner Evolution Memory
and combines them with translation memories
from the Outer Evolution Memory failure priors
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to form the translation prompt. Under these prior
constraints, the formalizer translates the natural-
language step into a Lean 4 statement. If the
Lean 4 trusted kernel can compile the statement,
the agent proceeds to the next stage. Otherwise, it
writes the failure case into Inner Evolution Mem-
ory and repeats up to Nt times within the budget
until it obtains a compilable statement or exhausts
the budget.

Second, the agent back-translates the Lean state-
ment to check semantic consistency with the origi-
nal natural-language step and determines the math-
ematical type of the step so that category-level fail-
ure memories can be retrieved.

Third, the agent retrieves top-ki negative prover
memories from Inner Evolution Memory and com-
bines them with prover memories from the Outer
Evolution Memory failure priors to form the proof
prompt. The proof model attempts both the for-
ward goal and the reverse goal: the forward proof
module retrieves proof memories, while the re-
verse branch retrieves disproof memories. If a
Lean proof generated by either branch passes com-
pilation, the agent returns the corresponding state.
Otherwise, it writes the failed trajectory into In-
ner Evolution Memory and repeats up to Np times
within the budget.

Fourth, the agent uploads the new records accu-
mulated in Inner Evolution Memory to Outer Evo-
lution Memory and clears Inner Evolution Mem-
ory, providing an updated retrieval context for sub-
sequent steps.

The formal path returns three states: PROVED
when the forward goal proof compiles success-
fully; DISPROVED when the reverse goal proof
compiles successfully; and VERIFICATION
FAILURE when translation, semantic checking,
proof search, or Lean execution cannot establish
either direction.

Informal Debate Model The informal path ver-
ifies a candidate step with two complementary
views. The support view acts as a cautious prover
and decides whether the step follows from the
problem and verified context. The attack view acts
as a skeptical reviewer, searching for errors and
attempting to find counterexamples. Each view re-
turns a verdict in {valid, invalid, uncertain}, a con-
fidence score, and a short rationale.

The aggregator maps the outputs of the two
views to three verification states. If the attack view
finds a clear issue or counterexample with suffi-

cient confidence, the agent returns DISPROVED.
If both the support and attack views accept the step
and the attack view leaves no unresolved risk, the
agent returns PROVED. All other disagreements,
missing conditions, or unstable judgments return
VERIFICATION FAILURE.

3.4 Feedback

The feedback module converts internal states from
different verification workflows into prompts vis-
ible to the reasoning model. Let sj denote the
verification state of the j-th reasoning step. The
feedback module maps sj to a feedback message
fj .

fj =





“proceed with generation”, sj = P,

“revise your reasoning”, sj = D,

“self-verify the step”, sj = V.
Here, P denotes PROVED, meaning the ver-

ifier accepts the step; D denotes DISPROVED,
meaning the verifier finds a contradiction or
invalid reasoning in the step; and V denotes
VERIFICATION FAILURE, meaning the veri-
fier cannot determine whether the step is correct
or incorrect.

This feedback message is appended to the dia-
logue history in the Input & Reasoning module as
a tool response. Verified steps are uploaded to the
memory base and saved as known conditions for
the next step that requires verification.

4 Experiments

4.1 Experimental Setup

Benchmark and Models We conduct exten-
sive evaluation on four types of mathematical
problems, covering standard mathematical rea-
soning, university-level mathematics, competition-
level mathematics, and hard mathematical prob-
lems. The corresponding benchmarks are MATH-
398, which consists of the 398 MATH-500 prob-
lems not used to construct router supervision data
in Appendix B (Lightman et al., 2023), Miner-
vaMath, AIME 2025 (Zhang and Math-AI Team,
2025), and HM2 (Roggeveen et al., 2025).

We evaluate FIVER with Qwen3-8B, Qwen3.5-
35B, Qwen3.5-122B (Yang et al., 2025; Qwen
Team, 2026), and DeepSeek-V4-Flash, covering
different model scales and families. All veri-
fication components are kept fixed: the router
uses Qwen3-Embedding-8B (Zhang et al., 2025a),
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the memory index uses Qwen3-Embedding-
0.6B (Zhang et al., 2025a), the formal veri-
fier uses Goedel-Formalizer-V2-8B and Goedel-
Prover-V2-8B (Lin et al., 2025), and the in-
formal debate model uses DeepSeek-R1-Qwen3-
8B (DeepSeek-AI, 2025a).

Router supervision data Router supervision
uses the MATH-500-derived step records detailed
in Appendix B. Briefly, 102 MATH-500 problems
are used to generate 933 verification steps. Each
step is evaluated by two verification workflows,
producing 1,866 tool-level records. The 933 steps
are split into a router training set and a router vali-
dation set. The validation set is used only to select
λ. The remaining 398 MATH-500 problems form
MATH-398 and are used only for final accuracy
evaluation.

Baselines Baselines include pure reasoning-
model methods (Zero-shot and Majority@5),
the current state-of-the-art formal method HER-
MES (Ospanov et al., 2025), and informal meth-
ods represented by the state-of-the-art Skywork-
Reward-V2 (Liu et al., 2025b) as the ORM method
and GenPRM (Zhao et al., 2025) as the PRM
method. Within each group, FIVER and the base-
lines use the same reasoning model.

Hyperparameters We use λ = 0.34, kp = 3,
ko = 1, ki = 2, Nt = 4, Np = 4, and ϵ = 0.1.

4.2 Results

The results are shown in Table 1. FIVER out-
performs methods that use only formal or only
informal verification across all four datasets. Its
gains are especially stable on the more challeng-
ing AIME 2025 and HM2 benchmarks, indicat-
ing that FIVER improves not only standard math-
ematical problems but also medium- and high-
difficulty long-reasoning settings. FIVER also
achieves the highest accuracy on all four bench-
marks with DeepSeek-V4-Flash, showing that the
benefit of adaptive formal–informal verification
extends across reasoning-model families. Addi-
tional step-level verification analyses are reported
in Appendix B; multi-seed uncertainty results for
all reasoning models and Qwen3-8B test-time scal-
ing results are reported in Appendix H.

5 Discussion

5.1 Reasoning-Token Efficiency

Reasoning-token consumption is one of the main
drawbacks of Best-of-N methods. This section
compares FIVER with formal-only and informal-
only methods in terms of reasoning-token usage.

Figure 3: Average reasoning tokens per problem for
Qwen3-8B across datasets.

The results presented in Figure 3 show that
on Qwen3-8B, FIVER uses about 8.5k reason-
ing tokens on average, substantially less than
Majority@5, Skywork-V2, and GenPRM, all of
which average around 28k tokens. Compared with
these multi-trajectory sampling methods, FIVER
reduces reasoning tokens by about 70% on av-
erage. Compared with the efficient HERMES
method, FIVER shows some advantage on MATH-
398 and MinervaMath. Overall, its reasoning-
token usage is about 5.5% lower than HERMES
and closer to Zero-shot. In general, FIVER keeps
reasoning-token cost low while maintaining an ef-
fective reasoning process. The results for the two
Qwen3.5 models are given in Appendix E.

5.2 Verification Cost

One advantage of FIVER over formal-only meth-
ods is that it can route steps that both formal and in-
formal methods can solve to the cheaper informal
method. Using Qwen3-8B as an example, we mea-
sure the verification-token usage of FIVER and
HERMES across the four datasets.

As shown in Figure 4, FIVER uses only 58.8%
of HERMES’s verification tokens on average
across all datasets. FIVER has a clear advan-
tage on MATH-398 and MinervaMath, while it
is slightly weaker than HERMES on AIME 2025
and HM2 in verification-token usage. We hypoth-
esize that on harder datasets, FIVER’s more effec-
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Table 1: Accuracy results on MATH-398, MinervaMath, AIME 2025, and HM2 across four reasoning models. The
token budget of each reasoning-model generation is limited to 8192. FIVER and HERMES are @1. For informal
process-reward and outcome-reward methods, we first sample N reasoning trajectories and then choose Best-of-N
(BoN), with N = 5, following HERMES (Ospanov et al., 2025) and SAFE (Liu et al., 2025a).

Reasoning Model Method MATH-398 MinervaMath AIME 2025 HM2

Qwen3-8B

Zero-shot 75.37 47.06 10.00 0.47
Majority@5 77.89 64.34 23.33 1.57
Skywork-V2 81.40 66.18 30.00 5.21
GenPRM 80.15 62.50 23.33 3.79
HERMES 79.84 67.27 30.00 2.84
FIVER 88.44 69.85 40.00 6.64

Qwen3.5-35B

Zero-shot 94.47 73.53 66.67 36.97
Majority@5 94.97 76.84 73.33 39.34
Skywork-V2 94.22 75.00 73.33 45.97
GenPRM 93.47 75.74 70.00 44.45
HERMES 94.47 76.84 70.00 38.38
FIVER 95.47 79.04 83.33 47.87

Qwen3.5-122B

Zero-shot 94.22 72.79 60.00 44.54
Majority@5 95.23 72.79 60.00 45.02
Skywork-V2 96.98 72.79 66.67 46.45
GenPRM 94.47 70.22 66.67 49.76
HERMES 94.72 70.59 60.00 46.45
FIVER 97.49 75.37 70.00 51.66

DeepSeek-V4-Flash

Zero-shot 96.73 85.29 53.33 64.45
Majority@5 98.24 86.76 63.33 65.40
Skywork-V2 98.25 86.76 66.67 66.35
GenPRM 97.49 84.93 63.33 68.72
HERMES 96.73 85.29 60.00 63.03
FIVER 98.74 88.60 70.00 70.14

Figure 4: Average verification tokens per problem for
Qwen3-8B across datasets.

tive routing finds more errors, which induces addi-
tional reasoning and leads to larger accuracy gains.

5.3 Ablation Study

FIVER consists of four main components, among
which the Self-Evolving Formal Verify Model and
the Informal Debate Model are the two key verifi-
cation components. This section ablates these two
components. For the formal workflow, we also ab-
late the Evolution Memory system. For the first

Table 2: Ablation results with Qwen3.5-122B as the
reasoning model. SEFV denotes the Self-Evolving For-
mal Verify Model, IDM denotes the Informal Debate
Model, and EM denotes Evolution Memory.

Method MATH-398 MinervaMath AIME 2025 HM2

Ablation of verification paths

FIVER 97.49 75.37 70.00 51.66
Only IDM 96.98 73.16 60.00 48.34

-0.52% -2.93% -14.29% -6.43%
Only SEFV w/ EM 95.23 71.33 63.33 47.40

-2.32% -5.36% -9.53% -8.25%

Ablation of EM within SEFV

Only SEFV w/o EM 94.72 70.96 63.33 46.92
-0.54% -0.52% 0.00% -1.01%

ablation, we remove the routing mechanism and
use only one of the two workflows. For the second,
we remove routing and use only the Self-Evolving
Formal Verify Model, evaluating settings with and
without Evolution Memory. We use Qwen3.5-
122B as the reasoning model. All variants use the
same inference and evaluation setup, so the com-
parison isolates the contribution of each verifica-
tion design.

Table 2 shows a consistent pattern: neither sin-
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gle verification path matches the fused system.
Across the four benchmarks, using only the for-
mal or informal workflow causes relative accu-
racy drops from 0.52% to 14.29%, with the largest
gap appearing on AIME 2025. This suggests that
formal and informal verification provide comple-
mentary rather than redundant coverage. By rout-
ing between them, FIVER raises the effective ca-
pability ceiling. Removing Evolution Memory
causes an average relative accuracy drop of 0.52%
in this ablation, suggesting that stored successful
proofs and failed attempts provide useful context
for subsequent formal verification. Further budget-
matched routing baselines, router-component ab-
lations, and cross-dataset routing diagnostics are
reported in Appendix D.

6 Conclusion

This paper presents FIVER, a step-level verifi-
cation agent for LLM mathematical reasoning.
FIVER combines Lean 4-based formal verification
and dual-view informal debate, using a learnable
router to select the verification path for each rea-
soning step. Its core design is to cover the union of
formal and informal verification capabilities while
sending steps in their overlap to the lower-cost in-
formal tool, improving verification coverage while
controlling cost.

We construct a step-level routing dataset with
933 verification steps and 1,866 tool-level records.
Experiments on four benchmarks show that
FIVER consistently outperforms pure reasoning,
reward-model selection, and purely formal verifi-
cation baselines across reasoning models from dif-
ferent families, demonstrating the effectiveness of
this hybrid verification strategy.

Limitations

Although fusing formal verification and informal
reasoning can combine their advantages to some
extent, our method still has several limitations.
The external tools used by the current FIVER
agent are still coarse-grained, mainly centered on
Lean 4 formal verification and informal reasoning.
Future work can further refine the granularity and
add more tool branches.

Although 1,866 tool-level records are efficient,
the dataset size is limited by the cost of man-
ual annotation. Further expanding the number of
problem-property categories and subdividing diffi-
culty levels more finely may provide more kinds

of verifiable intermediate steps and bring further
gains. Our experiments use a reasoning-token bud-
get of 8,192 for each reasoning-model generation.
Evaluating FIVER and the baselines under larger
reasoning budgets is left to future work.

The formal–informal boundary learned by the
router reflects the current capabilities of the tools.
As Lean 4 formalization ability and informal veri-
fication ability improve, the optimal routing strat-
egy will also change. Designing a dynamic routing
strategy that adapts to tool-capability evolution is
an important future direction.

Ethical Considerations

This work improves the correctness of mathemati-
cal reasoning and does not involve human subjects
or sensitive data. Step-level labels are manually
annotated and may be affected by differences in
annotator interpretation and boundary-case judg-
ments. We reduce annotation noise through uni-
fied annotation guidelines, review of disagreement
cases, and cross-checking.
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A Prompt Templates

This appendix lists the prompts used by different
modules separately. Dynamic fields such as re-
trieved memory, historical compilation errors, and
candidate problem text are represented as place-
holders.

Formalizer Prompt

Please autoformalize the following natural language
problem statement in Lean4.

Use the following theorem name: test
Useful verified memories:
{retrieved positive memories or (none)}
Previously failed translation attempts for similar steps.
Avoid repeating the same wrong formalization patterns and

compiler/semantic errors:
{retrieved translation-failure memories or (none)}
Category-level failure reminders for this step type ({

step_category}):
{category reminders or (none)}
Current natural language statement:
{candidate_step_nl}
Think before you provide the lean statement.

Semantic Translation Check Prompt

You need to do two tasks at once:
1. Check whether the Lean4 statement has the same

mathematical meaning as the original step.
2. Classify the current step into one MATH-500 category.
Allowed categories (closed set):
Prealgebra, Algebra, Number Theory, Counting & Probability,

Geometry, Intermediate Algebra, Precalculus
Original step:
{nl_statement}
Lean statement:
{lean_statement}
Return strict JSON only:
{"same_meaning":"yes|no","step_category":"<one allowed

category>"}

Prover Prompt for the Goal

Complete the following Lean 4 code to prove the given
theorem.

End with Lean 4 code.
# Natural language step:
{candidate_step_nl}
```lean4
<header>
{lean_statement}
<body>
```
Previously failed proof attempts for similar steps.
Do NOT repeat the same bad proof patterns or the same

compiler errors:
{retrieved prover errors for goal branch or (none)}
Category-level failure reminders for this step type ({

step_category}):
{category reminders for goal branch or (none)}
Before producing the Lean 4 code to formally prove the

given theorem,
provide a detailed proof plan outlining the main proof

steps and strategies.

Answer Equivalence Judge Prompt

You are a mathematical answer checker.
Step 1: Check whether the Ground Truth appears in the

Answer. If the Ground Truth appears in the Answer,
output True.

Step 2: If the Ground Truth does not appear in the Answer,
inspect the Answer for likely candidate answers.

Check for
"Final Answer" keywords, but do not rely only on them. If

there are multiple candidate answers, choose the
candidate

that is closest to the Ground Truth.
Step 3: Simplify or rewrite the selected candidate answer

toward the Ground Truth, then judge whether they are
mathematically equivalent. Do not reject a correct answer

only because of term order, decimal vs fraction form,
e^{i\theta} not being expanded, equivalent trigonometric or

algebraic form, LaTeX formatting, whitespace,
parentheses,

renamed/reordered arbitrary constants such as C_1 and C_2,
or reasonable rounded/approximate numeric forms.

Step 4: Output only True or False.
Answer:
{Answer}
Ground Truth:
{Ground_Truth}

DeepSeek System Prompt

You are a mathematical verification assistant. Think
privately if needed, but output only a single JSON
object with no

markdown fences.
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DeepSeek Support-View Prompt

You are a mathematical verification assistant in SUPPORT
mode.

Your task is to determine whether the given step can be
justified from the problem

and the verified context. Act like a careful prover, not a
critic.

Problem:
{problem}
{retrieved memory section}
Step to verify:
{candidate_step}
Instructions:
1. Restate the exact mathematical claim made by the step.
2. Use only information explicitly available from the

problem or previously verified steps.
3. Check whether the step can be justified by valid

algebra, logic, or standard facts.
4. Identify all assumptions required for the step to be

valid.
5. Do not invent missing assumptions.
6. If the step can be justified only under assumptions

that are not explicitly available, mark it as
uncertain.

7. If the step is clearly contradicted by the available
information, mark it as invalid.

Return valid JSON only with keys:
verdict, confidence, claim, assumptions_used,

critical_checks, remaining_risks, short_rationale
Where:
- verdict in ["valid", "invalid", "uncertain"]
- confidence in [0,1]

DeepSeek Attack-View Prompt

You are a mathematical verification assistant in ATTACK
mode.

Your task is to challenge the given step as aggressively
as possible.

Act like a skeptical reviewer trying to find hidden flaws.
Problem:
{problem}
{retrieved memory section}
Step to verify:
{candidate_step}
Instructions:
1. Restate the exact mathematical claim made by the step.
2. Search for domain issues, missing assumptions,

unjustified transformations, logical gaps, notation
ambiguity, and

hidden edge cases.
3. Try to construct a counterexample or a failure case

whenever possible.
4. If the step is only conditionally valid, identify the

missing condition.
5. Do not repair the argument.
6. If you find any unresolved risk that prevents rigorous

acceptance of the step as written, do not mark it as
valid.

7. Only mark it as valid if you fail to find any
substantial issue.

Return valid JSON only with keys:
verdict, confidence, attack_type, critical_issue,

counterexample_attempt, remaining_risks,
short_rationale

Where:
- verdict in ["valid", "invalid", "uncertain"]
- confidence in [0,1]
- attack_type in ["domain", "logic", "algebra", "

missing_assumption", "counterexample", "none"]

B Step-Level Dataset and Tool
Capability Profiles

The router dataset consists of 933 verification
steps generated from 102 MATH-500 seed prob-
lems. For each difficulty–mathematical-property
cell, we sample three problems when available
and otherwise include all problems in that cell.
Qwen3-8B is used to generate solution trajecto-

ries with verification calls. We extract intermedi-
ate steps from these trajectories, and each step is
manually annotated for mathematical correctness
for router supervision. The annotations were pro-
duced through multiple rounds of evaluation and
review by master’s-level mathematics annotators
over approximately two weeks. We then construct
a router validation set by randomly sampling five
steps from each subject–difficulty cell when avail-
able, and all steps from the cell otherwise. This
yields 171 validation steps. The remaining 762
steps are used as the router training set.

In router supervision, each extracted step is in-
dependently processed by the two available verifi-
cation workflows: the Self-Evolving Formal Ver-
ify Model and the Informal Debate Model, pro-
ducing 1,866 tool-level verification records. This
yields two labels for each step: whether the work-
flow successfully verifies the step and the mea-
sured latency of that verification attempt. These
records also show that the two tools have dif-
ferent capability profiles. Figure 5 reports the
independent success rates of 933 analyzed steps
over MATH-500 subject and difficulty cells. For-
mal verification has an overall independent suc-
cess rate of 58.1%, while informal verification
has 54.6%. Formal verification is strongest on
Geometry level 3, Counting and Probability level
4, and Prealgebra level 5. Informal verification
is strongest on Counting and Probability level 5,
Algebra level 4, and Intermediate Algebra level
2. These complementary profiles motivate step-
level routing: neither verifier uniformly dominates
across all cells, and the useful workflow depends
on the mathematical domain and difficulty.

B.1 Step-Level Verification Quality
We further evaluate verification quality on 171
steps from 84 held-out MATH-500 problems. Ac-
curacy is computed over non-ambiguous steps; the
false-acceptance rate (FAR) is the proportion of
incorrect steps accepted as correct, and the false-
rejection rate (FRR) is the proportion of correct
steps not accepted as correct. Table 4 compares
the two individual workflows with FIVER’s routed
verification.

FIVER improves step-level accuracy from
55.56% and 62.57% to 69.59%, while reducing
both false acceptances and false rejections relative
to either verifier alone.
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Level Algebra Count./Prob. Geometry Inter. Alg. Num. Theory Prealg. Precalc.

1 3 2 1 3 3 3 3
2 3 3 3 3 3 3 3
3 3 3 3 3 3 3 3
4 3 3 3 3 3 3 3
5 3 3 3 3 3 3 3

Total 15 14 13 15 15 15 15

Table 3: Difficulty–subject distribution of the 102 seed problems.

(a) Formal-verification capability profile. (b) Informal-verification capability profile.

Figure 5: Tool capability profiles on 933 MATH-500-derived verification steps. Each cell is grouped by original
subject and difficulty, and values indicate the percentage of steps independently verified by the corresponding tool.

Data Source Prob. Steps Formal Informal FIVER

Acc. FAR FRR Acc. FAR FRR Acc. FAR FRR

MATH-500 held-out steps 84 171 55.56 45.45 39.60 62.57 45.45 32.89 69.59 36.36 26.17

Table 4: Step-level verification accuracy, false-acceptance rate, and false-rejection rate (%).

C Router and Memory Details

This section supplements the training, normaliza-
tion, and inference details of the Step Router in
Section 3.2. We use the notation from Section 3.2:
the step to verify is q̃t, its embedding is et, and the
tool set is

T = {FORMAL, INFORMAL}.

The router is trained on step-level records and
jointly estimates each verification workflow’s suc-
cess probability pi(q̃t) and normalized latency cost
ci(q̃t). The default routing weight is λ = 0.34, se-
lected on the router validation set by the subject–
difficulty scan in Section F.1.

Each routed item is a step to verify q̃t and its
local context. The router first computes a fixed

step embedding:

et = Encoder(q̃t) ∈ Rd, (11)

This is consistent with Eq. 3 in Section 3.2. The
main experiments route between two tools: the
Self-Evolving Formal Verify Model and the Infor-
mal Debate Model. For each tool i ∈ T , the router
predicts success probability pi(q̃t) and relative la-
tency cost ci(q̃t).

The precision predictor uses the IRT-style form
in Eq. 4 of Section 3.2:

pi(q̃t) = σ
(
βi − d(q̃t) + h(q̃t)

⊤si
)
, (12)

where βi is the learnable global ability of tool i,
d(q̃t) is the step difficulty, h(q̃t) is the step ability-
demand representation, and si is the learnable ex-
pertise vector of tool i. Specifically, as in Eq. 5,

d(q̃t) = |Wdet|+ ϵ, h(q̃t) = Whet. (13)
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We set ϵ = 0.1 in experiments. The expertise
matching term h(q̃t)

⊤si allows the router to judge
not only overall step difficulty but also how well
the step matches the Self-Evolving Formal Verify
Model or the Informal Debate Model.

This branch is trained only with per-tool success
labels:

Lsucc =
∑

i

BCE
(
pi(q̃t), yi

)
, (14)

This corresponds to Eq. 9 in Section 3.2. Here,
BCE denotes binary cross-entropy loss, which
measures the difference between the predicted suc-
cess probability pi(q̃t) and the true tool success la-
bel yi ∈ {0, 1}:

BCE
(
pi(q̃t), yi

)
= −yi log pi(q̃t)

− (1− yi) log(1− pi(q̃t)) .
(15)

When tool i actually succeeds, this loss encour-
ages pi(q̃t) to approach 1. When tool i fails, it
encourages pi(q̃t) to approach 0.

The latency branch is separated from the preci-
sion branch. For each tool i, the latency branch
uses a tool-specific prediction head:

ci(q̃t) = σ(gi(et) + bi) , (16)

This is consistent with Eq. 6 in Section 3.2. Here,
gi is a tool-specific MLP head and bi is a learnable
base-latency logit. This branch is supervised by
measured latency cost.

The cost supervision target is derived from the
observed latency ℓi. For all training samples and
all tools with valid latency, we first compute

zi(q̃t) = log(1 + ℓi), (17)

zmin = min
t,i

zi(q̃t), zmax = max
t,i

zi(q̃t).

(18)
We then obtain the globally normalized log-
latency target:

ti = clip

(
zi(q̃t)− zmin

zmax − zmin
, 0, 1

)
. (19)

This normalization is shared across all tools, so the
latency costs of the Self-Evolving Formal Verify
Model and the Informal Debate Model can be di-
rectly compared.

Let the latency prediction residual be

ρi(q̃t) = ci(q̃t)− ti. (20)

We use a smooth L1 loss with unit threshold:

SmoothL1
(
ci(q̃t), ti

)

=

{
1
2
ρi(q̃t)

2, |ρi(q̃t)| < 1,

|ρi(q̃t)| − 1
2
, |ρi(q̃t)| ≥ 1.

(21)

Compared with squared error, this objective is less
sensitive to large latency outliers while remaining
differentiable near zero.

Finally, the cost loss is defined as the masked
average over tools with valid latency labels:

Lcost =

∑
imi SmoothL1

(
ci(q̃t), ti

)
∑

imi
, (22)

This corresponds to Eq. 10 in Section 3.2. Here,
mi masks missing latency values.

The precision predictor and latency predictor
are optimized separately: Lsucc updates only the
precision branch, and Lcost updates only the la-
tency branch. At inference time, each tool receives
the linear score in Eq. 7:

scorei(q̃t) = λ · pi(q̃t)− (1− λ) · ci(q̃t). (23)

The router then selects according to Eq. 8:

i∗(q̃t) = argmax
i

scorei(q̃t). (24)

Memory state Memory is used as verifier state:
positive memory stores successful step informa-
tion as conditions for the next proof, while
negative memory stores translation failures, se-
mantic mismatches, proof errors, failed negation
branches, and category-level failure traces. Evo-
lution Memory is reset at the beginning of each
problem and updated only within that problem’s
reasoning trajectory; it is never carried across eval-
uation problems or benchmarks.

Feedback semantics The unified control state
does not collapse the evidential distinction be-
tween the two workflows. Formal verification re-
tains its Lean proof or negation-compilation result,
whereas informal verification retains its support-
ing and attacking rationales; the shared PROVED,
DISPROVED, or VERIFICATION FAILURE state
only controls the subsequent reasoning process.

D Router Effectiveness Evidence

Figure 6 directly tests whether the router learns
meaningful tool-assignment rules. The reference
panels show the oracle assignment pattern on the
933-step supervision set: if both tools succeed, the
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(a) Formal verification oracle assignment. (b) Formal verification router selection.

(c) Informal verification oracle assignment. (d) Informal verification router selection.

Figure 6: Router effectiveness evidence. Each row fixes one tool. The left panel shows oracle assignment over all
933 analyzed steps, and the right panel shows the learned router-selection pattern on the router validation set.

lower-latency tool is selected. If only one tool suc-
ceeds, that tool is selected. If both fail, the step
is excluded from the oracle denominator. The se-
lection panels show the actual routing choices for
the selected λ=0.34 on the router validation set
from Appendix B. On the supervision set, the ora-
cle assigns 32.6% of solvable steps to formal ver-
ification and 67.4% to informal verification. On
the validation set, the corresponding oracle pro-
portions are 28.1% and 71.9%, while the router
selects formal verification for 33.3% of all vali-
dation steps and informal verification for 66.7%.
This pattern suggests that the learned policy is not
merely tracking a global preference for the more
frequently successful workflow. The close overall
proportions and cell-level alignment indicate that
the router learns the relative strengths of the two
tools rather than degenerating into a fixed work-
flow.

D.1 Budget-Matched Routing Baselines
To isolate the effect of learned routing, we com-
pare FIVER with random routing at a matched
formal-call rate and with two fixed step-length

rules. All methods invoke exactly one verifier per
step and therefore use the same single-verification
budget.

Method MATH-398 MinervaMath AIME 2025 HM2

FIVER 88.44 69.85 40.00 6.64
Random Routing (Matched Formal Rate) 79.65 65.44 23.33 4.26
Length-based Routing (Long → Formal) 76.13 65.44 23.33 3.79
Length-based Routing (Short → Formal) 78.64 66.18 20.00 3.32

Table 5: Final-answer accuracy of FIVER and simple
routing strategies with Qwen3-8B.

FIVER outperforms the strongest simple base-
line on each benchmark by 8.79, 3.67, 16.67, and
2.38 percentage points, respectively, showing that
its gains cannot be explained by the formal-call ra-
tio or a fixed length rule alone.

D.2 Router-Component Ablations
We next ablate the router’s IRT formulation, tool–
step matching term, and two prediction objectives
while keeping the supervision data fixed.
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Figure 7: Average reasoning tokens per problem for Qwen3.5-35B and Qwen3.5-122B across datasets.

Router Variant MATH-398 MinervaMath AIME 2025 HM2

FIVER Router (Full) 88.44 69.85 40.00 6.64
w/o IRT Modeling 76.13 66.17 33.33 4.74
w/o Tool–Step Matching 77.64 64.34 30.00 3.79
Success-only Objective 77.14 65.44 30.00 4.27
Cost-only Objective 76.63 63.24 26.67 3.79

Table 6: Router-component ablations with Qwen3-8B.
All variants use the same supervision data.

The full router performs best on all four bench-
marks, indicating that IRT modeling, tool–step
matching, and the joint modeling of success and
cost each contribute to effective routing.

D.3 Cross-Dataset Router Generalization
We evaluate the trained router on held-out reason-
ing steps from three external benchmarks, none of
which is used for router training. For each exter-
nal benchmark, we sample 10 problems and ex-
tract seven steps per problem. Selected-tool suc-
cess is computed over non-ambiguous steps; or-
acle match additionally excludes steps on which
both tools fail, and formal selection is computed
over all steps.

Dataset Prob. Steps Selected-tool Success Oracle Match Formal Selection

MATH-500 holdout 84 171 69.59 61.40 33.33
MinervaMath 10 70 71.43 64.28 28.57
AIME 2025 10 70 67.16 65.57 24.29
HM2 10 70 67.16 71.19 15.71

Table 7: Step-level router generalization across datasets
(%).

The selected-tool success and oracle-match
rates on the three external datasets remain close to
the MATH-500 holdout results, while the chang-
ing formal-selection rate shows that the router
does not preserve a fixed global call ratio.

D.4 Routing Frequencies on Full
Benchmarks

Table 8 reports the verifier selected for every rout-
ing decision in the full Qwen3-8B benchmark
runs.

Dataset Formal Selection Informal Selection

MATH-398 33.15 66.85
MinervaMath 30.22 69.78
AIME 2025 28.76 71.24
HM2 20.13 79.87

Table 8: Formal and informal routing frequencies on
the full benchmarks (%).

The distribution varies substantially with the
benchmark, consistent with routing according to
step characteristics rather than a fixed dataset-
independent mixture.

E Additional Reasoning-Token Results

The reasoning-token usage of Qwen3.5-35B and
Qwen3.5-122B is shown in Figure 7.

F Computational Cost Analysis

FLOPs measure the amount of computation be-
hind different verification strategies. Because all
models used in our experiments are open-source,
we follow the estimation method of (Kaplan et al.,
2020) and compute inference FLOPs for locally
deployed models according to model size, atten-
tion structure, and average reasoning-token count.
For MoE models, we use the activated parameter
count to estimate the actual inference-stage com-
putation.

As shown in Figure 8, FIVER uses fewer
FLOPs overall than multi-sampling methods such
as Majority@5, Skywork-V2, and GenPRM. For
Qwen3-8B, FIVER averages about 139 TFLOPs,
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Figure 8: Average FLOPs per problem for Qwen3-8B, Qwen3.5-35B, and Qwen3.5-122B across datasets.

while Majority@5, Skywork-V2, and GenPRM all
average around 460 TFLOPs. Meanwhile, FIVER
also uses slightly less computation than HERMES,
whose average is about 147 TFLOPs. This result
shows that FIVER is computationally efficient at
inference time. For Qwen3.5-35B and Qwen3.5-
122B, FIVER outperforms HERMES on MATH-
398 and MinervaMath but is slightly weaker on
AIME 2025 and HM2. One possible reason is that
FIVER has stronger verification ability and finds
more errors, which causes the reasoning model
to perform additional reasoning and slightly in-
creases reasoning tokens.

F.1 Routing-Weight Sensitivity
The router sends each step to a suitable workflow,
and our oracle objective is to assign more steps
in the overlap of formal and informal capabilities
to the lower-cost workflow. The routing weight
λ controls how much accuracy trade-off FIVER
is willing to make when choosing cheaper verifi-
cation. We scan λ on the router validation set to
choose the value that best matches this oracle ob-
jective. The scan uses the validation set described
in Appendix B, sweeping λ from 0.2 to 0.8 with
step size 0.02.

Figure 9 shows that when λ=0.34, the oracle-
cheapest hit rate is 61.40% and the router-selected
step success rate is 69.59%. At this value, the
agent preserves accuracy while preferring lower-
cost verification when possible. Appendix D visu-
alizes the resulting tool-assignment patterns over
subject–difficulty cells. Thus, all experiments in
this paper use the default linear-routing setting
with λ=0.34.

Figure 9: Sensitivity analysis of the routing weight λ.
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G Solution and Verification Process Example

Verification Process for a math problem

We consider the singularly perturbed boundary value problem

ϵy′′ − x2y′ − (3 + x3) = 0, y(1) = 1, y(2) = 1,

in the limit ϵ → 0+. The objective is to obtain a uniformly valid leading order approximation and place the final solution
in a boxed LaTeX expression.
Natural-language reasoning.
The model begins by inspecting the reduced problem obtained by setting ϵ = 0:

−x2y′
0 − (3 + x3) = 0, y′

0 = −3 + x3

x2
.

It also identifies the coefficient of the first derivative term as

a(x) = −x2.

Since x ∈ [1, 2], this coefficient is negative throughout the interval. The model first uses this sign information to reason
about the boundary-layer location, and this algebraic part of the reasoning is selected for Lean 4 verification.
Selection of Lean 4 verification.
The router selects Lean 4 for the first verification call. The formalized Lean 4 statement verifies the sign of the first-
derivative coefficient on [1, 2] and the endpoint coefficient values:

−12 = −1, −22 = −4.

Lean 4 successfully proves the formalized statement with the following code:

import Mathlib
noncomputable section

theorem test :
(∀ x : R, 1 ≤ x → x ≤ 2 → -(xˆ2) < 0)
∧ (-(1 : R)ˆ2 = -1)
∧ (-(2 : R)ˆ2 = -4) := by
constructor
· intro x hx1 hx2

have hxpos : 0 < x := lt_of_lt_of_le zero_lt_one hx1
have hx2pos : 0 < xˆ2 := sq_pos_of_ne_zero (ne_of_gt hxpos)
nlinarith

constructor
· norm_num
· norm_num

The Lean 4 verifier returns PROVED. This confirms the coefficient-sign facts, while the endpoint interpretation still needs
to be checked by the ongoing asymptotic reasoning.
Continuation of natural-language reasoning.
After the Lean 4 verification, the model continues by testing the implied left-endpoint layer. If a left layer is introduced
with ξ = (x− 1)/ϵ, the leading-order inner equation becomes

Y ′′ − Y ′ = 0,

whose nonconstant mode eξ grows as ξ → ∞. Hence it cannot form a valid decaying boundary layer. Rechecking the
right endpoint with

ξ =
2− x

ϵ
gives the leading-order inner equation

Y ′′ + 4Y ′ = 0,

whose decaying mode is e−4ξ. The model therefore corrects the earlier interpretation and concludes that the boundary
layer is at x = 2. This corrected step is sent to DeepSeek.
DeepSeek verification.
The router selects DeepSeek for the second verification call. DeepSeek evaluates the corrected boundary-layer-location
step using support and attack views.
Support view JSON:

{
"verdict": "valid",
"confidence": 0.95,
"claim": "Since a(x)=-x^2 is negative on [1,2], the boundary

layer is located at the right endpoint x=2. Consequently,
the outer solution must satisfy y(1)=1.",

"critical_checks": [
"a(x)=-x^2 is negative on [1,2].",
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"The outer solution satisfies the left boundary condition and
leaves the right boundary to be corrected by the layer."

],
"remaining_risks": [
"The sign rule relies on standard singular perturbation reasoning."

],
"short_rationale": "The corrected endpoint choice is consistent."

}

Attack view JSON:

{
"verdict": "valid",
"confidence": 1.0,
"attack_type": "none",
"critical_issue": "",
"counterexample_attempt": "",
"remaining_risks": [],
"short_rationale": "No counterexample is found; the corrected

boundary-layer location is consistent with the
reduced equation and boundary data."

}

Final reasoning after verification.
The tool report confirms the corrected boundary-layer location. The outer solution is determined from

y′
0 = − 3

x2
− x,

so

y0(x) =
3

x
− x2

2
+ C.

Since the boundary layer is at x = 2, the outer solution satisfies y(1) = 1:

1 = 3− 1

2
+ C, C = −3

2
.

Thus

y0(x) =
3

x
− x2

2
− 3

2
.

At the right endpoint,

y0(2) =
3

2
− 2− 3

2
= −2,

whereas the boundary condition requires y(2) = 1. The boundary-layer correction must therefore have amplitude 3.
With ξ = (2− x)/ϵ, the leading-order inner equation is

Y ′′ + 4Y ′ = 0,

and hence
Y0(ξ) = A+Be−4ξ.

Matching gives A = −2, and the boundary condition Y0(0) = 1 gives

−2 +B = 1, B = 3.

The uniformly valid leading-order approximation is therefore

yunif(x) =
3

x
− x2

2
− 3

2
+ 3e−4(2−x)/ϵ.

Thus,

y(x) ∼ 3

x
− x2

2
− 3

2
as ϵ → 0+. This concludes the verification process.
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H Additional Evaluation Results

H.1 Multi-Seed Uncertainty
For each reasoning model and method, we run five
inference seeds on MinervaMath and AIME 2025
and report mean accuracy and standard deviation.

Method MinervaMath AIME 2025
Qwen3-8B
Zero-shot 47.30± 1.5 10.70± 2.8
Majority@5 64.00± 1.5 25.30± 3.0
Skywork-V2 66.30± 1.5 30.70± 2.8
GenPRM 62.80± 1.9 28.70± 3.8
HERMES 66.90± 0.8 28.00± 3.0
FIVER 69.90± 1.1 40.70± 2.8

Qwen3.5-35B
Zero-shot 73.60± 1.4 68.00± 5.6
Majority@5 76.91± 1.1 74.00± 4.4
Skywork-V2 75.29± 1.3 72.00± 3.8
GenPRM 75.66± 1.1 70.67± 4.9
HERMES 76.91± 1.4 70.00± 5.3
FIVER 79.26± 1.2 82.00± 3.8

Qwen3.5-122B
Zero-shot 73.23± 1.5 60.67± 4.4
Majority@5 72.50± 1.7 61.33± 3.8
Skywork-V2 72.50± 1.3 66.00± 2.8
GenPRM 70.22± 1.7 68.00± 3.0
HERMES 70.81± 1.5 62.00± 1.8
FIVER 76.55± 1.2 74.67± 3.8

DeepSeek-V4-Flash
Zero-shot 85.44± 0.8 54.00± 2.8
Majority@5 86.69± 0.7 62.00± 3.8
Skywork-V2 86.76± 0.6 65.33± 5.1
GenPRM 84.93± 0.9 65.33± 3.0
HERMES 85.29± 0.6 60.67± 2.8
FIVER 88.97± 0.6 72.00± 3.0

Table 9: Five-seed mean accuracy and standard devia-
tion across reasoning models (%).

Across the five seeds, FIVER has the highest
mean accuracy on both datasets under all four rea-
soning models.

H.2 Test-Time Scaling
Cumulative accuracy counts a problem as correct
if any of the first k independently sampled Qwen3-
8B trajectories is correct.

Method MATH-398 MinervaMath AIME 2025 HM2

FIVER@1 88.44 69.85 40.00 6.64
FIVER@2 88.69 70.22 40.00 6.64
FIVER@3 88.94 70.22 40.00 7.11
FIVER@4 89.20 70.59 40.00 7.11
FIVER@5 89.45 70.96 43.33 7.58
FIVER@6 89.70 71.32 43.33 7.58
FIVER@7 89.70 71.32 43.33 7.58
FIVER@8 89.70 71.32 43.33 7.58

Table 10: Cumulative FIVER accuracy with Qwen3-8B
(%).

From FIVER@1 to FIVER@8, cumulative ac-
curacy improves by 1.26, 1.47, 3.33, and 0.94
percentage points on MATH-398, MinervaMath,
AIME 2025, and HM2, respectively.
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