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Abstract

Thinking has emerged as a critical capability
for Large Language Models (LLMs) tackling
complex tasks. However, its reactive nature,
where reasoning is passively triggered only
upon receiving a user response, inevitably intro-
duces latency that compromises conversational
fluidity. This stands in sharp contrast to human
dialogue, where speakers proactively anticipate
and plan future content during natural pauses to
ensure seamless interaction. To bridge this gap,
we propose Proactive Thinking, a framework
that empowers models to precompute potential
response elements during conversational down-
time instead of waiting idly for the next input.
We then introduce a training-free baseline that
can think ahead by anticipating future states,
balancing efficiency and quality through spec-
ulative continual thinking. To evaluate this ap-
proach in practice, we adapt three goal-oriented
benchmarks of varying complexity into time-
aware environments that simulate real-time con-
versational flow. We demonstrate that proactive
thinking effectively improves interaction effi-
ciency without compromising performance. Ul-
timately, this work advocates for a fundamental
shift toward more intelligent, anticipatory, and
real-time conversational AI.

1 Introduction

The appeal of natural conversation lies in its inter-
active flow. A crucial component of this flow is
the inter-speaker interval, commonly around 200
ms for reactions (Heldner and Edlund, 2010). Al-
though this duration varies considerably across cul-
tures and topics, it seldom lasts longer than four
seconds. Longer pauses usually result in an awk-
ward silence (McLaughlin and Cody, 1982), mak-
ing participants uncomfortable.

The rise of Large Language Models (LLMs,
Achiam et al. 2023; Touvron et al. 2023; Yang

*These authors contributed equally.

et al. 2025; Liu et al. 2025a) has reshaped inter-
actions that previously occurred mainly between
humans. People now converse with LLM agents to
accomplish various tasks, a capability enabled by
the models’ sophisticated linguistic skills, learned
from vast corpora that include human dialogue. Re-
cently, conversational abilities have been advanced
further through chain-of-thought reasoning (Wei
et al., 2022; Yao et al., 2022; Bhaskar et al., 2025).
This “think-before-respond” paradigm significantly
enhances response quality by improving the un-
derstanding of user intent (Feng et al., 2025),
enabling more efficient goal achievement (Lai
et al., 2025), and incorporating safety consider-
ations (Jiang et al., 2025).

However, this paradigm inherently introduces la-
tency due to its reactive nature. LLMs always begin
thinking only after their dialogue turn starts, often
consuming hundreds or even thousands of tokens
for reasoning before generating a final response.
This delay severely limits the applicability of LLM
agents in live conversations and other real-time in-
teractive scenarios, where both response quality
and low latency are crucial for user experience.

A natural direction for addressing latency is to
accelerate the reasoning process itself. Prior work
has explored several avenues. For instance, tech-
niques such as model distillation and specialization
create smaller, faster models (Hsieh et al., 2023;
Zhao et al., 2024; Li et al., 2023). Other approaches
include adaptive thinking or adding length penalties
to encourage shorter reasoning chains (Zhang et al.,
2025; Kang et al., 2025; Aggarwal and Welleck,
2025). Alternatively, token-level caching and spec-
ulative decoding partially address the problem at a
system level (Zhou et al., 2024; Huang et al., 2025).
Though effective, these approaches either sacrifice
reasoning performance or require substantial and
costly engineering effort.

To address this limitation, we propose a
paradigm shift by introducing Proactive Think-
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Direct Responding Reactive Thinking Proactive Thinking

Hi doctor, I am a 35 y.o. male, and I
have fatigue and night sweats.

Have you recently traveled or
immigrated, or had TB exposure?

Thinking

Precomputing

I immigrated recently and may
have had TB exposure.

Hi doctor, I am a 35 y.o. male, and I
have fatigue and night sweats.

I immigrated recently and may
have had TB exposure.

Have you taken medications such as
isoniazid or rifampin?

Hi doctor, I am a 35 y.o. male, and I
have fatigue and night sweats.

I immigrated recently and may
have had TB exposure.

Have you taken medications such as
isoniazid or rifampin?

Waiting

Okay. Please rest well, stay hydrated,
and follow up if symptoms persist.

But I just mentioned my TB exposure
risk... shouldn't we check that first?

No, I haven't taken those medications.

Continual
       ThinkingWaiting

Replying

Have you recently traveled or
immigrated, or had TB exposure?

WaitingReplying

Have you recently traveled or
immigrated, or had TB exposure?

WaitingReplying

Figure 1: Comparison of direct responding, reactive thinking and proactive thinking paradigms.

ing. This approach simulates human social cog-
nition by utilizing the natural idle periods within
a dialogue to perform reasoning for future states
in advance (Levinson, 2016). When a user reply
arrives, the LLM can respond immediately with pre-
computed results. This effectively transforms rea-
soning from a passive computation into a prepara-
tory resource. However, determining what an LLM
should reason about during these windows and how
to effectively utilize that information while main-
taining performance remains an open question.

To answer this, we introduce a training-free
framework consisting of two mechanisms: precom-
putation via anticipated rollouts and speculative
continual thinking. By anticipating potential user
responses and reasoning through them, the LLM
can directly reuse precomputed results if the actual
input matches a speculation. In cases where the
input diverges, the LLM performs continual think-
ing to prevent performance degradation. Since
LLMs often struggle to decide optimally when
to continue thinking, we further integrate specu-
lative decoding (Leviathan et al., 2023) into our
framework. This system determines the appropriate
amount of precomputed content to reuse through
self-verification with theoretical performance guar-
antees.

To evaluate this paradigm, we introduce
Time-Aware Interaction Environments adapted
from 20 Questions (Qian et al., 2025), Agent-
Clinic (Schmidgall et al., 2024), and IN3 (Qian
et al., 2024). Unlike existing benchmarks, our en-
vironment unifies token generation and human typ-
ing speeds to estimate the dialogue countdown and

response latency, allowing for the simulation of
realistic time consumption. These datasets feature
varying levels of complexity regarding potential
user responses to test the robustness of our pro-
posed methods.

Experimental results across various LLMs
demonstrate that proactive thinking significantly
reduces latency compared to the reactive thinking
baseline, without compromising performance. Fur-
ther analyses indicate that our method is robust
across different environmental setups and hyperpa-
rameters. However, the ability to accurately antici-
pate user replies and utilize them more efficiently
remains a key area for future improvement.

In summary, this paper makes the following con-
tributions:

• We propose proactive thinking, a paradigm shift
from conventional reactive thinking that ad-
vances the interaction capability of LLMs by
reducing response latency via precomputation
during dialogue idle time.

• We propose a training-free approach to imple-
ment proactive thinking through precomputation
via anticipated rollouts and speculative continual
thinking, serving as a strong baseline for future
research.

• We develop time-aware interaction environments
of varied difficulty by adapting existing datasets
to support the standardized evaluation of proac-
tive thinking.

• We validate the effectiveness of proactive think-
ing and analyze its critical factors, providing in-
sights for further optimization of this paradigm.
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Figure 2: Comparison of accuracy and latency for
Qwen3-8B and 32B with scaling thinking tokens.

2 Preliminaries

In this research, we focus on reasoning-intensive
multi-turn dialogue tasks. Unlike open-domain
chitchat, these tasks require the LLM to achieve
a specific goal through strategic interaction. For
example, in a clinical consultation, the model
must systematically inquire about symptoms to ef-
ficiently reach an accurate diagnosis. We first for-
malize the conventional reactive thinking paradigm
(§2.1) and then present a pilot study highlighting
its inherent tradeoff between response quality and
interaction latency (§2.2).

2.1 Reactive Thinking
Multi-turn dialogue is modeled as a sequence
of interactions between an LLM 𝜋𝜃 and a user.
At each turn 𝑡, the model receives a user in-
put 𝑜𝑡 and generates a response 𝑎𝑡 . Let 𝜏<𝑡 =
(𝑜1, 𝑎1, . . . , 𝑜𝑡−1, 𝑎𝑡−1) represent the dialogue ex-
change up to the current turn.

To improve the quality of 𝑎𝑡 , a common practice
is to predict a reasoning trace 𝑟𝑡 before producing
the response 𝑎𝑡 :

𝑟𝑡 , 𝑎𝑡 = 𝜋𝜃 (𝜏<𝑡 , 𝑜𝑡 ).

As the reasoning 𝑟𝑡 is conditioned on the most re-
cent user input 𝑜𝑡 , the model remains idle while the
user is composing their message, and only begins
the computation for 𝑟𝑡 after 𝑜𝑡 is received.

2.2 The Performance and Latency Tradeoff
We conducted a pilot study on Agent-
Clinic (Schmidgall et al., 2024) to analyze
how reasoning budgets impact dialogue per-
formance. We evaluated Qwen3 (Yang et al.,

2025) models by varying the maximum allowed
number of reasoning tokens during each turn of
the conversation.

As illustrated in Figure 2, task accuracy scales
positively with the depth of reasoning. Both models
achieve their best performance at an average of
around 400 tokens. However, this performance
gain comes at the cost of significantly increased
response time. Achieving peak accuracy requires
about 4 seconds of reasoning after the user sends a
message. This leads to high latency that can make
the interaction feel sluggish and less responsive.

This bottleneck arises because the model follows
a rigid sequence: it waits for the user input before
beginning its reasoning process. This observation
leads to our central research question: can reason-
ing be decoupled from the immediate user input
to reduce latency?

3 Proactive Thinking

In this section, we first outline the conceptual
framework of proactive thinking (§3.1). Next, we
introduce a training-free baseline designed to the-
oretically reduce latency without compromising
performance (§3.2).

3.1 Conceptual Framework
In contrast to reactive thinking (see §2.1), our
method proactively thinks ahead during the interval
between the LLM’s response 𝑎𝑡−1 and the user’s
incoming reply 𝑜𝑡 . During this period, the LLM
precomputes a reasoning trace 𝑧𝑡 based on the his-
torical context:

𝑧𝑡 ∼ 𝜋𝜃 (𝜏<𝑡 ).
Upon receiving the true reply 𝑜𝑡 , the precompu-

tation is immediately interrupted if it has not yet
finished. The LLM then generates its next response
𝑎𝑡 conditioned on the precomputed result 𝑧𝑡 :

𝑒𝑡 , 𝑎𝑡 = 𝜋𝜃 (𝜏<𝑡 , 𝑜𝑡 , 𝑧𝑡 ),
where 𝑒𝑡 is an optional continuation of the thinking
process. To account for constraints such as limited
waiting time, model capability, or task complex-
ity, this design ensures robustness even when the
precomputed 𝑧𝑡 does not perfectly align with the
actual reply 𝑜𝑡 . While it shares similarities with
the reactive reasoning process, it effectively uti-
lizes 𝑧𝑡 as a potentially useful preparatory context.
If the necessary reasoning content is already cov-
ered within 𝑧𝑡 , the remaining reasoning workload
is minimized, thereby reducing generation latency.
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3.2 A Training-Free Baseline

Implementing proactive thinking introduces two
critical challenges: determining what the LLM
should precompute, and adaptively reusing those
precomputed results during continual thinking. We
address these challenges via anticipated rollout pre-
computation and speculative continual thinking, re-
spectively. We detail this approach in Algorithm 1.

Precomputation via anticipated rollouts The
main challenge of proactive thinking is the absence
of the true user reply 𝑜𝑡 during the precomputation
window. Nevertheless, LLMs trained on massive
dialogue corpora inherently develop the capacity to
anticipate probable user utterances given a conver-
sational context. This predictability creates an op-
portunity for computational acceleration: an LLM
can precompute the thinking process for the most
probable user replies while waiting for actual feed-
back.

Formally, at the 𝑡-th dialogue turn, immediately
after generating response 𝑎𝑡−1 but before observing
the next user utterance 𝑜𝑡 , we prompt the model
to hypothesize 𝑘 plausible user replies, denoted as
𝑂̂𝑡 = {𝑜 (𝑖)𝑡 }𝑘𝑖=1. For each hypothesized reply, the
model precomputes a corresponding anticipated
rollout containing the follow-up reasoning and re-
sponse 𝑧 (𝑖)𝑡 :

𝑂̂𝑡 = 𝜋𝜃 (𝑃, 𝜏<𝑡 ),
𝑧 (𝑖)𝑡 = 𝜋𝜃 (𝜏<𝑡 , 𝑜 (𝑖)𝑡 ),

where 𝑃 denotes the prompt utilized for hypothesis
generation. The resulting set of hypothesis-rollout
pairs {(𝑜 (𝑖)𝑡 , 𝑧 (𝑖)𝑡 )}𝑘𝑖=1 constitutes the precomputed
cacheZ𝑡 . Note that precomputation is bounded by
the real-world idle interval; thus,Z𝑡 may be incom-
plete, containing only partially generated content.

Speculative continual thinking Upon receiving
the actual user reply 𝑜𝑡 , a naive approach would
be to directly appendZ𝑡 to the context. However,
without explicit fine-tuning, LLMs struggle to na-
tively balance the reuse of mismatched precom-
puted elements with fluid continued thinking, often
leading to performance degradation. To resolve
this, we treat Z𝑡 as a draft and employ a modi-
fied speculative decoding mechanism, allowing the
model to reuse valid reasoning content via self-
verification.

We first select the most relevant hypothesis using

a lightweight similarity metric:

𝑘∗ = arg max𝑘 𝑠
(
𝑜𝑡 , 𝑜

(𝑘 )
𝑡

)
,

where 𝑠(·, ·) denotes a similarity score (e.g., string
matching or embedding similarity). For the se-
lected precomputed rollout 𝑧𝑘

∗
𝑡 , each drafted token

𝑧𝑘
∗

𝑡 ,𝑖 is accepted with an adjusted probability:

𝛼𝑖 = min

(
1, ℓ ·

𝜋𝜃 (𝑧𝑘∗𝑡 ,𝑖 | 𝜏<𝑡 , 𝑜𝑡 , 𝑧𝑘
∗

𝑡 ,<𝑖)
𝜋𝜃 (𝑧𝑘∗𝑡 ,𝑖 | 𝜏<𝑡 , 𝑜 (𝑘

∗ )
𝑡 , 𝑧𝑘

∗
𝑡 ,<𝑖)

)
,

where the lenience parameter ℓ ≥ 1 relaxes the
strict speculative acceptance condition to balance
generation quality and reuse efficiency (Liu et al.,
2025b). The verified content prefix 𝑧𝑘

∗
𝑡 ,< 𝑗 is deter-

mined by the first token position 𝑗 that is rejected
by this criterion.

The final response is then generated by continu-
ing from this accepted prefix rather than restarting
reasoning from scratch:

𝑒𝑡 , 𝑎𝑡 ∼ 𝜋𝜃 (𝜏<𝑡 , 𝑜𝑡 , 𝑧𝑘∗𝑡 ,< 𝑗).

The continuation trace 𝑒𝑡 is typically shorter
than the standard reasoning trace required by reac-
tive thinking, thereby yielding latency reductions.
Moreover, the verification step guarantees that all
reused content remains valid conditioned on the ac-
tual observation 𝑜𝑡 , preserving task performance.

Discussion The efficacy of this training-free strat-
egy is fundamentally contingent upon the model’s
capacity to anticipate the distribution of possible
user utterances. If the model fails to capture the
actual user response, the utility of the precomputed
rollout setZ𝑡 diminishes because less content can
be reused. This highlights a critical dependency
on the entropy of the conversational context. In
structured or task-oriented scenarios where con-
versations follow predictable, logical trajectories,
the model can effectively span the most probable
outcomes with a small 𝑘 , resulting in substantial
latency reductions. Conversely, within open-ended
or high-entropy exchanges, the vast state space of
potential user replies makes it difficult to generate
a matching hypothesis, which may render precom-
putation less effective. As a result, while this ap-
proach offers robust acceleration, the performance
gains are most pronounced in focused interactions
where the range of plausible user feedback is con-
strained.
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4 Time-Aware Interaction Environment

Standard multi-turn benchmarks predominantly
evaluate the semantic quality of agent responses
while overlooking the temporal dynamics inherent
in real-world dialogue. We address this gap by
proposing a framework that simulates time-aware
interactions, enabling the evaluation of an agent’s
ability to utilize idle time for proactive thinking.

4.1 Benchmark Compositions

We utilize three interactive tasks with varying levels
of complexity in anticipating user replies:

• 20 Questions: This is a cooperative game where
a player attempts to guess a secret object by ask-
ing up to 20 yes-or-no questions. It is frequently
used to evaluate a model’s deductive reasoning,
strategic inquiry, and information-seeking capa-
bilities. We use 401 cases from Qian et al. (2025)
for evaluation.

• AgentClinic (Schmidgall et al., 2024): This envi-
ronment simulates a dynamic medical setting by
framing diagnostic tasks as multi-turn dialogues,
evaluating LLMs on sequential clinical decision-
making rather than static question-answering.
We adopt the set based on MedQA (Jin et al.,
2021), which comprises 214 patients.

• IN3 (Qian et al., 2024): Intent understanding
is a fundamental capability in dialogue systems.
This benchmark evaluates an agent’s capacity
to infer implicit user intentions through explicit
multi-turn interactions. We adopt a subset of 420
cases from Qian et al. (2025), covering diverse
domains such as cookery, arts, and programming.

Following prior work, we employ an LLM as a user
simulator to ensure controllable and reproducible
interactions. The specific prompt configurations
for these simulators are detailed in §A.

4.2 Temporal Modeling

Because of the significant discrepancy between
LLM inference throughput and human cognitive
processing speeds, measuring simulated wall-clock
time is unsuitable. Furthermore, hardware hetero-
geneity and varying software environments often
compromise reproducibility. Therefore, we model
time based on standardized token generation rates
and human typing speeds. We introduce two rele-
vant metrics for this simulation:

• Response Latency: This represents the delay
between the completion of user input and the de-
livery of the LLM’s response. As illustrated in
Figure 2, generation time grows almost linearly
with the number of generated tokens across dif-
ferent LLMs on AgentClinic, a pattern we also
observe in the other datasets. We define this la-
tency as 𝑁𝑜𝑢𝑡

𝑣 , where 𝑁𝑜𝑢𝑡 is the number of gen-
erated tokens and 𝑣 is a constant token generation
rate per second.

• Dialogue Countdown: This represents the in-
terval during which the user processes informa-
tion and composes a reply, providing a potential
thinking window for the agent. This window
comprises a fixed cognitive delay 𝑑 and a vari-
able composition time based on the user’s typing
speed 𝑣𝑢. The total window is modeled as 𝑑+ 𝑁𝑖𝑛

𝑣𝑢
,

where 𝑁𝑖𝑛 represents the number of tokens in the
user’s reply. We calibrate 𝑣𝑢 to align with stan-
dard human typing rates of 30 to 60 words per
minute (Dhakal et al., 2018; Palin et al., 2019).

While this framework is currently implemented
for text-based communication, the underlying logic
is natively extensible to other interaction modali-
ties, such as speech.

5 Experiment

5.1 Setup

Models and Hyperparameters By default, we
set 𝑣 = 100, 𝑑 = 0.5, and 𝑣𝑢 = 1 across all envi-
ronments, based on preliminary experiments and
empirical findings. We also explore the influence
of these parameters across different simulation sce-
narios in our analysis. For user simulation, we
employ gpt-oss-120B across all environments. To
evaluate proactive thinking, we compare it against
conventional direct responding and reactive think-
ing across various LLMs, including Qwen (Yang
et al., 2025), Gemma (Team et al., 2024), and
Llama (Touvron et al., 2023). The specific prompts
used in this study are provided in Appendix A. All
models are deployed using vLLM on four A100
GPUs with a generation temperature of 0.5 to en-
courage response diversity. For proactive thinking,
rather than using a fixed 𝑘 , the LLM dynamically
selects a value of 2 or 3 by default. We utilize
the small embedding model trained by Gao et al.
(2021) for rollout selection and set ℓ = 5 for self-
verification. Due to the limited size of AgentClinic,
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Method 20 Questions AgentClinic IN3

Acc. ↑ # Turn ↓ Lat. ↓ Acc. ↑ # Turn ↓ Lat. ↓ Acc. ↑ # Turn ↓ Lat. ↓
Gemma-4-E4B-it 47.6 19.9 0.15 18.2 10.0 0.20 86.9 8.5 0.23
⌞ Reactive 57.6 14.9 1.47 24.3 9.8 1.55 88.8 8.5 1.60
⌞ Proactive 58.1 14.8 0.26 25.9 9.8 0.92 88.1 8.7 1.20

Qwen3.6-27B 78.3 11.0 0.15 35.5 9.7 0.22 76.4 8.0 0.25
⌞ Reactive 81.1 9.6 2.15 46.7 7.3 2.56 83.0 8.1 3.04
⌞ Proactive 82.7 9.4 1.03 47.4 7.4 1.43 83.7 7.8 2.32

Qwen3.5-122B-A10B 71.8 12.3 0.15 30.3 9.8 0.22 78.6 8.3 0.23
⌞ Reactive 80.5 9.9 1.80 48.1 7.3 3.25 82.6 8.0 2.28
⌞ Proactive 78.6 9.8 0.92 48.5 7.3 1.87 83.2 7.9 1.52

Llama-3.3-70B-Instruct 65.5 19.9 0.15 30.8 10.0 0.17 83.2 8.8 0.17
⌞ Reactive 66.8 14.0 0.55 37.4 10.0 2.23 84.2 8.9 0.52
⌞ Proactive 66.9 14.1 0.13 36.7 9.9 1.42 85.8 8.7 0.34

Table 1: Main performance comparison of direct response, reactive thinking, and proactive thinking strategies using
various LLMs on three interactive environments.

we report the average of four runs to ensure the
reliability of our results.

Evaluation Metrics We evaluate each method
based on task performance and dialogue latency.
Following prior work, task performance is mea-
sured by Accuracy and the number of turns
(#Turns). Accuracy indicates whether the model
successfully achieves the objective (e.g., making
an accurate diagnosis). The computational details
of this metric for each environment are described
in §B. The #Turns metric measures interaction effi-
ciency, where a lower number indicates higher effi-
ciency. For dialogue latency, we report the average
latency (in seconds) per dialogue turn, computed
within the simulated environment defined in §4.2.

5.2 Main Results

Table 1 shows the test results of different meth-
ods in our time-aware interaction environments.
Compared with direct response, reactive thinking
consistently improves task performance, yielding
higher accuracy or fewer interaction turns across
all models and datasets. However, it incurs a sig-
nificant latency penalty, echoing the findings of our
pilot study.

With proactive thinking, we observe a substan-
tial reduction in latency compared to reactive think-
ing, while maintaining competitive task perfor-
mance. This improvement occurs because proac-
tive thinking allows the model to reuse reasoning
traces from precomputation, thereby reducing the
number of tokens that need to be generated. Ad-
ditionally, because the reused content has already
undergone verification, it avoids the noise that typi-
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Figure 3: Comparison of reactive and proactive think-
ing approaches under different environmental setups,
varying user typing speed (WPM) and model generation
speed (Tokens/s).

cally leads to performance degradation.
We observe that the gains in latency reduction

diminish when transitioning from 20 Questions to
AgentClinic, and further to IN3. This trend stems
from the inherent complexity of anticipating user
responses, as detailed in our expanded analysis
in §C. Intuitively, a patient’s response is more di-
verse than that of the oracle in 20 Questions, while
IN3 introduces an even greater challenge. Nev-
ertheless, our method consistently preserves task
performance, validating its robustness.

5.3 Analyses

We conduct further analyses on several key factors
to better understand the underlying mechanism of
proactive thinking. By default, our experiments
are evaluated on AgentClinic using Qwen3.6-27B.
Due to space constraints, additional analyses and
detailed case studies are provided in §C.
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Acc. ↑ Rec. ↑ Lat. ↓
20 Questions
Ours 82.7 1.00 1.03
⌞ 𝑘 = 1 82.2 0.61 1.29
⌞ Incorrect Reply 83.0 0.00 2.56

AgentClinic
Ours 47.4 0.58 1.43
⌞ 𝑘 = 1 46.3 0.45 1.69
⌞ Naive Copy 44.9 – 2.01
⌞ Empty Reply 43.7 – 1.99

Table 2: Ablation study on the impact of the hypothesis
generation. Rec. indicates the semantic recall rate of
the gold user reply.

Performance in different environment setups
User typing speed and model generation speed can
vary significantly across different environments.
To quantify their influence on the final latency, we
adjust their corresponding hyperparameters; the
results are presented in Figure 3. As expected, la-
tency increases alongside user typing speed. This
occurs because a faster user reply shortens the di-
alogue countdown, which can prevent the antici-
pated rollout from completing its generation. A
faster token generation speed reduces latency for
both the proactive and reactive thinking approaches.
Nevertheless, our method consistently maintains an
obviously lower latency, demonstrating its general-
ization capabilities across diverse environments.

Effectiveness of anticipating the user responses
In Table 2, we evaluate the impact of hypothesis
generation on performance. We first analyze the 20
Questions dataset, which allows for precise adjust-
ment of the gold user reply’s recall. We compare
our method against two variants: one setting 𝑘 = 1
and another utilizing an incorrect user reply for
precomputation. The results demonstrate that suc-
cessfully anticipating user responses fosters a more
consistent reasoning process, which enhances the
token acceptance rate and reduces latency. We ob-
serve a similar trend on AgentClinic. However,
since LLMs can be highly sensitive to verbosity,
phrasing variations can significantly alter the out-
put distribution even with semantically identical
content (Zhou et al., 2024). Thus, there remains
considerable room for improvement through fur-
ther optimization. We further explore alternative
baselines, such as employing an empty string or di-
rectly copying the previous model response as the
anticipated rollout. Both configurations perform
substantially worse than our approach, validating
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Figure 4: Performance of proactive thinking with varied
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the necessity of our hypothesis generation step.

Robustness to the lenience ℓ Typically, ℓ relaxes
the acceptance criteria for draft tokens. A larger ℓ
allows for a longer reused prefix, thereby reducing
latency, though at the potential risk of degrading
performance. Surprisingly, as shown in Figure 4,
while we observe a significant reduction in latency
with larger values of ℓ, there is no corresponding
drop in task performance. We attribute this to the
fact that the probability discrepancy for tokens that
ought to be rejected is often quite large across dif-
ferent contexts. Consequently, ℓ can be selected
from a wide range, demonstrating the robustness
of our method to this parameter.

Analysis of token consumption Proactive think-
ing inherently trades precomputation for reduced
interaction latency. Because the system cannot
perfectly anticipate user responses at every turn,
computational overhead is inevitable and can scale
with the number of speculative rollouts 𝑘 . To quan-
tify this trade-off, we evaluate token consumption
on AgentClinic using Qwen3.6-27B, with results
illustrated in Figure 5. As expected, increasing 𝑘
leads to higher token consumption; however, we
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believe future work could mitigate this overhead by
developing adaptive thinking mechanisms that dy-
namically adjust 𝑘 based on the dialogue context.

6 Related Work

6.1 Think-Before-Response Paradigm

The concept of Chain-of-Thought (CoT) was pio-
neered by (Wei et al., 2022), demonstrating that en-
couraging models to generate intermediate reason-
ing steps substantially improves performance on
complex tasks. This approach effectively mirrors
human “System 2” thinking (Evans and Stanovich,
2013), where intricate problems are decomposed
into sequential, deliberate steps. Subsequent re-
search has further enhanced this capability by con-
structing high-quality reasoning chains via rejec-
tion sampling (Zelikman et al., 2022; Yu et al.,
2024) or tree search methods (Guan et al., 2025),
significantly boosting performance on reasoning-
intensive tasks such as mathematics.

Recent advances have successfully leveraged Re-
inforcement Learning (RL, Schulman et al. 2017;
Shao et al. 2024) to scale inference-time compu-
tation (Guo et al., 2025; Team et al., 2025; Yang
et al., 2025). By incentivizing models to gener-
ate longer, more rigorous reasoning traces, these
approaches have yielded remarkable performance
gains across a broader range of domains, including
complex multi-turn dialogues (Bhaskar et al., 2025;
Qian et al., 2025; Gandhi et al., 2026).

However, this paradigm introduces a significant
trade-off between task performance and response
latency. Although various optimization techniques
have been explored to mitigate these delays, such
as efficient decoding algorithms (Wang et al., 2025;
Shi et al., 2025; Shen et al., 2025) or methods
to compress thinking length (Wu et al., 2025a;
Laaouach, 2025; Zhang et al., 2025; Team et al.,
2025), they fundamentally operate within a tradi-
tional reactive thinking framework. In this work,
we propose a paradigm shift toward proactive think-
ing. This approach is orthogonal to the optimiza-
tion techniques mentioned above; thus, combining
them is expected to unlock further latency reduc-
tions and performance gains.

6.2 Multi-Turn Dialogue Tasks

Dialogue modeling has long been a foundational
challenge in natural language processing (NLP).
Early research typically categorized dialogue sys-
tems into task-oriented and open-domain tracks

(Chen et al., 2017). While the emergence of LLMs
has drastically advanced open-domain chit-chat ca-
pabilities (Achiam et al., 2023), these models still
face challenges in complex, task-oriented scenar-
ios that demand intensive reasoning and multi-step
sequential decision-making (Li et al., 2024; La-
ban et al., 2025). This limitation arises because
standard LLMs are predominantly optimized for
immediate, single-turn responses, causing them
to act as passive respondents rather than strategi-
cally steering multi-turn interactions toward long-
horizon goals.

To address this myopic optimization, recent ef-
forts have applied RL to align model behaviors
with multi-turn objectives through proactive inter-
actions (Wu et al., 2025b; Wang et al., 2026). In
parallel, multi-party settings introduce the need for
structural proactivity, where an LLM must engage
autonomously without explicit prompts. For ex-
ample, Liu et al. (2025c) introduced a reasoning
workflow that enables models to determine the op-
timal timing to speak.

Distinct from prior work focusing on proactivity
in the context of when to speak, our work concen-
trates on when to think, offering potential to com-
plement and be integrated with various existing
methods.

6.3 Streaming Dialogue Systems
Beyond turn-based text communication, streaming
modalities such as spoken dialogue represent an-
other critical frontier (Ji et al., 2024), where user in-
put is received continuously. This continuous flow
has catalyzed incremental processing approaches
(Hastie et al., 2012; Kennington et al., 2025) de-
signed to process information word by word. For
instance, Shih et al. (2025) proposed initiating the
model’s thinking process concurrently while the
speaker is still talking. Similarly, Wang et al. (2024)
and Zhang et al. (2024) allowed systems to contin-
uously receive user inputs and generate responses.
However, neither framework investigates the role
of internal thinking in such contexts. Alternatively,
Xie et al. (2025) proposed interleaving thinking
with response generation, distributing the computa-
tional latency across individual tokens to minimize
the user’s perceived delay.

Despite these advances, these methods are re-
stricted to streaming setups and remain bounded
by the reactive thinking paradigm: they wait for (at
least partial) user input to trigger reasoning, rather
than thinking proactively. As a result, they fail to
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utilize strategic windows such as turn-taking gaps
or initial, low-information filler words. Integrat-
ing proactive thinking with incremental processing
thus offers a promising synergy to further minimize
latency and enhance real-time interaction quality.

7 Conclusion

In this work, we proposed proactive thinking to
reduce response generation latency in multi-turn di-
alogues. Unlike standard reactive reasoning, which
must wait for the user’s latest reply to begin, our
approach decouples the thinking process from the
sequential interaction trajectory by precomputing
thoughts for later use. We introduced a training-
free baseline leveraging anticipated rollout for pre-
computation, alongside a continual-thinking mech-
anism based on speculative decoding to efficiently
reuse precomputed results. To validate our ap-
proach, we developed a time-aware interaction en-
vironment based on three existing benchmarks of
varying difficulty. Our results demonstrate that the
proposed method effectively reduces interaction
latency without compromising performance.

This study serves as a preliminary exploration of
proactive thinking. We believe these results can be
further improved through the following directions:

• User intent understanding: The performance
of a proactive agent is bounded by its ability to
accurately anticipate future states, which requires
a deep understanding of user intents. This is con-
ceptually analogous to predicting state transitions
in a Markov decision process (Ha and Schmidhu-
ber, 2018; LeCun, 2022).

• Tailored reasoning: While our training-free
baseline is effective, it faces computational inef-
ficiencies due to its handcrafted workflow. This
limitation could be addressed through reinforce-
ment learning (RL) (Guo et al., 2025; Qian et al.,
2025) to train LLMs to actively explore efficient
reasoning strategies optimized for the final goal.
Determining how to best guide exploration and
design effective rewards remains an important,
under-explored question.

• Broader application: Proactive thinking can
be combined with incremental processing tech-
niques to better support streaming dialogue envi-
ronments. Furthermore, this paradigm can be
extended to more diverse interactive environ-
ments, such as real-time strategy games (Ma
et al., 2024) or autonomous driving (Wang et al.,

2023), enabling instant, safer, and higher-quality
decisions.

Limitations

This work serves as a preliminary exploration into
the novel concept of proactive thinking; however,
several limitations must be addressed before the
approach can be fully operationalized. First, while
proactive thinking successfully reduces latency, it
currently incurs higher computational costs due
to the necessity of anticipating future states. This
overhead remains unavoidable because the system
cannot yet perfectly predict every outcome. Future
iterations could employ adaptive mechanisms to
trigger these predictive processes only at optimal
moments, thereby reducing resource consumption.

Second, we have not yet explored training-based
approaches, which would likely yield more sub-
stantial improvements by optimizing model param-
eters directly. Pursuing this direction will require
significant effort, as existing models lack inherent
proactive thinking capabilities. Consequently, a
critical next step involves developing effective data
generation pipelines to curate large-scale datasets
specifically designed to foster this behavior during
training.

Finally, the current time-aware interaction envi-
ronment may not fully capture the complexities of
real-world settings, where variables such as human
recognition time and typing speed fluctuate. Addi-
tionally, our evaluation focuses on idealized time
consumption. In practice, deployed performance
will depend on engineering refinements, such as the
ability to flexibly interrupt precomputations upon
receiving a user reply and to allow prefix continu-
ation by reusing the KV cache embedded during
self-verification without recomputation.
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A Prompts

This appendix summarizes the prompts used for
both the user and assistant simulations.

User Simulation For 20 Questions and IN3, we
directly adopt the user simulation prompts from
Qian et al. (2025). For AgentClinic, we refine the
prompt to ensure a more realistic simulation, incor-
porating insights from recent studies (Gong et al.,
2025; Kyung et al., 2026), as shown in Figure 7.
The prompt used to evaluate the correctness of the
final diagnosis is presented in Figure 8.

14897



(0, 20%]

(20, 40%]

(40, 60%]

(60, 80%]

(80, 100%]
0

50

100

3.99

40.46

78.05

120.23
130.37

Dialogue Progress

#
R

eu
se

d
To

ke
ns

Figure 6: The average number of reused tokens across
different stages of dialogue progress.

Assistant Simulation The prompts evaluated in
this study include direct response, reactive thinking,
and the user response anticipation mechanism used
in proactive thinking; the corresponding templates
are presented in Figure 9, Figure 10, and Figure 11.
For simplicity, we only display the prompts used
for AgentClinic, as the configurations for the other
datasets share a highly similar structure.

B Evaluation Metrics

To measure task performance across diverse en-
vironments, we utilize a unified accuracy metric,
though its computation is tailored to each environ-
ment’s specific goals. In 20 Questions and Agent-
Clinic, where the objective is to deduce a target
entity, we employ the LLM-as-a-Judge approach
to evaluate predictions against the ground truth,
avoiding overly strict exact string matching. For
IN3, the objective shifts to predicting the missing
details required to resolve user queries. IN3 de-
fines multiple levels of importance for these miss-
ing details. This work focuses on the recall of the
highest-importance level, because these most im-
portant ones rely more heavily on the reasoning
capacity of LLMs during strategic interaction.

C Further Analysis

Effectiveness over dialogue turns We charac-
terize the effect of proactive thinking across dif-
ferent dialogue turns. Because different conver-
sation sessions can vary in their total number of
turns, we normalize the session lengths by group-
ing the dialogue turns into five equal progress in-
tervals. For each interval, we report the number
of accepted tokens, which directly correlates with

Environment Recall (%) Chosen (%) Δ Lat. (%)

20 Questions 97.9 97.9 52.0
AgentClinic 58.1 55.1 44.0
IN3 35.8 26.6 23.7

Table 3: Average recall of actual user replies within
hypothesized sets, the percentage of correct predictions
chosen for continual thinking, and the corresponding
latency reduction across environments.

latency reduction. These results are detailed in Fig-
ure 6. As the dialogue progresses, the number of
accepted tokens increases substantially, suggesting
that proactive thinking becomes increasingly effec-
tive in later stages of a conversation. This trend
likely occurs because the dialogue topic narrows
as the interaction continues, allowing the model to
more accurately predict subsequent user replies.
Furthermore, the model’s internal thinking pro-
cess naturally maintains a more consistent analysis
when grounded in a longer, richer dialogue context.
Consequently, a higher proportion of tokens from
anticipated rollouts are successfully accepted.

Recall of user replies across environments As
discussed in §3.2, the effectiveness of our method
can rely heavily on its ability to anticipate future
dialogue states. To further validate this, we report
the recall of user replies during the precomputa-
tion step in Table 3. The recall values across these
environments strongly correlate with the latency
reductions shown in our main results, thereby vali-
dating our intuition. For IN3, even though a correct
user reply is predicted, the model might not select
it for subsequent processing due to the limited ca-
pacity of the small embedding model. We believe
that employing a stronger model or training a spe-
cialized one would further improve these results.

Case study Table 4 illustrates two distinct dia-
logue states from the same session. In Case 1, the
patient’s response perfectly matches a precomputed
hypothesis; leveraging this foresight, the system
reuses the anticipated rollout prefix and bypasses
post-reply generation to achieve near-zero latency.
Conversely, Case 2 highlights the robustness of our
speculative continual thinking mechanism against
unpredictable behavior. When the patient’s reply
deviates from precomputed trajectories, the frame-
work uses self-verification to rescue the valid prefix
and extends it to generate the corrected reasoning
path.
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Prompt for Patient Simulation

You are the patient (or their companion) described in the records below. Fully immerse yourself in this persona, setting
aside your identity as an AI. Continue the dialogue based on the history provided.

Patient Records:
{patient_records}

Dialogue History:
{history}

Operational Guidelines:

1. Opening: If there is no dialogue history, the conversation has just begun. Briefly greet the doctor and describe
your most prominent symptoms.

2. Information Pacing: Reveal details or symptoms gradually. Do not provide a full medical history at once; only
answer what is specifically asked.

3. Clarification Triggers:

• If the doctor’s question is non-specific (e.g., “Tell me about your pain” or “What did the scan say?”), do not
answer. Ask them exactly what they want to know.

• If the doctor asks more than one thing in a single response–even if they are in the same sentence (e.g.,
“Where is the pain and when did it start?”)–you must stop them. Respond by saying you can only handle
one question at a time or that they are moving too fast.

4. Knowledge Boundaries: Do not reveal your diagnosis or ED disposition, as a real patient would not have this
information yet.

5. Language & Tone:

• Use informal, everyday language and a tone that matches the patient’s background.
• If the doctor uses words exceeding the patient’s proficiency, ask for rephrasing or simpler terms.

6. Output Constraints:

• Content: Output the spoken response ONLY. Do not include physical actions, non-verbal cues, or descrip-
tions.

• Length: 1-2 concise sentences (Strictly under 20 words).
• Consistency: Ensure all responses align with the patient’s profile and previous dialogue history.

Please output your spoken response to the doctor only.

Figure 7: Prompt for patient simulation.

Prompt for Answer Evaluation

You are a medical terminology expert specializing in diagnostic verification.
Determine if the “Doctor’s Diagnosis” extracted from the dialogue refers unambiguously to the “Correct Diagnosis.”

Correct Diagnosis: {answer}
Doctor Dialogue: {dialogue}

Evaluation Criteria:

1. Synonyms, common medical abbreviations, or layperson terms that map directly and exclusively to the correct
diagnosis (e.g., “Hypertension” vs. “High blood pressure”) should be marked as Yes.

2. If the doctor suggests a differential diagnosis (e.g., “It could be X or Y”), or provides only a symptom (e.g.,
“Cough”) instead of the specific disease, mark as No.

Respond with exactly one word: “Yes” or “No”.

Figure 8: Prompt for answer evaluation.
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Prompt for Direct Response

Act as an efficient Diagnostic Physician. Communicate only through dialogue. Your goal is to examine a patient and
ask targeted questions to diagnose their condition. Since the number of interactions is limited, prioritize your questions
to reach an accurate diagnosis as efficiently as possible.

Dialogue History:
{history}

Operational Protocol:

1. Inquiry: Use <response> to ask about symptoms, medical history, or test results. Maintain a professional,
empathetic, and concise tone.

2. Diagnosis: Once you have gathered sufficient evidence, provide the final diagnosis within <answer> tags.

3. Efficiency: Minimize the number of interactions. You must provide a definitive diagnosis within 10 total rounds
of interaction. Current round count: {round}.

Output Format:

• During Examination: <response> [A concise question or statement under 20 words] </response>

• Upon Diagnosis: <answer> [A definitive diagnosis without ambiguity] </answer>

Figure 9: Prompt of direct response used for doctor simulation.

Prompt for Reactive Thinking

Act as an efficient Diagnostic Physician. Communicate only through dialogue. Your goal is to examine a patient and
ask targeted questions to diagnose their condition. Since the number of interactions is limited, prioritize your questions
to reach an accurate diagnosis as efficiently as possible.

Dialogue History:
{history}

Operational Protocol:

1. Inquiry: Use <response> to ask about symptoms, medical history, or test results. Maintain a professional,
empathetic, and concise tone.

2. Diagnosis: Once you have gathered sufficient evidence, provide the final diagnosis within <answer> tags.

3. Strategic Reasoning: Before each <response> or <answer>, reason step by step carefully in <thought> tags.

4. Efficiency: Minimize the number of interactions. You must provide a definitive diagnosis within 10 total rounds
of interaction. Current round count: {round}.

Output Format:

• During Examination: <thought> [Stepwise reasoning] </thought> <response> [One concise question or
statement under 20 words] </response>

• Upon Diagnosis: <thought> [Stepwise reasoning] </thought> <answer> [A definitive diagnosis without
ambiguity] </answer>

Figure 10: Prompt of reactive thinking for doctor simulation.

14900



Prompt for User Reply Anticipation

Dialogue History:
{history}

What are the most likely patient responses? List the 2-3 most likely patient responses, sorted by probability.

Please strictly follow this output format:
<response> most likely response </response>
<response> second most likely response </response>

Figure 11: Prompt for user reply anticipation.

Algorithm 1 Training-free Baseline for Proactive Thinking

Require: Dialogue history 𝜏<𝑡 , hypothesis prompt 𝑃, LLM 𝜋𝜃 , lenience parameter ℓ ≥ 1, hypothesis
budget 𝑘 , sequence similarity metric 𝑠(·, ·)
Phase 1: Precomputation via Anticipated Rollouts ⊲ Executed during real-world idle interval

1: 𝑂̂𝑡 = {𝑜 (𝑖)𝑡 }𝑘𝑖=1 ∼ 𝜋𝜃 (𝑃, 𝜏<𝑡 ) ⊲ Hypothesize plausible user utterances
2: Z𝑡 ← ∅
3: for each 𝑜 (𝑖)𝑡 ∈ 𝑂̂𝑡 do
4: 𝑧 (𝑖)𝑡 , 𝒑 (𝑖)draft ∼ 𝜋𝜃 (𝜏<𝑡 , 𝑜 (𝑖)𝑡 ) ⊲ Sample rollout sequence with log-probabilities returned

5: Z𝑡 ←Z𝑡 ∪
{(
𝑜 (𝑖)𝑡 , 𝑧 (𝑖)𝑡 , 𝒑 (𝑖)draft

)}
6: end for

Phase 2: Speculative Continual Thinking ⊲ Executed upon receiving actual observation
7: Observe true user reply 𝑜𝑡

8: 𝑘∗ ← arg max𝑖∈{1,...,𝑘} 𝑠
(
𝑜𝑡 , 𝑜

(𝑖)
𝑡

)
⊲ Retrieve nearest precomputed hypothesis

9: Retrieve tuple
(
𝑧𝑘
∗

𝑡 , 𝒑 (𝑘
∗ )

draft

)
from cacheZ𝑡 , setting 𝑁 ← |𝑧𝑘∗𝑡 |

10: 𝒑target ← 𝜋𝜃 (𝑧𝑘∗𝑡 | 𝜏<𝑡 , 𝑜𝑡 ) ⊲ Evaluate target distribution over the draft sequence

11: 𝜶← min
(
1, ℓ · 𝒑target

𝒑 (𝑘
∗)

draft

)
∈ R𝑁 ⊲ Compute element-wise acceptance bounds

12: u ∼ U(0, 1)𝑁 ⊲ Sample verification vector uniformly
13: 𝑗 ← min ({𝑖 | u[𝑖] > 𝜶[𝑖]} ∪ {𝑁 + 1}) ⊲ Identify the accepted prefix boundary
14: 𝑒𝑡 , 𝑎𝑡 ∼ 𝜋𝜃 (𝜏<𝑡 , 𝑜𝑡 , 𝑧𝑘∗𝑡 ,< 𝑗) ⊲ Resume autoregressive continuation
15: return Response 𝑎𝑡
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Case Studies

Case 1: Full Cache Hit (Latency: ∼0s) Case 2: Partial Cache Hit (Latency: ∼0.8s)

— Context Setup —

Summarized History:
The patient has right arm pain and limited mobility without trauma. The
prior turn localized the pain to the outer side of the right forearm, near the
elbow.

— Context Setup —

Summarized History:
The patient has right arm pain and limited mobility without trauma. The
prior dialogue established that the patient prefers single questions, so the
doctor asks only for the pain location.

Doctor Question:
“Does the pain worsen when you try to lift your hand with your palm facing
down?”

Doctor Question:
“Can you point to the exact area where the pain is most intense?”

— Precomputation Phase —

Hypothesis Reply 1:
“Yes, it hurts significantly when I try to do that.”

Anticipated Rollout 1:
<thought> The patient presents with lateral elbow pain (outer forearm)
exacerbated by wrist extension against resistance (lifting hand with palm
down). This is the classic presentation of Lateral Epicondylitis (Tennis
Elbow). The absence of trauma supports an overuse etiology. To confirm, I
need to check for tenderness at the specific anatomical landmark: the lateral
epicondyle. </thought>
<response> Is there specific tenderness when you press on the bony bump
on the outside of your elbow? </response>

Hypothesis Reply 2:
“No, that movement doesn’t seem to make it worse.”

Anticipated Rollout 2:
<thought> The patient has lateral elbow/forearm pain without trauma. The
negative response to lifting with palm down (wrist extension) makes lateral
epicondylitis (tennis elbow) less likely... Let’s ask about pain when gripping
objects tightly, as this is a key differentiator for lateral epicondylitis vs other
conditions.</thought>
<response> Does gripping objects tightly, like a coffee cup or doorknob,
increase the pain? </response>

— Precomputation Phase —

Hypothesis Reply 1:
“It’s right here in my shoulder, especially when I try to lift my arm.”

Anticipated Rollout 1:
<thought> The patient has right shoulder pain with limited movement, no
trauma history, and pain is worst when lifting the arm. This presentation is
highly suggestive of shoulder pathology such as rotator cuff tendinopathy...
I will ask about the nature of the movement limitation. </thought>
<response> Is the limited movement due to pain or actual stiffness?
</response>

Hypothesis Reply 2:
“The pain is mostly in my upper arm, near the shoulder joint.”

Anticipated Rollout 2:
<thought> The patient has right shoulder/upper arm pain without trauma. I
need to differentiate between rotator cuff pathology, adhesive capsulitis, or
referred pain. Asking about specific movement limitations helps identify
rotator cuff tears or impingement. </thought>
<response> Is the pain worse when you try to lift your arm out to the side?
</response>

— Continual Thinking Phase —

Actual Patient Reply:
“Yes, it really hurts when I try to lift my hand with my palm facing down.”

Rollout Selection: Rollout 1 was selected.

Reused Prefix (113/113 tokens):
<thought> The patient presents with lateral elbow pain (outer forearm)
exacerbated by wrist extension against resistance (lifting hand with palm
down). This is the classic presentation of Lateral Epicondylitis (Tennis
Elbow). The absence of trauma supports an overuse etiology. To confirm, I
need to check for tenderness at the specific anatomical landmark: the lateral
epicondyle. </thought> <response> Is there specific tenderness when
you press on the bony bump on the outside of your elbow? </response>

Continual Thinking:
No continued generation was needed.

Generation Latency: 0 tokens generated→∼0.00 s

— Continual Thinking Phase —

Actual Patient Reply:
“It’s mostly on the outer side of my right forearm, near the elbow.”

Rollout Selection: Rollout 2 was selected.

Reused Prefix (6/81 tokens):
<thought> The patient has

Continual Thinking (New Generation):
lateral elbow pain without trauma. This is classic for Lateral Epicondylitis
(Tennis Elbow). To confirm, I need to check for pain on resisted wrist
extension, which is the hallmark physical exam finding. I will ask if
specific movements worsen the pain. </thought> <response> Does the
pain worsen when you try to lift your hand with your palm facing down?
</response>

Generation Latency:
84 tokens at 100 tokens/s = 0.84 s

Table 4: Case studies for proactive thinking. Green marks the reused prefix (cache hit) and orange marks newly
generated continuation (cache miss correction) after the actual patient reply.
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