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Abstract

In this work, we compared various architec-
tures of surface morpheme segmentation al-
gorithms using data from 20 languages belong-
ing to different language families and with
varying data availability. We compare con-
ventional subword and statistical baselines,
CNN and LSTM models trained from scratch,
fine-tuned multilingual encoders, prompted
frontier LLMs, and LoRA-tuned decoder-only
LLMs. To the best of our knowledge, this
is the first systematic study of decoder-only
LLMs for morpheme segmentation. Our results
show that XLM-Roberta-large fine-tuned for
character-level sequence labeling with whole-
word context remains the strongest and most
stable language-agnostic approach, achieving
the highest average normalized score and im-
proving previous SOTA results for five lan-
guages. At the same time, LoRA fine-tuning of
Qwen3-32B yields competitive results and sub-
stantially outperforms XLM-Roberta-large for
Dravidian and Indo-Aryan languages, demon-
strating that decoder-only LLMs can be effect-
ively adapted to the task. Prompting frontier
LLMs, however, remains inconsistent. Finally,
root-disjoint evaluation and error analysis show
that generalization to unseen roots and dataset-
specific segmentation conventions remain cent-
ral challenges.

1 Introduction

Morpheme segmentation — the decomposition of
words into their smallest meaning-bearing units —
is important both for linguistic applications, such
as language education (Kuo and Anderson, 2006;
Volskaya et al., 2018; Xie et al., 2019), and for NLP
engineering, including the construction of morpho-
logically informed tokenizers. Recent work has
shown that such tokenizers can improve language
modeling or downstream performance for typo-
logically diverse languages (García et al., 2025;
Kildeberg et al., 2025; Hudspeth et al., 2025;
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Figure 1: Word-level Accuracy achieved across 20
languages. While fine-tuned XLM-Roberta-large
(XLMR+word) provides a strong and stable baseline for
most families, LoRA-tuned decoder-only Qwen3-32B
excel on specific groups, such as Dravidian.

Salehi and Jacobs, 2025; Nzeyimana and Niy-
ongabo Rubungo, 2022; Asgari et al., 2025; Narz-
ary et al., 2025; Teklehaymanot et al., 2025). At the
same time, manually compiled morpheme diction-
aries are inherently incomplete: for example, even
the largest Russian resources cover only 100–150K
unique lemmas, whereas large corpora contain at
least 300K (Morozov et al., 2025). This makes
automatic segmentation an important complement
to manually compiled resources.

The best-performing automatic approaches
are supervised neural models, including CNNs,
LSTMs, Transformers, and fine-tuned BERT-like
models. They have been evaluated for more than 25
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languages from the Indo-European, Uralic, Turkic,
Dravidian, and Bantu families (Sorokin, 2022; Bat-
suren et al., 2022; Peters and Martins, 2022; Pranjić
et al., 2024; Morozov et al., 2025; Marquard et al.,
2025; Supriya et al., 2025; Olbrich and Žabokrtský,
2026). However, direct comparison across stud-
ies remains difficult because datasets differ in
size, annotation principles, segmentation depth,
and evaluation metrics, raising the question of
whether strong segmentation can be achieved bey-
ond language- and dataset-specific settings.

A natural way to address this challenge is to
search not for a universal theory of morpheme
annotation, but for a language-agnostic modeling
methodology: an approach that can be applied to
typologically diverse languages without manual ar-
chitectural adaptation. Thus, the approaches should
not depend on the availability of language-specific
pre-trained models (which may not exist for low-
resource languages) and the availability of a de-
tailed description of the segmentation principles
(since such a description is absent for most avail-
able datasets). Previous comparative work suggests
that such a methodology may be feasible. The
SIGMORPHON 2022 Shared Task showed that a
Transformer-based system can perform strongly
across several languages and segmentation set-
tings (Batsuren et al., 2022; Peters and Martins,
2022), while Olbrich and Žabokrtský (2026) repor-
ted competitive CNN-based results across seven
languages. Recent work has also explored pre-
trained multilingual encoders: LLMSegm (Pranjić
et al., 2024) fine-tunes Glot500-m (Imani et al.,
2023) for morpheme-boundary classification in
low-resource settings. Nevertheless, existing stud-
ies leave two important gaps. First, they do not
examine whether modern decoder LLMs, which
have achieved strong performance across a wide
range of NLP tasks, can be effectively adapted to
morpheme segmentation. Second, the number and
typological diversity of the languages considered
in multilingual comparisons remain limited.

Seeking to address these gaps, we consider four
groups of surface morpheme segmentation (Cot-
terell et al., 2016) methods: (i) CNN and LSTM
architectures trained from scratch; (ii) fine-tuned
pretrained multilingual BERT-like encoders; (iii)
Low-Rank Adaptation (LoRA) (Hu et al., 2021) of
open-weight decoder-only LLMs; and (iv) promp-
ted frontier API-based LLMs. We aim to determ-
ine which of these promising approaches gener-
alizes best to a large set of languages, including

low-resource ones.
Our main contributions are as follows:

1. We provide a broad multilingual comparison
of surface morpheme segmentation methods
across 20 languages. For ten languages —
Armenian, Croatian, Hindi, Kannada, Malay-
alam, Marathi, Persian, Swedish, Tajik, and
Udmurt — we report, to the best of our know-
ledge, the first evaluation of neural surface
morpheme segmentation. We show that XLM-
Roberta-large (Conneau et al., 2020), fine-
tuned for character-level classification, re-
mains the strongest and most stable approach
(see Figure 1). Word-level segmentation ac-
curacy ranges from 64% to 95%, and exceeds
90% for 6 out of 20 languages. For five lan-
guages — Belarusian, English, French, Italian,
and Russian — our model outperforms previ-
ously reported SOTA results.

2. We present the first systematic evaluation
of generative decoder LLMs for morph-
eme segmentation under both prompting and
parameter-efficient fine-tuning. Prompting
frontier API-based models is substantially
weaker than supervised approaches and highly
inconsistent: they achieved competitive or
even superior results for a specific subset
of languages (e.g., Armenian, Hindi, and
Swedish), yet exhibited poor performance on
others (e.g., Czech, English, and French). In
contrast, LoRA-tuned Qwen3-32B yielded
competitive results, substantially outperform-
ing XLM-Roberta-large on Dravidian and
Indo-Aryan languages, as well as on datasets
annotated exclusively for inflectional morph-
emes.

3. We isolate the out-of-vocabulary-roots (OOV
roots) problem using root-disjoint splits and
show that all model families degrade on words
whose roots are absent from training data, con-
firming that random-split accuracy can over-
estimate practical generalization.

2 Datasets

Most papers on morpheme segmentation focus on
individual languages or language groups. Dataset
creators employ diverse storage formats, tagsets,
and, most crucially, differing segmentation prin-
ciples. While the Universal Segmentations pro-
ject (Žabokrtský et al., 2022) attempts to address
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Language ISO Script Type Morpheme types Size Unique morph. Avg mpw
Armenian hye Armenian Wordforms PR, ST, SU, H 530,328 77,862 2.01
Belarusian bel Cyrillic Lemmata PR, R, SU, E, IN, H 35,219 7,148 3.77
Croatian hrv Latin Lemmata PR, ST, SU, E, IN 15,373 4,830 3.60
Czech ces Latin Lemmata PR, R, SU 819,447 109,208 4.65
English eng Latin Wordforms PR, R, SU 68,624 25,788 1.87
French fra Latin Wordforms PR, R, SU 15,954 12,245 1.67
Hindi hin Devanagari Wordforms R, SU 8,275 7,589 1.12
Italian ita Latin Lemmata PR, R, SU, IN, H 11,081 6,323 2.49
Kannada kan Kannada Wordforms PR, R, SU, IN 32,217 17,789 1.90
Malayalam mal Malayalam Wordforms PR, R, SU 41,848 30,613 1.65
Marathi mar Devanagari Wordforms R, SU, IN 41,226 22,883 1.76
Ndebele nbl Latin Wordforms - 8,698 3,213 3.45
Persian fas Perso-Arabic Wordforms - 45,049 17,967 2.11
Russian rus Cyrillic Lemmata PR, R, SU, E, IN, PO, H 75,645 7,728 4.12
Swati ssw Latin Wordforms - 4,999 3,028 2.36
Swedish swe Latin Lemmata PR, R, SU, IN 12,525 4,566 2.60
Tajik tgk Cyrillic Wordforms PR, ST, SU, H 153,179 26,287 1.94
Udmurt udm Cyrillic Wordforms ST, SU, IN, H 258,599 39,678 1.99
Xhosa xho Latin Wordforms - 10,703 3,065 3.37
Zulu zul Latin Wordforms - 11,221 3,121 3.52

Table 1: Brief characteristics of the datasets. Avg mpw stands for average morpheme number per word. Morpheme
types: PR — prefix, ST — stem, R — root, SU — suffix, H — connector/hyphen, E — ending/inflection, IN —
interfix/connecting vowel or consonant, PO — postfix.

this, only a few datasets have been converted to
this format. Therefore, the selection and unifica-
tion of datasets posed a particular challenge for our
research.

Datasets for 12 languages were taken from
the Universal Segmentations project1 (original
data source for each language is given in Ap-
pendix B): Armenian, Croatian, English, French,
Hindi, Italian, Kannada, Malayalam, Marathi, Per-
sian, Tajik, and Udmurt. We also used datasets for
Belarusian (Morozov et al., 2025), Czech (Vidra
et al., 2019), Swedish (Volodina et al., 2021), Rus-
sian (Morozov et al., 2024), and four Nguni lan-
guages: Zulu, Xhosa, Ndebele, and Swati (Gaustad
and Puttkammer, 2022).

The selected datasets are extremely diverse in
terms of size, content, and annotation types (see
Table 1). After removing duplicate entries, the
dataset sizes ranged from ca. 5,000 (Swati) to
ca. 820,000 (Czech) segmentations. Some data-
sets contain segmentations for lemmata, while oth-
ers contain segmentations of word forms. Another
fundamental difference between the datasets is the
chosen segmentation paradigm. In some datasets
(in particular, for Armenian, Tajik, and Udmurt
languages, the original source of which is the Uni-
Parser family2), only inflectional suffixes are iden-
tified, and the annotation was performed automat-

1https://ufal.mff.cuni.cz/
universal-segmentations

2https://uniparser-morph.readthedocs.io/en/
latest/

Word

šimlatost 

метелица 

ಓಡಾಡಲು 

disarrayed

Segmentation

šimlat:ROOT/ost:SUFF 

мет:ROOT/ел:SUFF/иц:SUFF/а:END 

ಓಡಾ:ROOT/ಡಲು:SUFF 

dis:PREF/array:ROOT/ed:SUFF

Figure 2: Examples of the surface morpheme segmenta-
tion task across typologically diverse languages, includ-
ing assigning morpheme types.

ically based on rules proposed by linguists, while
others use deep manual segmentation, including the
identification of historical affixes (e.g., for Russian
and Croatian). Examples of segmentation annota-
tions across diverse languages and paradigms are
illustrated in Figure 2.

For Nguni languages we utilized the surface seg-
mentation adaptation by Moeng et al. (2021) to
ensure consistency, as native speaker verification
was not available. A limitation of these datasets is
the lack of morpheme type annotation. Morpheme
type annotation is also missing from the Persian
dataset in the Universal Segmentations collection.
Therefore, only 15 of the datasets used contain
morpheme type annotation.

3 Methods

Morpheme segmentation methods range from rule-
based and statistical algorithms to neural sequence-
labeling models and approaches based on pre-
trained language models. In this work, we compare
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four groups of methods. First, we include three con-
ventional baselines encompassing subword token-
ization and semi-supervised segmentation: the
WordPiece tokenizer (Devlin et al., 2019) derived
from bert-base-multilingual-cased (Devlin
et al., 2019), the unigram language model
(ULM) tokenizer (Kudo, 2018) extracted from
XLM-Roberta-large (Conneau et al., 2020), and
the semi-supervised Morfessor2.0 algorithm (Smit
et al., 2014). These methods represent widely
adopted statistical approaches and serve as ref-
erence points to quantify the gains achieved by
fully supervised and pretrained neural models.
Second, we consider task-specific neural models
trained from scratch, including CNN and LSTM
architectures (Morozov et al., 2024; Olbrich and
Žabokrtský, 2026). Third, we evaluate fine-tuned
pretrained encoders, which have shown strong res-
ults in prior work (Morozov et al., 2025; Marquard
et al., 2025). Finally, we investigate generative de-
coder LLMs, which, to the best of our knowledge,
have not previously been systematically evaluated
for this task. We consider them in two distinct
settings: parameter-efficient fine-tuning of open-
weight models and prompting frontier API-based
models.

3.1 CNN and LSTM Models

Among the models that do not rely on pretrained
transformers, architectures based on convolutional
neural networks (CNNs) and LSTMs are the most
prevalent (Sorokin and Kravtsova, 2018; Morozov
et al., 2024, 2025; Olbrich and Žabokrtský, 2026).
In these approaches, the problem is formulated
as a character-level classification task: each char-
acter is assigned a composite P-T label (see Fig-
ure 3). Here, P denotes the position of the character
within the morpheme and takes one of four values
(B stands for beginning, M for middle, E for end-
ing, and S for a single-character morpheme). T
indicates the morpheme type (the set of possible
types depends on the specific dataset). CNN and
LSTM networks have demonstrated high perform-
ance in multiple languages and can be considered
strong baselines for this task. For the CNN, we
used a 10-layer character-level ResNet with a hid-
den size of 256, a filter size of 3, and a dropout
rate of 0.1. For the LSTM, we utilized a two-layer
character-level BiLSTM with a hidden dimension
of 256 and a dropout rate of 0.1. Both models were
trained for 30 epochs using the cross-entropy loss
function. The hyperparameters were determined

піць ‘to drink’ пі:ROOT/ць:SUFF

Input
[“піць”, ”п”, “і”, “ц”, “ь”]

Target
[“0”, ”B-ROOT”, “E-ROOT”, “B-SUFF”, “E-SUFF”]

Figure 3: Input sequence and target construction for
character-level classification.

during preliminary experiments in English, Italian,
and Russian.

3.2 BERT-like Models

Several studies have demonstrated that segmenta-
tion performance can be improved by utilizing pre-
trained BERT-like models (Sorokin, 2022; Pranjić
et al., 2024; Morozov et al., 2025; Marquard et al.,
2025). This is particularly crucial for processing
OOV roots. Various approaches exist for incorpor-
ating BERT-like models, such as augmenting word
feature representations with BERT embeddings in
a CNN-based architecture (Sorokin, 2022). How-
ever, we consider the most promising approach to
be fine-tuning a BERT-like model for character-
level classification, similar to the CNN and LSTM
baselines. In this setup, the model takes a character-
tokenized word as input and predicts the composite
P-T labels for all single-character tokens. Moro-
zov et al. (2025) further improved this approach by
appending the entire word to the input sequence.
This whole-word token is assigned a special ‘0’ la-
bel, which is ignored during loss calculation and
evaluation.

We restricted our scope to multilingual
models to avoid disadvantaging low-resource
languages that might lack high-quality language-
specific pretrained models. In preliminary
experiments (see Appendix F.1), we compared
XLM-Roberta-large (Conneau et al., 2020)
with 550M parameters (hereinafter XLMR),
bert-base-multilingual-cased (Devlin
et al., 2019) with 177M parameters, and
distilbert-base-multilingual-cased (Sanh
et al., 2020) with 134M parameters. All models
were fine-tuned for 30 epochs with a learning rate
of 4 × 10−6. For datasets smaller than 100,000
samples, we used a batch size of 16; for larger
datasets (Armenian, Czech, Tajik, and Udmurt), a
batch size of 256 was used to accelerate training
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due to GPU time constraints. In most cases, the
XLMR model with the entire word appended to
the input sequence achieved the best performance.
Consequently, we adopted this configuration for
all subsequent experiments.

3.3 Low-Rank Adaptation of
Instruction-based LLMs

In the SIGMORPHON 2022 Shared Task (Batsuren
et al., 2022), a sequence-to-sequence (seq2seq) ap-
proach utilizing a transformer trained from scratch
achieved the best performance (Peters and Martins,
2022). Although adapting this approach to surface
morpheme segmentation proved unsuccessful —
the generated string frequently mismatched the
source word (Morozov et al., 2025), — the applic-
ability of instruction-tuned decoder-only models
for morpheme segmentation remains unexplored.
To address this, we investigated parameter-efficient
fine-tuning of decoder LLMs with LoRA. We for-
mulated morpheme segmentation as a single-turn
chat generation task. Each training instance was
represented in the model’s chat format as a three-
message dialogue: a system message specifying
the task and the required output format, a user
message containing only the target word, and an
assistant message containing the gold segmenta-
tion. At inference time, the same system message
and the target word were provided, and the model
was expected to generate only the segmentation in
the format morpheme:TYPE/morpheme:TYPE/....
The system prompt is shown in Appendix G.1.

Due to computational constraints, we limited our
model selection to the widely adopted Qwen fam-
ily of open-weights models, specifically evaluating
Qwen2.5-32B-Instruct3 (Team, 2024), Qwen3-4B4,
and Qwen3-32B5 (Team, 2025). We tested full-
precision versions of these models. All models
were fine-tuned for three epochs with a learning
rate of 2×10−4, a LoRA α of 32, and a LoRA dro-
pout of 0.05. For datasets with fewer than 100,000
samples, we used a training batch size of 8; for lar-
ger datasets (Armenian, Czech, Tajik, and Udmurt),
we increased it to 32 to accelerate training. An in-
ference batch size of 32 was used across all setups.
In preliminary experiments (see Appendix F.3), the
full-precision Qwen3-32B model achieved the best
performance and was therefore adopted for all sub-

3https://huggingface.co/Qwen/Qwen2.
5-32B-Instruct

4https://huggingface.co/Qwen/Qwen3-4B
5https://huggingface.co/Qwen/Qwen3-32B

sequent experiments.

3.4 Prompting Instruction-based LLMs
Frontier generative LLMs have shown strong per-
formance on many NLP tasks and can be evalu-
ated without task-specific fine-tuning via prompt-
ing. This makes them a relevant comparison point
for morpheme segmentation, especially in settings
where local training is impractical. However, to the
best of our knowledge, there has been no systematic
investigation into the applicability of prompt-based
LLMs for the morpheme segmentation task.

To identify the most promising approach, we
conducted a series of preliminary experiments
evaluating various prompting strategies across
three state-of-the-art LLMs released in the fall
of 2025: Gemini 3 Pro Preview (Google), GPT-
5.1 (OpenAI), and Claude 4.5 Sonnet (Anthropic).
The models were tasked with generating a list
of (morpheme, morpheme type) pairs. Examples
of the prompts utilized are provided in Appen-
dices G.2 (zero-shot approach) and G.3 (Corpus-
to-Prompt Distillation approach). As detailed in
Appendix F.4, few-shot prompting Gemini 3 Pro
Preview with 50 random segmentations outper-
formed the other configurations in most cases. Con-
sequently, this approach was adopted for all sub-
sequent experiments.

3.5 Evaluation
Segmentation quality was evaluated using two met-
rics proposed by Sorokin and Kravtsova (2018):
F-measure (hereinafter F1) for morpheme boundar-
ies, and word-level accuracy (hereinafter WA). In
general, for a generative approach, as in the case of
LLMs, these metrics may not be indicative if the
concatenation of the generated morphemes does
not match the original word, as, for example, when
testing the sequence-to-sequence character-level
Transformer DeepSPIN-3 model (Peters and Mar-
tins, 2022) in (Morozov et al., 2025). However, in
our experiments, the models very rarely violated
the surface segmentation paradigm, meaning that
the concatenation of morphemes almost always
turned out to be equal to the word itself. Otherwise,
we repeated the generation until a segmentation
that met the conditions was generated.

For all approaches except LLM prompting, we
evaluated segmentation performance using 5-fold
cross-validation. Due to space limitations, for the
cross-validation setups we are only presenting aver-
aged values. The detailed results for each language
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are available in the repository6. Following Moro-
zov et al. (2025), we also studied the robustness
of supervised approaches in root-disjoint train-test
split scenario (Subsection 4.1).

Due to financial constraints, the prompting ap-
proach was tested on a reduced test set of 500 words
for each language. The test words were randomly
selected from the first fold of the split used for
supervised models, while the few-shot examples
were selected from the remaining four folds.

4 Results

In the final experiments, we evaluated eight dis-
tinct models: three baselines (WordPiece, ULM,
and Morfessor2.0); CNN and LSTM models; XLM-
Roberta-large fine-tuned with the entire word ap-
pended (XLMR+word); Qwen3-32B fine-tuned via
LoRA; and Gemini 3 Pro Preview utilizing few-
shot prompting (Gemini3+few). The results are
presented in Table 2. The best results for each
language are highlighted in bold. Since absolute
scores across languages are conflated with dataset-
specific factors (e.g., dictionary size, inflectional
vs. derivational depth), we emphasize relative
model comparisons via the Average Normalized
Segmentation Score (“ANSS”) — the score ex-
pressed as a percentage of the maximum perform-
ance achieved for each language, averaged across
all 20 languages.

As anticipated, the baselines yielded very low
scores. To control for the effect of using tokenizers
extracted from pretrained multilingual models, we
additionally trained WordPiece and ULM token-
izers from scratch on the target-language training
data and varied their vocabulary size. Training
from scratch improves these baselines substantially
for a number of languages, but they remain far be-
hind the supervised approaches (Appendix F.5);
thus, this additional experiment does not change
the overall comparison.

In contrast, the character-level CNN and LSTM
architectures, despite lacking massive pretrain-
ing, achieved high scores (exceeding 90% F1 on
most languages) consistently with the results ob-
tained previously by Morozov et al. (2025) and Ol-
brich and Žabokrtský (2026). The performance
of these approaches indicates that relatively light-
weight, character-focused architectures can suc-
cessfully capture surface morphological patterns.

6https://github.com/ruscorpora/
morpheme-segmentation

The low computational cost makes these models
attractive candidates for future experiments with
morphology-informed tokenizers.

The XLMR+word model proved to be the most
effective and stable approach, yielding the best
performance on 12 out of the 20 languages, achiev-
ing the highest ANSS for both F1 (99.6%) and
Word Accuracy (98.3%), and establishing itself
as the state-of-the-art baseline for the majority of
languages in the benchmark, including diverse fam-
ilies such as Slavic, Romance, and Bantu. Notably,
the model’s performance on Belarusian, English,
French, Italian, and Russian surpassed the previ-
ously reported state-of-the-art for morpheme seg-
mentation (see Table 3). These results allow us
to consider this model the most promising candid-
ate for a universal, language-agnostic morpheme
segmentation architecture.

The main limitations of XLMR+word were ob-
served on the UniParser family datasets (Armenian,
Tajik, and Udmurt), as well as on Dravidian and
Indo-Aryan languages7. Partly, this may be ex-
plained by model overfitting, which we observed
in additional experiments with reduced training
samples (see Appendix F.2). While there is no
clear leader for the UniParser datasets, the Qwen3-
32B model fine-tuned using LoRA emerged as the
absolute winner for Dravidian and Indo-Aryan lan-
guages and demonstrated highly competitive res-
ults, securing the second-best overall ANSS. Its
superiority over other approaches for Kannada,
Malayalam, and Marathi exceeded 2 percentage
points in Word Accuracy. Thus, LoRA fine-tuning
effectively adapts decoder-only Qwen3-32B model
for the morpheme segmentation task. However,
the significantly higher training costs compared to
XLMR+word relegate this model to second place
overall.

Gemini3+few showed mixed results: high qual-
ity compared to other algorithms for datasets from
the UniParser family and some other languages
such as Swedish or Persian, but mediocre quality
in many other cases, e.g., for Czech and Italian
languages. Thus, it can be argued that prompting
modern LLMs — at least using basic prompting
strategies — cannot serve as a universal morpheme
segmentation approach, as it remains significantly
inferior to fully supervised methods.

7For Armenian, Malayalam, Swati, Tajik, and Udmurt,
XLMR+word was not the best BERT-like model during pre-
liminary experiments (see Appendix F.1).
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Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Kannada Malayalam Hindi Marathi Persian
WordPiece 57.6 2.7 56.7 2.9 42.9 2.2 26.5 0.4 45.6 7.8 46.8 2.9 62.1 9.2
ULM 59.9 3.5 64.2 5.6 58.7 16.5 40.2 9.5 60.5 27.7 61.8 17.3 71.6 22.6
Morfessor2.0 59.2 3.2 67.3 7.2 61.9 21.3 61.5 20.7 52.7 12.8 68.6 24.8 73.3 25.5
CNN 98.1 89.0 98.9 91.8 89.8 76.9 89.4 77.8 97.4 94.9 92.7 80.1 94.2 81.1
LSTM 98.2 89.0 98.8 91.4 89.0 74.8 88.1 75.3 97.6 95.2 92.5 79.4 94.3 81.5
XLMR+word 98.8 92.4 99.2 94.3 90.4 78.6 89.2 77.5 98.4 97.1 92.0 80.6 95.8 86.1
Qwen3-32B 98.3 90.8 99.1 93.7 90.8 81.0 88.5 80.3 97.9 97.1 94.6 85.0 95.5 85.7
Gemini3+few 94.7 71.8 95.2 76.8 83.2 69.8 84.3 73.2 97.6 95.2 90.4 79.0 93.6 79.0

Nguni UniParser
Language Ndebele Swati Xhosa Zulu Armenian Tajik Udmurt
WordPiece 52.1 3.9 53.7 6.6 51.2 2.6 50.9 2.5 45.0 0.7 49.2 2.2 52.4 3.1
ULM 55.3 5.6 54.3 8.3 55.9 5.3 56.3 5.1 57.0 6.5 52.1 3.9 52.5 6.0
Morfessor2.0 58.6 6.4 56.8 8.8 60.5 9.4 59.7 8.0 75.9 42.0 82.6 54.9 75.9 45.9
CNN 91.6 63.0 95.6 84.0 93.3 72.3 93.8 73.3 94.0 83.6 95.2 86.9 95.6 88.4
LSTM 91.7 63.1 95.7 84.3 93.7 74.1 94.3 75.1 93.9 84.5 94.7 84.9 95.4 88.2
XLMR+word 92.1 64.6 95.4 83.4 93.9 75.2 94.6 76.6 93.8 83.3 94.7 86.5 95.0 87.9
Qwen3-32B 90.5 60.4 92.7 77.9 92.3 70.7 93.3 73.1 93.9 87.2 94.6 87.1 94.9 89.6
Gemini3+few 88.8 55.7 93.0 73.4 90.9 62.4 89.9 58.4 96.1 92.8 94.2 86.1 92.9 84.4

MorphoLex
Language English French Swedish Italian Czech Croatian ANSS, %
WordPiece 60.1 16.9 58.2 15.7 63.3 16.0 55.5 7.4 48.8 0.6 53.5 1.8 54.1 6.4
ULM 64.6 21.0 62.2 19.4 72.0 27.0 62.1 14.5 55.7 0.8 56.9 2.0 61.5 13.4
Morfessor2.0 72.9 35.0 61.1 12.5 75.1 28.1 63.2 13.4 52.3 1.8 58.7 2.4 68.1 22.3
CNN 97.7 93.4 88.0 68.8 95.3 75.3 92.0 76.5 99.1 92.7 97.9 90.7 99.1 95.8
LSTM 97.6 93.0 88.2 68.9 95.5 75.8 91.9 75.4 99.1 92.8 98.1 91.3 99.0 95.6
XLMR+word 98.2 95.3 89.8 74.5 97.4 84.5 92.5 78.5 99.2 93.8 98.2 92.7 99.6 98.3
Qwen3-32B 97.8 94.9 88.1 73.6 95.4 80.9 88.7 72.9 99.3 94.3 97.1 89.1 98.8 97.1
Gemini3+few 92.0 82.2 83.9 62.4 94.8 83.4 86.1 60.6 84.8 44.8 96.6 86.0 95.6 86.2

Table 2: Surface morpheme segmentation quality across 20 languages. Scores are averaged over cross-validation
folds for all models except Gemini3+few, which is evaluated on a single sample.

Language Previous SOTA XLMR+word
Belarusian 90.5† 92.4
Russian 93.6† 94.3
English 94‡ 95.3
French 68‡ 74.5
Italian 72‡ 78.5

Table 3: Comparison of the XLMR+word model with
the previous state-of-the-art (SOTA) results in Word Ac-
curacy. Previous SOTA scores are reported in (Morozov
et al., 2025) (†) and (Olbrich and Žabokrtský, 2026) (‡).

4.1 OOV Roots Processing

Following Morozov et al. (2025), we evaluate ro-
bustness to OOV roots using a root-disjoint split,
where words sharing a root or stem cannot appear
in both training and test data. We exclude Persian
and the four Nguni languages because they lack
morpheme type annotation. Results are shown in
Table 4, with the best results for each language
highlighted in bold.

In this setting, XLMR+word remains the
strongest model, achieving the best score in 10 out
of 15 languages, while Qwen3-32B wins in four
languages and is especially strong for Dravidian
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Figure 4: Generalization gap of the XLMR+word model
between standard random split and root/stem-based split
evaluation across 15 languages.

and Indo-Aryan datasets. All supervised models,
however, degrade substantially compared to the
random split, confirming that OOV-root general-
ization remains a central challenge (see Figure 4).
The drop in WA is typically at least six percentage
points. A notable exception is Hindi, which we
attribute to a combination of two factors: the pre-
dominance of single-morpheme words in the Hindi
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Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Czech Croatian Kannada Malayalam Hindi Marathi
WordPiece 57.9 2.7 57.3 3.2 48.8 0.6 53.6 1.8 42.8 2.1 26.4 0.4 45.6 7.6 46.8 2.9
ULM 59.7 3.5 63.9 5.7 55.7 0.8 57.0 2.0 58.7 16.6 40.3 9.6 60.5 27.6 61.8 17.3
Morfessor2.0 54.1 1.4 61.6 1.8 53.8 1.2 57.3 3.1 59.6 12.8 59.7 15.5 51.2 7.6 62.7 13.2
CNN 94.4 69.0 94.5 68.4 96.3 70.4 94.6 77.2 81.6 63.9 84.2 68.8 95.6 92.0 84.9 64.0
LSTM 94.4 69.0 94.8 69.1 96.1 68.6 94.6 77.0 81.5 63.2 83.7 67.5 96.0 92.5 84.8 63.6
XLMR+word 96.2 77.8 96.7 79.9 96.6 72.7 95.9 83.7 83.3 67.9 85.8 71.9 97.5 96.1 87.2 71.4
Qwen3-32B 95.1 74.3 95.0 74.6 95.8 68.0 94.5 80.1 83.7 69.7 85.8 75.5 97.0 96.1 91.3 78.5

UniParser MorphoLex
Language Armenian Tajik Udmurt English French Swedish Italian ANSS, %
WordPiece 45.0 0.7 49.2 2.2 52.4 3.1 60.1 16.9 58.2 15.7 61.6 18.0 55.4 7.4 55.4 7.4
ULM 57.0 6.5 52.1 3.8 52.5 6.0 64.6 21.0 62.2 19.4 67.6 27.1 62.1 14.7 63.8 15.6
Morfessor2.0 68.0 19.4 69.5 20.9 63.2 11.5 62.1 8.0 57.8 5.3 63.5 3.5 59.4 4.3 63.8 15.6
CNN 87.4 71.9 89.1 73.7 84.5 67.3 89.3 74.2 83.6 59.8 92.2 68.0 85.8 63.0 97.4 90.6
LSTM 86.8 69.9 88.4 71.6 84.2 66.1 89.2 73.0 83.7 59.5 92.6 68.7 86.0 63.6 97.3 89.8
XLMR+word 88.8 75.4 90.7 78.0 86.8 72.7 92.7 82.6 86.8 68.4 94.4 75.9 88.6 71.2 99.6 98.7
Qwen3-32B 88.8 76.4 90.6 78.3 85.2 70.5 90.9 80.6 84.4 66.7 90.2 69.9 81.6 58.7 98.4 96.3

Table 4: Surface morpheme segmentation quality across 15 languages for root/stem-based fold splitting. Scores are
averaged over cross-validation folds.

dataset and a generally low morpheme frequency
(on average, each morpheme appears only about
1.2 times in the corpus). Consequently, for Hindi,
the root-disjoint split differs little from a random
split. The ANSS metric also highlights a widened
performance gap for the CNN and LSTM archi-
tectures compared to the random split: while they
previously trailed by only 2–3 percentage points,
the gap increases to 6–8 points in the root-disjoint
setting.

Finally, the decline in segmentation quality for
Belarusian, Czech, and Russian is consistent with
previously reported findings (Morozov et al., 2025).
Furthermore, consistent with the random splitting
scenario, our XLMR+word approach outperforms
prior monolingual models on Belarusian and Rus-
sian by an additional 2–3 percentage points, setting
a new robust baseline even in the zero-shot root
setting.

5 Error Analysis

To better understand the differences between the
strongest approaches, we analyze the errors of
XLMR+word and Qwen3-32B. These models are
not only among the best-performing systems in our
experiments, but also represent substantially differ-
ent paradigms: XLMR+word performs character-
level sequence labeling with access to the whole in-
put word, whereas Qwen3-32B generates the com-
plete segmentation string autoregressively.

We aggregate by macro F1 predictions over all
cross-validation folds and group languages accord-
ing to both genealogical relatedness and dataset

origin. We consider East Slavic (Russian, Be-
larusian), Dravidian (Malayalam, Kannada), Indo-
Aryan (Hindi, Marathi), Nguni (Ndebele, Swati,
Xhosa, Zulu), UniParser-based (Udmurt, Tajik, Ar-
menian), and MorphoLex-based (English, French)
groups; Italian, Swedish, Persian, Czech, and Croa-
tian are analyzed separately. For each incorrect
prediction, we assign an error type (see Table 5
and, for details, Appendix F.6).

The analysis shows that XLMR+word and
Qwen3-32B often fail on the same segmentations:
depending on the language, the Jaccard similarity
between their sets of incorrectly segmented words
ranges from 0.25 in English to 0.58 in Kannada and
Malayalam (for details, see Appendix F.6). Also,
for each language group, most errors can be attrib-
uted to one or several major types. These patterns
are broadly similar across the two models, although
the distributions do not coincide exactly. For East
Slavic, Indo-Aryan, MorphoLex, Italian, Persian,
and Czech, a large proportion of errors made by
both models is associated with excessively granular
segmentation. Boundary shifts within morpheme
pairs are also frequent, especially in the UniParser,
MorphoLex, and Croatian groups. Importantly, the
morphemes produced by over-segmentation and
boundary-shift errors are often attested elsewhere
in the corresponding gold data. Using weighted
averages over languages, with the number of rel-
evant errors as weights, we find that this effect
is particularly strong for Qwen3-32B. In 79% of
over-segmentation cases and 92% of boundary-
shift cases, all resulting morphemes occur in the
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Group XLMR+word Qwen3-32B
East Slavic root/suff over-split root/suff over-split
Dravidian root–suffix boundary shift, complex error complex error, root–suffix boundary shift
Indo-Aryan root over-split, missed root–suffix boundary root over-split, missed root–suffix boundary
Nguni prefix-chain over/under-split prefix-chain over/under-split
UniParser stem–suffix boundary shift stem–suffix boundary shift
MorphoLex root over-split, root–suffix boundary shift root–suffix boundary shift, missed root–suffix boundary
Italian root/suff over-split, root/suff under-split root/suff over-split, root–suffix boundary shift
Swedish type-only, root over-split type-only, root over-split
Persian morpheme over-split morpheme over-split
Czech root over-split, missed root–suffix boundary missed root–suffix boundary, root over-split
Croatian stem boundary shift, false initial prefix stem boundary shift

Table 5: Dominant error clusters for XLMR+word and Qwen3-32B.

dataset morpheme inventory. The same tendency
is also observed for XLMR+word, with 55% and
91%, respectively (for details, see Appendix F.6).
This indirectly suggests that a substantial portion of
errors may reflect inconsistencies in dataset annota-
tion, such as non-systematic separation of historical
suffixes from roots.

We further identify three groups with more
specific error profiles. First, in the Dravidian
languages, many errors are complex, combining
boundary shifts with over- or under-segmentation.
Second, in the Nguni languages, most errors in-
volve over- or under-segmentation of prefix-chains.
Finally, Swedish is dominated by type errors in-
volving one-letter morphemes -a- and -e-, which
may be annotated in the training data either as link-
ing elements or as suffixes.

Overall, the dominant error types appear to be
systematic and are often associated with recurring
language- or dataset-specific patterns rather than
isolated model failures. At the same time, our ana-
lysis does not claim to be exhaustive, and a detailed
error analysis should be conducted in the future
with the involvement of native speakers.

6 Conclusion

We presented a broad evaluation of surface morph-
eme segmentation methods across 20 typologic-
ally diverse languages and heterogeneous annota-
tion resources. To the best of our knowledge, we
presented the first systematic evaluation of decoder-
only LLMs for this task under both prompting
and LoRA fine-tuning. Our results show that fine-
tuning XLM-Roberta-large for character-level se-
quence labeling with whole-word context remains
the strongest and most stable language-agnostic ap-
proach: it achieves the highest Average Normalized
Segmentation Score, i.e., the best average perform-
ance relative to the top score for each language,

establishes new SOTA for five languages, and is the
most robust model under root-disjoint evaluation.
At the same time, our experiments demonstrate
that decoder-only LLMs can be effectively adapted
to morpheme segmentation: LoRA fine-tuning of
Qwen3-32B yields competitive results and substan-
tially outperforms XLMR+word for Dravidian and
Indo-Aryan languages, although at a much higher
computational cost. In contrast, prompting frontier
LLMs produces inconsistent results and cannot yet
be considered a reliable general-purpose segmenta-
tion strategy.

The OOV-root experiment confirms that general-
ization to unseen lexical material remains a central
challenge for all supervised approaches, even when
aggregate random-split scores are high. Our er-
ror analysis further shows that remaining errors
are systematic, including root–suffix granularity,
prefix-chain segmentation, stem–suffix boundary
placement, and morpheme-type ambiguity. These
findings suggest that broadly applicable morph-
eme segmentation approach is feasible, but further
progress will require stronger modeling of unseen
roots and more consistent across-language data an-
notation.

7 Limitations

Our study has several limitations. First, the experi-
ments with prompted frontier LLMs were conduc-
ted on reduced test samples due to financial con-
straints. Although the performance gap between
prompting and supervised models is large for most
languages, larger-scale evaluation would be needed
for languages where prompted models achieved
competitive results. In addition, we tested only a
limited set of prompting strategies. More soph-
isticated approaches, such as retrieval-augmented
few-shot prompting with examples selected by sim-
ilarity to the target word, may improve perform-
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ance.
Second, our LoRA fine-tuning experiments were

limited to the Qwen family of open-weight decoder
LLMs. While Qwen3-32B proved competitive for
several language groups, especially Dravidian and
Indo-Aryan languages, evaluating other decoder-
only model families would be necessary to determ-
ine whether these findings generalize beyond a
single model line.

Third, the datasets used in this study differ sub-
stantially in size, annotation depth, morpheme type
inventories, and segmentation principles. Some
resources, such as the UniParser-based datasets, an-
notate only inflectional morphology and were pro-
duced automatically from linguistic rules, whereas
others provide much deeper derivational segment-
ation. Hindi contains a large proportion of single-
morpheme words, which makes its evaluation less
comparable to datasets with richer segmentation.
For Persian and the Nguni languages, morpheme
type annotation is unavailable, limiting the range
of comparable analyses.

Fourth, although our error analysis shows that
many errors are systematic and often may reflect
dataset-specific conventions, it remains only a first
approximation. A more complete analysis would
require native speakers or language experts for all
languages, especially for cases where predicted
segmentations may be linguistically plausible al-
ternatives to the gold annotation.

Finally, our work evaluates intrinsic segmenta-
tion quality rather than the impact of the resulting
segmentations on downstream NLP systems or mor-
phologically informed tokenizers. While morph-
eme segmentation is motivated by both linguistic
and engineering applications, future work should
test whether the observed differences between seg-
mentation models translate into improvements in
language modeling, downstream tasks, or tokenizer
efficiency.
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A Risks

Our research is primarily fundamental, therefore
we do not consider any risks to be significant. How-
ever, we acknowledge several ethical considera-
tions.

First, there is the risk of performance disparity.
Our results show that segmentation accuracy var-
ies significantly across languages (from 64% to
95%). Deploying these models in downstream ap-
plications, such as search engines or educational
tools, may provide a lower quality of service for
speakers of low-resource or typologically complex
languages, potentially exacerbating the digital di-
vide.

Second, we highlight the risk of linguistic mis-
information. In educational contexts, a model that
incorrectly segments a word or mislabels a morph-
eme type may mislead students. Therefore, the
potential integration into educational applications
should be accompanied by a detailed study and
classification of the errors made by the models.

Third, the environmental impact of this research
should be noted. Fine-tuning large-scale multi-
lingual models such as XLM-Roberta-large and
Qwen3-32B across 20 languages with 5-fold cross-
validation requires significant energy consumption.

Finally, our LLM experiments rely on propriet-
ary APIs. This introduces a challenge for long-term
reproducibility, as the underlying models are fre-
quently updated or deprecated by their providers.

Furthermore, users applying our methodology to
sensitive or proprietary text must be aware of the
privacy implications of transmitting data to third-
party API providers.

B Scientific Artifacts

Our work uses external datasets, pre-trained models
and software libraries. All artifacts we used were
used within the terms of their licensing. We also
have prepared a repository containing our methods,
cross-validation results and prompts8.

B.1 Datasets
The datasets we utilized do not contain any per-
sonal information. The datasets may contain a
small number of examples of obscene and offens-
ive vocabulary. However, all the data used are
based on academic dictionaries and projects, so
we believe that such words are an integral part of
the language, and morpheme segmentation models
should be able to work with such words.

19 out of the 20 datasets used in the experiments
are distributed under various free licenses. The
exception was the dataset for the Russian language,
provided by the Russian National Corpus (Savchuk
et al., 2024) after signing the appropriate license
agreement.

1. Datasets from Universal Segmenta-
tions9 (Žabokrtský et al., 2022):

(a) Armenian (UniParser) (Khurshudyan
et al., 2022)

(b) Croatian (CroDeriV) (Šojat et al., 2014)
(c) English (MorphoLex) (Sánchez-

Gutiérrez et al., 2018)
(d) French (MorphoLex) (Mailhot et al.,

2020)
(e) Hindi (KCIS) (Angle et al., 2018)
(f) Italian (DerIvaTario) (Talamo et al.,

2016)
(g) Kannada (KCIS) (Atmakuri et al., 2018)
(h) Malayalam (KCIS) (Jayan et al., 2017)
(i) Marathi (KCIS) (Redkar et al., 2016)
(j) Persian (PerSegLex) (Ansari et al., 2019)
(k) Tajik (UniParser) (Iskandarova, 2021)
(l) Udmurt (UniParser) (Arkhangelskiy and

Medvedeva, 2016)
8https://github.com/ruscorpora/

morpheme-segmentation
9https://ufal.mff.cuni.cz/

universal-segmentations
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2. Nguni datasets collected by Gaustad and Put-
tkammer (2022)10 and transformed to surface
segmentation dataset by Moeng et al. (2021)11

3. Slounik — Belarusian12 (Morozov et al.,
2025)

4. DeriNet — Czech13 (Vidra et al., 2019)

5. Morphodict-K — Russian (Morozov et al.,
2024)

6. CoDeRooMor — Swedish14 (Volodina et al.,
2021)

B.2 Pre-trained Models

We utilized six pre-trained models from Hugging-
Face15:

1. XLM-Roberta-large16 (Conneau et al.,
2020). This model was trained on 100
languages, has 550M parameters, and is
available under MIT license.

2. bert-base-multilingual-cased17 (Devlin
et al., 2019). This model was trained on 104
languages, has 177M parameters, and is avail-
able under Apache 2.0 license.

3. distilbert-base-multilingual-cased18

(Sanh et al., 2020). This model was trained
on 104 languages, has 134M parameters, and
is available under Apache 2.0 license.

4. Qwen2.5-32B-Instruct19 (Team, 2024).
This instruction-tuned causal language model
has 32.5B parameters, supports over 29
languages, and is available under Apache 2.0
license.

10https://repo.sadilar.org/items/
eb524a86-8953-4d2b-89d9-f40f5860e36c

11https://github.com/TumiMoeng/MORPH_SEGMENT
12https://huggingface.co/datasets/ruscorpora/

morphodict-bel
13https://ufal.mff.cuni.cz/derinet
14https://spraakbanken.gu.se/en/resources/

coderoomor
15https://huggingface.co/
16https://huggingface.co/FacebookAI/

xlm-roberta-large
17https://huggingface.co/google-bert/

bert-base-multilingual-cased
18https://huggingface.co/distilbert/

distilbert-base-multilingual-cased
19https://huggingface.co/Qwen/Qwen2.

5-32B-Instruct

5. Qwen3-4B20 (Team, 2025). This causal lan-
guage model was released as part of the
Qwen3 family, supports over 100 languages
and dialects, has 4.0B parameters, and is avail-
able under Apache 2.0 license.

6. Qwen3-32B21 (Team, 2025). This causal lan-
guage model was released as part of the
Qwen3 family, supports over 100 languages
and dialects, has 32.8B parameters, and is
available under Apache 2.0 license.

We also used three proprietary generative LLMs:
Gemini 3 Pro Preview by Google, GPT 5.1 by
OpenAI, and Claude Sonnet 4.5 by Anthropic.
Their parameters were not publicly disclosed. Ac-
cess to the LLMs was provided via the OpenRouter
API.

B.3 Software libraries

We used PyTorch (Paszke et al., 2019) to imple-
ment CNN and LSTM models, and PyTorch and
Transformers (Wolf et al., 2020) for fine-tuning
BERT-like models, as well as for executing the
WordPiece and ULM baselines. For LoRA-tuning
we used also PEFT22 and TRL23 libraries. We
used the official implementation of Morfessor2.0
available on GitHub24 for both semi-supervised
training and inference. The LLMs were accessed
through the OpenRouter API; the script for making
these calls was implemented in Python using the
requests library.

C Computational Experiments

An NVIDIA RTX 4090 (24GB) GPU was used to
train the CNN and LSTM models. In total, training
all models of these types took less than 10 hours of
GPU time.

An NVIDIA A100 (40GB) GPU was used
for fine-tuning BERT-like models for Armenian,
Czech, Tajik, and Udmurt languages, and an
NVIDIA RTX 4090 (24GB) GPU for the remaining
languages. Training time varied depending on the
dataset size, model, and GPU. In total, fine-tuning
all models took approximately 400 hours on the
A100 GPU and approximately 600 hours on the
RTX 4090 GPU.

20https://huggingface.co/Qwen/Qwen3-4B
21https://huggingface.co/Qwen/Qwen3-32B
22https://github.com/huggingface/peft
23https://github.com/huggingface/trl
24https://github.com/aalto-speech/morfessor
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An NVIDIA A100 (80GB) GPU was used for
LoRA of Qwen models. Training time varied de-
pending on the dataset size, model, and GPU. In
total, fine-tuning all models took approximately
4000 GPU hours.

Access to the LLMs was provided via the Open-
Router25 REST API. In total, approximately 15,000
queries were executed. The total budget for the ex-
periment was approximately 600 USD. For all mod-
els, we enabled the reasoning mode and selected
the “high” setting for the reasoning budget. A tem-
perature of 1.0 was used for all models. The aver-
age query size for the zero-shot experiment was 300
tokens, for the few-shot approach, 3,500 tokens,
and for the two-stage approach, 1,200 tokens. The
size of the generated text varied significantly due
to the enabled reasoning and ranged from 100 to
15,000 tokens (see Table 6).

Language Tokens Language Tokens
Armenian 2k Marathi 2.2k
Belarusian 2.9k Ndebele 3.7k
Croatian 2.1k Persian 2.3k
Czech 4.3k Russian 2k
English 1.8k Swati 3.6k
French 2.4k Swedish 2.3k
Hindi 1.2k Tajik 2.6k
Italian 3.3k Udmurt 1.6k
Kannada 3.2k Xhosa 3.9k
Malayalam 2.8k Zulu 3.8k

Table 6: Average model response length in tokens for
each language in the dataset.

D Human Annotation

We used only pre-existing datasets, so human an-
notators were not involved in the research.

E AI Assistant

We used an AI assistant as a translator, proof-reader,
during the preliminary analysis of datasets repres-
enting languages we do not speak. Some of the
services used for searching scientific literature and
datasets also rely on AI. We also used an AI as-
sistant to refactor parts of the codebase published
in the repository for improved readability. At the
same time, we did not use AI assistants for ori-
ginally coding or writing the original text of the
article.

25https://openrouter.ai

F Preliminary Experiments and
Extended Experimental Results

F.1 BERT-like Models

We followed the approach proposed by Moro-
zov et al. (2025): a BERT-like model receives a
character-by-character pre-tokenized word as in-
put and classifies each character with BMES label.
Since we were considering language-agnostic archi-
tectures, we focused only on multilingual BERT-
like models. As such, we chose XLM-Roberta-
large (Conneau et al., 2020) with 550M paramet-
ers, bert-base-multilingual-cased (Devlin et al.,
2019) with 177M parameters (hereinafter mBERT),
and distilbert-base-multilingual-cased (Sanh et al.,
2020) with 134M parameters (hereinafter dBERT).
Each of these models was trained on approximately
one hundred languages, making them sufficiently
universal and suitable for our purposes. Neverthe-
less, some of the languages we studied were absent
from the models’ training data. These languages
include Udmurt and four Nguni languages (the ex-
ception is Xhosa, which was included in the XLM-
Roberta-large training set). Testing on these lan-
guages allowed us to assess whether this approach
would be competitive for low-resource languages
that are not included in large multilingual datasets.
Similarly to Morozov et al. (2025), we considered
a modification of this approach where the entire
word with the target label ‘O’ is added to the be-
ginning of the input sequence, while this word is
ignored when calculating metrics (such models are
designated by the suffix +word). Presumably, this
modification allows the self-attention mechanism
to attend to the global word context while classify-
ing local characters. All models were trained for 30
epochs with a learning rate of 4× 10−6. For data-
sets smaller than 100,000 entries, we used a batch
size of 16; for larger datasets (Armenian, Czech,
Tajik, and Udmurt), due to GPU time limitations, a
batch size of 256 was used to speed up training.

The results of the preliminary experiments are
presented in Table 7. The best results for each
language are highlighted in bold.

The XLMR+word model performed best for 11
of 20 languages in word-level accuracy and 8 of
20 languages in F-measure for morpheme bound-
aries. This allowed us to consider this model the
best overall and include it in the main experiment.
However, the results of the best models in most
cases differing very little. XLMR+word performed
slightly worse than other approaches in Dravidian
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Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Kannada Malayalam Hindi Marathi Persian
XLMR 98.5 90.9 99.2 93.6 90.9 79.2 89.5 78.0 97.5 95.1 91.9 80.2 94.9 83.2
XLMR+word 98.8 92.4 99.2 94.3 90.4 78.6 89.2 77.5 98.4 97.1 92.0 80.6 95.8 86.1
mBERT 98.5 91.4 99.1 93.3 89.4 76.1 88.0 75.4 97.6 95.3 91.3 78.6 94.9 83.6
mBERT+word 98.4 90.5 99.0 92.7 89.4 76.4 88.0 75.7 97.7 95.6 91.4 78.8 94.9 83.3
dBERT 98.4 90.7 99.0 93.0 89.3 75.8 87.9 75.3 97.4 95.1 91.3 78.5 94.9 83.2
dBERT+word 98.3 89.8 98.9 92.2 89.3 76.0 88.1 75.6 97.6 95.4 91.2 78.5 94.8 83.2

Nguni UniParser
Language Ndebele Swati Xhosa Zulu Armenian Tajik Udmurt
XLMR 92.6 66.3 95.8 84.5 94.2 76.5 94.9 77.8 93.8 83.5 94.9 87.2 95.2 88.1
XLMR+word 92.1 64.6 95.4 83.4 93.9 75.2 94.6 76.6 93.8 83.3 94.7 86.5 95.0 87.9
mBERT 92.4 66.3 96.0 85.2 94.3 77.0 94.7 77.5 93.7 83.9 94.4 85.4 95.2 88.5
mBERT+word 91.8 63.6 95.6 84.1 93.9 75.4 94.5 76.4 93.4 84.6 93.6 83.6 94.9 88.3
dBERT 92.1 64.6 95.9 85.1 94.2 76.4 94.6 76.5 93.5 83.3 94.2 84.9 94.9 87.6
dBERT+word 91.6 62.2 95.5 83.9 93.9 74.4 94.3 74.7 93.3 83.9 93.5 83.5 94.6 87.4

MorphoLex
Language English French Swedish Italian Czech Croatian
XLMR 98.2 94.9 88.5 70.6 96.3 79.2 91.7 76.2 99.2 93.5 98.3 92.5
XLMR+word 98.2 95.3 89.8 74.5 97.4 84.5 92.5 78.5 99.2 93.8 98.2 92.7
mBERT 98.1 94.7 88.5 70.5 96.0 78.1 92.2 77.7 99.4 95.4 98.3 92.5
mBERT+word 97.5 93.3 88.3 70.5 96.1 78.1 91.8 77.0 99.4 95.3 97.9 91.3
dBERT 98.0 94.5 88.3 69.9 95.8 77.2 92.0 76.9 99.4 95.3 98.2 92.1
dBERT+word 97.3 93.0 87.8 69.2 95.8 76.6 91.5 75.7 99.4 95.0 97.9 90.7

Table 7: Results of BERT-like models preliminary experiments (average metric value)

languages (Kannada and Malayalam), most Nguni
languages (with the exception of Ndebele), lan-
guages from the UniParser collection (Armenian,
Tajik, and Udmurt), and Czech.

For the Czech language, mBERT results are
close to those obtained by a monolingual fine-tuned
model (Morozov et al., 2025). At the same time,
for Belarusian and Russian, the XLMR+word res-
ults outperform similar monolingual approaches
from the aforementioned work by 2-3 percentage
points. Adding full words to the input sequences
generally had a positive effect on the labeling qual-
ity for XLMR and a negative effect for mBERT
and dBERT. However, adding the word reduced the
quality of all models for almost all languages not
included in the models’ training data.

We were unable to establish a direct correlation
between the size of different datasets and the qual-
ity of segmentation. To further investigate this
question, we conducted an additional experiment
with the XLMR+word model, testing it on reduced
datasets (see Appendix F.2)).

We also repeated the BERT-like model exper-
iments under the root-disjoint split scenario. In
this setting, the advantage of XLMR+word was
unequivocal: it achieved the best results for all 15
languages included in the experiment. The results
also confirmed the effectiveness of providing the
model with access to the full word, as the +word

variant outperformed the corresponding baseline in
the vast majority of cases.

F.2 Reducing Datasets

Table 9 reports the results of the XLMR+word
model trained on reduced datasets. For each lan-
guage, we trained the model on random subsets of
4K, 8K, and 30K training examples, and compared
the results with the full-data setting. We performed
the experiment both for the random split and for
the root-disjoint split. This setup allows us to sep-
arate two factors that are otherwise conflated in
a cross-lingual comparison: the amount of avail-
able supervision and the intrinsic difficulty of the
dataset.

The results show that dataset size has a clear
effect, but the effect is far from uniform across
languages. In the random-split setting, increasing
the training size usually improves performance: for
example, Czech grows from 66.4 WA with 4K ex-
amples to 93.8 WA in the full-data setting, Eng-
lish from 77.2 to 95.3 WA, Russian from 80.0
to 94.3 WA, and Udmurt from 80.5 to 87.9 WA.
Similar trends are observed for Belarusian, Croa-
tian, French, Italian, Swedish, Xhosa, Zulu, and
Ndebele. These results confirm that larger datasets
are generally beneficial. This is consistent with
results obtained by Olbrich and Žabokrtský (2026).

At the same time, the reduced-data experiment
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Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Czech Croatian Kannada Malayalam Hindi Marathi
XLMR 95.1 72.6 95.8 74.7 96.3 70.3 95.1 80.3 83.2 67.2 85.7 71.2 96.1 92.7 85.0 66.4
XLMR+word 96.2 77.8 96.7 79.9 96.6 72.7 95.9 83.7 83.3 67.9 85.8 71.9 97.5 96.1 87.2 71.4
mBERT 94.8 71.6 95.2 72.3 96.3 70.8 95.1 80.4 81.7 64.2 83.6 67.9 96.0 92.6 83.7 63.5
mBERT+word 94.9 71.7 95.7 74.4 96.4 71.4 95.3 81.2 82.5 66.0 84.7 70.0 96.6 94.0 84.9 66.2
dBERT 94.8 71.1 95.4 72.5 96.4 70.8 95.2 80.4 82.0 64.6 84.1 68.6 96.1 92.6 84.2 64.8
dBERT+word 94.9 71.6 95.6 73.8 96.4 71.1 95.3 81.1 82.7 66.0 85.0 70.2 96.2 93.2 85.0 66.4

UniParser MorphoLex
Language Armenian Tajik Udmurt English French Swedish Italian
XLMR 88.0 73.4 90.7 77.9 86.0 70.9 90.9 78.1 84.8 63.0 93.3 70.9 87.6 68.2
XLMR+word 88.8 75.4 90.7 78.0 86.8 72.7 92.7 82.6 86.8 68.4 94.4 75.9 88.6 71.2
mBERT 86.7 70.5 89.0 73.6 84.7 68.3 90.2 76.8 84.7 62.5 93.2 71.0 87.2 67.5
mBERT+word 87.4 72.3 89.4 74.4 86.1 71.3 90.2 77.0 85.2 64.1 93.7 72.1 87.3 68.2
dBERT 87.0 70.8 89.5 74.7 85.5 69.5 90.0 76.3 84.5 62.2 93.1 70.3 87.3 67.2
dBERT+word 87.7 72.7 89.4 74.6 85.5 69.5 89.8 75.9 84.7 63.0 93.0 70.8 86.8 66.4

Table 8: Results for root/stem-based splitting (average metric value)

random split
Language F1 WA

4k 8k 30k full 4k 8k 30k full
Armenian 92.0 92.4 93.0 93.8* 81.6 83.1 84.5 83.3*

Belarusian 96.1 97.0 – 98.8 77.2 82.4 – 92.4
Croatian 96.9 97.7 – 98.2 87.2 90.5 – 92.7
Czech 95.5 96.2 97.5 99.2* 66.4 71.2 80.3 93.8*

English 90.6 92.7 96.8 98.2 77.2 82.1 91.9 95.3
French 85.8 88.1 – 89.8 65.9 70.8 – 74.5
Hindi 98.4 – – 98.4 97.1 – – 97.1
Italian 89.5 92.0 – 92.5 71.5 77.4 – 78.5
Kannada 88.5 89.6 – 90.4 75.5 77.4 – 78.6
Malayalam 88.5 88.7 89.2 89.2 76.6 77.0 77.6 77.5
Marathi 91.1 92.3 93.3 92.0 78.1 80.0 82.0 80.6
Ndebele 90.9 – – 92.1 59.6 – – 64.6
Persian 92.7 93.9 95.6 95.8 76.6 79.9 85.4 86.1
Russian 97.0 97.7 98.9 99.2 80.0 84.6 91.7 94.3
Swedish 96.0 97.1 – 97.4 78.5 83.3 – 84.5
Tajik 91.1 92.5 93.6 94.7* 77.8 81.3 84.2 86.5*

Udmurt 90.9 92.5 94.2 95.0* 80.5 84.0 87.8 87.9*

Xhosa 92.5 93.7 – 93.9 68.6 74.2 – 75.2
Zulu 93.3 94.3 – 94.6 70.5 75.5 – 76.6

split by roots
Language F1 WA

4k 8k 30k full 4k 8k 30k full
Armenian 91.3 91.2 90.2 88.8* 80.3 80.4 78.8 75.4*

Belarusian 95.3 95.5 – 96.2 73.2 74.7 – 77.8
Croatian 95.4 95.8 – 95.9 81.3 83.0 – 83.7
Czech 95.0 95.4 96.0 96.6* 62.9 65.7 69.2 72.7*

English 89.0 90.2 92.0 92.7 73.5 76.5 81.0 82.6
French 84.6 85.9 – 86.8 63.5 66.5 – 68.4
Hindi 97.7 – – 97.5 96.3 – – 96.1
Italian 87.3 88.6 – 88.6 67.8 71.1 – 71.2
Kannada 86.0 85.3 – 83.3 71.8 71.6 – 67.9
Malayalam 87.8 87.4 85.7 85.8 75.3 74.7 71.8 71.9
Marathi 89.9 90.1 88.7 87.2 75.9 76.1 72.8 71.4
Russian 95.9 96.3 96.7 96.7 75.0 77.0 79.4 79.9
Swedish 94.2 – – 94.4 75.0 – – 75.9
Tajik 90.3 90.7 90.5 90.7* 76.1 77.6 77.5 78.0*

Udmurt 88.1 88.2 88.2 86.8* 75.0 75.8 75.9 72.7*

Table 9: Results of the XLMR+word model trained on reduced datasets. For each metric, the columns indicate the
number of training examples used in each setting. Asterisks mark full-dataset results obtained with a batch size of
256.
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shows that dataset size alone does not explain cross-
lingual differences in segmentation quality. Even
with the same number of training examples, the
variation in Word Accuracy remains substantial:
with 4K training examples, the scores range from
59% to 87% if Hindi is excluded, and with 8K
examples, from 71% to 91%. This suggests that
training set size is not the only factor affecting
segmentation quality; other factors, potentially in-
cluding annotation depth, morpheme inventory, and
dataset-specific segmentation principles, may also
play an important role.

A second important observation is that
XLMR+word shows signs of overfitting on
several languages. This is visible in the decrease
in performance when moving from reduced to
full training data, for example for Armenian,
Udmurt, Marathi, Malayalam, and Kannada in the
root-disjoint setting. This may partially explain
why the XLMR+word approach is outperformed
by the Qwen3-32B model in the main experiment
for some language groups.

Finally, reducing the training set size has a much
stronger effect in the random-split setting than in
the root-disjoint setting. In the random split, the
gain from using the full dataset instead of 4K ex-
amples often reaches 10–15 percentage points in
Word Accuracy. In the root-disjoint split, however,
the corresponding difference is typically much
smaller, around 5–10 percentage points. This sug-
gests that simply adding more annotated examples
may be insufficient to fully address OOV-root gen-
eralization. Instead, it likely requires new, more
linguistically informed modeling approaches.

Overall, the reduced-data experiments support
two conclusions. First, more training data gener-
ally improves segmentation quality, but the rate of
improvement differs substantially across languages.
Second, cross-lingual variation is not explained by
dataset size alone. Other factors, such as segmenta-
tion paradigm, annotation granularity, morpheme
frequency, and the prevalence of unseen roots, are
likely to contribute and should be controlled for in
future comparisons.

F.3 LLM Models (LoRA approach)
Table 10 reports the comparison of three LoRA-
tuned Qwen models in the random-split set-
ting. The results clearly favor Qwen3-32B, which
achieves the highest or tied-highest scores for
nearly all languages and both metrics. The dif-
ference is particularly visible in languages where

the task is difficult for decoder models, such as
French, Italian, Nguni languages, and Swedish, as
well as in Belarusian and Croatian. Qwen3-4B
often matches or slightly improves over Qwen2.5-
32B on Dravidian and Indo-Aryan languages, in-
dicating that the Qwen3 generation is beneficial
even at smaller scale; however, it is less stable over-
all. Since Qwen3-32B combines the advantages of
the newer model generation with substantially lar-
ger capacity and yields the most consistent results
across languages, we use it as the representative
LoRA-tuned decoder-only model in the main ex-
periments.

F.4 LLM Models (Prompting Approach)
For the preliminary experiments, we used three
state-of-the-art LLMs released in the fall of 2025:
Gemini 3 Pro Preview by Google, GPT 5.1 by
OpenAI, and Claude Sonnet 4.5 by Anthropic.
We conducted preliminary experiments with three
prompting strategies: zero-shot, few-shot, and two-
stage generation. In the zero-shot approach, the
prompt (provided in Appendix G.2) explicitly spe-
cified the language of the task and the set of morph-
eme types found in the dataset. The few-shot ap-
proach used the same prompt, followed by 50 ran-
dom segmentations from the dataset.

In the first step of the Corpus-to-Prompt Distil-
lation (C2PD) approach, the LLM generated an
enhanced prompt based on the dataset. To do this,
the Gemini 3 Pro Preview model was given the task
to construct efficient prompt based on the dataset,
the original zero-shot prompt as input, along with
a excerpt from the dataset containing 10,000 seg-
mentations (or less due to the dataset overall size).
The generated prompt without manual changes was
then used in the second step for the generation of
segmentations. We did not limit the model in the
number of examples mentioned in the generated
prompt. As a result, the number of examples for dif-
ferent languages ranged from 3 to 5. The exception
without segmentation examples in the generated
prompt was Xhosa. An example of a generated
prompt (for Swedish) is provided in Appendix G.3;
prompts for each of the languages are available in
the repository26.

We limited the test datasets for the preliminary
experiments to one hundred random words for each
language. The results of the preliminary experi-
ments are presented in Table 11. The best results

26https://github.com/ruscorpora/
morpheme-segmentation
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Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Kannada Malayalam Hindi Marathi Persian
Qwen2.5-32B 98.0 89.4 99.0 93.3 90.1 79.3 88.2 79.5 97.7 96.7 93.9 82.8 95.0 84.1
Qwen3-4B 97.6 87.7 98.8 92.4 90.3 80.1 88.4 80.0 97.6 96.5 94.3 84.1 94.8 83.5
Qwen3-32B 98.3 90.8 99.1 93.7 90.8 81.0 88.5 80.3 97.9 97.1 94.6 85.0 95.5 85.7

Nguni UniParser
Language Ndebele Swati Xhosa Zulu Armenian Tajik Udmurt
Qwen2.5-32B 90.0 58.0 90.5 73.3 91.6 68.0 92.6 70.0 93.7 86.7 94.6 87.3 95.0 89.8
Qwen3-4B 89.4 57.0 89.9 71.8 91.0 66.1 92.0 68.8 93.8 87.0 94.6 87.1 94.9 89.7
Qwen3-32B 90.5 60.4 92.7 77.9 92.3 70.7 93.3 73.1 93.9 87.2 94.6 87.1 94.9 89.6

MorphoLex
Language English French Swedish Italian Czech Croatian
Qwen2.5-32B 97.6 94.6 86.8 71.7 94.8 78.1 87.1 69.8 99.1 93.1 96.5 87.4
Qwen3-4B 96.8 92.9 85.4 68.3 93.3 74.5 85.7 66.6 99.1 93.1 96.0 85.8
Qwen3-32B 97.8 94.9 88.1 73.6 95.4 80.9 88.7 72.9 99.3 94.3 97.1 89.1

Table 10: Results of LoRA-tuned Qwen models. Qwen2.5-32B stands for Qwen2.5-32B-Instruct.

Metric F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA
East Slavic Dravidian Indo-Aryan

Language Belarusian Russian Kannada Malayalam Hindi Marathi Persian
Gemini-zero 91.9 57 93.9 58 62.2 37 70.0 35 86.0 66 77.5 44 92.5 73
GPT-zero 90.7 45 91.1 63 72.0 47 62.1 20 79.7 51 74.2 34 92.9 74
Claude-zero 88.9 37 89.9 56 62.9 28 59.0 23 80.5 53 72.4 29 88.2 58
Gemini3+few 94.5 68 96.0 77 79.9 65 82.0 72 97.2 94 90.3 75 92.5 78
GPT-few 94.2 71 92.8 68 78.0 60 80.3 70 94.6 88 84.4 66 93.5 77
Claude-few 92.5 64 92.9 70 75.7 55 79.6 66 92.0 81 80.0 52 91.2 68
Gemini-C2PD 93.6 61 95.6 75 72.0 47 82.8 73 98.6 97 87.3 69 92.7 72
GPT-C2PD 93.7 67 92.6 65 73.7 50 74.5 62 98.6 97 83.9 64 92.0 71
Claude-C2PD 92.6 57 91.7 61 66.3 43 73.6 59 98.1 96 81.4 58 89.9 64

Nguni UniParser
Language Ndebele Swati Xhosa Zulu Armenian Tajik Udmurt
Gemini-zero 84.6 36 77.5 41 84.4 33 86.0 45 60.7 8 74.9 27 79.2 51
GPT-zero 82.2 26 74.5 39 85.6 36 84.5 39 66.4 12 76.6 31 76.0 40
Claude-zero 62.7 12 68.4 34 80.2 25 82.0 30 61.4 12 74.9 27 70.9 32
Gemini3+few 89.0 52 93.7 76 91.4 64 90.1 55 95.0 91 93.9 85 93.2 85
GPT-few 86.0 37 88.6 65 88.6 47 88.2 56 92.0 82 91.4 76 92.1 82
Claude-few 86.2 41 87.5 57 85.4 39 86.2 40 87.4 67 88.3 69 90.1 79
Gemini-C2PD 87.3 43 94.1 79 87.0 42 85.4 40 93.1 83 88.8 74 93.0 84
GPT-C2PD 87.7 48 91.0 69 86.6 39 85.9 45 91.2 83 89.7 75 90.3 80
Claude-C2PD 83.1 36 83.6 54 85.5 39 86.5 43 87.7 75 87.0 67 81.2 59

MorphoLex
Language English French Swedish Italian Czech Croatian
Gemini-zero 83.4 55 78.0 34 89.2 55 70.2 24 68.8 11 88.0 44
GPT-zero 85.2 59 80.0 41 88.4 54 75.9 36 70.5 15 87.6 48
Claude-zero 80.1 50 77.8 40 87.3 56 71.9 29 66.8 11 82.4 38
Gemini3+few 93.3 83 84.2 58 95.6 82 79.8 51 83.9 43 95.1 83
GPT-few 89.7 78 81.6 50 91.6 66 81.3 55 85.0 48 95.4 79
Claude-few 90.1 74 80.6 51 89.0 63 75.5 40 78.5 31 93.0 77
Gemini-C2PD 90.3 77 80.8 50 91.7 63 75.2 36 79.9 25 93.2 78
GPT-C2PD 90.0 78 79.9 46 91.3 65 75.3 39 82.0 38 94.9 79
Claude-C2PD 90.0 76 80.3 47 90.4 62 71.6 32 75.5 26 92.5 70

Table 11: Results of LLM preliminary experiments

for each language are highlighted in bold.
Few-shot prompting of Gemini 3 Pro Preview

outperformed the other combinations in most cases.
Zero-shot prompting, as expected, showed very un-
stable results, which we attribute to the ambiguity
of the concept of morpheme segmentation. The
C2PD algorithm almost always underperformed
the few-shot approach, but on average required

four times fewer input tokens, making it potentially
competitive in budget-conscious settings.

F.5 WordPiece and ULM Trained from
Scratch

To assess whether the relatively low performance
of the WordPiece and ULM baselines in Table 2
is caused by using tokenizers extracted from pre-
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trained multilingual models, we repeated both
baselines with tokenizers trained from scratch sep-
arately for each language and cross-validation fold.
Each tokenizer was trained only on the surface
word forms from the corresponding training par-
tition; gold morpheme boundaries and morpheme
types were not used during training. For both Word-
Piece and ULM, we evaluated vocabulary sizes of
1K, 2K, 4K, 8K, and 16K entries.

Table 12 reports the highest mean cross-
validation score obtained over this vocabulary-size
grid for each metric. Since the optimal vocabulary
size may differ between F1 and WA, it was selec-
ted independently for the two metrics. The root-
disjoint results are unavailable for Persian and the
four Nguni languages, for which root/stem-based
splits cannot be constructed.

Training the tokenizers on the target-language
training data substantially strengthens the baselines
in the random-split setting. Compared with the pre-
trained tokenizers in Table 2, WordPiece trained
from scratch improves F1 for 13 of 20 languages
and WA for 14, while ULM improves F1 for 18 lan-
guages and WA for 17. Some of the gains are large:
for example, WordPiece F1 increases from 26.5
to 60.5 on Malayalam, while ULM F1 increases
from 52.1 to 85.5 on Tajik. The selected vocabu-
lary sizes also vary considerably across datasets:
16K is preferred for many larger datasets, whereas
substantially smaller vocabularies are often optimal
for the Nguni languages and Croatian.

The effect is less consistent under root-disjoint
splitting. WordPiece trained from scratch improves
F1 and WA over its pretrained counterpart for 7
of 15 languages, while ULM improves F1 for 9
languages but WA for only 6. In particular, the
pretrained ULM tokenizer remains considerably
stronger in word-level accuracy for several lan-
guages, including English, Hindi, Swedish, and
Italian. Thus, target-language tokenizer training
clearly affects the strength of these baselines, but
does not change the overall result: even after
vocabulary-size tuning, both WordPiece and ULM
remain substantially behind the supervised seg-
mentation models.

F.6 Errors Analysis
This appendix provides additional details for the er-
ror analysis summarized in Section 5. We focus on
XLMR+word and Qwen3-32B, since they are the
two strongest models and represent different mod-
eling paradigms: discriminative character-level se-

quence labeling and autoregressive generation. The
goal of this analysis is not only to count errors, but
also to determine whether the remaining mistakes
are model-specific, language-specific, or caused by
dataset annotation conventions.

We classify each incorrect prediction using the
taxonomy in Table 13. At the coarse level, we dis-
tinguish boundary-level operations: adding extra
boundaries, omitting gold boundaries, shifting a
boundary by a small distance, combining several
boundary errors, or assigning wrong morpheme
types. At the fine-grained level, we further identify
the main linguistic configuration involved in the er-
ror, such as root over-splitting, missed root–suffix
boundaries, suffix merging, prefix ambiguity, or
Nguni-specific prefix-chain errors.

Table 14 shows that the two models often fail
on the same words, but the degree of overlap dif-
fers substantially across groups. The highest over-
lap is observed for Dravidian and UniParser-based
datasets: the Jaccard similarity reaches 0.58 and
0.52, respectively, and more than three quarters of
Qwen3-32B errors in these groups are also errors
of XLMR+word. This suggests that many errors in
these datasets may be caused by intrinsically diffi-
cult word forms or annotation decisions rather than
by a single architecture. By contrast, the overlap is
lower for MorphoLex, Croatian, Italian, and East
Slavic datasets, indicating a larger architecture-
specific component. For example, in Croatian,
only 38.0% of Qwen3-32B errors are shared with
XLMR+word, whereas 56.7% of XLMR+word er-
rors are shared with Qwen3-32B.

A more detailed view of the dominant fine-
grained clusters is given in Table 15. The largest
common pattern is disagreement about segmenta-
tion granularity. In East Slavic, Indo-Aryan, Mor-
phoLex, Czech, Italian, and Persian, many errors
involve either splitting morphemes too finely or fail-
ing to separate a root–suffix boundary. These errors
are particularly prominent in Czech, where root
over-splitting accounts for 37.5% of XLMR+word
errors, while missed root–suffix boundaries ac-
count for 32.0% of Qwen3-32B errors.

UniParser-based datasets have a different profile.
Since these resources annotate inflectional morpho-
logy only, the dominant error is not deep deriva-
tional decomposition but the exact placement of
the stem–suffix boundary. This is especially clear
for Qwen3-32B, for which boundary shifts account
for 58.1% of all errors in this group. The Dravidian
datasets also contain many boundary shifts, but
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Belarusian Russian Kannada Malayalam Hindi Marathi Persian
F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA

random split
WP 48.41 1.32 53.71 1.82 64.416 26.716 60.516 20.516 59.316 14.316 68.216 24.716 69.816 22.116
ULM 67.18 6.98 71.34 8.48 61.616 19.216 58.716 16.616 57.78/16 13.88/16 67.916 22.216 74.016 28.316

split by roots
WP 47.51 0.91 50.71 1.416 62.116 19.516 58.516 15.316 58.016 10.916 62.816 15.616 -
ULM 60.08 2.916 66.54 2.516 60.816 14.516 58.816 15.116 56.58/16 9.28/16 65.316 15.316 -

Ndebele Swati Xhosa Zulu Armenian Tajik Udmurt
F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA

random split
WP 60.41 6.21 52.98 5.18/16 61.11 8.04 62.71 7.21 66.916 29.816 74.416 45.216 67.116 31.416
ULM 65.21 8.91 61.74/8/16 10.64/8/16 67.11 9.51 66.11 8.91 74.416 34.216 85.516 61.516 74.916 41.616

split by roots
WP - - - - 63.216 22.316 66.116 26.716 60.116 16.516
ULM - - - - 64.916 9.016 69.016 17.316 61.916 6.616

English French Swedish Italian Czech Croatian
F1 WA F1 WA F1 WA F1 WA F1 WA F1 WA

random split
WP 64.316 24.816 58.016 11.916 68.68 24.816 54.216 12.216 45.11 0.616 43.41 1.01
ULM 69.316 27.916 64.016 18.116 76.34 32.88/16 61.08/16 9.88/16 60.18 1.916 58.62 3.02

split by roots
WP 57.816 11.616 55.216 6.216 57.08 8.116 50.48 5.516 44.81 0.416 43.71 1.22
ULM 59.416 3.916 59.88/16 9.08/16 62.94/8/16 8.94/8/16 56.88/16 3.78/16 59.416 1.016 52.71 2.32

Table 12: Best results for WordPiece and ULM tokenizers trained from scratch on the training portion of each
cross-validation fold. We tested vocabulary sizes of 1K, 2K, 4K, 8K, and 16K. Each cell reports the best mean
cross-validation score; the subscript indicates the vocabulary size in thousands that yielded this score. Multiple
sizes are shown in case of a tie. F1 and WA were optimized independently. NA indicates datasets for which the
root-disjoint split is unavailable.

Coarse type Fine-grained examples Interpretation
Over-segmentation root over-split; suffix over-split;

false initial prefix
The model inserts one or more extra boundaries.

Under-segmentation missed root–suffix boundary;
suffixes merged; prefix absorbed
by root

The model omits one or more gold boundaries.

Boundary shift root–suffix shift; prefix–root
shift; suffix–suffix shift

The model places a boundary close to the gold boundary.

Mixed error mixed boundary errors Extra, missing, and shifted boundaries occur in the same word.
Type-only type-only Boundaries are correct, but at least one morpheme type is wrong.
Nguni-specific Nguni prefix-chain over/under-

split; long segment over-split
Residual errors refined using language-specific heuristics.

Table 13: Error taxonomy used for classifying incorrect segmentations.

they are accompanied by complex errors combin-
ing shifts with over- or under-segmentation. This
makes them less localized than the UniParser er-
rors.

Nguni and Swedish show the clearest resource-
specific patterns. The surface segmentation data-
sets used in our experiments do not include morph-
eme type labels for the Nguni languages. How-
ever, the original annotation files do contain this
information, and we used it as auxiliary evidence
when interpreting the error clusters. This shows
that, in Nguni languages, both models mainly make
prefix-chain errors: they either split the initial se-
quence of short pre-root morphemes too finely or
merge several such elements. Swedish, in contrast,
is dominated by type-only errors. These errors
preserve morpheme boundaries but disagree with
the gold morpheme labels, often for one-letter ele-

ments such as -a- and -e-, which can be annotated
either as linking elements or as suffixes depending
on the word.

To test whether boundary errors are arbit-
rary or linguistically plausible, we additionally
checked whether morphemes produced by over-
segmentation, under-segmentation, and boundary-
shift errors are attested elsewhere in the correspond-
ing gold data. Table 16 reports weighted averages
over languages, using the number of relevant errors
as weights. For over-segmentation and boundary
shifts, at least one produced morpheme is attested
in more than 99% of cases for both models. Under
a stricter criterion, requiring all produced morph-
emes to be attested, the effect remains very strong
for boundary shifts: 92.1% for Qwen3-32B and
91.2% for XLMR+word. Over-segmentation also
often produces attested morphemes, especially for
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Group Jaccard Shared/XLMR Shared/Qwen
Croatian 0.29 56.7 38.0
Czech 0.37 51.9 56.7
Dravidian 0.58 69.2 78.4
East Slavic 0.36 57.2 49.2
Indo-Aryan 0.45 58.5 66.8
Italian 0.36 59.9 47.4
MorphoLex 0.31 48.1 45.2
Nguni 0.47 70.1 59.1
Persian 0.42 59.6 58.1
Swedish 0.39 63.1 50.8
UniParser 0.52 61.3 76.4

Table 14: Overlap between incorrectly segmented words
for XLMR+word and Qwen3-32B. Jaccard is computed
over the sets of erroneous word forms. Shared/XLMR
and Shared/Qwen indicate the percentage of each
model’s errors that are also errors of the other model.

Qwen3-32B, where all resulting morphemes are
attested in 79.6% of cases.

Under-segmentation behaves differently. Since
the model merges several gold morphemes into
a larger segment, the resulting segment is much
less likely to be independently attested: all pro-
duced segments are attested in 52.5% of Qwen3-
32B under-segmentation errors and 48.4% of
XLMR+word errors. This contrast suggests that
over-segmentation and boundary-shift errors often
correspond to plausible alternative analyses sup-
ported by the dataset inventory, whereas under-
segmentation more often creates larger units that do
not function as independent morphemes elsewhere
in the data.

Table 17 shows that this pattern is not uni-
form across datasets. In several languages, over-
segmentation is highly inventory-supported. Rus-
sian, Czech, Tajik, Udmurt, Persian, Kannada,
Marathi, and the Nguni languages all show very
high Any values, usually above 98%, and high All
values for over-segmentation. Such errors are un-
likely to be arbitrary character-level noise. They
more plausibly reflect disagreement about the gran-
ularity of segmentation.

The strongest evidence of this type comes from
derivationally rich datasets. In Russian and Be-
larusian, over-segmentation often produces short
but frequent elements such as н, к, а, о, and ов.
These elements are plausible derivational or inflec-
tional material, but their status may differ across
words: in some cases they are annotated separately,
while in others they may be absorbed into a larger
root or suffix. Under-segmentation in the same lan-
guages also produces larger derivational complexes
such as Russian енн, ени, ник, тельн, and Belarus-

ian нiк. Czech also provides a clear example of
segmentation granularity. Over-segmentation pro-
duces frequent attested fragments such as k, n, e,
sk, and ov, while under-segmentation often yields
larger attested units such as ek, ovsk, ick, ník, ák,
ář, and ík. In such cases, the error may reflect irreg-
ularities in gold annotation or a mismatch with the
annotation convention rather than a linguistically
impossible prediction.

The English and French MorphoLex-datasets be-
have differently. Over-segmentation and boundary-
shift errors often produce real suffixes such as Eng-
lish s, ed, es, er, and y, or French ement, ment, ance,
ion, a, e, and s. However, under-segmentation al-
most never produces attested morphemes: only
6.1% of English and 2.6% of French under-
segmentation errors are attested under the All cri-
terion. The merged strings in these errors are typ-
ically whole-word-like or stem-like chunks rather
than morphemes, for example English fragments
such as megalith, boilersuit, and pussycat, or
French fragments such as atlantique, éperdu, and
visse. A similar picture is observed in the cases of
Italian, Croatian, and Swedish. In all three datasets,
over-segmentation often produces attested short
elements, but under-segmentation is rarely sup-
ported by the inventory: only 16.9% of Italian,
15.9% of Croatian, and 29.5% of Swedish merged
segments are attested. Frequent unattested under-
segmentation fragments include Italian quadra,
mura, digest, solvere, and Croatian smuć, stumb,
irava, and tra. These cases are more likely to rep-
resent genuine missed boundaries rather than plaus-
ible alternatives. Thus, in these datasets, missed
boundaries are much more likely to be genuine
errors than plausible alternative segmentations.

The UniParser-based datasets show another
pattern. For Tajik and Udmurt, both over-
segmentation and boundary-shift errors are strongly
supported by the inventory: the All value reaches
87.2% and 85.4% for over-segmentation, and
92.5% and 95.7% for boundary shifts, respectively.
This is consistent with the annotation paradigm of
these resources, which mostly mark inflectional
morphology. The main ambiguity lies in the exact
placement of the stem–suffix boundary, and both
sides of a shifted boundary are often attested as suf-
fixal or stem-final material elsewhere in the dataset.
Armenian differs from Tajik and Udmurt: bound-
ary shifts are almost always fully attested (98.3%),
but over-segmentation has a much lower All value
(24.6%). Frequent unattested pieces include v, cn,
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Group XLMR+word Qwen3-32B
East Slavic root over-split (19.5); suffix over-split (15.1) root over-split (16.6); suffix over-split (13.4)
Indo-Aryan root over-split (34.2); missed root–suffix (24.5) root over-split (26.6); missed root–suffix (23.7)
MorphoLex root over-split (30.1); root–suffix shift (23.6) root–suffix shift (25.5); missed root–suffix (22.8)
Czech root over-split (37.5); missed root–suffix (22.1) missed root–suffix (32.0); root over-split (29.6)
Croatian root–suffix shift (37.3); false initial prefix (20.7) root–suffix shift (33.9); prefix–root shift (18.1)
Italian root-prefix merge (20.3); false initial prefix (19.8) false initial prefix (20.6); root–suffix shift (19.7)
Persian* over-split (45.4); under-split (41.0) under-split (44.6); over-split (39.6)
Dravidian root–suffix shift (25.3); mixed errors (25.1) mixed errors (28.3); root–suffix shift (27.1)
Nguni prefix-chain over-split (31.8); prefix-chain under-

split (20.8)
prefix-chain over-split (29.3); prefix-chain under-
split (22.7)

UniParser stem–suffix shift (42.5); stem–suffix over-split (19.2) stem–suffix shift (58.1); mixed errors (19.8)
Swedish type-only (39.4); root over-split (18.2) type-only (27.0); root over-split (16.1)

Table 15: Dominant fine-grained error clusters by language group. Values in parentheses indicate the percentage of
all errors for the corresponding model and group. For the Persian language the morpheme types are not presented in
the dataset.

Model Error type Inst. Any All
Qwen3-32B over-seg. 51,273 99.4 79.6
Qwen3-32B under-seg. 46,354 52.5 52.5
Qwen3-32B boundary shift 89,640 99.5 92.1
Qwen3-32B all 187,267 87.9 78.9
XLMR+word over-seg. 96,787 99.6 55.2
XLMR+word under-seg. 54,088 48.4 48.4
XLMR+word boundary shift 72,974 99.7 91.2
XLMR+word all 223,849 87.3 65.3

Table 16: Attestation of morphemes produced by bound-
ary errors. Inst. is the number of error instances. Any
indicates the percentage of cases where at least one pro-
duced morpheme is attested elsewhere in the language-
specific gold data; All requires all produced morphemes
to be attested. Values are weighted averages over lan-
guages.

cv, ecn, ecr, acn, and acr. This suggests that
models sometimes attempt a deeper internal decom-
position of Armenian forms than the gold inventory
represents.

The Nguni languages confirm the prefix-chain
interpretation proposed in the main text. Frequent
attested fragments produced by over-segmentation
include e, a, el, is, ku, m, and o; under-segmentation
often produces attested longer elements such as
aba, oku, ezi, kwe, eli, and eni. These examples
are consistent with errors involving prefixal chains.
The pattern is not identical across the four Nguni
datasets. Ndebele and Zulu have relatively high All
values for under-segmentation (63.8% and 63.3%),
whereas Swati is much lower (22.0%). This may
reflect the smaller size of the Swati dataset, lower
coverage of the morpheme inventory, or differences
in how the surface segmentation adaptation repres-
ents prefixal material.

For Dravidian, Indo-Aryan, and Persian scripts
that are difficult to render reliably with the confer-
ence LATEX setup, we provide examples in Latin

transliteration.
In the Dravidian and Indo-Aryan datasets, many

error-induced morphemes are productive endings
or post-root elements. Kannada over-segmentation
frequently produces short fragments transliterated
as -i, -isa, -da, -a, -ra, -na, and -u. Marathi shows
a similar pattern with fragments transliterated as
-a, -e, -am, -i, -ta, -cyā, -ce, and -madhye. These
fragments are common in the dataset inventory,
so models often produce real morphemes even
when the gold segmentation does not separate them
at that point. Malayalam, however, requires spe-
cial caution. Some frequent fragments are tied to
the script and Unicode representation, such as the
chandrakkala/virama sign and sequences contain-
ing zero-width joiners, alongside more morpho-
logically interpretable fragments transliterated as
-il, -yil, -ukal.il, and -ṅṅal.. Therefore, high attest-
ation in Malayalam does not always guarantee a
linguistically meaningful morpheme; part of the
effect may reflect orthographic or encoding-level
segmentation.

Persian shows high attestation for over-
segmentation and boundary shifts: 79.7% and
77.3% of such errors, respectively, are fully
inventory-supported. The most frequent attested
fragments include elements transliterated as -i, -
e/-h, -hā, -ān, -and, -šān, -gi, and -tarin. These
are frequent suffixal or word-final elements, and
models often disagree with the gold standard about
whether they should be separated. Since the Persian
dataset lacks morpheme type labels, these cases
cannot be further disambiguated into root, suffix,
or linking-element errors, but they clearly point to
segmentation granularity as the dominant source of
disagreement.

Overall, observed high attestation of over-
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Over-seg. Boundary shift Under-seg.
Language Inst. Any All Inst. Any All Inst. Any/All
Russian 3,536 99.7 85.9 730 99.2 69.9 3,106 63.8
Belarusian 2,576 99.1 72.6 674 96.9 51.2 2,020 46.2
Czech 50,701 99.8 80.3 2,489 99.1 71.9 40,886 57.6
English 2,091 96.8 44.5 1,857 97.5 44.4 1,784 6.1
French 2,656 97.4 42.6 1,983 94.7 33.6 2,717 2.6
Italian 1,684 98.6 52.9 1,114 88.7 29.9 1,408 16.9
Croatian 575 98.6 43.1 1,451 97.9 36.2 371 15.9
Swedish 1,072 97.8 66.1 531 91.1 35.6 1,025 29.5
Tajik 11,751 99.9 87.2 12,917 99.7 92.5 8,296 71.7
Udmurt 6,691 99.5 85.4 36,367 99.8 95.7 5,360 62.1
Armenian 39,333 99.8 24.6 89,182 100.0 98.3 10,790 30.3
Ndebele 2,674 99.1 77.2 574 99.3 66.7 2,077 63.8
Swati 890 96.4 48.5 119 96.6 46.2 714 22.0
Xhosa 2,345 98.9 70.6 834 98.9 61.9 1,666 45.9
Zulu 2,002 99.3 72.6 787 99.4 61.9 1,747 63.3
Kannada 2,495 99.2 78.3 4,324 99.0 79.6 3,167 63.6
Malayalam 3,030 98.0 69.7 3,531 98.0 68.3 3,701 31.7
Hindi 154 97.4 69.5 111 97.3 64.9 132 44.7
Marathi 6,396 99.5 77.9 1,889 98.6 66.4 4,020 49.9
Persian 5,408 99.4 79.7 1,150 98.7 77.3 5,455 38.1

Table 17: Language-level attestation of morphemes produced by boundary errors. Counts are aggregated over
XLMR+word and Qwen3-32B. Any and All are percentages of error instances.

segmentation and boundary-shift errors provides
strong evidence that many model errors are not
random: they often consist of morphemes that the
same dataset recognizes elsewhere. This is espe-
cially clear for Russian, Belarusian, Czech, Per-
sian, Nguni, Tajik, Udmurt, Kannada, and Marathi.
When the same short or productive elements re-
peatedly appear as error-induced morphemes, espe-
cially in derivationally rich datasets, this provides
indirect evidence for competing annotation conven-
tions or incomplete explicitness of the segmenta-
tion guidelines. In particular, inconsistent separa-
tion of historical suffixes from roots, ambiguous
treatment of linking vowels, and variable granu-
larity of suffix chains appear to be major sources
of disagreement between models and gold annota-
tions. Despite this, it should be noted that high
attestation does not by itself prove annotation in-
consistency. A morpheme may be valid in one word
but not segmentable in another because of lexic-
alization, historical opacity, or language-specific
morphophonology.

G Prompts

G.1 LoRA System Prompt

System prompt for LoRA

You are a linguistic expert. Segment the word
into morphemes strictly following the
format 'morpheme:TYPE/morpheme:TYPE'.
Output ONLY the segmentation.

G.2 Zero-shot Prompt Example

Zero-shot prompt for Udmurt

You are an expert linguist specializing in
morphological analysis for the Udmurt
language. Your task is to perform surface-
level morpheme segmentation of a given
word.

Rules:
1. **Surface Segmentation**: The

concatenation of the morpheme text parts
MUST be exactly equal to the source word.
Do not normalize, stem, or fix spelling.

2. **Tags**: Assign a tag to each morpheme
from the following list: [PREF, ROOT,
SUFF, CONNECTOR].

- PREF: Prefix
- STEM: Stem
- SUFF: Suffix
- CONNECTOR: Hyphen

3. **Output Format**: Return ONLY a valid
JSON object containing a list of
morphemes. Do not add explanations.

Expected JSON structure:
{
"word": "source_word",
"morphemes": [
{"text": "part1", "type": "TAG"},
{"text": "part2", "type": "TAG"}

]
}
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G.3 Corpus-to-Prompt Distillation Prompt
Example (for Swedish)

Corpus-to-Prompt Distillation Prompt for Swedish

You are an expert computational linguist
specializing in the morphological
analysis of the Swedish language. Your
task is to perform a fine-grained,
surface-level morpheme segmentation of a
given source word based on etymological
principles.

**Segmentation Principles & Granularity:**
1. **Deep Etymological Decomposition**: You

must break down words into their smallest
historical constituents, particularly
for words of Latin, Greek, or Romance
origin. Do not stop at the stem; find the
historical root.

* *Example*: `civilisation` -> `civ` (
ROOT) + `il` (SUFF) + `is` (SUFF) + `at`
(SUFF) + `ion` (SUFF).
* *Example*: `individualism` -> `in` (
PREF) + `di` (PREF) + `vid` (ROOT) + `u`
(LINK) + `al` (SUFF) + `ism` (SUFF).
* *Example*: `instrument` -> `in` (PREF
) + `stru` (ROOT) + `ment` (SUFF).

2. **Germanic Derivation**: For native
Swedish words, separate prefixes and
suffixes from the root.
* *Example*: `förstånd` -> `för` (PREF)
+ `stå` (ROOT) + `nd` (SUFF).

* *Example*: `misstänka` -> `miss` (
PREF) + `tänk` (ROOT) + `a` (LINK/SUFF).

3. **Surface Constraint**: The concatenation
of the segmented texts MUST match the

input word exactly. Do not correct
spelling or restore dropped characters (e.
g., if a letter is doubled or dropped at
a boundary, segment the surface form as
it appears).

**Tagging Rules:**
Assign one of the following tags to each

segment:
* **PREF**: Prefixes (e.g., `be-`, `för-`,

`o-`, `re-`, `kon-`, `in-`, `psyk-`, `
eko-`).

* **ROOT**: The core lexical morpheme. In
loanwords, this is often a short bound
root (e.g., `nom` in *ekonomisk*, `flikt`
in *konflikt*).

* **SUFF**: Derivational suffixes (e.g., `-
ing`, `-het`, `-isk`, `-tion`) and verb
endings (e.g., `-a`).

* **LINK**: Use this tag for:
* Thematic vowels at the end of noun
stems (e.g., the 'a' in `skara`, the 'e'
in `bonde` or `hanne`).
* Linking elements in compounds or
derivations (e.g., the 's' in `svensson`
or `dygnsvis`, the 'o' in `psykolog`, the
'u' in `individualism`).

* Note: While verb infinitive markers
('-a') are usually SUFF, noun endings ('-
a', '-e') are strictly LINK in this
schema.

**Few-Shot Examples:**
* Input: "planering" -> Output: [{"text": "

plan", "type": "ROOT"}, {"text": "er", "
type": "SUFF"}, {"text": "ing", "type": "
SUFF"}]

* Input: "skara" -> Output: [{"text": "skar
", "type": "ROOT"}, {"text": "a", "type":
"LINK"}]

* Input: "psykolog" -> Output: [{"text": "
psyk", "type": "PREF"}, {"text": "o", "
type": "LINK"}, {"text": "log", "type": "
ROOT"}]

* Input: "konstatera" -> Output: [{"text":
"kon", "type": "PREF"}, {"text": "stat",
"type": "ROOT"}, {"text": "er", "type": "
SUFF"}, {"text": "a", "type": "SUFF"}]

* Input: "oekonomisk" -> Output: [{"text":
"o", "type": "PREF"}, {"text": "eko", "
type": "PREF"}, {"text": "nom", "type": "
ROOT"}, {"text": "isk", "type": "SUFF"}]

**Output Format:**
Return ONLY a valid JSON object with the

structure below. No commentary.
```json
{
"word": "source_word",
"morphemes": [
{"text": "segment1", "type": "TAG"},
{"text": "segment2", "type": "TAG"}

]
}
```
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