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Abstract

Model fusion integrates the capabilities from
source models into a single target model.
As of June 2026, Hugging Face hosts more
than 2M models. This growing pool provides
a rich base for model reuse and capability
integration. Yet existing surveys often cover
only separate parts of this space, and they do
not provide a unified definition or a systematic
taxonomy. This survey defines model fusion
and organizes prior work into three levels:
parameter-level, representation-level, and
behavior-level fusion. We also review related
metrics, benchmarks, and applications,
summarize current challenges, and identify
future directions. Our goal is to provide a
clear map of this area and support future
work on model fusion. A comprehensive list
of papers about model fusion is available
at https://github.com/Baicaihaochi/
Awesome-Model-Fusion-Survey.

1 Introduction

As large language models and the open-source
ecosystem continue to grow, the number and va-
riety of available models have increased quickly.
As of June 2026, Hugging Face hosts more than
2M models1, providing a rich and diverse base for
model reuse and capability integration. Therefore,
reusing and integrating existing model capabilities
within a single model is becoming an important
direction (Li et al., 2026c; Zheng et al., 2025).

Given multiple source models with diverse ca-
pabilities, model fusion constructs a target model

*Equal contribution. †Corresponding authors.
1https://huggingface.co/blog/huggingface/

state-of-os-hf-spring-2026

Figure 1: Model fusion overview. Multiple source mod-
els contribute parameters, representations, or behaviors
to construct one target model. After fusion, the target
operates without the complete source models at infer-
ence time.

by combining their parameters, aligning their rep-
resentations, or distilling their output behaviors,
as shown in Figure 1. After fusion, the target
model operates without relying on the complete
source models at inference time. Under this oper-
ational definition, traditional model merging and
knowledge distillation can be viewed as parameter-
level and behavior-level model fusion, respectively
(Yang et al., 2026a; Song and Zheng, 2026a; Yadav
et al., 2025; Li et al., 2026c).

Model fusion offers two practical advantages.
First, it enables efficient reuse of existing mod-
els and integrates their capabilities into one target
model. This can be done by fusing parameters,
using representations to diagnose and repair drift,
or distilling output behaviors (Yadav et al., 2023;
Yang et al., 2024a; Wan et al., 2024; Agarwal et al.,
2024). As shown in Figure 2, model fusion has
attracted steadily increasing researcher attention
since 2023. This trend is also reflected in industrial
practice, where DeepSeek-V4 (DeepSeek-AI et al.,
2026), NVIDIA’s Nemotron-Cascade 2 (Yang et al.,

15178

https://github.com/Baicaihaochi/Awesome-Model-Fusion-Survey
https://github.com/Baicaihaochi/Awesome-Model-Fusion-Survey
https://huggingface.co/blog/huggingface/state-of-os-hf-spring-2026
https://huggingface.co/blog/huggingface/state-of-os-hf-spring-2026


Figure 2: Progress timeline of model fusion. Selected methods are color-coded by their primary fusion level. Annual
counts indicate the broader growth trend; the 2026 count is a partial-year snapshot.

Survey Venue & Year Param. level Repre. level Behav. level

Gou et al. (2021) IJCV’21 ✓ ✓
Xu et al. (2024) arXiv’24 ✓ ✓
Yadav et al. (2025) TMLR’25 ✓
Yang et al. (2025a) TIST’25 ✓ ✓
Qin et al. (2025) IJIS’25 ✓ ✓
Yang et al. (2026a) CSUR’26 ✓ ✓
Song and Zheng (2026a) arXiv’26 ✓ ✓
Li et al. (2026c) TNNLS’26 ✓ ✓
Song and Zheng (2026b) arXiv’26 ✓
Fang et al. (2026) AIR’26 ✓ ✓
Ours ✓ ✓ ✓

Table 1: Coverage of related surveys across the three
fusion levels. A checkmark indicates substantive treat-
ment of methods at that level; only our survey covers
parameter-, representation-, and behavior-level fusion
together.

2026f), and GLM-5 (GLM-5-Team et al., 2026)
adopt on-policy distillation to integrate or recover
model capabilities. Second, model fusion supports
continual learning by absorbing new task signals
while preserving earlier capabilities. AIMMerging
(Feng et al., 2025), RECALL (Wang et al., 2025a),
and NUFILT (Qiu et al., 2026) reduce forgetting.

Despite these advantages, recent studies also
show that model fusion remains far from settled.
Weight averaging and alignment can improve ac-
curacy and robustness, but some task-level com-
binations may collapse, and current theory cannot
yet predict when fusion will succeed (Wortsman
et al., 2022; Ainsworth et al., 2023; Cao et al.,
2026b). Moreover, fusion becomes harder when
source models differ in architecture, tokenizer, or
modality, because parameter and representation
alignment can be unstable (Sung et al., 2023; Cui
et al., 2026; Du et al., 2025). In evaluation, recent
benchmarks improve standardization, but average
scores can still hide local degradation and cross-
capability interference (Tang et al., 2025; He et al.,
2025; Tam et al., 2024; Cao et al., 2026b).

As shown in Table 1, existing surveys treat
model merging and knowledge transfer separately
(Xu et al., 2024; Song and Zheng, 2026b; Gou
et al., 2021; Yang et al., 2025a; Qin et al., 2025;
Fang et al., 2026), without a unified view of the
scope, boundary, and evaluation of model fusion.
We address this gap with a formal definition and a
three-level taxonomy, followed by evaluation, ap-
plications, and open research problems.

We survey more than 150 papers. Section 2 de-
fines model fusion, and Section 3 presents the three-
level taxonomy and evaluation settings. Sections 4–
6 present practical takeaways and challenges.

2 Definition and Formulation

Definition. We define model fusion as follows:

Model fusion constructs a target model
by combining parameters, aligning repre-
sentations, or distilling output behaviors
from multiple source models. Its goal is
to integrate the knowledge and capabili-
ties carried by the source models while
retaining efficient inference.

Accordingly, we include a method as model fu-
sion only if its construction of the target model
uses at least one of these three operations and the
resulting target model can operate at inference time
without relying on the complete source models.
Whether an operation occurs during training or af-
ter training is orthogonal to this definition: model
merging is often training-free, whereas represen-
tation alignment and behavior distillation usually
optimize the target model during fusion. Task
Arithmetic combines parameter updates, Repre-
sentation Surgery aligns hidden representations,
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and FuseLLM distills output distributions; each
produces a target that is independent of the com-
plete source models at inference time (Ilharco et al.,
2023; Yang et al., 2024a; Wan et al., 2024).

These criteria exclude inference-time model
combination and selection. Ensembles aggregate
predictions from multiple models, while routing
systems such as RouteLLM select a source model
for each query; both retain and invoke source mod-
els at inference time rather than constructing an
inference-independent target (Chen et al., 2026b;
Ong et al., 2025). LLM-as-a-Judge is also ex-
cluded because it evaluates model outputs rather
than constructing a target model through parameter
combination, representation alignment, or behav-
ior distillation (Zheng et al., 2023). We further
distinguish behavior distillation from reward-only
reinforcement learning. On-policy distillation qual-
ifies when a teacher provides dense, token-level
behavioral supervision, such as output-distribution
targets or an equivalent KL-constrained signal, on
target-generated states (Agarwal et al., 2024; Yang
et al., 2026e); using an LLM only for a scalar re-
ward does not qualify because it does not distill the
teacher’s output behavior.

Let X and Y be the input space and the output
space. Given n source models

S = {M src
i }ni=1, (1)

where M src
i is the i-th source model. For input x ∈

X , each source model gives a conditional output
distribution psrci (y | x), where y ∈ Y . The goal
is to build a target model M tgt

θ with parameters
θ. Its conditional output distribution is ptgtθ (y | x).
Model fusion can be written as a mapping from
source models to the target model:

θ = Φ(S,D). (2)

Here, Φ is the fusion mapping. D denotes optional
fusion data and can be empty. The general fusion
goal can be expressed as

θ⋆ = argmin
θ

n∑

i=1

Ex∼Ti
[

Dout

(
psrci (· | x), ptgtθ (· | x)

)]
.

(3)

Here, θ⋆ denotes the fused target parameters, Ti
is the task distribution of source i, and Dout mea-
sures the discrepancy between the source and target
output distributions. Equation 3 states a general
retention goal rather than a shared training loss; a
fusion method need not optimize it explicitly.

Inference Independence. Once θ is fixed, the
target model no longer needs the source models
during inference:

ptgtθ (y | x,S) = ptgtθ (y | x).

3 Taxonomy of Model Fusion

We organize methods by the source signal used
in fusion rather than the surface form of the final
result: parameters, representations, or behaviors.

3.1 Parameter-Level Fusion
Definition. Let θ0 be the reference parameters and,
for each source M src

i ∈ S, let θi be its parameters
and ∆i = θi−θ0 its update. Parameter-level fusion
transforms and combines these updates:

ΦP(S,D) = θ0 +
n∑

i=1

αiAi(∆i). (4)

Here, αi ∈ R is a scalar source coefficient, and
Ai can be the identity, masking or rescaling, a per-
mutation, or a subspace projection; both can be
determined without data or estimated from D.

Related work and methods. Parameter-level fu-
sion methods can be organized by how they manip-
ulate parameters. Arithmetic rules combine source
weights or parameter deltas with fixed or lightly
tuned coefficients. SWA (Izmailov et al., 2018) av-
erages parameter snapshots sampled along an SGD
trajectory with a cyclical or constant learning rate,
approximating an ensemble with a single model
and improving generalization with little additional
cost. Model soups (Wortsman et al., 2022) show
that multiple fine-tuned models can be averaged
when they lie in a nearby parameter basin, while
task arithmetic (Ilharco et al., 2023) represents the
difference between a fine-tuned model and its base
model as a task vector, enabling capability com-
position or behavior editing through vector addi-
tion and subtraction. Fisher Merging weights indi-
vidual parameters using sample-estimated Fisher
information, while MWA weights checkpoints us-
ing training metrics such as loss or training step
(Matena and Raffel, 2022; Yu and Choi, 2025).
Subsequent methods further address conflicts and
redundancy among parameter deltas. For example,
TIES-Merging, DARE, and DELLA-Merging re-
duce interference through sign consistency, random
dropping or rescaling (Yadav et al., 2023; Yu et al.,
2024; Deep et al., 2024).

Subspace methods identify, reshape, or constrain
structured directions in weight or update space to
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A Taxonomy of Model Fusion

Parameter-Level

Arithmetic Rules

SWA (Izmailov et al., 2018), Avg (Wortsman et al., 2022)
TA (Ilharco et al., 2023), TIES (Yadav et al., 2023)
DARE (Yu et al., 2024), DELLA (Deep et al., 2024)
Diffusion Soup (Biggs et al., 2024)
Fisher Merging (Matena and Raffel, 2022), MWA (Yu and Choi, 2025)

Subspace KnOTS (Stoica et al., 2025), DOP (Yang et al., 2025b)
Iso-C/CTS (Marczak et al., 2025), TSV (Gargiulo et al., 2025)

Optimization
AWD (Xiong et al., 2024), WUDI (Cheng et al., 2025)
DOGE (Wei et al., 2025b), GCWM (Wang et al., 2026f)
AdaMerging (Yang et al., 2024c)

Modules AdapterSoup (Chronopoulou et al., 2023), HydraOpt (Ceritli et al., 2025)
LoRASoup (Prabhakar et al., 2025), Lora-Flow (Wang et al., 2024)

Representation-Level

Weighting

AIM (Heyrani Nobari et al., 2025), ACM (Yao et al., 2025)
ARM (Yao et al., 2026), MAGIC (Li et al., 2025)
REPAIR (Jordan et al., 2023), ZipIt! (Stoica et al., 2024)
OTFusion (Imfeld et al., 2024)

Closed-form Solvers
RegMean (Jin et al., 2023), RegMean++ (Nguyen et al., 2025)
LOT (Sun et al., 2025), FeatCal (Gu et al., 2026)
IterIS (Chen et al., 2025), LoRM (Salami et al., 2025)

Backpropagation
Surgery (Yang et al., 2024a), ProbSurgery (Wei et al., 2025a)
Surgeryv2 (Yang et al., 2024b), PKD (Sun et al., 2019)
TinyBERT (Jiao et al., 2020), TED (Liang et al., 2023)

Behavior-Level

Demonstrations Instruction Distillation (Sun et al., 2023), GPT4All (Anand et al., 2023)
Distill Step-by-Step (Hsieh et al., 2023), CoT KD (Magister et al., 2023)

Distributions KD (Hinton et al., 2015), DistilBERT (Sanh et al., 2019)
MiniLLM (Gu et al., 2024), InfiGFusion (Wang et al., 2025b)

Feedback FuseChat (Wan et al., 2025), Zephyr (Tunstall et al., 2024)
InfiFPO (Gu et al., 2025)

On-Policy
GKD (Agarwal et al., 2024), OPD (Agarwal et al., 2024)
Video-OPD (Li et al., 2026a), X-OPD (Cao et al., 2026a)
OPSD (Zhao et al., 2026), Lightning OPD (Wu et al., 2026)

Evaluation Benchmarks
FusionBench (Tang et al., 2025), MergeBench (He et al., 2025)
Realistic Evaluation (Tam et al., 2024), M2RL (Wang et al., 2026a)
Model-GLUE (Zhao et al., 2024), OptMerge (Wei et al., 2026a)

Figure 3: A taxonomy of model fusion for LLMs and MLLMs. The method branches are organized by the main
object being fused or aligned: parameters, representations, or behaviors. AdaMerging, MWA, and Fisher Merging
remain parameter-level because their learned or estimated quantities determine parameter combinations rather than
provide external source behavior. The evaluation branch summarizes representative benchmark resources. Methods
and resources are illustrative rather than exhaustive.

improve alignment and reduce interference. SVD-
based methods use singular directions to reshape
update spaces, separate shared and task-specific
components, and reduce interference (Stoica et al.,
2025; Marczak et al., 2025; Gargiulo et al., 2025).
For continual fusion, DOP (Yang et al., 2025b) ap-
proximates unavailable data subspaces with SVD
subspaces of task vectors and applies dual orthog-
onal projections to balance stability and plasticity
without accessing task data.

Optimization methods formulate merge coeffi-

cients, task vectors, or transformation variables
as explicit optimization problems. AdaMerging
learns task- or layer-wise fusion coefficients by
minimizing output entropy on unlabeled data; the
resulting coefficients still combine source param-
eters rather than distilling source behaviors (Yang
et al., 2024c). AWD (Xiong et al., 2024) optimizes
a decomposition of task vectors into redundant and
disentangled components, improving orthogonality
while preserving task-specific performance. WUDI
(Cheng et al., 2025) uses task vectors to locate in-
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terference sources and correct the responsible com-
ponents without data. GCWM (Wang et al., 2026f)
and DOGE (Wei et al., 2025b) use geometric or
projected-gradient objectives to reduce interference
during multi-task fusion.

Module fusion combines LoRA, adapters, pro-
jectors, or other pluggable modules instead of full-
model parameters, suiting parameter-efficient fine-
tuning. AdapterSoup averages domain adapters,
whereas LoRA soups average, concatenate, or
weight skill-specific modules (Chronopoulou et al.,
2023; Hu et al., 2022; Prabhakar et al., 2025).

Parameter-level fusion is efficient but requires
source compatibility and interference control.

3.2 Representation-Level Fusion
Definition. Representation-level fusion uses in-
termediate representations as the main signal for
capability integration. For each M src

i ∈ S, let
r̃ℓi (x) denote its representation after any required
layer matching, normalization, or dimensional pro-
jection, and let rℓθ(x) be the target representation,
where ℓ ∈ L indexes the matched layers. We write
D = (Di)

n
i=1, where Di is the fusion-data distri-

bution for source i. Representation-level fusion
matches these signals as

ΦR(S,D) = argmin
θ

∑

ℓ∈L

n∑

i=1

Ex∼Di

[
DR

(
r̃ℓi (x), r

ℓ
θ(x)

)]
.

(5)

The discrepancy DR is instantiated according to the
matched signal, such as L1 or MSE for feature ten-
sors, cosine or correlation discrepancy for feature
directions or unit matching, and MMD or moment
discrepancy for representation distributions or acti-
vation calibration. Representation statistics on Di

can also determine αi or Ai in Equation 4; such
methods remain representation-level when these
statistics are the main fusion signal.

Related work and methods. Representation-
level fusion asks how intermediate representations
can guide the construction or repair of a target
model. Existing methods mainly use representa-
tions in three ways: to derive merge signals, solve
local matching problems, or train repair and distil-
lation objectives.

Weighting methods compute fusion weights from
representations and then combine models in pa-
rameter space. These weights can be defined over
parameters, layers, modules, or matched compo-
nents. AIM (Heyrani Nobari et al., 2025) estimates

weight saliency from activation magnitudes on a
task-agnostic calibration set. MAGIC (Li et al.,
2025) calibrates representation and weight magni-
tudes, while Merging Beyond (Yao et al., 2026)
uses activation subspaces to form rotation-aware
updates. Related alignment methods compute cor-
respondence from representations before fusion:
REPAIR (Jordan et al., 2023) rescales preactiva-
tions, ZipIt! (Stoica et al., 2024) matches units by
activation similarity, and Transformer Fusion (Im-
feld et al., 2024) aligns Transformer components
with optimal transport. These methods are efficient,
but they depend on calibration data, layer corre-
spondence, and reliable representation similarity.

Closed-form solvers formulate representation
matching as local regression problems and solve
them analytically, which is most practical for linear
modules. RegMean (Jin et al., 2023) uses input co-
variance to merge each linear module so that its out-
put matches source-module outputs. RegMean++
(Nguyen et al., 2025) improves this local view by
adding intra-layer and cross-layer dependencies.
LOT-Merging (Sun et al., 2025) and FeatCal (Gu
et al., 2026) further treat representation drift as the
main target: the former derives layer-wise analytic
updates, while the latter calibrates merged weights
in forward order by separating upstream propa-
gation from local mismatch. For LoRA fusion,
LoRM (Salami et al., 2025) applies output match-
ing to low-rank modules, and IterIS (Chen et al.,
2025) refines the matching objective through itera-
tive inference-solving. Compared with weighting
methods, these solvers use representations more
directly by fitting local matching objectives, not
only by estimating fusion weights.

Backpropagation methods train the target model
or added repair modules with representation losses,
allowing nonlinear repair and the use of multiple
internal signals such as hidden states and attention
maps. Patient Knowledge Distillation (Sun et al.,
2019) augments output distillation with hidden-
state matching at selected source layers, while
TinyBERT (Jiao et al., 2020) combines prediction-
layer supervision with matching of embeddings,
attention maps, and hidden states. TED (Liang
et al., 2023) likewise augments output distilla-
tion with task-aware filters that retain task-relevant
hidden representations before alignment. Fusion
repair methods use the same idea after an ini-
tial parameter-level fusion step. Representation
Surgery (Yang et al., 2024a) learns a lightweight
module to correct final-layer representation bias.

15182



Figure 4: Three levels of model fusion and their practical trade-offs. Data demand and source access indicate typical
relative requirements rather than strict rules. A pipeline may combine levels, but its primary level is determined by
the signal used to construct or update the target model.

Surgeryv2 (Yang et al., 2024b) extends this repair
across multiple layers. ProbSurgery (Wei et al.,
2025a) models the correction as a distribution to
capture uncertainty from parameter interference.
Compared with closed-form solvers, these methods
can handle more complex mismatch, but they re-
quire slower training, larger repair data, and careful
regularization to avoid overfitting.

Representation-level fusion is most useful when
hidden states expose drift or layer mismatch.
Weighting methods are inexpensive but sensitive
to calibration; closed-form solvers need aligned
linear modules and more representation samples;
backpropagation handles complex mismatch but
requires more training and data. Open problems
include efficient drift repair and alignment across
dissimilar models.

3.3 Behavior-Level Fusion
Definition. Behavior-level fusion uses observable
source behaviors to train a target model. Let s
denote an input state, such as (x, y<t) for an au-
toregressive model, and let µD be the empirical
state distribution from fixed or target-generated
sequences. Let qS(· | s) be a behavior target
constructed by selecting, aggregating, or aligning
source outputs. Output-distribution distillation uses

ΦB(S,D) = argmin
θ

Es∼µD

[

DB

(
qS(· | s), ptgtθ (· | s)

)]
.

(6)

Here, ptgtθ (· | s) is the target output distribution.
Common choices for DB include forward KL, re-

verse KL, and generalized JSD. Source models
therefore act as behavior providers, rather than pa-
rameter or representation providers. Methods using
only target-model entropy, confidence, or uncer-
tainty for parameter fusion lack external behavioral
supervision and fall outside this category.

Related work and methods. Behavior-level
fusion can be grouped by the transferred behavior
type into distribution fusion, demonstration fusion,
and feedback fusion, with an orthogonal distinction
between off-policy supervision on fixed data and
on-policy supervision on target-induced states.

Distribution fusion transfers source-provided
soft labels, output distributions, token probabilities,
or logits. Classical knowledge distillation matches
a teacher’s softened output distribution (Hinton
et al., 2015), while DistilBERT shows its effective-
ness for language model compression (Sanh et al.,
2019). For model fusion, such signals can integrate
complementary capabilities across models: InfiG-
Fusion further models logits as relational graphs
and aligns their geometry via an efficient Gromov–
Wasserstein approximation, moving beyond inde-
pendent token-level matching (Wang et al., 2025b).
Demonstration fusion learns from source-generated
responses, rationales, reasoning traces, tool-use
traces, or trajectories. Instruction distillation and
GPT4All-style training use stronger-model outputs
to train independently deployable targets (Sun et al.,
2023; Anand et al., 2023), while rationale or step-
level distillation transfers intermediate reasoning
processes (Hsieh et al., 2023; Magister et al., 2023).

15183



These methods require only sampled outputs, but
may inherit source errors, spurious reasoning, or
stylistic bias.

Feedback fusion transfers preferences, scores,
critiques, corrections, reward signals, or verifier
labels, making it useful for alignment and safety
transfer when parameters, hidden states, or full dis-
tributions are unavailable. Chat-oriented fusion can
construct data from multi-source responses, rank-
ings, and preferences, as in FuseChat and Zephyr
(Wan et al., 2025; Tunstall et al., 2024). InfiFPO
further formulates fusion as implicit preference
optimization, absorbing source-model advantages
without direct pivot model access (Gu et al., 2025).
Source-derived preferences, critiques, or verifier
feedback qualify when they transfer identifiable
source behavior, whereas generic reward-only RL
without such behavioral transfer is excluded.

From the state-distribution perspective, off-
policy fusion uses fixed behavior data and is simple
to scale, but suffers from mismatch when the target
visits poorly covered states. On-policy fusion in-
stead lets the target generate prefixes, responses, or
trajectories, and then obtains supervision on these
target-induced states. This connects to dataset ag-
gregation in imitation learning (Ross et al., 2011);
in LLMs, GKD instantiates it by distilling from
teacher feedback on student-generated sequences
(Agarwal et al., 2024). Recent OPD variants study
self-distillation, black-box or semi-on-policy su-
pervision, offline logit reuse, token-efficient super-
vision, and stabilization (Zhao et al., 2026; Chen
et al., 2026a; Wu et al., 2026; Xu et al., 2026; Luo
et al., 2026), and extend OPD to multimodal tra-
jectories such as video grounding and speech LLM
alignment (Li et al., 2026a; Cao et al., 2026a). This
formulation is especially suitable for heterogeneous
fusion, where source and target models may dif-
fer in architecture, tokenizer, modality interface,
decoding policy, or capability profile.

Behavior-level fusion suits closed-source and
heterogeneous models because it avoids parameter
and hidden-state access. Demonstrations may carry
imitation bias; distributions often require logit ac-
cess; feedback depends on verifier or reward qual-
ity. Open problems include robust multi-source
aggregation, budget-aware on-policy queries, and
joint process- and outcome-level feedback.

3.4 Evaluation
Metrics. Evaluation for model fusion can start
from two simple metrics. (1) Avg performance re-

ports the average performance of the target model
over the task pool. It gives a direct view of over-
all quality and is easy to compare across methods.
(2) Normalized performance compares the target
model with the corresponding source model on
each task. MergeBench uses this metric to measure
how much source task performance is retained by
the target model (He et al., 2025). This is important
because a target model can improve the average
score while losing one source capability. Other
metrics cover interference, generalization, align-
ment, cost, and safety when applicable. Appendix
Table 9 summarizes these metrics.

Benchmarks. Model fusion benchmarks involve
more than a task leaderboard. They usually de-
fine a model pool and a task pool, so methods can
be compared under shared source and evaluation
settings. FusionBench (Tang et al., 2025) gives
unified settings for comparing many parameter-
level fusion methods across model and task pools.
MergeBench (He et al., 2025) focuses on domain
source models and reports retention, generalization,
and cost. Appendix Table 8 compares representa-
tive resources by modality coverage, model pool,
task pool, heterogeneity, fusion type, and evalua-
tion focus. The comparison shows that current re-
sources still mainly support parameter-level fusion.
Representation-level fusion often relies on drift
analysis in method papers. Behavior-level fusion
often borrows task, response, or safety benchmarks
from distillation studies (Xu et al., 2024; Song and
Zheng, 2026b). Future benchmarks should share
source settings and report drift, behavior transfer,
judge protocols, and fusion cost.

4 Practical Takeaways

❶ Fusion methods should be selected under
practical constraints. Figure 4 compares their
signals, data, and access needs. The key choice is
which signal is available and which failure mode
is most likely. When source models share architec-
ture, initialization, and tokenizer, and their weights
are available, parameter-level fusion is often a sim-
ple first option. When drift or internal loss appears,
representation-level fusion can use hidden states to
find and calibrate layer mismatch. If only responses
are available or models differ, behavior-level fusion
is practical.
❷ Cross-level rankings vary by setting and budget. Be-
cause models, settings, and budgets differ across pa-
pers, Table 2 uses only within-paper comparisons.
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Method Level Avg.

RLVR Expert Fusion: Qwen3-4B, 5 domains

TIES P 61.00
TA+DARE P 60.99
MT-OPD B 60.46

Domain Expert Fusion: Llama-3.1-8B, 5-domain Acc. (%)

Task Arithmetic P 48.7
TIES P 46.8
RegMean R 46.3
DARE P 45.2

Instruct+Code: AlpacaEval 2.0, HumanEval, MBPP

Task Arithmetic (0 shots) P 0.2448
ProDistill (16 shots) R 0.2367
ProDistill (32 shots) R 0.2380
ProDistill (64 shots) R 0.2496

CLIP setting ProDistill R SAMerging B

B32/8 81.1 83.8
B32/14 80.5 81.2
B32/20 77.8 77.9
L14/8 87.2 91.2
L14/14 89.0 89.1
L14/20 86.8 85.8

CLIP values are average accuracy (%) under matched 16-shot settings. B32 and
L14 denote ViT-B/32 and ViT-L/14; 8, 14, and 20 denote TA-8, TALL-14, and
TALL-20.

Table 2: Within-paper evidence for Takeaway 2 from
M2RL (Wang et al., 2026a), MergeBench (He et al.,
2025), ProDistill (Xu et al., 2025), and SAMerg-
ing (Dalili and Mahdavi, 2025). Values are reported
point estimates, and ProDistill shot counts are shown
with the method names. P , R and B denote
parameter-, representation-, and behavior-level fusion.

In M2RL, parameter-level TIES and TA+DARE are
close to behavior-level MT-OPD (61.00 and 60.99
versus 60.46), while MT-OPD uses 967.9 GPU-
hours of training. In MergeBench, representation-
level RegMean (46.3) lies between parameter-level
TIES (46.8) and DARE (45.2). On Instruct+Code,
ProDistill trails Task Arithmetic at 16 and 32 shots
but slightly exceeds it at 64 shots (0.2496 ver-
sus 0.2448). Under matched 16-shot CLIP set-
tings, SAMerging has higher reported point esti-
mates than ProDistill in five of six configurations,
whereas ProDistill is higher on L14/20. Thus,
cross-level rankings depend on the evaluation set-
ting, data access, and compute budget.
❸ Combining fusion levels can yield a stronger
practical pipeline. Different levels address com-
plementary failure modes: parameter fusion pro-
vides a low-cost target, representation fusion cor-
rects drift or mismatch, and behavior supervision
recovers missing outputs when cheaper signals are
insufficient. Across four within-paper comparisons,

Pair Levels Setting / Metric Single Hybrid

TA / TA+FeatCal P → P + R Llama-3.1-8B, 6-task Avg. 63.5 65.8
KD / Patient KD B → B + R RACE test Acc. (%) 58.74 60.34
KD / TED B → B + R GLUE dev Avg. 87.0 87.5
w/o Pred / TinyBERT R → R + B 3-task GLUE dev Avg. 73.5 75.6

Table 3: Four within-paper comparisons for Takeaway 3
from FeatCal (Gu et al., 2026), Patient KD (Sun et al.,
2019), TED (Liang et al., 2023), and TinyBERT (Jiao
et al., 2020). Each row compares a single-level baseline
with its hybrid counterpart under the same paper setting;
scores are not compared across rows.

adding a second fusion level improves the reported
score: FeatCal raises Task Arithmetic from 63.5 to
65.8, Patient KD raises RACE test accuracy from
58.74 to 60.34, TED raises the GLUE development
average from 87.0 to 87.5, and TinyBERT raises
the three-task GLUE development average from
73.5 to 75.6. Together, the four comparisons span

P + R , B + R , and R + B pipelines; they do not
imply universal gains.

5 Challenges and Future Directions

❶ Unclear Theoretical Foundations and Appli-
cability Conditions. Model fusion is already used
in practice: DeepSeek-V4 independently trains do-
main experts and consolidates them through on-
policy distillation (DeepSeek-AI et al., 2026). Yet
fusion quality is usually known only after the target
model has been built and evaluated, and no general
theory predicts applicability across all three fusion
levels. Source and method selection therefore still
rely heavily on trial and error, increasing cost and
the risk of capability loss. Recent theory explains
specific cases: Li et al. (2026b) analyzes parameter
averaging under heterogeneous fine-tuning through
L2-stability, while other work studies shared ini-
tialization, nearby loss basins, or hidden-unit align-
ment (Wortsman et al., 2022; Ainsworth et al.,
2023; Zhou et al., 2026a). These results do not
yet provide comparable conditions for represen-
tation alignment or behavior distillation. Theory
should link outcomes to source compatibility, fu-
sion data, and target capacity, and identify settings
where source capabilities may not be retained.
❷ Difficulty in Aligning Heterogeneous Source
Models. Source models can differ in architec-
ture, parameterization, tokenizer, or modality in-
terface, leaving no direct correspondence between
their components. This breaks parameter corre-
spondence at the parameter level, makes hidden-
state matching harder at the representation level,
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and complicates behavior distillation when output
spaces or reasoning styles differ. Transport and
Merge (Cui et al., 2026) uses optimal transport for
cross-architecture LLM fusion, while AdaMMS
(Du et al., 2025) learns coefficients for heteroge-
neous MLLMs. Without reliable alignment, source
capabilities can interfere rather than combine. Fu-
ture work should align architectures and translate
representations across model families and domains.
❸ Evaluating Multi-Source Capability Reten-
tion. Model fusion succeeds only if one target
model retains the capabilities of multiple sources.
Aggregate scores can hide source-specific capabil-
ity loss and interference, making an unsuccessful
fusion appear effective. Appendix Table 8 surveys
14 benchmarks and related evaluation resources,
but reusable multi-method protocols remain con-
centrated in a small subset. FusionBench (Tang
et al., 2025) and MergeBench (He et al., 2025)
provide broad evaluation settings, whereas most
other resources focus on narrower tasks, individual
methods, empirical studies, or search and deploy-
ment tooling. Future benchmarks should use shared
source settings and report per-capability retention,
worst-task degradation, fusion cost, and compli-
ance with the single-model inference condition.
❹ Preventing Risk Transfer During Fusion. Un-
safe behavior can survive parameter merging (Ham-
moud et al., 2024); LoRATK (Liu et al., 2025)
and Merge Hijacking (Yuan et al., 2025) further
show how malicious updates and backdoors can
enter a fused model. Backdoors can also trans-
fer through behavior distillation (Wang and Zhao,
2025; De Muri et al., 2026) and remain in the target
model after the source models have been removed
at inference time. Fusion also creates privacy, own-
ership, and collaboration risks: Merger-as-a-Stealer
(Lu et al., 2025) studies private information leak-
age, while Among Us (Yang et al., 2026g) studies
malicious contributions in model collaboration. Be-
cause consolidating these attacks may lower the bar-
rier to reproduction or misuse, future work should
combine source screening, provenance tracking,
contribution attribution, and post-fusion safety test-
ing with defensive mechanisms such as Merge-
Guard (Cong et al., 2024). Appendix H discusses
forgetting and deployment cost.

6 Conclusion

We define model fusion through three operations:
parameter combination, representation alignment,

and behavior distillation. The fused target must run
without the complete source models at inference.
This boundary supports a three-level taxonomy and
exposes level-specific problems in compatibility,
capability retention, and risk transfer.

No fusion level dominates across the reviewed
settings. Comparisons must account for source
compatibility, available signals, fusion data, and
compute budgets. Multi-level pipelines can com-
bine an inexpensive initial merge with representa-
tion repair or behavior supervision, but the reported
gains remain setting dependent. Progress there-
fore requires applicability conditions for each level,
reliable alignment across heterogeneous sources,
evaluation of per-source capability retention, and
safeguards against risk transfer.

Limitations

This survey may miss recent fusion work, espe-
cially fast-moving preprints and industrial sys-
tems with limited public details. Relevant pa-
pers may also be overlooked because the topic ap-
pears as model merging or knowledge transfer. We
collected papers from surveys, benchmarks, and
method papers and repeatedly checked their taxon-
omy and references, but errors may remain. Some
methods combine multiple levels. Our labels iden-
tify the main signal used to construct or update
the target rather than mutually exclusive pipeline
classes, and boundary cases may admit alternative
readings.

Our benchmark summary relies on reported re-
sults and may not account for model scale, data
access, or tuning budget. The cross-paper numbers
in Section 4 are illustrative rather than controlled
head-to-head comparisons, and some sources re-
port neither variance nor significance. The conclu-
sions are therefore setting-dependent, not universal
rankings among fusion levels. Reported fusion
costs are likewise not independently normalized
across hardware and implementation settings.
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A Symbol Definitions

Symbol Meaning

X Input space.
Y Output space.
x An input instance.
y An output instance.
n Number of source models.
S Set of source models, S = {M src

i }ni=1.
M src

i The i-th source model.
psrci (y | x) Conditional output distribution of the i-th

source model.
Ti Task distribution associated with source i.
M tgt

θ Target model parameterized by θ.
θ Parameters of the target model.
θ⋆ Fused target parameters in the general re-

tention goal.
θ0 Reference parameters for parameter-level

fusion.
θi Parameters of source model M src

i .
∆i Source update, ∆i = θi − θ0.
αi Scalar coefficient for source i.
Ai Operator applied to ∆i, such as the iden-

tity, masking or rescaling, permutation, or
subspace projection.

ptgtθ (y | x) Conditional output distribution of the tar-
get model.

L, ℓ Set of matched layers and an index in that
set, respectively.

r̃ℓi (x) Aligned representation of source i at
matched layer ℓ.

rℓθ(x) Representation of the target model at layer
ℓ.

s Input state; for an autoregressive model,
s = (x, y<t).

µD Empirical state distribution from fixed or
target-generated sequences.

qS(· | s) Behavior target formed by selecting, ag-
gregating, or aligning source outputs.

ptgtθ (· | s) Target output distribution at state s.
D,Di Optional fusion data and the source-

specific fusion-data distribution, respec-
tively; D can be empty.

Φ,ΦP,ΦR,ΦB General fusion mapping and its parameter-,
representation-, and behavior-level forms.

Dout Output-space discrepancy used in the gen-
eral retention goal.

DR Representation discrepancy.
DB Behavior-distribution discrepancy.

Table 4: Notation used in the model fusion formulation.

B Applications

We cover continual learning, capability integration,
safety, and compression.

Model Fusion in Continual Learning. In con-
tinual learning, model fusion can add new task or
domain knowledge while limiting forgetting. AIM-
Merging (Feng et al., 2025) and NUFILT (Qiu et al.,
2026) apply parameter-level fusion to add new task
updates while reducing forgetting and interference.
K-Merge (Shenaj et al., 2025) extends this setting

to online LoRA fusion for on-device LLMs. RE-
CALL (Wang et al., 2025a) uses hidden representa-
tions for hierarchical fusion without historical data.
SDFT (Shenfeld et al., 2026) uses behavior-level
fusion to learn new skills while reducing forgetting.

Multi-Task Learning and Domain Capability In-
tegration. Model fusion integrates source mod-
els trained for different tasks, domains, or lan-
guages. Compared with training one model on
mixed task data, it can reuse existing source models
and reduce reliance on original data or full retrain-
ing (Jin et al., 2023; Yang et al., 2024c). Language
Specific Model Merging (Dmonte et al., 2026)
fuses language-specific models to lower multilin-
gual training and update costs. SurgeryV2 (Yang
et al., 2024b) and FeatCal (Gu et al., 2026) repair
representation drift after fusion. FuseLLM (Wan
et al., 2024) and DeepSeek-V4 (DeepSeek-AI et al.,
2026) use behavior-level fusion to integrate source
capabilities.

Safety and Control. For safety control, model
fusion can transfer, keep, or weaken behavior at-
tributes after training. SafeMERGE (Djuhera et al.,
2025) and Fuse to Forget (Zaman et al., 2024)
use parameter-level fusion to preserve safety or
reduce unwanted behavior. Safety Realignment
(Yi et al., 2024) uses subspace-oriented model fu-
sion to realign unsafe models. Multilingual Safety
Alignment via Self-Distillation (Qin et al., 2026)
transfers safety behavior across languages through
behavior-level fusion. However, unsafe source
models can also propagate misalignment during
fusion (Hammoud et al., 2024).

Model Compression. Model compression uses
source models to build smaller target models with
similar capabilities. LoRA soups (Prabhakar et al.,
2025) and LoRM (Salami et al., 2025) can fold
several lightweight modules into one target module.
DeepSeek-R1 (Guo et al., 2025) transfers reason-
ing patterns into six dense models with 1.5B to
70B parameters. Nemotron-Cascade 2 (Yang et al.,
2026f) builds a compact 30B MoE model, with 3B
active parameters, for math, code, and agentic tasks.
Smaller target models can lower serving cost and
speed up inference in resource-limited settings.

C Parameter-Level Fusion Analysis

This appendix compares representative parameter-
level fusion methods by source-model relation, fu-
sion object, and evaluated backbones or settings.
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Method Venue Source relation Fusion object Evaluated backbones/settings

Arithmetic rules

SWA (2018) UAI’18 C trajectory W checkpoints CV CNNs

MWA (2025) arXiv’25 C one-run ckpts. P LoRA ckpts. LLM Gemma-2B

Model Soups (2022) ICML’22 S same-base FT W weights CV CLIP/ViT

Fisher (2022) NeurIPS’22 S same-init. W weights CV LM ViT/BERT

Task Arith. (2023) ICLR’23 S same-base T task vectors CV LLM ED CLIP/GPT-2/T5

TIES (2023) NeurIPS’23 S same-base T deltas CV ED ViT/T5

DARE (2024) ICML’24 S same-base T deltas LM LLM BERT/Llama

DELLA (2024) arXiv’24 S same-base T deltas LLM Llama-2

Diff. Soup (2024) ECCV’24 S same-base W weights DIF T2I diffusion

Subspace-based methods

KnOTS (2025) ICLR’25 S shared-base LoRA P T LoRA updates CV LLM CLIP/Llama3

DOP (2025b) NeurIPS’25 S sequential T A task/merged deltas CV ED ViT/Flan-T5

Iso-C/CTS (2025) ICML’25 S same-base A aggregate CV LLM CLIP/LLMs

TSV (2025) CVPR’25 S same-base T task matrices CV CLIP-ViT

STAR (2025) NAACL’25 S same-base T spectral deltas ED Flan-T5

DC-Merge (2026b) CVPR’26 S same-base T P full/LoRA deltas CV LLM CV/VLM

Orthogonal (2026d) ICML’26 S same-base T P orthogonal deltas LLM LLM/VLM

Extra-Merge (2026b) ICML’26 C pretrain ckpts. W checkpoints LLM GPT-2/Pythia/LLaMA

ResMerge (2026b) arXiv’26 S RL experts T spectral residuals LLM reasoning LLMs

Table 5: Parameter-level fusion methods compared by source-model relation, fusion object, and evaluated backbones
or settings. Method groups follow the taxonomy in Section 3 and Figure 3.
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Method Venue Source relation Fusion object Evaluated backbones/settings

Optimization-based methods

AdaMerging (2024c) ICLR’24 S same-base T vectors + coeffs. CV CLIP-ViT

AWD (2024) arXiv’24 S same-base T disentangled CV LM ViT/RoBERTa

WUDI (2025) ICML’25 S same-base A merged vector CV LM LLM ViT/RoBERTa/Llama

DOGE (2025b) ICML’25 S same-base T A merged update CV LM LLM vision/NLP

GCWM (2026f) arXiv’26 C continual A cumulative update LLM Qwen3

MergOPT (2026b) ICLR’26 S same-base W optimized weights CV LLM vision/LLMs

EvoGM (2026) ICML’26 S same-base T vectors + coeffs. LLM Qwen/Llama

ODE-M (2026) ICML’26 C continual A merged trajectory CV CLIP-ViT

SWUDI (2026b) arXiv’26 S same-base T A spectral update LLM LLM/multimodal

Module merging

AdapterSoup (2023) EACL-F’23 S shared-base P adapters LLM GPT-2

HydraOpt (2025) EMNLP’25 S shared-base P adapters LLM Llama/Qwen

LoRASoup (2025) COLING-I’25 S shared-base P LoRAs LLM Llama-7B

Lora-Flow (2024) ACL’24 S shared-base P LoRAs LLM Llama-2

RobustMerge (2025) NeurIPS’25 S shared-base P low-rank LLM MLLMs

Adaptive LoRA (2025) ACL-F’25 S shared-base P pruned LoRA LLM low-resource gen.

NSC (2026) CVPR’26 S shared-base P compressed LoRAs CV LLM CV/NLI/VLM

CtM (2026) ICML’26 S shared-base P single LoRA LLM Llama-3

PDA/GAM (2026a) arXiv’26 S preference-tuned P aligned deltas LLM Qwen/Tulu

Source S same-base coordinates; C checkpoint/continual trajectory.

Object W full weights; T per-task update; A merged update; P PEFT/LoRA/adapter.

Backbone CV vision; LM encoder LM; ED encoder–decoder; LLM decoder LLM; DIF diffusion.

Note Badges are non-exclusive; grouping follows Figure 3.

Table 5: Parameter-level fusion methods compared by source-model relation, fusion object, and evaluated backbones
or settings (continued).
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D Representation-Level Fusion Analysis

This appendix compares representation methods by
source relation, fused scope, and evaluation setting.

E Behavior-Level Fusion Analysis

This appendix compares behavior methods by
source relation, signal, and evaluation setting.

F Model Fusion Benchmarks

We compare fusion benchmarks by modality, task,
heterogeneity, type, and evaluation focus.

G Model Fusion Metrics

Table 9 compares model fusion metrics and their
use conditions.

H Additional Deployment Challenges

We discuss continual forgetting and scaling beyond
Section 5.

Continual Fusion Can Easily Cause Forgetting.
In real deployment, the target model may contin-
ually absorb new source models, domain updates,
or safety patches. Each fusion step can overwrite
earlier knowledge or weaken previously aligned
behavior, especially when old training data, source
models, or evaluation signals are unavailable. AIM-
Merging (Feng et al., 2025), NUFILT (Qiu et al.,
2026), and K-Merge (Shenaj et al., 2025) study con-
tinual fusion for language models, but stable long-
term fusion remains open. Behavior-level methods
also face forgetting when new skills are learned
from source feedback (Shenfeld et al., 2026). Fu-
ture methods should add skills without retraining
while preserving capabilities and safety.

Large-Scale Fusion Remains Underexplored.
Model fusion can be cheaper than retraining or
using all source models at inference time, but large-
scale fusion brings new costs. For parameter-level
fusion, MergeKit (Goddard et al., 2024) makes
LLM fusion easier to run. MergePipe (Wang et al.,
2026d) further shows that expert-parameter I/O
and repeated scans become key bottlenecks as the
source pool grows. For method search, Fusion-
Bench (Tang et al., 2025) and MergeBench (He
et al., 2025) improve standard comparison, but
large models still make candidate evaluation costly.
For behavior-level fusion, source feedback can also
be expensive. Lightning OPD (Wu et al., 2026) and

TIP (Xu et al., 2026) reduce live teacher serving or
token-level supervision cost.
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Method Venue Source relation Fused params/modules Evaluated backbones/settings

Weighting and representation matching

†REPAIR (Jordan et al., 2023) ICLR’23 A same architecture after
permutation alignment

N E CNN classifiers

ZipIt! (Stoica et al., 2024) ICLR’24 A architecture-compatible
sources

L A E vision Transformers/classifiers

Transformer Fusion (Imfeld et al.,
2024)

ICLR’24 A aligned Transformer
variants

L A E ViT and BERT encoders

AIM (Heyrani Nobari et al., 2025) NeurIPS’25 S same-base LLM
checkpoints

F D decoder-only LLMs

ACM (Yao et al., 2025) NeurIPS’25 S same-base LLM
checkpoints

F D decoder-only LLMs

MAGIC (Li et al., 2025) arXiv’25 S same-base or aligned
sources

F N E D CV and Llama merging

Merging Beyond (Yao et al., 2026) arXiv’26 S sequential
same-backbone updates

F L D streaming LLM updates

Closed-form representation solvers

RegMean (Jin et al., 2023) ICLR’23 S same architecture and
tokenizer

L E T RoBERTa/DeBERTa and T5

RegMean++ (Nguyen et al., 2025) arXiv’25 A same-family
compatible models

L E T D encoder, enc–dec, decoder-only

LoRM (Salami et al., 2025) ICLR’25 S PEFT modules over
compatible bases

L P E T ViT-B/16 and T5-small

IterIS (Chen et al., 2025) CVPR’25 S compatible LoRA
adapters

P M text-to-image, VLM, and LLM adapters

LOT-Merging (Sun et al., 2025) NeurIPS’25 S same-base task-vector
checkpoints

L N E ViT and RoBERTa checkpoints

FeatCal (Gu et al., 2026) P + R arXiv’26 S same-base task experts
and merged models

L N E T D CLIP, FLAN-T5, and Llama

Backpropagation-based representation transfer

Patient KD (Sun et al., 2019) B + R EMNLP’19 T teacher–student fusion F E BERT-style encoders

TinyBERT (Jiao et al., 2020) R + B EMNLP
Findings’20

T teacher–student fusion F E BERT-style encoders

TED (Liang et al., 2023) B + R ICML’23 T teacher–student fusion F P E language-model compression

Representation Surgery (Yang et al.,
2024a) P + R

ICML’24 S same-base multi-task
merged models

P E encoder-based multi-task models

Surgeryv2 (Yang et al., 2024b) P + R arXiv’24 S same-base multi-task
merged models

P E ViT and BERT multi-task models

ProbSurgery (Wei et al., 2025a) P + R ICML’25 S same-base multi-task
merged models

P E multi-task model merging

RECALL (Wang et al., 2025a) EMNLP’25 S continual same-family
checkpoints

L N C in-domain checkpoint sequences

NUFILT (Qiu et al., 2026) ICLR’26 S continual
same-backbone checkpoints

F P C data-free continual merging

OPRD (Yang et al., 2026c) arXiv’26 T H cross-family
teacher

F P D heterogeneous reasoning LLMs

Source relation S same base, tokenizer, or checkpoint trajectory; A architecture-compatible sources requiring alignment/matching; H hetero-

geneous or projection-needed sources; T teacher–student representation fusion.

Fused scope F full parameters or task vectors; L linear/projection weights; A attention components; N normalization, bias, or activation

statistics; P projection, LoRA, adapter, or repair module.

Backbones/settings E encoder or vision backbone; D decoder-only LLM; T encoder–decoder; M multimodal or vision–language setting;

C checkpoint sequence or continual-merging setting.

Cross-level labels P + R parameter fusion with representation calibration or repair; B + R and R + B output distillation combined with representation
matching.

Boundary cases †Non-LLM representation repair included because it motivates representation-level post-merge correction; teacher–student methods are
treated as representation-level fusion when intermediate hidden states or attention maps provide the main fusion signal.

Table 6: Representation-level fusion methods compared by source-model relation, fused parameter/module scope,
and evaluated model backbones or settings. Method groups follow the taxonomy in Section 3.
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Method Venue Source relation Behavior signal Evaluated backbones/settings

Distribution fusion

Knowledge Distillation (Hinton et al.,
2015)

NeurIPS’15 T teacher–student D O soft outputs general neural networks

DistilBERT (Sanh et al., 2019) NeurIPS’19 T BERT
teacher–student

D O token distributions E BERT encoders

Patient KD (Sun et al., 2019) B + R EMNLP’19 T BERT
teacher–student

D O outputs + hidden states E BERT encoders

TinyBERT (Jiao et al., 2020) R + B EMNLP
Findings’20

T BERT
teacher–student

D O logits + representations E BERT encoders

TED (Liang et al., 2023) B + R ICML’23 T LM teacher–student D O outputs + filtered reps. E encoder LMs

InfiGFusion (Wang et al., 2025b) NeurIPS’25 M multi-source LLMs D O logit geometry D decoder-only LLMs

Demonstration fusion

Instruction Distillation (Sun et al., 2023) arXiv’23 T stronger teacher X O instruction responses D LLM rankers

GPT4All (Anand et al., 2023) GitHub’23 B API teacher X O assistant demos C chatbot tuning

Distilling Step-by-Step (Hsieh et al.,
2023)

ACL’23 T larger LLM teacher X O rationales and labels D small reasoning LMs

Teaching Small LMs to Reason
(Magister et al., 2023)

ACL’23 T reasoning teacher X O CoT rationales D small LMs

Feedback fusion

FuseChat (Wan et al., 2025) EMNLP’25 M chat-model sources X F O responses and
preferences

C chat fusion

Zephyr (Tunstall et al., 2024) COLM’24 T aligned teacher F O preference data C chat alignment

InfiFPO (Gu et al., 2025) NeurIPS’25 M source preferences F O preference optimization D LLM fusion

Table 7: Behavior-level fusion methods compared by source-model relation, behavior signal, state distribution, and
evaluated backbones or settings. Method groups follow the taxonomy in Section 3.3.
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Method Venue Source relation Behavior signal Evaluated backbones/settings

On-policy and trajectory-level fusion

†DAgger (Ross et al., 2011) AISTATS’11 T expert policy R P learner-state actions A imitation learning

GKD / OPD (Agarwal et al., 2024) ICLR’24 T teacher on student
states

D R P self-generated
sequences

D autoregressive LMs

Self-Distilled Reasoner (Zhao et al.,
2026)

arXiv’26 S self-distillation X R P reasoning traces D reasoning LLMs

SODA (Chen et al., 2026a) arXiv’26 B black-box teacher X R S semi-on-policy data D black-box distillation

Lightning OPD (Wu et al., 2026) arXiv’26 T teacher-logit source D S offline OPD signals D reasoning LLMs

TIP (Xu et al., 2026) arXiv’26 T sampled-token
teacher

D R P token-importance
signals

D token-efficient OPD

Demystifying OPD (Luo et al., 2026) arXiv’26 T rollout teacher D R P stabilized token
signals

D OPD stabilization

Video-OPD (Li et al., 2026a) arXiv’26 H multimodal teacher R P video trajectories M video grounding MLLMs

X-OPD (Cao et al., 2026a) arXiv’26 H cross-modal teacher R P speech trajectories M speech LLM alignment

CORD (Hu et al., 2026) arXiv’26 S internal text teacher D F R P token KL +
reward

M audio LLM reasoning

Entropy-Aware OPD (Jin et al., 2026) ICML’26 T uncertainty-aware
teacher

D R P entropy-adaptive KL D reasoning LLMs

SCOPE (Zheng et al., 2026) arXiv’26 T correctness-routed
teacher

D R P calibrated KL/MLE D reasoning LLMs

TCOD (Wang et al., 2026c) arXiv’26 T multi-turn-state
teacher

D R P temporal curriculum A multi-turn LLM agents

SOD (Zhong et al., 2026) arXiv’26 T tool-state teacher D R P step-weighted tokens A small tool-use agents

SFD / Lookahead Group Reward (Liu
et al., 2026)

arXiv’26 T long-prefix teacher D F R P lookahead
rewards

D long-horizon reasoning

POPD / TOPD (Zhang et al., 2026c) arXiv’26 T controlled-rollout
teacher

D R P progressive/truncated
horizons

D efficient reasoning OPD

Prefix OPD (Zhang et al., 2026a) arXiv’26 T prefix-scoring
teacher

D R P truncated prefixes D efficient reasoning OPD

DP-OPD (Khadem et al., 2026) arXiv’26 T frozen teacher D R P DP token targets D privacy-preserving LMs

MAD-OPD (Wang et al., 2026b) arXiv’26 M debating teacher
pool

D R P debate-weighted
tokens

A agents and code LLMs

Draft-OPD (Lei et al., 2026) arXiv’26 T target verifier F R P draft-error feedback D speculative draft models

OmniOPD (Zhou et al., 2026c) arXiv’26 B black-box teacher F R P chunk verification D logit-free reasoning

Cross-Tokenizer OPD (Niu et al., 2026) arXiv’26 H cross-family teacher D R P token-mapped
distributions

D cross-tokenizer LLMs

Source relation T teacher–student or expert–learner relation; M multiple source models or model zoo; B black-box or API-access source;

S self-distillation source; H heterogeneous or cross-modal source–target setting.

Behavior signal D output distributions, token probabilities, or logits; X demonstrations, responses, rationales, or traces; F preferences,

rankings, scores, critiques, rewards, or verifier labels; R target-induced states, rollouts, or trajectories.

State distribution O off-policy fixed behavior data; P on-policy supervision on states induced by the target model; S semi-on-policy, cached,
or offline-reused on-policy-style supervision.

Backbones/settings E encoder-only LM; D decoder-only LLM; C chat or instruction-following LLM; M multimodal, speech, or video-

language setting; A imitation-learning or agent-policy setting.

Cross-level labels B + R and R + B denote output distillation combined with representation matching; these methods are cross-referenced in Table 6.
Boundary cases †DAgger is included as the classical on-policy imitation-learning analogue of behavior-level fusion; methods are grouped according

to the behavior-level branch in Section 3.3. Labels are descriptive and non-exclusive, since a method may combine distributions,
demonstrations, and feedback.

Table 7: Behavior-level fusion methods compared by source-model relation, behavior signal, state distribution, and
evaluated backbones or settings (continued).
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Resource Venue Vision Text LLM MLLM Model
Pool

Task
Pool

Hetero. Fusion Type Evaluation
Focus

Open

Realistic Evaluation (Tam et al., 2024) arXiv’24 Y Y N N Y Y P Vision / text
merging

Acc., com-
positionality

Y

Model-GLUE (Zhao et al., 2024) NeurIPS
D&B’24

N N Y N Y Y Y Heterogeneous
LLM merging

Model
selection,
aggregation

Y

MergeKit (Goddard et al., 2024) EMNLP-I’24 N N Y N P P P Recipe-based
merging

Leaderboard
perf.

Y

EMR-Merging (Huang et al., 2024) NeurIPS’24 Y Y P P Y Y P Tuning-free
merging

Acc.,
scalability

Y

Merging at Scale (Khalifa et al., 2024) arXiv’24 N N Y N Y Y N LLM merging Scaling,
expert count

N

H3Fusion (Tekin et al., 2026) EACL’26 N N Y N Y Y N Alignment merging Helpful.,
honest.,
harmless.

P

SMM-Bench (Akizuki et al., 2025) AutoML-N’25 N N Y N Y Y P Surrogate merge
search

Search cost,
ranking

Y

Systematic Study (Hitit et al., 2025) arXiv’25 N N Y N Y Y N LLM merging
study

Method
reliability

N

Mergenetic (Minut et al., 2025) ACL Demo’25 N N Y N P P P Evolutionary
merging

Fitness,
search
efficiency

Y

FusionBench (Tang et al., 2025) JMLR’25 Y Y Y P Y Y P Merging /
ensemble / mixing

Acc.,
robust.,
OOD

Y

MergeBench (He et al., 2025) NeurIPS
D&B’25

N N Y N Y Y N Domain LLM
merging

Acc.,
forgetting,
runtime

Y

OptMerge (Wei et al., 2026a) ICLR’26 N N N Y Y Y Y MLLM merging VQA, OCR,
grounding

Y

Merging Scaling Law (Wang et al.,
2026e)

ICML’26 N N Y N Y Y N Large-scale LLM
merging

Scaling law,
expert count

Y

M2RL (Wang et al., 2026a) arXiv’26 N N Y N Y Y N RLVR merging /
OPD

Synergy,
interference,
efficiency

Y

Pool definition Model Pool indicates whether the resource explicitly defines source models, expert models, or fine-tuned checkpoints to be fused; Task
Pool indicates whether it defines downstream tasks or domain pools for post-merge evaluation.

Heterogeneity Hetero. indicates whether the resource explicitly evaluates heterogeneous fusion, including cross-family, cross-architecture, cross-modal,
or heterogeneous-output-space settings.

Open Open indicates whether the resource provides public code, scripts, model pools, evaluation resources, or reproducible configurations.
Symbols Y explicit support; P partial, implicit, or recipe-dependent support; N not covered or not the focus.
Boundary cases Toolkits and search ecosystems, such as MergeKit (Goddard et al., 2024) and Mergenetic (Minut et al., 2025), are included when they

provide reusable fusion pipelines or practical evaluation settings. They are not treated as fixed benchmark suites.

Table 8: Representative model fusion benchmarks and related evaluation resources. Unlike traditional LLM
benchmarks that mainly define task instances and metrics, model fusion benchmarks often define source model
pools, target tasks, fusion settings, and cost or retention axes.

Dimension Question Representative metrics Use condition

Overall quality Is the target model strong
overall?

Avg score, mean task score, mean
capability score.

Core metric for most
benchmarks.

Capability retention How much source capability is
kept?

Normalized performance, retention
ratio, worst source-task drop.

Core metric when source
tasks or source capabilities
are known.

Interference and
transfer

Does fusion hurt or help related
tasks?

Local task drop, negative transfer rate,
held-out task score.

Useful when task
combinations or held-out
settings are defined.

Internal alignment Are the fusion signals well
matched?

Representation drift, output-distribution
gap, calibration error.

Requires hidden states,
logits, or output
distributions.

Efficiency How costly is fusion and use? Fusion compute, source-query count,
inference latency.

Needed when comparing
practical fusion methods.

Safety and risk Does fusion keep task
constraints?

Harmful response rate, backdoor attack
success rate, privacy leakage.

Use under a clear safety
goal or threat model.

Table 9: Common metrics for model fusion. Avg score and normalized performance are the most direct metrics.
Other metrics are useful but depend on the setting, access level, or safety goal.
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