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Abstract

As large language models (LLMs) evolve
into autonomous agents for long-horizon
information-seeking, managing finite context
capacity has become a critical bottleneck. Ex-
isting context management methods typically
commit to a single fixed strategy throughout
the entire trajectory. Such static designs may
work well in some states, but they cannot adapt
as the usefulness and reliability of the accu-
mulated context evolve during long-horizon
search. To formalize this challenge, we intro-
duce a probabilistic framework that character-
izes long-horizon success through two com-
plementary dimensions: search efficiency and
terminal precision. Building on this perspec-
tive, we propose AgentSwing, a state-aware
adaptive parallel context management routing
framework. At each trigger point, AgentSwing
expands multiple context-managed branches
in parallel and uses lookahead routing to se-
lect the most promising continuation. Exper-
iments across diverse benchmarks and agent
backbones show that AgentSwing consistently
outperforms strong static context management
methods, often matching or exceeding their per-
formance with substantially fewer interaction
turns while also improving the ultimate per-
formance ceiling of long-horizon web agents.
Beyond the empirical gains, the proposed prob-
abilistic framework provides a principled lens
for analyzing and designing future context man-
agement strategies for long-horizon agents.

1 Introduction

As large language models (LLMs) evolve from
single-turn question answering assistants into au-
tonomous agents capable of web browsing and
sequential tool use, long-horizon information-
seeking has emerged as a critical testbed of their
real-world capabilities (Wu et al., 2025b,a; Team,

♠ Equal contribution.
† Corresponding author.

2025a; Fang et al., 2025; Li et al., 2025c; Tao et al.,
2025; Li et al., 2025b). In such tasks, solving a
problem often requires tens or even hundreds of
steps of searching, visiting, verifying, and back-
tracking before the agent can locate the key evi-
dence and produce a final answer.
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Figure 1: Performance on BrowseComp under different
interaction budgets. Dashed lines denote the baselines
without context management.

A central bottleneck in deep information-seeking
is the tension between finite context capacity and
the need for long-horizon exploration (Wei et al.,
2025; Phan et al., 2025; Wong et al., 2025). Under a
fixed context budget, an agent may exhaust its avail-
able workspace before completing a sufficiently
informative search trajectory. As a result, con-
text management has become a key mechanism
shaping the performance ceiling of long-horizon
agents (Anthropic, 2025a; Liu et al., 2025a). Re-
cent frontier systems have shown that aggressive
context management, such as Discard-All, can sub-
stantially improve long-horizon performance by
enabling agents to discard the accumulated con-
text to sustain more interaction turns (Liu et al.,
2025a; Team et al., 2026; Zeng et al., 2026a). Most
existing context management approaches rely on
a single fixed strategy that is repeatedly applied
throughout the entire trajectory. This design is in-
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herently limited in long-horizon search, where the
quality of the accumulated context evolves over
time. Some trajectory states contain useful inter-
mediate structures that should be retained, while
others are dominated by noise, drift, or unproduc-
tive search history and therefore call for more ag-
gressive intervention.

To make this limitation explicit, we introduce the
first probabilistic perspective for deep information-
seeking agents that characterizes success through
two complementary dimensions: search efficiency
and terminal precision. Search efficiency mea-
sures whether an agent can reach a stopping point
before exhausting available resources, while termi-
nal precision measures whether the final answer is
correct conditioned on reaching such a stopping
point. This view reveals that commonly reported
metrics such as Pass@1 or accuracy are not mono-
lithic indicators in long-horizon settings. Instead,
end-to-end success depends jointly on whether the
agent can arrive at a terminal state with final answer
and whether it can answer correctly once there.

Building on this perspective, we propose
AgentSwing, an adaptive parallel context man-
agement routing framework for long-horizon web
agents. Instead of committing to a single con-
text management operation at every trigger point,
AgentSwing expands multiple context-managed
branches from the current trajectory state and uses
a lookahead routing mechanism to select the most
promising continuation. In this way, AgentSwing
leverages the complementary strengths of hetero-
geneous context management strategies and moves
beyond the efficiency-precision trade-off of static
context management methods. Experiments on
several challenging long-horizon benchmarks with
diverse open-source backbones, including GPT-
OSS-120B (OpenAI, 2025b), DeepSeek-v3.2 (Liu
et al., 2025a), and Tongyi-DR-30B-A3B (Team,
2025b), show that AgentSwing consistently outper-
forms strong static methods. Under constrained
interaction budgets, it reaches or exceeds the per-
formance of static strategies that require substan-
tially more interaction turns, while also achiev-
ing a higher ultimate performance ceiling (see
Figure 1). It pushes DeepSeek-v3.2 to 71.3 on
BrowseComp-ZH and 44.4 on HLE, surpassing
several proprietary foundation models, and estab-
lishes leading performance for Tongyi-DR-30B-
A3B among information-seeking agents of compa-
rable scale. Our core contributions are as follows:

• We introduce the first probabilistic framework
for long-horizon web agents that characterizes
context management through two complemen-
tary dimensions, search efficiency η and terminal
precision ρ, providing a unified lens for under-
standing the behavior of different strategies.

• We propose AgentSwing, a state-aware adaptive
context management framework that dynamically
switches among candidate strategies according
to the quality of the current trajectory and con-
tinuations, thereby balancing search efficiency
and terminal reliability and improving overall
long-horizon agent performance.

• Extensive experiments across multiple long-
horizon benchmarks and model backbones
demonstrate the effectiveness and generalization
of AgentSwing, and provide a fine-grained anal-
ysis of how different context management strate-
gies behave and why adaptive routing works.

2 A Complementary Probabilistic View of
Long-Horizon Web Agents

We begin with a probabilistic characterization
of long-horizon web agents under resource-
constrained execution. In deep information-
seeking, end-to-end success cannot be understood
solely by final answer accuracy. Before producing
a correct answer, the agent must first navigate a
long interaction trajectory, accumulate sufficient
evidence, and reach a stopping point before ex-
hausting its available resources, such as context
budget and maximum interaction turns. Accord-
ingly, failures arise from two distinct sources: the
agent may fail to reach a stopping point within the
allowed resources, or it may terminate but produce
an incorrect answer.

2.1 Two Perspectives on Success: Search
Efficiency and Terminal Precision

We assume tasks τ are independently sampled from
an underlying task distribution T . For a task τ , con-
sider an agent executed under a test-time strategy π,
where π specifies the execution protocol, including
context management, stopping rules, and resource
constraints. Let Sπ denote the event that the agent
reaches a stopping point and emits a final answer
under strategy π, and let Cπ denote the event that
this answer is correct. We define two task-level
quantities:

ηπ
τ := P (Sπ | τ), ρπτ := P (Cπ | Sπ, τ). (1)
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Here, ηπτ is the agent’s search efficiency, i.e., the
probability of reaching a stopping point before the
protocol terminates, and ρπτ is its terminal preci-
sion, i.e., the probability that the answer is correct
conditioned on reaching such a stopping point.

Task-level success then follows from the chain
rule:

P (Successπ | τ) = P (Sπ ∩ Cπ | τ) = ηπ
τ ρ

π
τ . (2)

Thus, success requires both reaching a terminal
state and answering correctly once there. At the
population level, we define

ηπ := P (Sπ) = Eτ∼T [η
π
τ ], (3)

ρπ := P (Cπ | Sπ) =
P (Cπ ∩ Sπ)

P (Sπ)
=

Eτ∼T [η
π
τ ρ

π
τ ]

Eτ∼T [ηπ
τ ]

. (4)

Accordingly, the population-level success probabil-
ity can be written as

Pass@1π = P (Successπ) = P (Sπ ∩ Cπ) = ηπρπ. (5)

This decomposition shows that commonly used
end-to-end metrics such as Pass@1 or accuracy
should not be treated as monolithic indicators in
long-horizon settings. Instead, they jointly reflect
search efficiency and terminal precision.

In practice, suppose a benchmark contains M
tasks. For a fixed strategy π, let Nπ

finish denote
the number of tasks on which the agent reaches
a stopping point and emits a final answer, and let
Nπ

correct denote the number of tasks on which the fi-
nal answer is correct. Following Team et al. (2026);
Zeng et al. (2026a), tasks that exhaust the allowed
resources before producing a final answer are di-
rectly counted as failed. We estimate

ηπ ≈ Nπ
finish

M
, ρπ ≈ Nπ

correct

Nπ
finish

, (6)

with the corresponding empirical end-to-end suc-
cess rate

Pass@1π = ηπρπ ≈ Nπ
correct

M
. (7)

Since different strategies may finish on different
task subsets, we additionally report aligned termi-
nal precision for cross-strategy comparison. Let
Naligned-finish be the number of tasks that finish
under all compared strategies or settings, and let
Nπ

aligned-correct be the number of these tasks an-
swered correctly by strategy π. We compute

ρπalign ≈ Nπ
aligned-correct

Naligned-finish
. (8)

By reporting terminal precision on the shared fin-
ished subset, this metric enables a fairer compari-
son across strategies or settings.

2.2 Discard-All vs. Baseline
We use Discard-All as a concrete case study to
instantiate the framework above and explain why
context management can outperform the standard
w/o context management baseline.

Let π = std denote the baseline without context
management. Under this protocol, the agent contin-
uously appends its interaction history and follows
a single uninterrupted search trajectory. It there-
fore either reaches a stopping point and produces
a final answer, or exhausts the maximum context
length and is counted as failed. In contrast, Discard-
All (π = DA) introduces a context-management
trigger. Once the accumulated context exceeds a
predefined threshold, the agent discards the full
trajectory history and continues from the original
user prompt only. As a result, the same task ex-
ecution under Discard-All may contain multiple
reset-based attempts. If the maximum turn budget
is exhausted before a final answer is produced, the
task is counted as failed.
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Figure 2: Performance on BrowseComp under Discard-
All with different context budgets.

We next study how the trigger threshold affects
the performance of Discard-All, while also using it
to understand the difference between Discard-All
and the baseline. We vary the trigger ratio while fix-
ing the maximum interaction turns to 400, so that
the primary changing factor is the effective con-
text budget per attempt. Figure 2 shows that, for
both Tongyi-DR-30B-A3B and GPT-OSS-120B,
aligned terminal precision consistently decreases
as the context budget increases. This indicates that
larger working contexts lead to more severe context
rot at termination (Hsieh et al., 2024; Modarressi
et al., 2025; Hong et al., 2025; Fang et al., 2026).
Since the baseline corresponds to the largest con-
text regime, it is also the least favorable for terminal
precision. At the same time, an appropriate con-
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Figure 3: Comparison of context management strategies through the efficiency-precision lens. (a) Pass@1 on
BrowseComp. (b) Search efficiency η versus terminal precision ρ. (c) Aligned terminal precision, where Align-
Finish refers to the common finished cases shared by different strategies within the same model.

text budget allows Discard-All to outperform the
baseline in overall performance.

This phenomenon can be further interpreted
through our efficiency-precision framework. In
Figure 3b, the standard baseline typically has the
lowest terminal precision, consistent with the trend
in Figure 2, but also the highest search efficiency.
In other words, it reaches stopping points on more
tasks, yet the resulting terminal states are less re-
liable. By contrast, Discard-All usually has lower
search efficiency η, because each reset-based at-
tempt operates under a smaller effective context
budget and is less likely to finish on its own. How-
ever, this efficiency loss can be alleviated by in-
creasing the number of reset opportunities N . For a
task τ , let Si denote the event that the agent reaches
a stopping point during the i-th reset-based attempt,
and suppose at most N such attempts are allowed.
Then

ηDA
τ = P

( N⋃

i=1

Si

∣∣∣ τ
)
, (9)

which, under a conditional independence approxi-
mation across reset-based segments, becomes

ηDA
τ = 1−

N∏

i=1

(
1− ηDA

τ,i

)
≈ 1−

(
1− ηDA

τ,single

)N
. (10)

Although each individual attempt is less likely to
finish than the baseline, increasing N provides
more chances to reach a stopping point. Combined
with the higher precision of smaller contexts, this
allows Discard-All to outperform the baseline.

2.3 Static Context Management Strategies in
the Efficiency-Precision Plane

The same perspective extends naturally beyond
Discard-All to other context management strate-
gies. Figure 3 compares Summary, Discard-All,

Keep-Last-N, and AgentSwing under maximum in-
teraction budget of 400 turns. As shown in Fig-
ure 3a, all context management strategies outper-
form the baseline in Pass@1, but through different
efficiency-precision trade-offs.

Figure 3b shows that static strategies occupy dif-
ferent operating points in the efficiency-precision
plane, forming an empirical trade-off frontier. As
discussed above, the standard baseline is high-
efficiency but low-precision, whereas Discard-All
lies near the opposite end. Summary and Keep-Last-
N fall between these extremes, improving search
efficiency over Discard-All but not matching its
terminal precision; see also Figure 3c. In contrast,
AgentSwing moves to a more favorable region of
the plane by adaptively routing multiple strategies,
leading to the strongest overall performance.

3 AgentSwing

AgentSwing consists of two components: (1) Paral-
lel Context Management and (2) Lookahead Rout-
ing, as illustrated in Figure 4. We consider the stan-
dard deep information-seeking setting, where an
agent starts from a user prompt q and interacts with
the environment through repeated (<thinking>,
<tool call>, <tool response>) turns. When
the current context length exceeds a predefined frac-
tion r of the model’s maximum context length, the
framework activates context management over the
accumulated trajectory.
(1) Parallel Context Management. At each trig-
ger point, AgentSwing applies multiple candidate
context management strategies to the same raw
context in parallel, producing a set of alternative
managed contexts. In this work, we consider three
representative strategies:
• Keep-Last-N: Preserves only the latest N in-

teraction turns, i.e., the last N (<thinking>,
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Figure 4: Overview of AgentSwing. AgentSwing triggers context management once the accumulated context
exceeds a predefined threshold, executes multiple candidate strategies in parallel, extends each branch for K new
turns, and dynamically routes to the most promising continuation.

<tool call>, <tool response>) tuples, and
discards earlier history (Liu et al., 2025a; Zeng
et al., 2026a).

• Summary: Compresses the accumulated tra-
jectory into a summarized text and keeps the
context in the form of the original user prompt
together with the summary, i.e., (q, Sum) (Liu
et al., 2025a; Anthropic, 2025a).

• Discard-All: Discards the entire accumulated
interaction history and keeps only the original
user prompt q (Liu et al., 2025a; Team et al.,
2026; Zeng et al., 2026a).
Applying these strategies in parallel can further

yield multiple candidate continuations from the
same trajectory state, each corresponding to a dif-
ferent way of managing the accumulated context.
(2) Lookahead Routing Mechanism. After par-
allel context management, AgentSwing does not
immediately select a branch. Instead, it performs
short-horizon lookahead for each managed context.
Concretely, each branch continues interacting with
the environment for K additional turns. After the
lookahead phase, AgentSwing presents the candi-
date continuations together with the original raw
context to the agent model, which then selects the
most promising branch for subsequent exploration.
The full routing prompt is provided in Appendix E.
The remaining branches are discarded, and the se-
lected continuation becomes the new main trajec-
tory. This design allows branch selection to depend
not only on the managed context itself, but also on
its short-term downstream behavior under real envi-
ronment feedback. In this way, AgentSwing differs
from static context management methods, which
repeatedly apply a single fixed strategy throughout
the entire search process.

4 Experiments

4.1 Setup

Benchmarks. We evaluate AgentSwing on three
challenging deep information-seeking benchmarks:
BrowseComp (Wei et al., 2025), BrowseComp-
ZH (Zhou et al., 2025), and Humanity’s Last Exam
(HLE) (Phan et al., 2025). These benchmarks
jointly assess deep search and reasoning ability.
For efficient evaluation, we use sampled subsets
for the larger benchmarks: 200 randomly selected
tasks from BrowseComp and 500 text-only tasks
from HLE, following prior work (Li et al., 2025d;
Nguyen et al., 2025). For BrowseComp-ZH, we
use the full set of 289 tasks.
Tools. We adopt the standard tool configuration
used by deep information-seeking agents (Wu et al.,
2025a; Li et al., 2025b), with Search and Visit as
the core tools. For HLE, following Chen et al.
(2026), we further include Google Scholar and a
Python Interpreter. More details are in Appendix A.
Agent Models. We use three open-source models
with diverse parameter scales and strong tool-use
capability for deep information-seeking tasks: GPT-
OSS-120B (OpenAI, 2025b), DeepSeek-v3.2 (Liu
et al., 2025a), and Tongyi-DeepResearch-30B-A3B
(Tongyi-DR-30B-A3B) (Team, 2025b). All models
are invoked under their official function-calling
protocol. Unless otherwise specified, we use the
same agent model for both stages in AgentSwing.
Baselines. In addition to the standard baseline with-
out context management (w/o CM), we compare
AgentSwing with several representative static con-
text management strategies introduced in Section 3,
including Discard-All, Keep-Last-N (N = 5), and
Summary. The summarization step is always per-
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Model / Framework Context Management BrowseComp BrowseComp-ZH HLE

Foundation Models with Tools
Claude-4.5-Opus (Anthropic, 2025b) w/o CM 37.0‡ 62.4 43.4‡

Gemini-3.0-Pro (DeepMind, 2025) w/o CM 37.8‡ 66.8 45.8‡

GPT-5.1 High (OpenAI, 2025c) w/o CM 50.8‡ – 42.7‡

OpenAI-o3 (OpenAI, 2025d) w/o CM 49.7‡ 58.1 –

Deep Information-Seeking Agents
OpenAI DeepResearch (OpenAI, 2025a) - 51.5‡ 42.9 26.6‡

ASearcher-Web-32B (Gao et al., 2025) - 5.2‡ 15.6 12.5‡

DeepMiner-32B-RL (Tang et al., 2025) - 33.5‡ 40.1 –
IterResearch-30B-A3B (Chen et al., 2026) - 37.3‡ 45.2 28.8‡

AgentFold-30B-A3B (Ye et al., 2026) - 36.2‡ 47.3 –
AgentFounder-30B-A3B (Su et al., 2026) - 39.9‡ 43.3 31.5‡

MiroThinker-v1.5-30B-A3B (Team, 2026) - 56.1‡ 66.8 31.0‡

Open-Source Models with Context Management

GPT-OSS-120B

Baseline (w/o CM) 39.5 28.4 33.2
Discard-All 50.5 31.5 34.2
Keep-Last-N 52.5 33.6 34.1
Summary 48.0 30.8 34.4
AgentSwing (Ours) 60.0 38.0 35.1

DeepSeek-v3.2

Baseline (w/o CM) 51.4‡ / 43.5 65.0‡ / 61.6 40.8‡ / 40.2
Discard-All 58.0 70.2 42.0
Keep-Last-N 52.0 69.9 39.6
Summary 48.5 69.2 43.5
AgentSwing (Ours) 62.5 71.3 44.4

Tongyi-DR-30B-A3B

Baseline (w/o CM) 43.4‡ / 48.0 46.7‡ / 47.1 32.9‡ / 31.7
Discard-All 58.0 53.9 32.7
Keep-Last-N 53.0 50.1 32.2
Summary 55.0 49.1 32.0
AgentSwing (Ours) 60.5 56.7 33.1

Table 1: Overall performance on long-horizon agentic benchmarks. Scores marked with ‡ represent full-benchmark
results, whereas unmarked scores correspond to our benchmark settings.
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Figure 5: Performance of different context management strategies on BrowseComp over maximum interaction turns.

formed by GPT-OSS-120B as a fixed external mod-
ule. More details about the evaluation metrics and
parameters are in Appendix B.

4.2 Overall Performance

Table 1 shows that AgentSwing consistently
achieves strong performance across all benchmarks
and agent backbones, outperforming both the stan-
dard baseline and representative context manage-
ment strategies. Notably, AgentSwing pushes
DeepSeek-v3.2 to 71.3 on BrowseComp-ZH and
44.4 on HLE, surpassing several proprietary foun-
dation models. It also establishes leading per-
formance for Tongyi-DR-30B-A3B among deep
information-seeking agents of comparable scale.

These results show that adaptive context manage-
ment is a strong and general test-time scaling mech-
anism for long-horizon web agents.

4.3 Analysis and Ablation

We next provide a fine-grained analysis of
AgentSwing. We examine how different context
management strategies scale with interaction bud-
get, compare their behavior on aligned harder
cases, ablate the lookahead routing mechanism,
and present case studies. Further analyses of token
efficiency, strategy transitions, and strategy combi-
nations are deferred to Appendices C to F.
Analysis of Context Management Strategies.
Figure 5 shows how different strategies scale with
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Model Strategy Nalign Nfinish Ncorrect η (%) ρ (%) Pass@1 (%) Nturn

GPT-OSS-120B

Discard-All

122

51 35 41.8 68.6 28.7 297.2
Summary 68 35 55.7 51.5 28.7 248.0
Keep-Last-N 91 43 74.6 47.3 35.2 205.4
AgentSwing 90 51 73.8 56.7 41.8 190.3

DeepSeek-v3.2

Discard-All

73

40 24 54.8 60.0 32.9 268.3
Summary 72 22 98.6 30.6 30.1 132.2
Keep-Last-N 53 23 72.6 43.4 31.5 183.5
AgentSwing 68 26 93.2 38.2 35.6 151.9

Tongyi-DR-30B-A3B

Discard-All

45

11 9 24.4 81.8 20.0 340.8
Summary 35 9 77.8 25.7 20.0 215.7
Keep-Last-N 42 9 93.3 21.4 20.0 153.0
AgentSwing 34 14 75.6 41.2 31.1 203.6

Table 2: Performance comparison of different context management methods on aligned cases that trigger context
management under all evaluated strategies (ρAlign-CM).

Model Strategy CM Triggered/Case Tokens/Case Tokens/CM

GPT-OSS
-120B

Summary 15.3 3988K 261K
Keep-Last-N 10.2 3308K 324K
Discard-All 17.8 4729K 266K
AgentSwing 13.6 3450K 254K

DeepSeek
-v3.2

Summary 4.3 3629K 844K
Keep-Last-N 5.0 5571K 1114K
Discard-All 8.1 7286K 900K
AgentSwing 6.2 4826K 778K

Tongyi-DR
-30B-A3B

Summary 2.9 9354K 3225K
Keep-Last-N 2.0 6227K 3114K
Discard-All 8.5 10213K 1202K
AgentSwing 4.9 6342K 1294K

Table 3: Token-level cost on aligned CM-triggered cases.
Tokens/Case = average tokens per case. Tokens/CM =
average tokens per case / average CM triggers.

the maximum interaction budget on BrowseComp.
Under small budgets, context management pro-
vides limited gains since the baseline retains strong
single-attempt search efficiency. As the budget
grows, all context management strategies surpass
the baseline, consistent with the analysis in Sec-
tion 2.3. AgentSwing outperforms the baseline
even under limited budgets and maintains a consis-
tent advantage across the full scaling curve.

To further isolate strategy behavior on harder
cases, Table 2 reports results on the cases where
context management is triggered under all strate-
gies. Keep-Last-N and Summary achieve stronger
search efficiency η, while Discard-All achieves the
strongest terminal precision ρ. AgentSwing com-
bines the strengths of both regimes, leading to the
highest Pass@1 across all three models while main-
taining turn counts efficiently.

Table 3 reports the token-level cost on these
aligned CM-triggered cases. AgentSwing achieves
moderate total tokens per case and the lowest aver-
age tokens per CM trigger across all three models,
confirming that its gains are not obtained by paying
a substantially higher compute cost.

Ablation of the Lookahead Routing Mechanism.
Table 4 compares AgentSwing with two variants:
random selection and w/o Lookahead (routing
without rollout). Both consistently underperform
AgentSwing, showing that the gains come from
using short-horizon lookahead to evaluate down-
stream consequences before routing.

Routing Mechanism GPT-OSS-120B Tongyi-DR-30B-A3B
random 51.0 56.5
w/o Lookahead 50.0 57.0
Lookahead (k = 1) 52.5 58.0
Lookahead (k = 3) 60.0 60.5
Lookahead (k = 5) 55.0 59.0

Table 4: Ablation on lookahead strategy. We compare
random selection, disabling lookahead, and different
lookahead depths k.

We further vary the lookahead depth k, i.e., the
number of newly generated turns per branch before
routing. The results show that moderate lookahead
is most effective. In particular, k = 3 generally
provides the strongest performance across models.
Compared with k = 1, it exposes richer future tra-
jectory information, while larger lookahead such
as k = 5 does not always improve performance fur-
ther, since it may risk exceeding maximum length
constraints of agent models.

4.4 Case Study

Figure 6 shows a case from DeepSeek-v3.2. When
context management is triggered at Turn 23, the cur-
rent history contains both substantial distractions
arising from incorrect hypotheses (“Nipsey Hus-
sle”, “Lil Durk”, and “Hit-Boy”) and a newly sur-
faced local clue (“$tupid Young”). This mixed state
makes static context management brittle. Discard-
All resets to broad exploration; Summary preserves
the incorrect “Lil Durk” hypothesis; Keep-Last-N
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Question:There’s an American rapper and songwriter who was born in the
1990s and in October. He joined a gang when he was 14. He has a “Libra”
zodiac sign. Between the years 2015-2020 (inclusive), he released a viral
hit song, which was from one of his album's that was released between the
years 2015-2019 (inclusive) and that song featured another American
rapper whose father spent 15 years in the penitentiary, as of January 21,
2016. Can you tell me the name of that viral song? 
Full Trajectory:
[Turn 1-5]: Broadly searched for an "October-born", "Libra", "gang-at-
14" rapper and checked Nipsey Hussle and Lil Durk on Wikipedia. Nipsey
Hussle was eliminated by birth month, while Lil Durk became the leading
but still unverified candidate.
[Turn 6-10]: Tested the Lil Durk hypothesis by searching "Lil Durk joined
gang at 14", "viral hit 2015--2020", and "featured rapper whose father
served 15 years", then checked Hit-Boy.The search shifted from main-
artist identification to the featured-artist clue, with Hit-Boy emerging as
the strongest father-side match.
[Turn 11-15]: Expanded the Lil Durk path through Lil Durk discography,
"collaborations in 2015--2018", "a Billboard article on Hit-Boy's father",
and alternative featured artists such as Polo G, Lil Baby, and King Von. Hit-
Boy's father clue was confirmed, but the Lil Durk hypothesis
weakened because the key collaboration found, Loyal To A Fault, was
outside the required time range. 
[Turn 16-20]: Reopened the search with "October-born rapper who joined
a gang at 14", "Hit-Boy father 15-year sentence", "songs featuring Hit-Boy
in 2015--2018", and checked Racks in the Middle. This phase failed to
produce a consistent match, as Hit-Boy-related songs kept leading back
to candidates that violated the original identity clues.
[Turn 21-23]: Reframed the search around explicit queries such as "I
joined a gang at 14", "joined the Crips at 14", and "joined the Bloods at 14",
while also probing October-born Crips/Bloods members and the January 21,
2016 date clue. This reformulation surfaced the critical $tupid Young.
 

Discard-All:
[Lookahead Turn 1]: Broadly searched "American rapper born in October in the 1990s"; "Libra zodiac sign";
"joined a gang at 14"; "father served 15 years in prison". 
[Lookahead Turn 2]: Searched "Rapper whose father served 15 years in prison", found Hit-Boy.
[Lookahead Turn 3]: Searched "January 21, 2016 and father served 15 years in prison".
Summary:
[Lookahead Turn 1]: Continued from a compressed summary centered on Lil Durk and Hit-Boy. Searched "Lil
Durk joined gang at 14"; "Lil Durk–Hit-Boy collabora-tions in 2015–2020".
[Lookahead Turn 2]: Visited Lil Durk discography and Wikipedia again.
[Lookahead Turn 3]: Began searching "October-born Libra rapper who joined a gang at 14" for alternatives.
Keep-Last-N:
[Lookahead Turn 1]: Attempted to visit  $tupid Young (Wikipedia page).
[Lookahead Turn 2]: Searched "$tupid Young birthday".
[Lookahead Turn 3]: Searched "$tupid Young viral song", "$tupid Young featuring" and identified “Mando” as
a strong candidate due to popularity and its feature with Mozzy.
Router Reasoning: Branch 1 (keep_last_n) shows the most promise for solving the question
because it has made a critical breakthrough by identifying the correct main rapper: $tupid Young
(Alex Pham). This branch discovered that $tupid Young was born October 3, 1992 (Libra zodiac
sign), joined the Cambodian Crips at age 14, and is an American rapper/songwriter—perfectly
matching all the initial clues. The branch then began searching for $tupid Young's viral songs
between 2015-2020, which is the correct next step to identify the specific song mentioned in the
question. In contrast, Branch 0 (discard_all) restarted from scratch and got stuck on generic
searches without identifying a specific rapper, while Branch 3 (summary) remained fixated on
Lil Durk despite evidence that he joined a gang at age 17 (not 14) and had no relevant
collaborations with Hit-Boy within the required timeframe. Branch 1's focused investigation on
$tupid Young's discography and features positions it to efficiently find the viral song that features
another rapper whose father served 15 years in prison, making it the most promising path to the
correct answer.

Continuation after AgentSwing:
[Turn 24-26]: Refer to Lookahead Turns in Keep-Last-N.
[Turn 27-31]: Verified Mando through release date, album information, and the official YouTube
video. These checks confirmed that Mando was a 2017 viral song from the 2018 album One of One,
allowing the agent to finalize the answer.

AgentSwing - Parallel Context Management

Context Management triggered by context length

Figure 6: Case Study. AgentSwing correctly routes to Keep-Last-N branch and reaches the final answer afterward.

preserves the recent clue, enabling identification of
“Mando” within lookahead turns. The router cor-
rectly selects Keep-Last-N and the agent reaches
the final answer shortly afterward. Appendix G
provides a detailed turn-by-turn summary together
with a complementary GPT-OSS-120B case.

5 Related Work

Long-horizon web agents. LLM-based web
agents have rapidly evolved from single-turn as-
sistants into autonomous systems capable of web
browsing, tool use, and long-horizon information
seeking (Wu et al., 2025b,a; Li et al., 2025c; Fang
et al., 2025; Liu et al., 2025b). Recent efforts from
both academia and industry have demonstrated
strong potential on deep information-seeking tasks,
while also highlighting the importance of test-time
scaling and long-horizon interaction design (Chai
et al., 2025; Huang et al., 2025; Li et al., 2025a;
Zeng et al., 2026b). However, most existing agents
still rely on ReAct-style trajectories (Yao et al.,
2023), making them increasingly vulnerable to con-
text saturation, drift, and error accumulation as the
search horizon grows (Fang et al., 2026).
Context management for LLM agents. Con-
text management, or context engineering, aims
to provide LLM-based agents with a more ef-
fective working context (Anthropic, 2025a; Qiao
et al., 2025). Within long-horizon agents, prior
methods mainly rely on static intra-task context
curation, including reset-based policies such as
Discard-All, recent-turn retention such as Keep-

Last-N (Liu et al., 2025a; Team et al., 2026; Zeng
et al., 2026a), and context compaction strategies
closely related to Summary (Anthropic, 2025a; Liu
et al., 2025a). Recent work such as AgentFold (Ye
et al., 2026), MemAgent (Yu et al., 2025), and
IterResearch (Chen et al., 2026) explores more so-
phisticated context operations, studying questions
around designing specific memory or compression
mechanisms, which are related to Summary and are
complementary to our approach.

6 Conclusion

In this work, we introduce the first probabilistic
framework that decomposes the end-to-end success
of long-horizon deep information-seeking agents
into two complementary dimensions, search ef-
ficiency and terminal precision, providing a uni-
fied view of how context management strategies
affect long-horizon performance. Building on this
perspective, we propose AgentSwing, an adaptive
framework that moves beyond a single static con-
text management strategy by expanding multiple
parallel context management branches and dynam-
ically selecting among them through a lookahead
routing mechanism. Experiments across multiple
benchmarks and agent backbones demonstrate that
AgentSwing is both effective and generalizable,
consistently improving long-horizon agent perfor-
mance over static context management baselines.
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Limitations

Our work focuses on test-time context management
as an external control mechanism for long-horizon
agents. The proposed perspective helps clarify the
efficiency-precision trade-off and leads to strong
empirical gains. A more fundamental direction is
to translate these principles into model-level com-
petence, for example, by training agents that are
intrinsically more efficient under smaller context
budgets or more reliable under long-horizon noisy
trajectories. In addition, the current routing mech-
anism is still performed by the agent model itself.
Although this design is simple and effective, it may
not be optimal. A stronger dedicated router, ver-
ifier, or trajectory evaluator with better foresight
may further improve branch selection quality and
therefore unlock additional gains for adaptive con-
text management.
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A Tools
• Search: Performs batched Google queries and

returns the top-10 ranked results for each query.

• Visit: Fetches webpages from URLs and extracts
information relevant to the specified goal.

• Google Scholar: Returns top-10 academic
search results with snippets, citations, and schol-
arly metadata.

• Python Interpreter: Executes arbitrary Python
code in a secure sandbox for computational tasks
and data analysis. We use Code Sandbox1 to
ensure secure and isolated execution.

B Evaluation Metrics and
Hyper-parameters

All evaluations are conducted under the LLM-as-a-
Judge protocol (Gu et al., 2024), using the official
evaluation prompts and judging models released by
each benchmark. For all agent models, we set the
maximum context length to 128k tokens. Unless
otherwise specified, we set the maximum interac-
tion budget to 400 turns for all context management
strategies. To ensure fair comparison and repro-
ducibility, model-specific hyper-parameters follow
the officially recommended or empirically optimal
settings of each agent backbone. For all experi-
ments involving context management, we set the
context budget as a fixed ratio r of the 128k maxi-
mum context length. Specifically, we use r = 0.2
for GPT-OSS-120B and r = 0.4 for both Tongyi-
DR-30B-A3B and DeepSeek-v3.2. The rationale
behind these settings is discussed in Section 2.2.

C Gains from Parallel Context
Management Combinations

Figure 7 compares different candidate context man-
agement combinations within AgentSwing. Al-
though some single strategies, especially Discard-
All, already perform strongly, combining multiple
candidate strategies generally yields further gains.
This is particularly clear for combinations such
as Discard-All + Summary, which outperform ei-
ther constituent strategy used alone. These results
suggest that different context management opera-
tions provide complementary advantages, and that
AgentSwing benefits from routing over a richer set
of candidate continuations than any single static
policy can offer. More broadly, they indicate that

1https://github.com/bytedance/SandboxFusion

AgentSwing’s effectiveness depends not only on
the routing mechanism itself, but also on the diver-
sity and complementarity of the candidate strategy
set. This also suggests that exploring richer or more
specialized candidate strategies is a promising di-
rection for further improving performance.
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Figure 7: Performance of Tongyi-DR-30B-A3B on
BrowseComp under AgentSwing with different context
management combinations.

D Comparison of Token Efficiency

Figure 8 compares token efficiency on the aligned
cases used in Table 2. Each point denotes one fin-
ished task, plotted by its total interaction turns and
cumulative token count at termination. Although
AgentSwing introduces additional token usage due
to lookahead routing, the overhead remains modest
in practice. One reason is that efficiency-oriented
strategies such as Keep-Last-N often incur higher
cumulative token usage at similar turn counts, since
they retain more trajectory history in the context.
By contrast, Discard-All tends to accumulate fewer
tokens, but usually requires more turns to finish.
Taken together, these results show that AgentSwing
does not achieve its gains by paying a substantially
larger overall cost.

E Routing Prompt

The following is the full routing prompt used in
AgentSwing. At each context management trigger,
the router receives the original question, the full
conversation history before context management,
and each branch’s managed context plus K-step
lookahead results.
You are a Context Management Router
evaluator. Your task is to evaluate
multiple branches that have been executed
with different context-management
strategies and k-turn lookahead, then
select the branch that shows the most
promise for solving the question.

## Original Question
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plotted by its total interaction turns and cumulative token count at termination.

{question}

## Messages Before Context Management
The following is the complete conversation
history before context management:
{messages_before_cm}

## Branch Results
All branches start from the same
conversation history before context
management. Each branch independently:
1. Applies one context-management

operation, resulting in a managed
context.

2. Executes k-step lookahead based on
its own managed context.

3. Cannot see the lookahead results
of other branches.

For each branch, we provide:
- The resulting message count after
context management.

- The k-step lookahead execution results,
containing only the new messages
generated during lookahead.

### Branch {branch_index}: {strategy_name}
Resulting message count after context
management: {num_messages_after_cm}
Lookahead K Steps
({num_lookahead_messages} new messages):
{lookahead_messages}

[Repeat for all branches.]

## Evaluation Task
Based on the original question, the
conversation history before context
management, and each branch's
context-managed result plus lookahead
progress, evaluate which branch shows the
most promise for solving the question
if execution continues.

Consider:
- Which branch demonstrates better
progress toward answering the question?

- Which branch shows more relevant and
useful reasoning or tool usage?

- Which branch is more likely to lead
to a correct final answer?

## Output Format
Respond with a JSON object in the
following format:

{
"best_branch_index": <integer>,
"reasoning": "<string>"

}

Now evaluate and select the best branch:

To verify that the router does not rely on strategy-
name priors, we run a blind-routing ablation where
strategy names are removed from branch headers.
In the blind-routing variant, explicit strategy names
(e.g., “Branch 1: keep_last_n”) are replaced with
neutral labels (e.g., “Branch 1”). On 50 randomly
sampled GPT-OSS-120B cases repeated twice, non-
blind routing obtains 59.0 while blind routing ob-
tains 60.0, confirming that routing is driven by ob-
served lookahead progress.

F Analysis of Strategy Transitions under
AgentSwing

Figure 9 shows the empirical strategy-transition
probabilities under AgentSwing. The transition
matrices are clearly non-uniform, indicating that
routing behavior is not random. Instead, the pre-
ferred transitions depend on the underlying back-
bone. DeepSeek-v3.2 and Tongyi-DR tend to fa-
vor Summary, whereas GPT-OSS-120B more often
transitions to Discard-All.

G Case Study

Tables 5 and 6 provide a more detailed turn-by-
turn summary of the main trajectory in the Mando
case from Figure 6, while Table 7 reports the corre-
sponding lookahead continuations under different
context management strategies.

In addition, Tables 8, 9, and 10 present a com-
plementary case from GPT-OSS-120B in which
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Summary Keep-Last-N Discard-All
Next Strategy

Summary

Keep-Last-N

Discard-All

Cu
rr

en
t 

St
ra

te
gy

0.31 0.20 0.49

0.24 0.26 0.50

0.25 0.26 0.49

GPT-OSS-120B

Summary Keep-Last-N Discard-All
Next Strategy

0.55 0.26 0.19

0.52 0.28 0.20

0.55 0.27 0.18

DeepSeek-v3.2

Summary Keep-Last-N Discard-All
Next Strategy

0.58 0.21 0.20

0.57 0.19 0.25

0.55 0.14 0.31

Tongyi-DR

0.0

0.2

0.4

0.6

0.8

1.0

Figure 9: Statistical analysis of strategy transitions under AgentSwing. Each entry gives the probability of routing
to the next strategy conditioned on the current one.

Discard-All is selected as the context management
strategy. This case demonstrates that long-horizon
web agents may become trapped in trajectories
dominated by substantial noise, repetition, and
failed local exploration. In such situations, aggres-
sively resetting the accumulated context through
Discard-All allows the agent to recover a cleaner
search state, refocus on the most relevant clues,
and ultimately improve the chance of reaching the
correct answer.
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Turn ID Tool Call Content Key State

Turn 1 search American rapper born in October in
the 1990s; Libra zodiac sign; joined
a gang at 14.

Started with broad candidate retrieval based on birth month,
zodiac sign, and gang involvement; surfaced candidates such
as Lil Durk.

Turn 2 search Rapper joined gang at age 14;
American rapper gang member at
14.

Narrowed the search to rappers who explicitly joined a gang at
age 14; exposed promising clues including $tupid Young and
Nipsey Hussle.

Turn 3 visit Nipsey Hussle (Wikipedia) Verified that Nipsey Hussle was born in August and therefore
did not satisfy the October/Libra clue.

Turn 4 search October-born rapper who joined a
gang at 14; Libra rapper with gang
affiliation.

Searched again for October-born gang-affiliated rappers; Lil
Durk became a stronger candidate.

Turn 5 visit Lil Durk (Wikipedia) Confirmed that Lil Durk was born on October 19, 1992 (Libra),
but his gang-entry age remained unsupported and appeared
inconsistent with the clue.

Turn 6 search Lil Durk joined gang at 14; Durk
Banks gang age.

Tried to verify whether Lil Durk joined a gang at age 14; no
direct evidence supported this claim.

Turn 7 search Lil Durk viral hit (2015–2020); fea-
tured rapper whose father served 15
years.

Shifted from identity matching to song matching; attempted
to find a Lil Durk viral song and a featured rapper with the
father-in-prison clue, but results were inconclusive.

Turn 8 search Rapper whose father served 15
years in prison.

Focused on the featured-artist clue; Hit-Boy emerged as the
strongest match.

Turn 9 visit Hit-Boy (Wikipedia) Checked Hit-Boy’s profile; found ambiguity because one
source suggested 9 years, creating tension with the 15-year
clue.

Turn 10 search Lil Durk collaborations in 2015–
2018.

Collected candidate Lil Durk collaborations and featured artists
for downstream filtering.

Turn 11 visit Lil Durk discography (Wikipedia) Examined Lil Durk’s discography in detail to match songs,
years, and featured artists.

Turn 12 search Rapper whose father was in prison
for 15 years.

Revisited the father clue; Hit-Boy remained the dominant can-
didate.

Turn 13 visit Hit-Boy’s father article (Billboard) Confirmed through Billboard that Hit-Boy’s father had indeed
served 15 years, resolving the earlier inconsistency.

Turn 14 search Lil Durk and Hit-Boy collabora-
tion.

Looked for Lil Durk–Hit-Boy collaborations; found “Loyal To
A Fault,” but it was released in 2021 and thus fell outside the
required window.

Turn 15 search Polo G father prison; Lil Baby fa-
ther prison; King Von father prison.

Explored alternative featured rappers connected to Lil Durk’s
songs, but none fit the father clue clearly.

Turn 16 search October-born rapper who joined a
gang at 14.

Reopened the identity search because the Lil Durk hypothesis
was weakening; results remained noisy.

Table 5: Main-branch trajectory for the "Mando" case (Part I).
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Turn ID Tool Call Content Key State

Turn 17 search Hit-Boy father 15-year sentence;
Big Hit prison timeline.

Further validated the 15-year imprisonment timeline around
Hit-Boy’s father, strengthening the father-side clue.

Turn 18 search Songs featuring Hit-Boy in 2015–
2018.

Looked for songs where Hit-Boy was explicitly credited as a
featured artist; results were still fragmented.

Turn 19 visit Racks in the Middle (Wikipedia) Checked “Racks in the Middle” and confirmed that although
Hit-Boy was involved, Nipsey Hussle did not fit the Octo-
ber/1990s clue.

Turn 20 search Viral songs featuring Hit-Boy in
2017–2019.

Continued searching for a viral song featuring Hit-Boy; no
decisive match was found yet.

Turn 21 search October-born Crips/Bloods mem-
ber in the 1990s.

Explored West Coast gang-affiliated rappers born in October;
results were mostly generic gang references.

Turn 22 search January 21, 2016 and father served
15 years in prison.

Investigated the date anchor around January 21, 2016, but this
direction produced little value.

Turn 23 search I joined a gang at 14; joined the
Crips/Bloods at 14.

Reframed the search around explicit self-reports of joining a
gang at 14; this surfaced the critical $tupid Young clue.

CM – Context management triggered. The router selected the Keep-Last-N branch so that it can
continue with $tupid Young clue.

Turn 24 visit $tupid Young (Wikipedia page
lookup)

Attempted to open a Wikipedia page for $tupid Young, but
the page was unavailable.

Turn 25 search $tupid Young birthday; Stupid
Young birth date.

Verified the rapper’s identity: $tupid Young was born on Octo-
ber 3, 1992, matching both the 1990s and Libra clues.

Turn 26 search $tupid Young viral song; $tupid
Young hit song; $tupid Young fea-
turing.

Searched his discography and identified “Mando” as a strong
candidate due to popularity and its feature with Mozzy.

Turn 27 search Mozzy father prison 15 years;
Mozzy dad penitentiary.

Verified the featured-artist clue; found a Vice article stating
that Mozzy’s father had spent 15 years in prison.

Turn 28 visit Mando (Wikipedia page lookup) Attempted to visit a dedicated page for “Mando,” but no useful
Wikipedia entry was available.

Turn 29 search Mando by $tupid Young and
Mozzy; release date; album infor-
mation.

Confirmed that “Mando” was released on November 17, 2017
and linked to the 2018 album One of One.

Turn 30 visit Mando official YouTube video Used the YouTube page to confirm the song’s viral status via
its massive view count (68M+).

Turn 31 answer – Integrated all evidence and finalized the answer: “Mando”.

Table 6: Main-branch trajectory for the "Mando" case (Part II).
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Branch Turn ID Tool Call Content Key State

LA Turn 1 search American rapper born in Oc-
tober in the 1990s; Libra zo-
diac sign; joined a gang at
14; father served 15 years in
prison.

Restarted from scratch with broad retrieval.
It surfaced generic October-born candidates
such as Lil Durk, but made no decisive
progress on the real target.

Discard-All LA Turn 2 search Rapper whose father served
15 years in prison.

Focused on the father clue and rediscov-
ered Hit-Boy, but still lacked a correct main-
rapper hypothesis.

LA Turn 3 search January 21, 2016 and father
served 15 years in prison.

Pursued the date-anchored clue without
traction. This branch remained broad and
under-focused.

LA Turn 1 visit $tupid Young (Wikipedia
page lookup)

Attempted to open a Wikipedia page for
$tupid Young, but the page was unavailable.

Keep-Last-N LA Turn 2 search $tupid Young birthday;
Stupid Young birth date.

Verified the rapper’s identity: $tupid Young
was born on October 3, 1992, matching
both the 1990s and Libra clues.

LA Turn 3 search $tupid Young viral song;
$tupid Young hit song;
$tupid Young featuring.

Searched his discography and identified
“Mando” as a strong candidate due to popu-
larity and its feature with Mozzy.

LA Turn 1 search Lil Durk joined gang at 14;
Lil Durk–Hit-Boy collabora-
tions in 2015–2020.

Continued from a compressed summary
centered on Lil Durk and Hit-Boy. This
preserved structure but also inherited a mis-
leading focus.

Summary LA Turn 2 visit Lil Durk (Wikipedia);
Lil Durk discography
(Wikipedia).

Verified that Lil Durk joined the Black Dis-
ciples at age 17 rather than 14, and found
no Lil Durk–Hit-Boy collaboration within
2015–2020.

LA Turn 3 search October-born Libra rapper
who joined a gang at 14.

Only after falsifying the Lil Durk path
did this branch begin searching for alterna-
tive rappers; within the lookahead horizon,
it did not reach the $tupid Young break-
through.

Table 7: Lookahead branches triggered by context management in the "Mando" case.
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Turn ID Tool Call Content Key State

Turn 1 search Performer who stapled paper to his
forehead; sideshow stapling act.

Started with direct retrieval on the stapling clue, but results
were dominated by noisy modern pages, social media posts,
and irrelevant literal uses of “stapled paper.”

Turn 2 search Paper-to-forehead sideshow per-
former who ate something live.

Tried to combine the stapling clue with the “ate live creatures”
clue; surfaced sideshow-related entities such as Jim Rose Cir-
cus, but no stable performer identity.

Turn 3 search Strongwoman associated with
“beef, game, and plenty of vegeta-
bles.”

Shifted to a secondary clue in the question, but the retrieved
results were largely noisy and did not yet identify the relevant
strongwoman.

Turn 4 search Bethel, Connecticut; Manhattan
museum; Feejee Mermaid.

Used the Bethel / museum / Feejee Mermaid clue to infer the
publication domain; this pointed toward P. T. Barnum and the
historical oddities / sideshow space.

Turn 5 search Bethel, Connecticut; sideshow;
Manhattan museum; Feejee Mer-
maid.

Repeated the supporting-entity search, but the results were still
not sufficiently specific to identify the source publication.

Turn 6 search Strongwoman who threw a heckler
across a tent.

Switched to another distinctive supporting clue in order to
identify the common source through a secondary figure.

Turn 7 search Strongwoman threw a heckler. A simplified version of the query surfaced references to Min-
erva, helping move the search toward historical strongwoman
material.

Turn 8 visit Victorian strongwomen article (iN-
ews).

Visited the article and confirmed that the strongwoman was
Josephine Schauer Blatt (Minerva), establishing that the ques-
tion belongs to the historical sideshow / freak-show domain.

Turn 9 search Circus performer who staples paper
to his forehead.

Returned to the stapling clue after confirming the domain; the
results now included more circus / sideshow-related pages, but
still no exact match.

Turn 10 visit Jelly Boy the Clown article (East
Bay Times).

Found a modern performer who allowed money to be stapled
to his face, but this did not match the clue about eating live
creatures.

Turn 11 search Stapling performer who also eats
live creatures.

Tried to jointly resolve the two key attributes, but the results
still lacked a decisive source text.

Turn 12 search Paper on forehead; eating live crea-
tures.

Continued direct clue search, but the retrieval remained noisy
and failed to identify the exact publication or performer.

Turn 13 search Exact phrase: “stapled paper to his
forehead.”

Achieved the first major breakthrough: search results surfaced
the PDF The Victorian Sideshow, with a snippet containing
the critical phrase “has willingly stapled paper to his forehead
... eaten a mouthful ...”

Turn 14 visit The Victorian Sideshow PDF (di-
rect access attempt).

Tried to open the PDF directly, but the tool returned no ex-
tractable content. This established the central bottleneck of the
case.

Turn 15 search The Victorian Sideshow PDF. Searched for alternative paths to the same PDF, but the results
still pointed back to the same inaccessible source.

Turn 16 visit The Victorian Sideshow PDF (sec-
ond access attempt).

Repeated the PDF visit attempt, but the extraction failure per-
sisted.

Turn 17 search Paper to his forehead; sideshow. Looked for alternative source surfaces after the failed PDF
access; results still pointed mainly to the same PDF and its
mirrors.

Turn 18 visit Scribd mirror of Sideshow. Attempted to recover the content through Scribd, but the page
was effectively inaccessible.

Table 8: Main-branch trajectory for the "live-crickets" case (Part I).
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Turn ID Tool Call Content Key State

Turn 19 search Stapled paper; forehead; sideshow;
eaten.

Combined the snippet clues again, but the results still
revolved around the unresolved PDF source.

Turn 20 search Full snippet phrase including
“eaten a mouthful.”

Queried the visible snippet directly; this helped confirm
the source phrase, but still did not reveal the missing object
after “eaten a mouthful of ...”

Turn 21 search Performer name from the stapling
clue.

Tried to infer the performer identity directly from the snip-
pet description, but the retrieval remained inconclusive.

Turn 22 search Exact phrase: “has willingly sta-
pled paper to his forehead.”

Repeated exact-phrase retrieval to localize the passage
more precisely, but still without extractable full text.

Turn 23 search The Victorian Sideshow PDF. Re-confirmed that The Victorian Sideshow was the likely
shared source behind the unusual individuals in the ques-
tion.

Turn 24 visit The Victorian Sideshow PDF (tar-
geted extraction attempt).

Made a more targeted attempt to extract the paragraph
about the stapling performer and the live-creature clue,
but the visit tool still failed.

CM – Context management triggered. Context management was triggered because the trajectory
had become long, noisy, and partially repetitive. The
router evaluated three branches and selected Discard-All.

Turn 25 search Stapled paper to forehead per-
former.

After the reset, restarted with a cleaner search plan;
quickly re-entered the correct search space without carry-
ing over the accumulated local noise.

Turn 26 search Feejee Mermaid; Minerva; Jo-Jo;
supporting clue bundle.

Used multiple supporting entities together to verify that
the publication family was correct and that the search was
grounded in the historical sideshow domain.

Turn 27 visit Jo-Jo the Dog-Faced Boy article. Confirmed another supporting figure from the same source
family, increasing confidence that the publication hypoth-
esis was correct.

Turn 28 search Exact stapling-performer phrasing. Returned to the core unresolved clue after re-confirming
the correct publication The Victorian Sideshow.

Turn 29 visit The Victorian Sideshow PDF. Direct extraction still failed, confirming that the bottleneck
was tool-access related rather than search-related.

Turn 30 visit Alternative text-extraction endpoint
for the PDF.

Achieved the decisive breakthrough by using an alterna-
tive access path that successfully returned the source text,
revealing that the performer had “eaten a mouthful of live
crickets.”

Turn 31 answer – Integrated all evidence and produced the final answer: the
person who stapled paper to his forehead ate a mouthful
of live crickets.

Table 9: Main-branch trajectory for the "live-crickets" case (Part II).
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Branch Turn ID Tool Call Content Key State

LA Turn 1 search Stapled paper to forehead per-
former.

Restarted from scratch and quickly re-entered
the correct search space around the stapling-
performer clue, without inheriting the noisy
local loop around failed PDF extraction.

Discard-All LA Turn 2 search Feejee Mermaid; Minerva; Jo-
Jo; supporting clue bundle.

Used multiple supporting entities together to
verify that the publication family was correct
and that the search was grounded in the his-
torical sideshow domain.

LA Turn 3 visit Jo-Jo the Dog-Faced Boy arti-
cle.

Also revisited supporting clues from the ques-
tion, indicating that the branch was recon-
structing the source-publication hypothesis
through multiple entities rather than overfit-
ting to one failed access path.

LA Turn 1 visit Scribd mirror of Sideshow. Preserved the most recent local context,
which was already dominated by failed
source-extraction attempts; immediately re-
entered the same bottleneck.

Keep-Last-N LA Turn 2 search The Victorian Sideshow PDF. Continued searching for alternative access
points to the same PDF, but remained trapped
in the same unresolved extraction problem.

LA Turn 3 visit The Victorian Sideshow PDF. Attempted direct PDF access again and failed,
showing that preserving the most recent con-
text mainly preserved the local dead end
rather than useful progress.

LA Turn 1 search Exact stapling phrase;
sideshow; live-creature clue.

Used the summary-preserved hypothesis that
The Victorian Sideshow was likely the cor-
rect source, and re-centered search on the key
unresolved phrase.

Summary LA Turn 2 search Repeated phrase-centered re-
trieval.

Continued operating at the correct abstraction
level, but still remained dependent on search-
result snippets and inaccessible source pages.

LA Turn 3 search Repeated snippet-oriented
search behavior.

Maintained a cleaner high-level focus than
Keep-Last-N, but did not produce a concrete
recovery step that would break the extraction
bottleneck.

Table 10: Lookahead branches triggered by context management in the "live-crickets" case.
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