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Abstract

Deploying Large Language Models (LLMs)
for regulatory compliance demands rigorous
traceability via comprehensive citations across
multi-tiered authority structures. Unlike tradi-
tional multi-hop or legal QA, this task requires
structured procedural lookups and evidence-set
closure rather than entity resolution or case-law
reasoning. Existing RAG systems struggle here
due to flattened citation edges, fragmented re-
trieval expansions, and fragile post-hoc attribu-
tion. We formalize Regulatory Compliance QA
with RegOps-Bench, a novel benchmark featur-
ing an Operational Knowledge Graph derived
from complex national R&D regulations. To ad-
dress these bottlenecks, we propose RefWalk,
a unified framework driven by a shared topic
anchor. RefWalk traverses cross-document ci-
tations, fuses multi-view candidates via max-
based aggregation, and enforces per-rule at-
tribution to explicitly map claims to sources.
We establish a strong baseline with substantial
improvements in retrieval recall and citation
accuracy. Finally, a contrastive evaluation on
a U.S. health compliance dataset (HIPAA) re-
veals that existing systems exhibit saturation on
flat-structure rules, underscoring the need for
RegOps-Bench. Our code is available at https:
//github.com/yeongjoonJu/RefWalk.

1 Introduction

Regulated organizations operate under strict, lay-
ered frameworks of statutes, enforcement decrees,
ministerial rules, notices, and operational manuals.
Since non-compliance carries severe risks, compli-
ance staff routinely navigate complex procedural
questions whose grounds span these multiple au-
thority tiers (Arner et al., 2018). While Large Lan-
guage Models (LLMs) offer a promising avenue to
alleviate this burden, deploying them to assist with
such inquiries requires rigorous traceability (Ariai
et al., 2025; Liu et al., 2023). To establish a veri-
fiable audit trail, models should quote controlling

articles and explicitly map every generated claim
back to its source.

In this paper, we formalize this objective as Reg-
ulatory Compliance Question Answering (QA),
where a model addresses a practitioner’s query by
retrieving the exhaustive set of governing articles
and detailing the precise claims derived from each
rule. As modern regulatory systems evolve into
highly complex cross-reference networks across
multiple documents (Katz et al., 2020; Ruhl and
Katz, 2015), this task structurally diverges from
both standard multi-hop and legal QA paradigms.
Unlike standard multi-hop QA paradigms focusing
on entity resolution (Yang et al., 2018; Trivedi et al.,
2022), hop transitions in this QA task follow typed
citation rules, and search termination relies on com-
plete evidence-set closure rather than finding a sin-
gle final entity. Furthermore, while traditional legal
QA tasks (Guha et al., 2023; Li et al., 2024; Yang
et al., 2026) largely center on judicial interpretation
and case-law reasoning, recent regulatory NLP has
expanded into procedural clause retrieval (Louis
and Spanakis, 2022) and corporate sustainability
extraction (Ali et al., 2025). However, these ex-
isting benchmarks predominantly operate on flat
rule structures or isolated reports, failing to cap-
ture the mechanics of hierarchical compliance. In
contrast, Regulatory Compliance QA demands nav-
igating multi-tiered, cross-document delegations to
achieve deterministic evidence-set closure.

These rigorous demands expose two critical fail-
ure modes in existing RAG systems. The first is
the inability to execute precise structural retrieval.
Current graph-based RAG approaches (Edge et al.,
2024; Guo et al., 2025; Gutiérrez et al., 2025a;
Ma et al., 2025; Peng et al., 2025) typically
flatten explicit regulatory citations into generic
entity-relation edges, stripping away the seman-
tic distinctions necessary for procedural naviga-
tion. Because they rely on global signal propaga-
tion across surface-level entity overlaps, standard
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entity-centric graphs inevitably fail to resolve the
rigid, multi-tiered delegation pathways inherent
in regulatory networks. Moreover, because regu-
latory queries often omit specific situational con-
straints, systems must exhaustively identify all po-
tential conditional branches and legal exceptions.
Attempts to resolve this via query expansion or de-
composition (Gao et al., 2023b; Rackauckas, 2024;
Wang et al., 2023; Petcu et al., 2026) typically rely
on surface-level paraphrasing, produce disjoint sub-
queries that fragment rather than unify the required
evidence set.

The second major limitation emerges during
answer generation, where attribution is typically
treated as a post-hoc afterthought (Saxena et al.,
2025). In regulatory compliance, the risk of a hal-
lucinated citation outweighs the benefit of a broad
response. However, rather than enforcing a schema-
level binding between individual claims and their
sources, generative models generally append cita-
tions as free-form footers, leading to systemic attri-
bution failures (Bohnet et al., 2022; Liu et al., 2023;
Hou et al., 2025). Ultimately, this lack of structural
binding between claims and their sources fails to
provide the rigorous traceability required, leaving
a significant gap in the reliability of regulatory Al

To systematically diagnose these limitations, we
introduce RegOps-Bench, an evaluation framework
serving as a testbed for multi-tier procedural navi-
gation, instantiated via a highly structured Korean
national R&D regulatory corpus. This corpus fea-
tures a five-tiered authority structure that exempli-
fies the nested complexities inherent in real-world
administrative regulations. We model this corpus
into an Operational Knowledge Graph (OKG) and
construct 231 high-quality QA pairs grounded in
real-world inquiries from the Institute of Informa-
tion & Communications Technology Planning &
Evaluation (IITP). By expanding these inquiries
using a novel axis-decoupling principle, we inde-
pendently control the substantive intent of a query
and the structural complexity of its required refer-
ence set, spanning from straightforward lookups
to exception-heavy procedural branching. This or-
thogonal design precisely isolates whether a system
fails due to navigating a dense regulatory hierarchy
or resolving complex procedural logic.

To overcome the identified retrieval and genera-
tion bottlenecks, we propose RefWalk, a structural
traversal framework that navigates regulatory ci-
tation pathways guided by a shared topic anchor.
RefWalk mitigates structural retrieval failures by

exploring the OKG through three distinct semantic
views, restricting hop expansion strictly to cross-
document citation edges to eliminate internal con-
tainment noise. To preserve the specialized signals
required across different difficulty tiers, candidates
are fused using Reciprocal Rank MAX (RRM)
rather than standard sum-based aggregation (Cor-
mack et al., 2009), which otherwise dilutes crucial
specialist cues. During generation, RefWalk tackles
systemic attribution failures by injecting the same
anchor alongside a per-rule schema. Instead of ap-
pending citations as a post-hoc afterthought, we
structure the model to generate claims directly as
attributes of their governing rules. This approach
inherently mitigates attribution hallucinations and
binds generation to its source, advancing the trace-
ability required for professional practice. Finally,
we demonstrate the broader applicability of this
evaluation framework and RefWalk by validating
both on a HIPAA-derived dataset.

In summary, our main contributions are three-
fold. First, we formalize the task of Regulatory
Compliance QA and release RegOps-Bench, the
first benchmark for deterministic traversal of multi-
tier regulatory hierarchies. Second, we propose Re-
fWalk, a unified RAG framework that navigates
explicit structural delegations, establishing a robust
baseline for complex procedural lookups. Third,
we outperform state-of-the-art RAG methods on
complex cross-reference tasks. Furthermore, abla-
tion studies confirm the impact of our schema-level
binding, while contrastive experiments on HIPAA
validate the necessity of multi-tiered evaluation.

2 Related Work

2.1 Regulatory NLP and Structural Retrieval

Legal NLP has increasingly shifted from coarse
classification (Chalkidis et al., 2020; Guha et al.,
2023) toward reasoning- and retrieval-intensive
evaluation (Yang et al., 2026; Hou et al., 2025).
Within this space, regulatory compliance presents
unique challenges distinct from case-law anal-
ogy, requiring the navigation of complex, multi-
document networks (Katz et al., 2020; Ruhl and
Katz, 2015; Sleimi et al., 2018) to meet the de-
mands of RegTech (Arner et al., 2018). While De
Jure (Guliani et al., 2026) focuses on structuring
raw regulations into rule sets, we leverage its evalu-
ation pipeline for our HIPAA data generation. How-
ever, existing benchmarks still fail to formalize QA
across layered, cross-document procedural chains.
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Standard multi-hop QA (Yang et al., 2018;
Trivedi et al., 2022; Ho et al., 2020) and graph-
based RAG (Edge et al., 2024; Guo et al., 2025;
Gutiérrez et al., 2025a; Ma et al., 2025; Wang et al.,
2025) typically attempt complex retrieval by prop-
agating through entity-centric relations. Similarly,
query decomposition (Gao et al., 2023b; Wang
et al., 2023; Rackauckas, 2024; Petcu et al., 2026;
Khot et al., 2023; Trivedi et al., 2023; Jiang et al.,
2023) divides queries into independent sub-facts,
while representation-based retrieval methods (Lee
et al., 2025; Ju et al., 2025; Ju and Lee, 2025) im-
prove semantic matching.

2.2 Attributed Generation and Citation
Faithfulness

Verifiable grounding is widely recognized as a strict
deployment prerequisite for legal Al (Ariai et al.,
2025; Hou et al., 2025). Consequently, citation
faithfulness has emerged as a central evaluation
axis, driving the development of specialized attri-
bution benchmarks (Bohnet et al., 2022; Rashkin
et al., 2023; Liu et al., 2023; Gao et al., 2023c) and
methods that fold retrieval or revision decisions
into the generation policy (Asai et al., 2024; Gao
et al., 2023a). Despite these advances, audits of
off-the-shelf LLMs and domain-specific legal sys-
tems (Liu et al., 2023; Hou et al., 2025) consistently
reveal that a substantial fraction of claims remain
uncited or misattributed. This occurs because exist-
ing systems treat attribution as post-hoc annotation,
thereby lacking structural guarantees.

3 RegOps-Bench: Axis-Decoupled
Construction for Compliance QA

RegOps-Bench is designed around three core prop-
erties of this domain: (1) ground truth is a typed ci-
tation closure, (2) difficulty is defined by the struc-
tural complexity of the reference set rather than
lexical phrasing, and (3) evaluation operates at the
regulatory unit where authority delegates.

3.1 Operational Knowledge Graph (OKG)

Corpus. To anchor the benchmark in real-world
compliance scenarios, we curated a corpus of 12
Korean R&D regulatory documents covering the
scope of 56 seed FAQs from an official FAQ docu-
ment! of the Institute of Information & Communi-
cations Technology Planning & Evaluation (IITP).
"https://www.iitp.kr/web/lay1/bbs/S1T46C59/A/

13/view.do?article_seq=4331&sort=latest&cpage=1&
rows=10

Table 1: RegOps-Bench corpus. 12 Korean R&D regu-
lations spanning the statute-to-manual delegation chain.
#Art. counts articles; #Prov. counts paragraphs, unde-
fined (—) for the section-structured manual.

Document Authority Type Tier #Art.  #Prov.
In-domain (7)
Innovation Act legal authority 42 161

Enforcement Decree executive decree 75 225
Enforcement Rules
Cost-Use Standards

Mgmt. Regulation

1
2
executive rule 3 4 7
admin. notice 4 125 362
admin. notice 4 54 207
4
5

Standard Guide admin. notice 56 125
Practitioner’s Manual manual 40 —
Auxiliary (2)

VAT Act legal authority 1 85 294
VAT Act Rules executive rule 3 85 153
Distractor (3)

S&T Basic Act legal authority 1 71 208
S&T Basic Act Decree  executive decree 2 72 209
S&T Basic Act Rules executive rule 3 9 16
Total 718 1967

These documents span five authority tiers (1: statute
— 5: manual), from statutory acts down to oper-
ational manuals (Table 1). The seven in-domain
documents form a largely self-contained delega-
tion network. While certain high-level mandates
inevitably delegate to external authorities, cross-
document references, including all FAQ lineages,
are mostly resolved within this set, where each
lower tier procedurizes the open-textured mandates
of the tier above it. A single compliance answer
therefore requires composing a statutory obliga-
tion with its decree-level conditions and notice-
level numeric thresholds. Two auxiliary VAT docu-
ments cover the tax-side cross-references recurring
in cost-eligibility questions. The remaining three
Science & Technology Basic Act documents serve
as distractors, sharing lexical overlap with the in-
domain corpus but remaining legally out of scope.

OKG Construction. We construct the OKG via
deterministic rule extraction. By leveraging the for-
mulaic citation patterns of legislation, this design
effectively mitigates the generative hallucinations
inherent in LLM-based indexing and provides de-
terministic edge typing—a prerequisite for eval-
uating closure. Furthermore, this approach elimi-
nates heavy LLM computational overhead, making
the index highly sustainable and easily updatable
under frequent regulatory amendments. Each arti-
cle (%) forms a node carrying its authority tier.
Inter-article relations are typed into six classes:
PART_OF (hierarchy), REFERENCES (citation), the
DELEGATES_TO/SPECIFIES pair (downward del-
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Table 2: Difficulty rubric for RegOps-Bench. Lev-
els are checked from L4 to L1, and each question is
assigned the highest difficulty level whose triggers it
satisfies.

Level Characteristic Trigger
L1 single-anchor lookup  |refs| = 1, not conditional
L2 conditional or 2-ref |refs| > 2 or conditional

cross-doc, external-law,
|refs| > 4, 4-institution parallel,
or multi-facet arity > 3

L3 multi-hop / multi-doc

conditional and (cross-doc,
sanction, multi-institution,
or multi-facet arity > 3)

L4 conditional multi-hop

egation/upward realization), DEFINES (term-to-
article), and REQUIRES_FORM (article-to-form). For
instance, “as prescribed by the Presidential Decree”
yields a DELEGATES_TO edge. Retrieval and end-to-
end citation performance are primarily evaluated at
the article level (£), the atomic unit of authority.
Paragraph/item structure is retained within each
node for condition evaluation, and Appendix A.8
additionally reports exact-granularity citation per-
formance.

3.2 QA Construction with Axis Decoupling

Axis-Decoupled Augmentation via LLM. To
ensure the benchmark comprehensively evaluates
the structural complexity defined in our design
principles, we expand the 56 seed FAQs into a
final set of 231 expert-grounded questions using a
high-capacity LLM (Gemini-3-flash (Google Deep-
Mind, 2025)). Our augmentation follows an axis-
decoupling principle with two distinct axes:

* Question Type — The substantive intent of the query (e.g.,
single-clause lookup, exception-heavy, or sanction-bearing
condition).

* Difficulty Level —The structural complexity of the re-
quired reference set (L1 to L4), strictly bounded by the
quantitative triggers in Table 2.

The conditions are sampled and combined indepen-
dently, so that a single question type can realize
any of L1-L4 depending only on the anchor and
injected facets, minimizing the confounding effect
of surface-level phrasing.

For each seed, the LLM is given the govern-
ing articles and instructed to re-synthesize a situ-
ational, first-person practitioner inquiry matching
the sampled axes, injecting facets (actors, temporal
constraints, and institutional variables) that neces-
sitate the target difficulty. For instance, to elevate

a straightforward seed to L4, the model constructs
a scenario in which an actor’s specific condition
triggers a cross-document citation to an external
disqualification provision. Difficulty thus remains
an intrinsic property of the regulatory logic (the
reference set) rather than an artifact of linguistic
complexity. To verify that our augmentation in-
duces the targeted structural depth, we compare the
corpus characteristics of the LLM-generated splits
against the original human FAQs in Appendix A.S.

Reference Rules and Closure. To reduce human
annotator variance and ensure reproducibility, we
standardize the ground-truth reference mapping via
four deterministic expert rules, activated by formal
structural markers identified during synthesis:

* R1 (Domain Anchor): binds the query to the top-priority
controlling document of its domain—the Cost-Use Stan-
dards by default, or the domain-specific instrument other-
wise (the Mgmt. Regulation for institutional-IT queries, the
Standard Guide for facility/equipment, the VAT Act for
tax-side, the Innovation Act for statutory-procedure).

¢ R2 (Parallel & Deemed-Application Expansion): ex-
pands the set across the four institutional slots (government-
funded, university, non-profit, for-profit) via parallel groups,
and follows deemed-application (2] A| Z=-&) forward edges
so that a deemed article additionally pulls in the provisions
it incorporates by reference.

* R3 (Pre-Approval Exception): binds exception-heavy in-
quiries to their governing pre-approval clause (Cost-Use
Standards Art. 73).

* R4 (Sanction Exhaustion): closes sanction-bearing ques-
tions onto their corresponding settlement and disqualifica-
tion provisions (Enforcement Decree Art. 26 and Cost-Use
Standards Art. 83).

The external-law case is handled by absorbing
it into the in-corpus VAT domain rather than as a
separate rule, since the VAT Act and its Rules are
already part of the corpus. This rule-based mapping
turns each QA pair from an ambiguous retrieval
task into a verifiable, deterministic traversal of the
regulatory hierarchy.

Quality Assurance Protocol. Each generated
QA pair passes a layered validation cascade before
merging. A regex runner gate first rejects forbidden
formats, such as multi-institution enumerations and
textbook-style summary or comparison requests.
Survivors are scored by an LLM judge against a
four-criterion rubric evaluating practitioner voice,
concrete context, situational framing, and a single-
institution viewpoint, yielding around a 50% ac-
ceptance rate. This is supplemented by heuristic
checks (script leakage, meta-patterns, degenerate
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e 2

o OKG-Aware Retrieval

Q. We are outsourcing research to overseas partners (University A
& Research Institute B) and need to increase the budget for local

in the Integrated Account and Information System while
maintaining compliance with the National R&D Innovation Act?

© Multi-View RRM Fusion
Gold References
P E*-Act. 24 (Management of R&D Funds)
payments. How can we manage fund transfers and documentation P S*-Act. 28 (Common Usage Standards for
International Joint R&D Funds)

P S*-Act. 27 (Common Usage Standards for
Commissioned R&D Funds)

© Per-Rule Attribution Schema
B Attributed Rule Excerpts

S*-Acts. 28 (Standards for International Joint R&D Funds)

- [Paragraph 1] ... only when the head of a central adminis...
- [Paragraph 3] ... or substituted into an account or balanc...
- [Paragraph 4] ... the foreign institution regarding the use ...
- [Paragraph 5] ... who intends to change and use internati...

3-View Queries

(.

Anchor Extraction 7(q) narrow E 24 (E D he N (R&D
. . *-Acts. 24 (Enforc C! o ationa ..)

Topic Management of fund transfers ... P S*-Act. 13 (Permitted Uses of International ne nforcement Decree of the e !

198% Gmi R [Paragraph 1] When managing government-funded rese...
Actor Institution DEN;’;LSdEED Joint R&D Funds) [Paragraph 4] The head of a research and development ...
Temporal For budget increases [DENSE sEeD |
Magnitude | Unspecified Qwide Rank for Per-View Rerank - cb Answer
Situational | Joint outsourcing to University ... Node Dense Gnarrow Qmia Qwide

P Dense Retrieval E*-Act. 24 #25 #5 #1 #16 a_nd Researchlnst_itute B)and the_.:. as_follows:
#1 #4 #8 #25 (low) First, the budget p .To
0 o0 0 [ X &= 0 o0 0 [ ] S*-Act. 28 #1 #3 #6 #2 increase and use international joint research and ...
[ S*-Act. 28 S*-Act. 13 S*-Act. 27 E*-Act. 24 Second, fund transfer and accounting. Funds transferred
- OKG Expansion S*-Act. 27 #8 #6 #4 #1 or replaced from the research and development fundsin ...
- Third, of supporting You must
.REFERENCES S At 27 SPECIFIE S S*-Act. 13 #4 #9 #7 #4 maintain supporting documents, such as contracts with ...
‘— [DECREE] Therefore, to ensure full compliance with the procedures
S*-Act. 13 DELEGATES_TO - J RRF (average of ranks) #6 under the Innovation Act, please increase the budget
DELEGATES. TOT E*-Act. 24 through the approval process of the head of the central
./‘ . . N: e [DECREE] #2 \/ administrative agency, transfer funds to the overseas
S*-Act. 28 S*-Act. 64 DA o s [STATU:rE] RRM (max specialist) institution’s account via a separate account ...

The transfer of funds to overseas co-trustees (University A

J

Figure 1: Overall framework of RefWalk. The examples are translated from the original Korean text for illustrative
purposes. Document abbreviations are defined in Table 1 (S*: Standards for the Use of Expenses, E*: Enforcement

Decree of Innovation Act, N*: Innovation Act).

length) and a difficulty re-validation step that dis-
cards items whose realized reference set diverges
from the target level. A closure validator then ver-
ifies and auto-completes any missing R3 or R4-
triggered authorities. We also conduct a manual cu-
ration pass over the accepted pool to filter residual
low-quality items. Finally, ground-truth reference
sets undergo a deterministic post-merge audit that
corrects a clause-attribution artifact (cross-article
paragraph-token leakage) present in 38% of pre-
audit items. The ground-truth reference sets are
detailed in the Appendix A.4.

4 RefWalk: Traversing Reference Paths
for Structural Attribution

The rigorous properties of regulatory compli-
ance QA—typed citation closures and article-level
structural traversal—demand a framework where
retrieval and generation operate as a traceable
pipeline. RefWalk organizes this framework around
the topic anchor, a structured abstraction distill-
ing the query into its core procedural intent and
conditional facets. Rather than treating query pro-
cessing, graph expansion, and answer generation
as isolated, fragmented stages, this single anchor
propagates through the entire framework (Figure 1).
It simultaneously drives multi-view query construc-
tion, seeds OKG traversal, and re-enters the gener-
ation prompt to structurally constrain attribution.

4.1 Topic-Anchored Multi-View Retrieval

Anchor Extraction and Views. For a given
query ¢, a frozen LLM 7(q) extracts the topic an-

chor: a structured tuple of the core topic and facet
conditions (actor, temporal, magnitude, and situ-
ational context). Because regulatory QA requires
matching both explicit granular constraints and im-
plicit procedural exceptions, we construct three tar-
geted views from this shared anchor. gyyrrow directly
uses the original question for dense semantic match-
ing of explicit details. Conversely, gwige drops the
raw question, relying solely on the abstracted topic
and conditions to capture structural multi-hop ref-
erences where surface phrasing is uninformative.
¢mid combines both for balanced retrieval.

OKG Expansion and RRM Fusion. Retrieval
begins by fetching an initial candidate pool S of
size N using gmiq via dense retrieval. We expand
this pool one hop along citation-bearing edges
(REFERENCES, DELEGATES_TO, SPECIFIES) in the
OKG, isolating explicit delegations. To penalize
indirect evidence, 1-hop neighbors receive a de-
cay factor . For nodes discovered via multiple
pathways, we take the maximum decayed score to
preserve the strongest signal without inflating it
via sum-based aggregation. The expanded pool is
then scored by a cross-encoder across our three se-
mantic views and fused via Reciprocal Rank MAX
(RRM):

1
score(d) = ma; —_—
( ) ve{narr‘ow,r)ﬁbid, wide} k + rankv(d)

ey
where k denotes a smoothing constant. Unlike sum-
based aggregations (e.g., RRF) that demand consen-
sus, RRM ensures that candidates highly ranked by
a single specialist view retain their priority. Finally,
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we introduce an authority-aware decay p for candi-
dates sourced from lower-tier operational manuals.
Applied post-fusion, p injects a domain-specific in-
ductive bias into the ranking: it intrinsically priori-
tizes primary statutes, yet permits strongly matched
manual passages to surface when they contain crit-
ical procedural details. This allows RefWalk to
maintain citation closure while navigating multi-
tiered delegations, circumventing the fragmenta-
tion of standard query decomposition.

4.2 Per-Rule Attribution Schema

In regulatory compliance, the risk of a halluci-
nated citation outweighs the benefit of a broad
response. Generative models typically treat attri-
bution as a post-hoc afterthought, appending free-
form footers that frequently mismatch the gener-
ated claims. RefWalk structurally mitigates this
vulnerability through a per-rule attribution schema.
The extracted topic anchor re-enters the framework
by being injected into the generation prompt along-
side the retrieved OKG passages and a strict JSON
schema that maps specific rule_id keys to arrays
of generated claims. Rather than generating free-
form text and retroactively appending citations, the
model must emit procedural claims exclusively as
array values bound to their governing rules. Under
this strict schema, every generated claim is inher-
ently bound to its source. This ensures that the
structural precision achieved during OKG retrieval
directly translates into the rigorous traceability re-
quired for regulatory compliance.

5 Experiments

5.1 Setup

Dataset & Models. To demonstrate the effect
of our framework, we conduct our primary eval-
uations on RegOps-Bench. We also evaluate on a
HIPAA-derived QA dataset (n = 100) constructed
following the De Jure procedure (Guliani et al.,
2026). For retrieval, we use Qwen3-Embedding-
0.6B and Qwen3-Reranker-0.6B (Zhang et al.,
2025) to ensure our gains stem from our structural
design rather than brute-force embedding scale. For
generations, we employ Qwen3.5-4B (Qwen Team,
2026a) and Qwen3.6-35B (Qwen Team, 2026b)
to observe scale-dependent behaviors, alongside
Gemini-3.1-Pro (Google DeepMind, 2026) for fron-
tier model validation.

Metrics. For retrieval, we report Recall@10,
nDCG @10, and FullCov@ 10. We introduce Full-

Table 3: Retrieval performance on RegOps-Bench
and HIPAA-derived QA (Top-10).

Method RegOps HIPAA
R FullCov nDCG R
LightRAG 45.3 32.5 31.9 100.0

HippoRAG-2 42.6 29.9 26.5 97.0
Query Decomp  50.8 33.8 42.7 92.0

PIKE-RAG 54.6 37.2 514 97.0
BM25 34.8 25.5 27.0 94.0
Dense 55.9 38.5 45.8 90.0
Dense+Rerank 57.9 39.0 53.8 94.0
w/ OKG 60.6 433 55.8 94.0
Ours 63.8 459 57.6 99.0
w/o multi-view  62.5 44.5 56.3 98.0
w/o anchor 61.6 43.7 57.2 100.0

Cov@10 (Full Coverage) as the fraction of queries
where the entire ground-truth reference set is suc-
cessfully retrieved within the top 10 candidates,
effectively capturing the exhaustiveness required
for compliance QA. End-to-end generation is eval-
uated using Claim F1 and Citation F1. Claim F1
applies an LLLM judge (Zheng et al., 2023) to la-
bel each predicted claim against the reference set
as {match, partial, none}, with partials weighted
0.5 before bipartite resolution (Min et al., 2023).
Citation F1 compares predicted and ground-truth
references after rolling sub-article ids (&/3.) up to
their Z-level ancestor, so credit is given for citing
the correct provision regardless of granularity (Gao
et al., 2023c). In regulatory compliance, Citation
Precision is prioritized. While a missed citation
merely results in an incomplete answer, hallucinat-
ing a legal citation poses severe operational risks.
Thus, our analysis focuses on a model’s ability to
mitigate attribution hallucinations.

Baselines. We compare RefWalk against strong
baselines across two stages. For retrieval, we
evaluate standard architectures (BM25, Dense,
Dense+Rerank) alongside state-of-the-art graph
and query-based retrievers, including LightRAG
(Guo et al., 2025), HippoRAG-2 (Gutiérrez et al.,
2025b), Query Decomposition (Petcu et al., 2026),
and PIKE-RAG (Wang et al., 2025). For end-
to-end RAG, we evaluate NativeRAG with a
Dense+Rerank pipeline as well as the four afore-
mentioned systems equipped with generation capa-
bilities. To ensure a fair comparison, all baselines
share the exact same embedding, reranking, and
generation backbones as RefWalk.
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Table 4: End-to-end RAG performance on RegOps-
Bench. w/o schema removes the per-rule attribution
schema, emitting free-form output.

Model Method Claim Citation
Fl P R F1 P R
NativeRAG 340 295 51.0 36.6 37.7 459
LightRAG 304 258 502 27.1 242 42.1
Qwen3.5 HippoRAG-2 348 314 495 368 37.7 46.7

4B PIKE-RAG 35.6 38.7 40.0 450 542 459

Ours 364 409 39.6 47.0 57.1 465
w/o schema 347 313 494 402 40.0 511

NativeRAG 377 358 512 467 523 50.6
LightRAG 37.0 33.6 531 407 39.0 519
HippoRAG-2 37.0 348 504 47.8 53.1 519

Q";Z’]f'(’ PIKE-RAG  38.0 42.6 412 443 562 453
Ours 411 432 474 549 680 53.6
w/o schema 379 36.1 513 51.8 57.0 56.3
Hyperparameters. For RefWalk, we set the re-

trieval pool size to N = 50, the OKG seed count to
M = 10, and the RRM fusion constant to k¥ = 60.
Further details are represented in Appendix A.1.

5.2 Retrieval Results

Table 3 presents the retrieval performance. Re-
fWalk achieves the best performance among the
evaluated methods on RegOps-Bench. While these
absolute metrics leave an unsolved gap for future
work, this steep difficulty highlights the necessity
of RegOps-Bench as a non-saturated stress test
rather than a limitation of our method. Ablation
studies confirm that removing multi-view rerank-
ing, OKG expansion, or anchor enrichment each
degrades performance, demonstrating that these
components jointly address the structural failures
of dense retrieval. On the HIPAA dataset, retrieval
metrics generally saturate across most baselines.
This suggests that while baseline retrieval is highly
effective on flat-structure benchmarks, simple se-
mantic matching is insufficient for the complex
cross-reference environments.

5.3 End-to-End RAG Results

Table 4 compares the overall end-to-end perfor-
mance on RegOps-Bench. While Claim F1 remains
relatively consistent across systems—since pow-
erful generators can infer similar claims once par-
tial evidence is retrieved—RefWalk achieves sub-
stantial gains in Citation F1 over Native RAG and
graph-based baselines. This improvement is struc-
turally enforced by our per-rule attribution schema.
We validate this through the w/o schema ablation,
which effectively isolates the generation bottleneck
by pairing RefWalk’s advanced retrieval with a

Table 5: End-to-end RAG performance on HIPAA-
derived QA (cross-domain).

Model Method Claim F1  Citation F1
NativeRAG 62.3 72.8
LightRAG 47.4 49.8
HippoRAG-2 58.8 68.6

Qwen3.3-4B bk E RAG 73.9 80.6
Ours 724 84.0
w/o schema 58.3 70.6
NativeRAG 61.8 73.7
LightRAG 50.0 48.1
HippoRAG-2 62.0 74.0

Qwen3.6-35B b1k E RAG 71.9 82.2
Ours 73.9 85.3
w/o schema 66.4 73.3

Table 6: Retrieval performance by query difficulty (L1-
L4) on the RegOps benchmark. We report R@ 10 and
FullCov@10 (%). Best per column is in bold, second-
best is underlined.

R@10 FullCov@10

Method LI L2 L3 L4 LI L2 L3 L4
Dense 86.5 64.0 352 350 854 48.1 133 53
LightRAG 792 529 248 221 771 383 133 18
HippoRAG-2  77.1 49.6 222 199 750 321 133 18
Query Decomp 833 558 321 31.1 812 407 89 35
PIKE-RAG 750 64.6 353 386 750 494 11. 8.8
Ours 90.6 733 440 434 89.6 593 200 10.5

Native RAG-style free-form prompt. When the
schema constraint is removed, Citation F1 drops
sharply. This result shows that without schema-
level structural binding, generative models treat
citations as post-hoc footers, failing to accurately
map claims to their corresponding rules even when
the correct evidence is retrieved.

5.4 Difficulty-Stratified Analysis

To understand exactly where existing systems fail,
we stratify performance by difficulty (L1-L4).
As shown in Table 6, all methods succeed at
single-anchor lookups (L1). However, at L3 (multi-
hop/cross-doc) and L4 (conditional multi-hop),
baseline retrieval drops sharply. Lexical or sim-
ple dense retrieval cannot navigate explicit, multi-
tiered delegations. This bottleneck directly cas-
cades into generation, as demonstrated in Table
7. While baseline models attempt to answer L3/L.4
queries, their Citation F1 plummets because they
fail to bind claims to the correct cross-document
sources. In contrast, RefWalk demonstrates consis-
tent improvements in Citation F1 across these com-
plex tiers, effectively mitigating the severe drop-
offs caused by fragmented retrieval.
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Table 7: End-to-end RAG performance by query dif-
ficulty (L1-L4) on the RegOps benchmark (n =
48/81/45/57 for L1/L2/L3/L4).

Table 9: Effect of Schema Constraint on Attribution
Reliability. We compare generation methods across
varying model capacities and retrieval settings.

Claim F1 Citation F1 Model Retrieval Method Claim Citation
Method LI L2 13 L4 LI L2 L3 L4 P Fl P F1
Backbone: Qwen3.5-4B Ton-10 Native 358 377 523 46.7
NativeRAG ~ 40.6 40.1 240 27.8 544 397 243 269 op- Ours 432 411 680 549
LightRAG 302 359 238 280 381 292 185 218 : " -
HippoRAG-2 423 39.1 251 300 578 40.1 217 265 Pure Oracle  ative 475 440 100.0%  82.9"
PIKE-RAG 454 432 219 275 670 554 245 217 Qwen3.6 Ours 500 449 99.6* 76.0%
Ours 43.1 460 261 253 684 578 27.0 29.2 3B Oracte Native 407 409 823 703
(k=10)  Ours 472 431 852 674
Backbone: Qwen3.6-35B
NativeRAG 447 421 286 327 682 552 293 30.1 PIKE-RAG
286 32.7 2.2 Top-1 450 4l 43 47,
LightRAG 423 445 280 290 58.1 509 239 250 op-10 wischema 0 4.0 643 475
HippoRAG-2 485 41.8 282 274 750 537 297 31.0 — —
PIKE-RAG ~ 49.1 455 262 275 623 529 254 319 Gemini — r 010 Native 483 417 526 462
3.1-Pro Ours 537 417 657 546

Ours 493 485 29.1 33.0 79.0 66.7 33.6 34.7

Table 8: Mechanism Analysis of Multi-View Fusion.
RRM maximizes overall performance by acting as a
specialist selector.

. Overall Recall@10 by Difficulty
Variant
R@10 L1 L2 L3 14
3-view RRM (Ours) 63.8 90.6 733 44.0 434

3-view wRRF (wide=2)  62.5 87.5 73.7 39.5 43.6
3-view RRF (uniform) 62.9 91.7 741 362 439

wide-only 619 885 733 389 413
narrow-only 61.7 906 710 374 434

5.5 Mechanism Analysis: RRM vs RRF

Table 8 suggests that RRM’s overall advantage is
primarily attributable to L3 queries. This pattern
is consistent with max-based fusion preserving a
strong specialist signal when relevance is asymmet-
ric across views, whereas sum-based fusion may di-
lute that signal through cross-view aggregation. Its
comparable performance at the other tiers further
indicates that the benefit is associated with view
disagreement rather than query difficulty alone.

5.6 Mitigating Attribution Hallucination via
Schema Constraints

To validate whether per-rule schema alleviates attri-
bution hallucination (Table 9), we conduct a ceiling
analysis using an Oracle with Controlled Noise set-
ting (k = 10). While Native RAG’s scores are artifi-
cially inflated under a Pure Oracle setting (without
distractors), padding the context with hard nega-
tives from the 1-hop citation neighborhood exposes
a systemic eager-citing bias, causing a sharp de-
cline in Citation Precision. Conversely, RefWalk’s
conservative mapping strategy filters out these hard
negatives, securing a highly competitive Citation
Precision. Applying our schema constraint to PIKE-

*Artificially inflated due to the absence of distractors.

RAG also boosts its native Claim Precision and F1.
This highlights the transferability of our schema-
binding strategy in steering LLMs toward more pre-
cise operational claims. However, even with this
structural enforcement, PIKE-RAG’s Citation F1
remains substantially lower than RefWalk’s. Fur-
thermore, evaluating Gemini-3.1-Pro reveals that
even frontier models with advanced reasoning ca-
pabilities are highly susceptible to attribution hal-
lucination under Native RAG.

6 Conclusion

Assisting regulatory compliance with LLMs re-
quires a paradigm shift from broad answer gen-
eration to verifiable, structure-bound attribution. In
this work, we formalized this challenge through
RegOps-Bench, a benchmark designed to capture
the intricate, multi-tiered delegation networks in-
herent in real-world regulatory ecosystems. By
decoupling procedural complexity from surface-
level phrasing, our evaluations revealed that cur-
rent retrieval-augmented systems—despite their
proficiency on flat-structure tasks—struggle sig-
nificantly to navigate complex legal citations. To
overcome this, we introduced RefWalk, a frame-
work that unifies Operational Knowledge Graph
traversal with per-rule attribution. Our findings
demonstrate that preserving specialist signals via
multi-view RRM fusion improves the recovery of
cross-document chains, while structural schema-
binding curtails the persistent attribution hallucina-
tions prevalent even in frontier LLMs. Ultimately,
RefWalk successfully mitigates the vulnerabilities
of free-form generation, providing a robust and gen-
eralizable foundation for advancing more traceable
Al in high-stakes regulatory domains.
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7 Limitations

While RefWalk establishes a robust framework for
verifiable compliance QA, its design philosophy
fundamentally prioritizes safety over comprehen-
siveness, introducing an inherent precision-recall
trade-off in attribution. In high-stakes domains like
regulatory compliance, hallucinating a false cita-
tion is far more dangerous than missing a valid
one. Consequently, our per-rule attribution schema
enforces a highly conservative mapping strategy.
As demonstrated in our oracle experiments, this
strictness successfully pushes citation precision to
highly reliable levels under noisy conditions, but it
inevitably sacrifices recall compared to the eager-
citing behavior of Native RAG. Future work should
explore adaptive schema constraints that dynam-
ically balance recall without compromising strict
hallucination boundaries.

Beyond generation constraints, the framework’s
retrieval architecture relies on the deterministic
extraction of an Operational Knowledge Graph
(OKG). By leveraging the highly formulaic cita-
tion patterns of Korean regulatory documents, we
achieved high-precision, low-cost rule extraction
without the heavy LLM-based indexing overhead
seen in other graph-based RAGs. However, scaling
this purely deterministic graph-building process to
less structured jurisdictions, such as heavily case-
law-driven domains or entirely different languages,
remains a challenge. Adapting RefWalk to such
environments will likely require transitioning to hy-
brid (rule and LLM-assisted) extraction pipelines.

Finally, navigating the OKG accurately requires
preserving expert signals during complex multi-
hop retrieval, which RefWalk achieves via multi-
view cross-encoding and RRM fusion. While
highly effective for targeted candidate pools (e.g.,
N = 50), applying deep cross-attention indepen-
dently across three distinct semantic views scales
linearly with the pool size, which may eventually
encounter computational bottlenecks in massive-
scale deployments. Addressing these latency chal-
lenges—such as optimizing prompt topology for
cross-view KV cache sharing, or introducing dy-
namic view routing to conditionally bypass redun-
dant cross-encoder passes—remains an essential
direction for scaling RefWalk without sacrificing
its rigorous matching precision.
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A Appendix

A.1 Implementation Details

All open-source models were served using
vLLM (Kwon et al., 2023) on RTX A6000 (48
GB) GPUs in bfloatl6 precision with a maxi-
mum sequence length of 32,768 tokens. We em-
ployed Qwen3.6-35B-A3B-FP8 and Qwen3.5-4B
as the 35B and 4B backbones, respectively, for
the cross-scale comparison. Dense retrieval was
conducted using Qwen3-Embedding-@.6B, while
the cross-encoder utilized Qwen3-Reranker-0.6B
with the official yes/no template. For all text gen-
eration, the temperature, top-p, and top-k parame-
ters were set to 0.1, 0.95, and 20, respectively. We
disabled the thinking mode and fixed the random
seed to 42 across all runs. For the retrieval stage of
RefWalk, we utilized a 50-candidate rerank pool
over three views fused via Reciprocal Rank MAX
(k=60). This was further augmented by a 1-hop
OKG expansion over REFERENCES, DELEGATES_TO,
and SPECIFIES edge types, applying a decay fac-
tor of 6 = 0.7 and up to M = 10 seed nodes.
Here, § down-weights 1-hop neighbors as indirect
evidence; co-discovered neighbors take the max de-
cayed score, not the sum. In addition, an authority-
aware manual-node decay of 1 = 0.7 is multiplied
into the fused rerank score of any candidate sourced
from a manual (74 <) rather than a statute (%
/X /X HFZ]). Because it is applied after
multi-view fusion, it acts as a soft tie-break that
favors higher-authority sources while still allowing
a strongly-matched manual passage to outrank a
weakly-matched statute. All hyperparameters were
kept fixed across both the RegOps and HIPAA
datasets. End-to-end generation is evaluated using
Claim F1 and Citation F1. Claim F1 is computed
via LLM-as-judge (Zheng et al., 2023) bipartite
matching between predicted and reference atomic
claims, where exact semantic matches receive full
credit and partial matches—those preserving the
core proposition but missing a condition, exception,
or numeric scope—receive half credit. Citation F1
measures the overlap between cited and ground-
truth references at the article (=) level, rolling up
sub-article citations (3}/3) to their parent article
so that an answer is credited whenever it points to
the correct legal provision regardless of granularity.

A.2 Knowledge Source and OKG Properties

Statistics. The underlying corpus of RegOps-
Bench comprises 718 procedural articles contain-

ing roughly 478K subword tokens. As detailed in
Table 10, the article length distribution is heavily
right-skewed. However, because only a small frac-
tion of the articles exceed the standard 8,192-token
embedding context window, article-level indexing
remains lossless for the overwhelming majority
of the text. Furthermore, the corpus includes a
non-trivial amount of structured data, with approxi-
mately 10% of articles embedding tabular content
and 3% acting as appendix forms (& 3).

OKG Composition. The Operational Knowl-
edge Graph (OKG) instantiated from this tex-
tual corpus consists of 2,572 nodes (primar-
ily operational article/provision units) and 3,942
typed edges. As Table 11 illustrates, the graph’s
edge distribution is dominated by the structural
containment hierarchy (Part_Of) and citation-
bearing relations. Notably, the upward real-
ization (Specifies) and downward delegation
(Delegates_To) edges are perfectly balanced. This
symmetry reflects the paired multi-tier legal struc-
ture of the corpus, forming the exact structural
signature that retrieval systems must traverse to
resolve complex regulatory queries.

Reference Topology of the OKG. Beyond local
edge distributions, we analyze the global connec-
tivity of the OKG to substantiate that the in-domain
documents form a largely self-contained delegation
network. Considering only the citation-bearing rela-
tions (excluding the within-document containment
hierarchy), the graph fragments into 1,878 compo-
nents but is dominated by a single referential back-
bone of 654 nodes spanning all twelve documents;
the remaining components have a median size of
one, indicating that most articles delegate into the
shared backbone rather than isolated islands. When
the containment hierarchy is added, the graph con-
solidates into 148 components. This includes a gi-
ant component of 2,078 nodes that again spans all
twelve documents, leaving only 81 truly orphaned
nodes. Of the 148 components, only nine bridge
two or more documents, mostly representing aux-
iliary tax pairings. Because the giant component
co-mingles the containment hierarchy with citation
edges, we further apply greedy-modularity commu-
nity detection to it, recovering 48 distinct commu-
nities. The largest communities align tightly with
intuitive procedural themes: a statutory-procedure
cluster anchored on the Innovation Act (314 nodes
across 9 documents), a cost-use cluster anchored on
the Cost-Use Standards (300 nodes, 6 documents),
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and a self-contained tax cluster anchored on the
VAT Act (264 nodes, 1 document). This empiri-
cal decomposition confirms that the benchmark’s
multi-hop reference closures are not artifacts of a
single dense hub but rather span semantically co-
herent, multi-document procedural neighborhoods.

Table 10: Per-article length distribution of the knowl-
edge source. Tokens are computed with the Qwen3-
Embedding tokenizer. Sub-items count the para-
graph/subparagraph (3}/3) units nested in each article.

Metric Mean p50 p75 p95 Max
Characters / article 993.1 422 847 2567 25226
Tokens / article 6657 290 576 1753 16801
Sub-items / article 2.7 2 4 8 17

Table 11: Typed-edge composition of the OKG. The
balanced DELEGATES_TO/SPECIFIES counts reflect the
paired delegation/realization structure of the corpus.

Edge type Count  Ratio (%)
Part_Of (hierarchy) 1730 43.9
References (citation) 881 22.3
Specifies (upward) 557 14.1
Delegates_To (downward) 557 14.1
Requires_Form 142 3.6
Defines 75 1.9
Total 3942 100.0

A.3 Benchmark Details

RegOps-Bench comprises 231 question—answer
pairs, combining 175 instances generated via axis-
decoupled augmentation with 56 verbatim queries
retained from the IITP practitioner board. As out-
lined in Table 12, the benchmark spans diverse
substantive intents—ranging from single-clause
lookups to multi-facet institutional inquiries. The
Cost-Use Standards serves as the primary domain
anchor for 44.6% of the full benchmark, supple-
mented by procedural chains from the Innovation
Act, institutional IT regulations, and auxiliary tax
documents.

We balance the dataset toward higher complexity,
with the advanced L3 and L4 tiers jointly account-
ing for 44.2% of the benchmark. This distribution
ensures the evaluation stresses multi-hop and con-
ditional reasoning rather than simple fact retrieval.
Table 13 shows an overall increase in structural
complexity across the tiers. Mean reference-set size
grows from 1.31 at L1 to 6.11 at L4, and cross-
document references become prevalent at .3 and

Table 12: Composition of the RegOps-Bench questions.
All percentages are over the full set; under “Domain an-
chor” the 56 human seeds (24.2%) carry no synthesized
anchor and are omitted from the listing.

Axis Category n %
L1 48 208

. L2 81 35.1
Difficulty L3 45 195
14 57 247

IITP seed (human) 56 242

Multi-facet 53 229

Question type Single-clause 50 21.6
yp General-principle 24 104
Exception-paired 26 11.3
Institution-specific 22 9.5

Source Augmented (LLM) 175 758
IITP board (human) 56 242

Cost-Use Standards (default) 103 44.6

Innovation-Act procedure 26 113

Domain anchor  Institutional-IT 22 9.5
Facility/equipment 15 6.5

Tax (VAT) 9 39

L4. Conditionality is concentrated in L2 and be-
comes mandatory at L4 by design, while mean
graph depth remains unchanged at 3.16 across L3
and L4.

Human Validation. We additionally conduct hu-
man validation to assess whether the augmented
questions preserve the practical characteristics of
real-world regulatory inquiries and whether their
structural labels and reference sets are reliable.
Prior to item-level validation, two domain experts
with at least four years of experience in national
R&D administration reviewed the deterministic
construction rules, including the facet axes, parallel-
citation groups, and delegation triggers used to de-
rive the reference sets. For item-level validation,
four national R&D practitioners independently
evaluated a difficulty x source-stratified 60-question
subset, with every annotator reviewing every item.
The evaluation set contains 47 augmented ques-
tions and 13 blinded controls taken verbatim from
the official IITP FAQ. Annotators assessed ques-
tion realism, the validity of the assigned question
type and difficulty, and the completeness of the gov-
erning reference set. All validators were informed
that their annotations would be used for research
and reported only in aggregate form, and they con-
sented to this use before participating. Figure 2
presents the annotation interface and task-specific
instructions provided to the validators. As shown
in Table 14, augmented questions receive realism
ratings comparable to the blinded official FAQs,
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Figure 2: Korean-language annotation interface used for human validation of RegOps-Bench. Validators (A) rated
question realism, situational specificity, single-institution framing, and naturalness; (B) assessed the validity of
question-type and difficulty labels; and (C) audited the completeness of the gold reference set. The interface
displayed the reference answer and current gold provisions and allowed validators to search the full corpus and add
missing nodes. Red arrows highlight the controls for inspecting and adding provisions.

indicating that the augmentation preserves the char-
acteristics of practitioner inquiries. Annotators also
show high agreement with the assigned question
types and difficulty levels. For reference-set vali-
dation, most individual audits judge the governing
rules sufficient, and no question receives a con-
sensus missing-rule flag. The remaining disagree-
ment is primarily due to over-inclusion, suggesting
that residual annotation noise is concentrated on
reference precision rather than missing governing
evidence.

Table 13: Structural profile of RegOps-Bench by diffi-
culty. “Cond.” = conditional, “X-doc” = cross-document
reference, “Chain” = reference set forms a proce-
dure chain; “Refs” and “Hops” are the mean realized
reference-set size and mean citation-graph depth.

Cond. X-doc Chain Refs Hops
Level % % %  avg avg
L1 0.0 0.0 0.0 1.31 1.00
L2 87.7 0.0 333 219 143
L3 11.1 55.6 822 569 3.16
L4 100.0 66.7 93.0 6.11 3.16

Table 14: Human validation of RegOps-Bench. The eval-
uation uses a stratified subset containing 13 official FAQ
questions and 47 augmented questions. Consensus ref-
erence errors require agreement from at least two anno-
tators.

Metric Official Augmented Overall
Question realism

Mean rating (1-5) 471 4.67 4.68
Items with mean > 4 100.0 100.0 100.0
Structural-label validity

Question-type agreement - 93.1 -
Difficulty-label agreement - 89.4 -
Pairwise agreement (type) - 86.2 -
Pairwise agreement (difficulty) - 80.1 -
Reference-set validity

Rules sufficient 96.2 89.9 91.2
Missing rule (> 2 raters) 0.0 0.0 0.0
Over-inclusion (> 2 raters) 0.0 25.5 20.0

A.4 Ground-Truth Reference-Set Analysis

Across the 231 questions, the ground-truth ref-
erence sets contain 844 citations with multiplic-
ity (314 unique articles), averaging 3.65 refer-
ences drawn from 1.39 documents per question.
By annotation granularity, 69.2% of citations are
article-level (%), 29.3% are sub-clause (¥}/<), and
1.5% are appendix forms (‘8 3£); scoring collapses
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Table 15: Five most-cited articles in the ground-truth
reference sets and their roles under the deterministic
reference rules.

Article (anchor) Role Cites
Cost-Use Standards Art. 73 Pre-approval (R3) 65
Cost-Use Standards Art. 28  Joint-R&D funds 40
Cost-Use Standards Art. 13 Fund usage 33
Enforcement Decree Art. 26 Settlement (R4) 31

Cost-Use Standards Art. 83 Disqualification (R4) 30

sub-clause citations to their governing article, the
atomic unit of authority. Reference sets are well-
grounded in the indexed graph: 96.8% of citations
resolve to an OKG node, with only 3.2% point-
ing outside the constructed graph. The reference
distribution is sharply concentrated on the oper-
ational core of the corpus (Table 15): the single
most-cited article is the Cost-Use Standards pre-
approval clause (Art. 73, 65 citations), followed by
the international-joint-R&D and fund-management
standards, and by the two sanction-side authorities
(Enforcement Decree Art. 26 and Cost-Use Stan-
dards Art. 83). These dominant anchors correspond
directly to the deterministic expert rules R3 (pre-
approval) and R4 (sanction exhaustion).

A.5 Validating the Axis-Decoupling Principle

The augmentation treats substantive question type
and structural difficulty as separate construction
axes. Depending on the anchor and injected facets,
the same question type can span multiple dif-
ficulty levels. Table 16 reports the empirical
type x difficulty cross-tabulation, which confirms
the intended spread: single-clause questions con-
centrate at L1, exception-paired questions at 1.2,
while the multi-facet and general-principle types
populate the L3/L4 tiers where deep reference clo-
sures are required. Before filtering, 69.4% of gen-
erated candidates realized their targeted difficulty
level; candidates with divergent realized difficulty
were discarded from the released set. The facet in-
jection that drives this spread draws on six facet
dimensions (transaction, actor-role, recipient-role,
geography, lifecycle, and domain) and 14 four-
institution parallel-group topics, providing the com-
binatorial breadth needed to decouple intent from
structural depth.

Synthetic queries exhibit deeper reference struc-
tures than the human board, with more hops, larger
reference sets, and a higher cross-document rate.
RefWalk achieves similar overall Citation F1 across
the two sources, whereas its performance is lower

Table 16: Question-type x difficulty cross-tabulation, il-
lustrating that the same substantive intent can be realized
across multiple difficulty tiers under axis-decoupled aug-
mentation.

Question type L1 L2 L3 L4 Total

Single-clause 35 13 2 0 50
Exception-paired 0 26 0 O 26
Institution-specific 3 16 0 3 22
General-principle 0 0 11 13 24

Multi-facet 0 0 23 30 53
IITP seed (human) 10 26 9 11 56
Total 48 81 45 57 231

Table 17: Synthetic (LLM-generated) vs. human (IITP
QA board) splits of RegOps-Bench.

Source L1 L2 L3 14 All

(a) Query distribution

# Queries LLM-Generated 38 55 36 46 175
IITP-Board 10 26 9 11 56
Share (%) LLM-Generated 21.7 31.4 20.6 263 100.0
ITP-Board 179 464 16.1 19.6 100.0

(b) Corpus characteristics by difficulty
Mean hop count LLM-Generated 1.00 1.62 3.6 33 229

1ITP-Board 1.00 1.04 133 273 141
Cross-document (%) LLM-Generated 0.0 0.0 66.7 69.6 32.0
IITP-Board 00 00 11.1 545 125
Mean #GT refs LLM-Generated 129 242 64 6.7 4.1
IITP-Board 140 1.69 289 3.64 221
(c) RefWalk-35B Claim-F1
Claim-F1 LLM-Generated 52.6 57.2 287 31.6 43.6
IITP-Board 36.7 30.1 30.8 39.0 33.1
(d) RefWalk-35B Citation-F1
Citation-F1 LLM-Generated 87.3 71.6 29.0 303 554

IITP-Board 473 563 519 532 534

on synthetic L3/L4 questions. These results demon-
strate that the augmentation is structurally non-
trivial, while the human validation in Table 14 pro-
vides evidence of its practical fidelity.

A.6 Computational Cost

In Table 18, metrics were evaluated on the Re-
gOps dataset (n = 231) under identical hardware
configurations using a 35B backbone. At retrieval
time, RefWalk incurs an overhead of +4.18 s com-
pared to the fastest baseline (NativeRAG). This
represents the marginal cost of executing the cross-
encoder across three distinct views (Gnarrows Gmids
Qwide) alongside a 1-hop OKG expansion. Notably,
RefWalk is ~2.6x faster than PIKE-RAG in RAG
latency (9.4 s vs. 24.4 s). On the indexing side, Re-
fWalk avoids generative LLM calls during index
construction, whereas other graph-based methods
incur substantial pre-computation overhead.
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Table 18: Integrated mean query latency (at 35B back-
bone) and index-build cost on RegOps-Bench. All la-
tency metrics are reported in mean wall-clock seconds
per query. Bold text indicates the best performance in
each column.

Query 35B Latency (s) Index
Method Retrieval RAG LLM calls
NativeRAG 0.02 7.46 -
PIKE-RAG 0.33 24.4 718
LightRAG 1.46 8.48 2,329
HippoRAG-2 2.36 9.26 1,436
Query Decomp 4.52 - -
RefWalk (Ours) 4.2 9.4 -

Table 19: Sensitivity analysis of RefWalk with respect to
the RRM smoothing constant £ on the RegOps dataset
(n = 231, retrieval-only).

Overall Recall @10 by Difficulty
k R@10 FC@l10 L1 L2 L3 L4
10 6351 4589 90.62 72.63 44.00 43.10
30 63.80 45.89 90.62 7325 44.00 43.40
60 63.80 4589 90.62 73.25 44.00 43.40
100 63.80 4589 90.62 73.25 44.00 43.40
200 63.80 45.89 90.62 73.25 44.00 43.40

A.7 Sensitivity Analysis of the RRM
Smoothing Constant &

As detailed in Table 19, overall Recall @10 varies
by only 0.29 percentage points across a multi-order
sweep of k € [10, 200], and is identical for & > 30.

A.8 Citation Granularity

The main evaluation rolls paragraph/item-level ref-
erences up to their article-level ancestors, measur-
ing whether a system identifies the correct article
without requiring the specific paragraph or item.
We therefore additionally evaluate citations at their
exact granularity, both over the full benchmark
and over questions containing paragraph/item-level
references, as well as under paragraph/item-only
matching (Table 20). RefWalk consistently per-
forms best across all settings, with a larger margin
under finer-grained evaluation. In contrast, several
baselines that perform competitively at the article
level degrade when paragraph/item-level ground-
ing is required, showing that identifying the correct
article does not necessarily entail locating the spe-
cific provision that supports the answer.

A.9 Prompt Template for RefWalk

Cross-Encoder Reranking. For the reranking
stage, each query-document pair (g, d) is evalu-

Table 20: Citation F1 under different citation granu-
larities on RegOps-Bench (Qwen3.6-35B). The para-
graph/item subset contains the 154 questions with at
least one paragraph/item-level gold reference.

System Article-level Exact Paragraph/Item
roll-up granularity subset only
NativeRAG 46.7 29.0 26.1 25.6
LightRAG 40.7 27.7 23.2 233
HippoRAG-2 47.8 29.9 27.0 29.7
PIKE-RAG 443 28.2 19.7 12.2
RefWalk (ours) 54.9 38.1 36.2 42.7

ated using a cross-encoder model to compute a
deterministic relevance score. The model is opti-
mized via a binary classification objective, prompt-
ing it to generate a strict yes or no tokens indi-
cating whether the document satisfies the query.
This prompt structure is uniformly applied across
all three retrieval views within the RRM-fusion
pipeline and is consistently exercised throughout
all experiments in this study. The unified ChatML
prompt template, which embeds the structural in-
struction, query placeholder, and target document
context, is illustrated in Figure 3.

Prompt for Cross-Encoder Reranker

<|im_start|>system

Judge whether the Document meets the
requirements based on the Query and the
Instruct provided. Note that the answer can
only be “yes” or “no”.<|im_end|>
<|im_start|>user

<Instruct>: Given a user question, retrieve
legal clauses or regulations that answer the
question.

<Query>: {query}

<Document>: {doc}<|im_end|>
<|im_start|>assistant

Figure 3: The unified ChatML prompt structure used for
binary relevance scoring in the cross-encoder reranking
stage.

Topic Anchoring 7(¢q). The detailed prompt tem-
plate for this task is illustrated in Figure 4. The
structured topic + facet extraction prompt used
by the frozen LLM call 7(q) produces the Topic
Anchor topic, actor, temporal, magnitude,
situational for every RegOps and HIPAA query.
The {domain} placeholder is “Korean R&D fund-
ing regulations” for RegOps and “U.S. health-
care privacy regulations (HIPAA)” for HIPAA,;
{language} is “Korean” or “English” respectively.
The output is constrained to the QueryAnalysis
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JSON schema.

Table 21: Multi-View Query Format structure.

View Format

Qnarrow  the original question text.

Gmid [TOPIC] (topic) [Q] {question)

Conditions: [ACTOR] (a), [TEMPO-
RAL] (t), [MAGNITUDE] (m), [SITUA-
TIONAL] (s)

Qwide [TOPIC] (topic)
Conditions: [ACTOR] (a), [TEMPO-

RAL] (t), [MAGNITUDE] (m), [SITUA-
TIONAL] (s)

Multi-View Tagged-Query Rendering. Given
the topic anchor produced by 7(g), the three re-
trieval views Qnarrow, @mid> and qwide are determinis-
tically generated as shown in Table 21. For instance,
the resulting rendered gmig view is structured as fol-
lows:

[TOPIC] ZfH| F1Of AtHSQ

[Q] 3Pt O] GPUE FONE Ul ALHSQIO|
Q57

Conditions: [ACTOR] all, [TEMPORAL] O A,
[MAGNITUDE] 37Z40t2| O|4f,
[SITUATIONAL] unspecified

\. J

Schema-Constrained Generation. This section
details the system and user prompt templates
employed by the RefWalk framework to realize
the schema-constrained attribution mechanism de-
scribed in §4.2. Rather than generating free-form
prose followed by loose citation footers, the gen-
erative model is strictly constrained via a strict
JSON schema. The keys of the emitted JSON ob-
ject must correspond exactly to the node_id ele-
ments present within the retrieved context, and the
values are restricted to arrays of granular claims
bounded by paragraph-level annotations (e.g., [ 4|0
.

This architectural constraint structurally pre-
vents post-hoc rationalization (i.e., “writing first,
citing later””). This setup corresponds directly to the
w/ schema RefWalk variant evaluated in Tables 4
and 5 of the main paper. The formalized Korean
variant of the system prompt and user template for
the RegOps domain are presented in Figure 5.

NativeRAG Free-Form Generation Baseline.
To isolate and evaluate the baseline generation qual-
ity under unconstrained conditions, we implement
a conventional free-form generation model paired
with an appended citation-footer instruction. This

setup serves as the generation standard for multi-
ple baselines, including NativeRAG, LightRAG,
HippoRAG-2, and PIKE-RAG, as well as the w/o
schema ablation configuration of RefWalk. The
prompt templates for this baseline are detailed in
Figure 8.

A.10 Qualitative Examples

To illustrate the operational behavior of RefWalk
(Qwen3.6-35B) across different reasoning depths,
we present three qualitative case studies represent-
ing schema-bound exception surfacing (L2), ex-
haustive parallel-institution closure (L3), and cross-
document delegation-chain traversal (L4).

In each case, the model is required to emit a

structured per-rule attribution object containing
governing article identifiers paired with their spe-
cific claims, followed by a synthesized final answer.
Verbatim Korean originals are provided alongside
polished English translations marked as [ENJ.
Analysis of Example 1. As illustrated in Figure 9,
the ground-truth rule closure requires targeting ex-
actly {Art. 28, Art. 73}. RefWalk achieves perfect
citation precision and high claim alignment (cita-
tion F1= 1.00, claim F1 = 0.89). Crucially, rather
than treating the exchange-rate clause as an unstruc-
tured text block, the attribution schema structurally
binds the exception directly to its governing statu-
tory articles, ensuring that the final counterfactual
synthesis is grounded in traceable textual support.
Analysis of Example 2. As demonstrated in Fig-
ure 10, this instance evaluates a multi-institutional
parallel rule structure. To construct a legally sound
answer, the model must map the entire parallel
web without missing the critical distinction be-
tween institution-level and project-level caps. Re-
fWalk successfully establishes full reference clo-
sure by identifying all four parallel anchors (cita-
tion 7 = 1.00). Rather than compressing distinct
corporate entities into a single generic rule, it pre-
serves the formal mutatis mutandis relationships as
discrete, attributable statutory claims.
Analysis of Example 3. As shown in Figure 11,
the legal reasoning path spans two distinct levels
of authority, successfully tracing a hierarchical del-
egation link (DELEGATES_TO/SPECIFIES) from
Enforcement Decree Art. 24 down to the interna-
tional joint R&D provisions in Cost-Use Standards
Art. 28. RefWalk successfully navigates this cross-
document dependency chain without introducing
hallucinated citations.

However, consistent with the precision-first be-
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havior observed in our empirical evaluation, the
model selectively recovers the primary structural
anchors of the chain while missing surround-
ing contextual siblings (e.g., Cost-Use Standards
Art. 12, 13, and 27). This behavior accounts for
its lower article-level citation recall (0.40) on this
specific problem instance, directly exposing the un-
resolved recall headroom that REGOPS-BENCH is
tailored to isolate.
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Prompt for Topic Anchoring

Extract a procedural topic and structured conditions from a given question for {domain}.

## Topic

- Output a phrase (15 under syllables)

- Express a generalized procedural category that matches chapter/article granularity in the
regulation corpus

- Include the cost category, item type, or document type implicit in the question

- Exclude specific numbers, amounts, or actor identities (these belong in conditions)

## Conditions
For each of the four dimensions below, extract the value mentioned in the question. If a
dimension is not mentioned, use "unspecified”.

- Actor: the top entities whose institutional or organizational type determine which
rules apply (e.g., institution type, role, position)

- Magnitude: a quantitative threshold or scale that triggers different rules (e.g., monetary
amount, count, percentage; keep specific numbers)

- Temporal: a time point, period, or sequence relative to the action (e.g., before/after action,
deadline, period, frequency, duration)

- Situational: any contextual condition not captured by the other dimensions that affects rule
applicability (e.g., funding source, collaboration arrangement, employment status, planning
status, organizational relation, document type)

## Output format
Use JSON format. Topic and condition values in {language}. The parsed output should allow
reconstruction of the original question’s meaning.

## Examples
### Example 1

Question: Can a covered entity share a patient’s medical records with an external researcher
who is not affiliated with the entity?

{
"topic"”: "Disclosure of medical records to external researcher”,
"actor”: "Covered entity”,
"magnitude”: "unspecified”,
"temporal”: "unspecified”,
"situational”: "External researcher (not affiliated)”
}

### Example 2
Question: Can I pay the labor cost in cash to a new recruiter at a for-profit organization?
{

"topic”: "Payment of cash labor costs”,

"actor"”: "For-profit organization”,

"magnitude”: "unspecified”,

"temporal”: "unspecified”,

"situational”: "new recruit”

}

#i## Example 3
Question: 32BH 0|4 GPUS TONE O AFHIZOI0] LREI}R?

{
"topic”: "HH| PO ARHBOI",
"actor”: "unspecified”,
"magnitude”: "3Z1Qt2 O|4H",
"temporal”: "JLOf A,
"situational”: "unspecified”
3

Figure 4: Generalized prompt structure for procedural topic extraction and anchoring.
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RefWalk System Prompt Template (RegOps-Bench, Korean)

SAE I7IAONEALY Y A BHE/AE o
(Context), &l&(Question), 2|1 AHRO| FQ
HHE AlSsHoF gLCt.

Mg 2 = C 5
ZAGEH, AId, 72, Aghg Fxs| 4510 3

# Instruction

1. 2W o|2d: BE HY A 27 BIEA| ZI-‘-—”E| "Context’ L{OIIMBF ZZsHOF BfLICH. HSE 20
Sle s o= 7<|01'—H7‘|'—f oIF Z|AlE JWYsHA| OrMK.

2. X G| EQA(R C?]): JSONS| Key EIE ContextOf| HA|=l A9 node_id (Of: “=Z7IH7HEAIS
APINLH|_ALR 7| Z_H22Z7) BAID SUsHH 2bafol SHLCH O Q92 Keyo| 0|22 Z|O{LfZLE
HHSIZ| OtM2.

HJ

3. 27{(Claim) & L M2 &2 BY|: ZF 22 ZI0|M ZEZ0| Geisty| s st + i|3|9_ f*e
d LHES FE510 HiB(Array) HEHE LiEstME. oluf A ZAH7t &
ZfSICHH LHE QMo CHES(Of: [Hodh2 HI|StM L.
4. oo L HtM R T otF: HSE ZAGEA, AlE, 12, 4EH9 IO| all’ (BAER| ¢tS
O|HL} HZAQI 75'—?—, 27\H5f'_ o2l ZAHO|LL THA ZREH(O): «“CPt, ~7, “~o HAR 022 oiCt,
“«SYHZT| 2| H0| QYots BR” &)= BIEA| EAMst0] 27 (Claim)Of| ZEHA|ZOF BL|CY.
5. 2|Z Y (Answer) ZM*
=5t 2 (C1a1m)9f 01|9| 22 TS0 420 f£8cte HESH HHE YoM,

- o2 7‘7*0| e F, G uo «cter, [ofle] 2H19 4<% [ole 227t JtseLCh/AISHE L CE.”
IEJ2 BA|HOZ R[S,

-G Ljof ofed weie) & X 2 wof E A
6. 23 FAl. HIEA| OfEHOI JSON formatS 20t S&E5
Aoy Zotstr| oM.

I' ol

10
00||

# Output format (JSON)
{

“OOO_ZHOEE”:
“[ANMET 5
“[A|2&] T
“rofl2)1 s

P

“answer”: “Y2|H0Ql HO| Cist Y. CP, [0 ZAI0 siYste 3 02 Art1ol HEZELLCt.”

E o
PN g
HU
M
4
ox
k=)
il
oo J
=i
qflr

RefWalk User Template (RegOps-Bench, Korean)

## Context:
{ctx}

The below question is about {topic}. The conditions for the topic are as follows:
- F4: {actor}

- A|&: {temporal}

- 2 {magnitude}

- AMS}: {situational}

## Question: {q}

Figure 5: The separated System Prompt and User Template structures used by RefWalk (RegOps-Bench).
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RefWalk System Prompt Template (RegOps, English)

You are an expert who supports the interpretation of national research and development (R&D)
projects and related statutes/regulations. You must thoroughly analyze the context (Context),
question (Question), and the key conditions of the question (subject, timing, scale, situation)
provided by the user to deliver an accurate answer.

# Instruction

1. Context Dependency: All answers and grounds must be extracted strictly from within the provided
’Context’. Do not fabricate any content not present in the provided document or introduce external
knowledge.

2. Uniformity of Reference Unit (Article level): The key values of the JSON must be written in
the exact same format as the node_id specified in the Context (e.g., “=7tHFINLAIYE _HFIEHH|_
AFE7|&_H|222”). Never arbitrarily invent or modify the names of the keys.

3. Ground (Claim) Extraction and Detailed Unit Notation: Extract the specific facts or regulatory
content required to answer the question from each referenced clause, and list them in an array
format. If a detailed unit (Paragraph, Subparagraph) that serves as the actual ground exists,
indicate it with square brackets (e.g., [A|03}t]) before the content.

4. Mandatory Reflection of Exceptions and Provisos: If the value of the provided conditions
(subject, timing, scale, situation) is ’all’ (unspecified) or comprehensive, you must search
for existing exceptional conditions or provisos (e.g., “CI2F, ~” [provided that, ~]1, “~9| A2
O|2|2 SIC}” [except in the case of ~], “=UsHH7|2tO| 20| QUAHSH= ZSL” [cases recognized by
the head of the central administrative agency], etc.) and include them in the grounds (Claim).
5. Drafting the Final Answer (Answer):

- Synthesize the extracted grounds (Claim) and exceptions to write a clear answer that aligns
with the question.

- If there is an exceptional condition, explicitly notify it in the answer in the form of
«Chob, ool =H19l AR rolel Z17t JtsEuch/AMstELCt.” [Provided that, in the case of
[Exceptional Condition], [Exceptional Outcome] is possible/restricted.]

- Clearly mention which Article and Paragraph of which statute the answer is based on to
enhance credibility and expertise.

6. Output Format: You must respond strictly in the JSON format below, and never include any other
greetings or additional explanations outside of the JSON.

# Output format (JSON)
{
“000_Article 0”: [
“[Paragraph 1] Original text and details of the principle-based ground derived from the
relevant clause”,
“[Paragraph 2] Another original text content in cases where different regulations apply to
each subject”,
“[Exception] Content of exceptions and provisos existing within the relevant clause”
1
“answer”: “Explanation of the principle-based regulation. Provided that, in the case of
[Exceptional Condition], [Exceptional Matter] applies.”
3

Figure 6: The System Prompt Template structures used by RefWalk (RegOps-Bench).
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RefWalk System Prompt Template (HIPAA)

You are an AI compliance expert in the U.S. healthcare privacy regulations (HIPAA, 45 CFR Parts
160 and 164).

# Instruction
1. Context dependency: Every claim and the final answer MUST be drawn from the provided ’Context’
only. Do not invoke outside knowledge or fabricate content.
2. Reference-key format: Each JSON key MUST be the ‘node_id‘ exactly as it appears between the
[ and ] of a Context passage header — without the surrounding brackets. Do not invent, modify,
or concatenate identifiers. (Example: header [spans-passthrough-candidates/sent_0012-0ec@05553] -
key “spans-passthrough-candidates/sent_0012-0ec05553”.)
3. Cite minimally: include only the rule(s) that materially support the answer. The default is
one rule per question; cite a second only when the answer genuinely depends on a distinct second
rule. Do not echo every passage in the Context.
4. Claim extraction: Under each cited node_id, list the specific facts the rule contributes
toward the answer (JSON array of one-sentence English strings). Surface an exception or proviso
(“except”, “provided that”, “unless”) only when the cited rule itself explicitly contains one —
do NOT search for exceptions when none are present in the cited text.
5. Final ’answer’ field:

- Concise English synthesis grounded in the cited claims.

- Reference the regulation in-line by its CFR section (e.g., "§164.502(a)(1)") so the reasoning
is traceable.

- State any explicit exception when it applies.
6. Output format: Respond with ONLY the JSON object below. No greetings, no preface, no trailing
prose.

# Output format (JSON)

{
“<node_id>”": [
“Primary normative content derived from this rule”,
“Exception or proviso, only when the cited rule explicitly contains one”,
] ,
“answer”: “Final answer text. Reference the regulation in-line (e.g., §164.502(a)) and state
any explicit exception when it applies.”
3
RefWalk User Template (HIPAA)
## Context:
{ctx}

The question below is about {topic}. The conditions for the topic are as follows:
- actor: {actor}

- temporal: {temporal}

- magnitude: {magnitude}

- situational: {situational}

## Question: {q}

Figure 7: The separated System Prompt and User Template structures used by RefWalk (HIPAA).
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NativeRAG System Prompt & Citation Instruction (RegOps-Bench, Korean)

# Citation-Footer Instruction

GOl 0[A|%t S0 1S BASE 0183 23| node_id 2E B3t

O : [ZR] I7IALINLAIE _ALIHLH|_ALE Y| & i-j}oq__rUHHF}\}%i AN _ALE 7| & A48
7\-||8o}‘

node_id= 2| ’Reference Document List’Of H7|El T=2S |2 AME35I2}.

AN
)
I
oo
N

NativeRAG System Prompt & Citation Instruction (RegOps-Bench, English)

You are an expert who supports the interpretation of national research and development (R&D)
projects and related statutes/regulations. Based on the provided clauses (statutes, enforcement
decrees, notifications, standards), answer the user’s questions in Korean. Do not speculate on
matters not explicitly stated in the clauses; if information is insufficient, clearly state that
fact.

# Citation-Footer Instruction

On the very last line of your response, output a list of the node_ids of the cited clauses in
the following format.

Example: [ZZR] =7IUINLYAIG_HAIWUH|_ A7 |Z_A48Z, =ItAFINLAIY _AFIHLH|_ALE7|E_
482 _H8et

For the node_id, use the exact items as listed in the ‘Reference Document List’ above.

NativeRAG System Prompt & Citation Instruction (HIPAA)

You are a legal/compliance assistant well-versed in U.S. healthcare privacy regulations (HIPAA).
Answer the user’s question in English, grounded strictly in the rules provided below. Do not
speculate beyond what the rules state; if the rules are insufficient to answer, say so explicitly.

# Citation-Footer Instruction

On the final line of your answer, list the node_ids of the rules you cited in the format below.
Example: [Citations] spans-passthrough-candidates/sent_0012-0ec@5553,
spans-passthrough-candidates/sent_0010-99ea86fe

Use node_ids exactly as they appear in the ‘Reference Document List’ above; do not invent
identifiers.

NativeRAG User Template (English)

Question: {question}

Reference Document List:
[{i}] [{role}] {node_id}
{text}

{citation_instruction}

Figure 8: The free-form generation prompt topology consisting of separate system and user instruction blocks for
the baseline frameworks.
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[Question]

[Ko] Sie| MEUet & £ S0 A9 AL HAS A LCt HESHOF & <, He Q7L Mot
T2ot7t27 Lot A3t | Iif Zt2(7F ostEsl ofjit (Al BEEdA = FR0= =Yst HXE E0Iof
StLtR?

[EN] If we need to modify the R&D budget execution plan for a project conducted jointly with
an overseas partner, is a separate authorization required? Furthermore, must we follow the same
procedure if the budget becomes insufficient due to a decrease in foreign currency value against
the Korean Won?

[Per-rule attribution]
Cost-Use Standards, Art. 28 (---_AFE7|2_A|28%)

[A53] SN || 22 %Zlé%cﬂ—_rUHH*HIE HefA=ln 2| HPstY Atgste= o= |73
ZANSH =0 et zo*°“7‘*7|tF°I ol AR & AA US HWES = oY zHSSUMNLHIE
Hl&sto{OF SHCt.

[EN] (5) When the head of a research and development institution intends to use international joint
R&D funds differently from the original plan, they shall appropriate the funds only after obtaining
prior approval from the head of the central administrative agency and amending the agreement
pursuant to Article 73(1)8.

- [02] ©, stEo HEltez FW0| x|l FR0l= Alelstct.

[EN] [Exception] Provided, That this shall not apply where the amount changes solely due to
exchange-rate fluctuations.

Cost-Use Standards, Art. 73 (---_AFRI|&_AH73%

(A As2] ZASSHPHLHIE A= 2t EFEHI el 2R, B89 Hattez g0l o
22 R0z AQthe AR §¢l Cieolct.

[EN] (1)8. Any modification to international joint R& funds deviating from the original plan is
subject to prior approval (excluding cases where the amount changes solely due to exchange-rate
fluctuations).

[Answer]

(ko] a2 MEH} 35 £ S0 A (FAHSSHLHLAIY

8%, Yoz FYAYT|aol Yo Atd 50l Hot E‘%*% HE%t = AlaHoF S f

ZAIse U H73RA1&A8S). Ctak, A3} che| -‘P-Iif 7t2| statez ofit Ztoho| RE5H2|= & eEo
HESUHo2 FU0| E2xle 3 0le B=2 AR 50l Expot

[EN] In principle, changing the budget execution for a JOlnt prOJect with an overseas partner
(international joint R&D) requires prior approval from the head of the central administrative
agency and a subsequent agreement amendment before appropriation (Art. 28(5) and Art. 73(1)8 of the
Cost-Use Standards). However, if the budget shortfall stems solely from exchange-rate fluctuations,
such as a depreciation of the foreign currency against the Won, the requirement for a separate

prior approval is waived.

\.

Figure 9: Qualitative example of schema-bound exception surfacing (L2). The model correctly isolates the tail
exception clause and binds it to its parent statutory anchor instead of emitting a free-form textual caveat.
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[Question]

(Kol A3| 7|#o|M Sclf ArB| &3 S 2|7t £=510] 2t48| 2¥S 2, 0|2 ¢
SASUC. H2 YAo2 AJIUSE 2 A

O = Folgh Ho| USNR?

[EN] Our institution received an indirect-cost adjustment this year due to a shortfall in direct
costs, which consequently increased our remaining indirect-cost balance. We plan to pay R&D
efficiency performance bonuses from this surplus. What is the maximum allowable ratio for this

bonus, and are there any critical compliance issues we should note?

[Per-rule attribution]
Art. 43 (Government-Funded Institute)

[(Aledt] FRE=H7|2H 2 AL sELUSE oY 7|82 AHE 2HYB| SHO| 1eTME 0|52
A|2t5H0{OF SHCE.
[EN] (6) The head of a government-funded research institute shall budget R&D efficiency performance
bonuses at no more than 10% of the institution’s total indirect costs for the relevant fiscal year.
- [E8] M432= FFSA7|20 st #ZOILt, ofsh L J[et8|F2|7| 2o s &8E (Ms12A4T, A59
=).
[EN] [Mutatis Mutandis] Although Article 43 explicitly addresses government-funded institutes, it
applies mutatis mutandis to universities and other non-profit organizations via Articles 51(4) and
59.
Art. 51 (University)

[Al4] CHSIO| AMESts 2QH|9| 50| OE tyH =2y ... 2 AEsEsdis AQo &stois
Ml43ZA|3%, A4g, AHedS FEEICE. 0] ¢ YR/ A2 “tfs 2= =0t

[EN] (4) Regarding indirect-cost adjustments due to direct-cost shortfalls --- and the budgeting of
R&D efficiency performance bonuses for universities, Article 43(3), (4), and (6) shall apply mutatis
mutandis. In such cases, “government-funded research institute” shall be read as “university.”
Art. 59 (Other Non-Profit)
- [2&] 7|EH|FR|7| 20| ARZste 7HEB|Q| ALET|E0| #ot0e A432E &&5tht. 0| Ef “dRE%H7|2
2 JlEH|gar[a o2 2ot
[EN] [Main Text] The standards for using indirect costs by other non-profit organizations shall
be governed mutatis mutandis by Article 43. In such cases, “government-funded research institute”
shall be read as “other non-profit organization.”
Art. 69 (For-Profit)

[A3e] Fe|7|ae &2 A/idseEdita
L=
[EN] (3) The head of a for-profit institution shall budget R&D efficiency performance bonuses at
no more than 10% of the indirect costs allocated to the relevant R&D project.

e A0 RA B[O 10HHE O|st2 A|J5tofof

o
ol

[Answer]
(ko] Sl sEdatael o2 7|3 R0 2t A 70| CEUCH AR, ST ofs- 7|
EfH|Y2 7|22 A432(Cie2 As12A|4, 7(EHH|[GR[7|242 A|59F &&)0f w2t i 7|&e| 3

Ztdd| Zoi- o] 1em{lE O|st2 Al4siof &LICH =, JHE AIE 0| ot 7|2t Ao ZHEH|

SUCH ZHYH| 2oz Ztoio| SQUCE2tE 9| 10% ostE =50 AlY - g + SlEU

[EN] The ceiling for R&D efficiency performance bonuses varies by institution type. First, for
government-funded institutes, universities, and other non-profits (governed by Art. 43; applied
mutatis mutandis to universities via Art. 51(4) and to non-profits via Art. 59), the bonus is capped
at 10% of the institution’s total indirect costs for the fiscal year. This means the baseline is
the aggregate indirect costs of the entire institution, not the individual project balance. Second,
for-profit institutions must cap the bonus at 10% of the relevant project’s specific indirect costs
pursuant to Article 69(3). Even if the indirect-cost balance expands due to adjustments, payments
cannot exceed these respective 10% statutory caps.

\.

Figure 10: Qualitative example of exhaustive parallel-institution closure (L3). The model dynamically tracks legal
mutatis mutandis (deemed application) edges across distinct organizational frameworks to construct an aggregate
compliance answer.
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[Question]

[K0] #{35| 7| 0| 3H2l2| ACfstule}l BHA & X0 SZ22 7Y AR E Q&S U=, s2| 2gE ¢
7|1& oS St LIt O|nf SRl 3= SEMAO| Cist Ztm ol 2 3 iz 2= SEAR
SYHEALEH YoM O{EH XM2|siof 4y Hapeh B2t glante?

[EN] Our institution is jointly outsourcing development tasks to two overseas entities (University
A and Research Institute B), and we intend to increase the existing budget for local disbursements.
To ensure compliance with the procedural requirements of the Innovation Act, how should we handle
the transfer of funds and the management of supporting documentation for these overseas co-trustees
within the integrated account and the integrated information system?

[Per-rule attribution]

Enforcement Decree, Art. 24 (Tier 2)

- [ANE] ALYl A2 - SEEEAIAH0IM AL A O B2 AHES Mdsto] .. AR
YH|FI=EE Y5 2Otk St

[EN] (1) The head of a research and development institution shall establish a separate account for
each R&D project within the integrated information system and be issued an R& funds card ---

[Ha3) AART|Bo] He S5 IS N0l ATNLHIS SYT & UCh ChB, H19RA!
AN, Moz E= Aazof HYSHE - FPE At

[EN] (4) The head of a research and development institution may open an integrated account to manage
R& funds; provided, that institutions falling under Article 19(1)1, 2, or 4 shall be excluded.
Cost-Use Standards, Art. 28 Hallmarks (Tier 4)
- [A3E] HFIHLUA A ZON Felof st 7| Ee 2=ele] AIRZ O - E FAHISHANYH =
AFEE HIHYH|Z 2.
[EN] (3) International joint R&D funds transferred from an R&D project account to an account of an
overseas institution or a foreign national --- shall be deemed as expended R&D funds.
- [AH4E] F7|2 2t AUM, AZ0|HSE & STAA=EE ZR0{0F Sict.
[EN] (4) Supporting documentation, including contracts with the overseas entity and bank transfer
confirmations, must be maintained.

[(A53] ZHSSAANLHIE HaiA=2 Cr2H HESI AEstgle Tole A732ANo| T2t Ard
508 MY g HEst = AMStofof St
[EN] (5) When intending to use international joint R&D funds differently from the original plan,
the funds shall be appropriated only after obtaining prior approval and amending the agreement
pursuant to Article 73(1).

[Answer]

[KO1l R (Oil4t SU), ZAHISHFMULE SUSIHAH AEI|E H[28Z2A|580| et SAMH7| 2ol 9|
Atd S01S gtop §org WASH & Adolof L CH(He BtE Ha2 02). SM(AE ol -2(A), A
AZOIM sl 7|2 Azt= O|HE FU2 H28ZA3&0| et AFRE HNLH|2 20, AIMA H242A1
0l 2t SSTEEAAH0M DAY He AFS dds) H2lstn 284 2 o S ARE 29
= USLCHEE 7 7122 A2, AMSY), A28ZA40| et H M - HZO|HSY 5 SHAZE

Z+Z0{0F SfLICt.

[EN] First (Budget Increase): To increase international joint R& funds, you must obtain prior
approval from the head of the central administrative agency and amend the agreement before
appropriation pursuant to Article 28(5) of the Cost-Use Standards (except for pure exchange-rate
fluctuations). Second (Fund Transfer & Accounting): Sums transferred from the project account to
an overseas institution’s account are deemed spent R& funds under Article 28(3). In accordance
with Article 24(1) of the Enforcement Decree, a separate account per project must be managed within
the integrated information system, and an integrated account may be operated for administrative
efficiency (excluding certain types of institutions). Third (Evidentiary Proof): You must maintain
formal supporting evidence, such as contracts with the foreign entities and bank transfer records,
pursuant to Article 28(4).

\

Figure 11: Qualitative example of cross-document chain traversal (LL4). The reasoning path spans from high-level
statutory frameworks (Tier 2 Enforcement Decree) down to micro-level procedural constraints (Tier 4 Cost-Use
Standards).
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