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Abstract

Evidence absence is not evidence insufficiency,
but fact verification benchmarks can make them
observationally similar. The NOT ENOUGH
INFORMATION (NEI) label is often opera-
tionalized through constructed evidence con-
ditions, and that choice silently determines
what a verifier learns. We introduce NEI-CAP,
a construction-aware diagnostic protocol for
insufficient-evidence evaluation. Each NEI
example carries the construction family that
produced it; NEI-CAP audits shortcut cues,
validates hard cases through human adjudica-
tion, and tests whether competence transfers
across constructions. We instantiate the pro-
tocol on SciFact, with FEVER and HoVer as
bounded external controls. Across these set-
tings, NEI competence does not transfer re-
liably: encoder verifiers and an instruction-
tuned decoder trained on shortcut-prone con-
structions fail to recognize semantically related
insufficient evidence, and mixed-construction
training narrows but does not close the gap.
Fixed-claim diagnostics further show that the
evidence condition shifts confidence in the ref-
erence SUPPORT/REFUTE label, not only NEI
recall, so an aggregate NEI score can hide
which problem a model has actually solved.
We therefore recommend reporting the con-
struction family alongside the score, and distill
the results into a checklist for benchmarks that
carry an insufficient-evidence label.

1 Introduction

A fact verification system labels a claim as sup-
ported, refuted, or NOT ENOUGH INFORMATION

(NEI) when the available evidence is inconclu-
sive (Thorne et al., 2018; Wadden et al., 2020;
Jiang et al., 2020). The NEI label is meant to
be evidence-conditioned: for a claim c and an ev-
idence set E, it means that E does not establish c
either way. Building those negative evidence sets,
however, is itself a design step that no formal defi-
nition covers. An empty field, an off-topic passage,

a high-overlap retrieval miss, and a non-rationale
sentence drawn from a cited document can all be
labeled NEI, and a verifier trained on one of these
constructions can predict NEI for reasons that have
little to do with whether the evidence is actually
sufficient.

Prior work on fact-verification artifacts has fo-
cused on the claim side. Schuster et al. (2019)
show that FEVER can be partially solved by claim-
only classifiers, and adversarial or contrastive
verification resources further show that standard
evidence-aware accuracy can hide brittle decision
rules (Thorne and Vlachos, 2019; Schuster et al.,
2021). A separate line studies evidence suffi-
ciency by removing parts of otherwise-valid evi-
dence (Atanasova et al., 2022). We study a comple-
mentary failure mode—how the negative evidence
condition is built in the first place—and argue that
this construction silently determines what a verifier
learns and what an aggregate NEI-F1 can hide.

Figure 1 illustrates the mechanism. Easy NEI
can be solved by recognizing absence, format, or
topic mismatch; hard NEI keeps the evidence re-
lated to the claim but incomplete, which can in-
duce false SUPPORT when the model mistakes over-
lap for sufficiency. NEI-CAP targets this gap by
making construction family part of the evaluation
record rather than treating NEI as a construction-
free class.

NEI-CAP makes the construction explicit. Each
NEI example carries the family of evidence con-
dition that produced it, which lets us audit each
family for shortcut features and stress-test whether
a model trained on one family recognizes insuffi-
ciency in another. Across these variants, only the
NEI evidence condition changes; the label space
and claim distribution stay the same, so the com-
parisons measure construction sensitivity rather
than domain transfer. We instantiate the proto-
col on SciFact-style scientific verification (Wadden
et al., 2020), with FEVER (Thorne et al., 2018),
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Figure 1: Conceptual illustration of NEI construction artifacts. Easy NEI constructions, such as placeholders
or unrelated passages, can teach absence, format, or topic-mismatch shortcuts. Hard NEI keeps the evidence
semantically related but incomplete; a verifier may therefore overpredict SUPPORT from overlap rather than
recognize insufficiency. NEI-CAP records the construction family, audits shortcuts, validates hard examples, and
stress-tests whether NEI competence transfers. Examples are schematic; experiments use the SciFact, FEVER, and
HoVer constructions described in Sections 3–4.

HoVer (Jiang et al., 2020), and the broader fact-
verification literature as context (Augenstein et al.,
2019; Aly et al., 2021).

The headline finding is a transfer failure that
aggregate NEI-F1 cannot detect. A DeBERTa ver-
ifier trained on placeholder NEI reaches perfect
matched-placeholder NEI-F1 across five seeds, yet
scores zero NEI-F1 on BM25 near-miss and cited
non-rationale evaluation; the collapse replicates on
RoBERTa and SciBERT. Probability mass shifts
to SUPPORT and REFUTE rather than to NEI, so
the failure reflects high-confidence misclassifica-
tion rather than abstention. Training on random-
irrelevant NEI fares only marginally better, show-
ing that the problem extends beyond placeholder
detection. Mixed-construction training narrows but
does not close the gap. The failure is not specific
to encoders. An instruction-tuned decoder handles
hard NEI well zero-shot, but after fine-tuning on
placeholder NEI alone it collapses in the same way,
in every seed; fine-tuning on mixed constructions
avoids most of the damage. A fixed-claim diagnos-
tic further shows that swapping the evidence shifts
confidence in the reference SUPPORT or REFUTE

label, not only NEI recall. The construction choice
therefore affects the verifier on the full three-way
task, not only the NEI corner.

We make three contributions. First, we recast

NEI as a construction-sensitive evidence condition
rather than a single negative label. Second, we in-
troduce NEI-CAP: a diagnostic protocol that treats
the construction family as an explicit evaluation
variable, audits its shortcut surface, and validates
hard cases through human adjudication. Third, our
SciFact, FEVER, and HoVer experiments show
that shortcut-prone training fails to transfer to se-
mantically related insufficient evidence, and that
multi-seed and mixed-construction protocols do
not remove the need for construction-stratified re-
porting.

2 Related Work

2.1 Fact Verification Benchmarks

Fact verification is commonly formulated as a three-
way classification problem: given a claim and an
evidence set, predict whether the evidence sup-
ports, refutes, or is insufficient to verify the claim.
FEVER introduced a large-scale Wikipedia bench-
mark with SUPPORTED, REFUTED, and NOTE-
NOUGHINFO labels (Thorne et al., 2018); Sci-
Fact extended the formulation to expert-written
scientific claims that require retrieving evidence-
containing abstracts and rationales (Wadden et al.,
2020); and HoVer added many-hop evidence re-
trieval, where verification can depend on facts
spread across multiple Wikipedia articles (Jiang
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et al., 2020). MultiFC broadens fact-checking to
real-world multi-domain claims (Augenstein et al.,
2019); HealthFC focuses on evidence-backed medi-
cal claims (Vladika et al., 2024); FEVEROUS adds
structured table evidence (Aly et al., 2021); Vitam-
inC creates contrastive claim–evidence pairs that
require sensitivity to small factual changes (Schus-
ter et al., 2021); AVeriTeC collects real-world fact-
checks whose verdict set includes a not-enough-
evidence category (Schlichtkrull et al., 2023); and
SciFact-Open extends scientific claim verification
to an open corpus of abstracts (Wadden et al., 2022).
Rationale-centered resources further ask whether
systems identify the evidence used to support pre-
dictions (DeYoung et al., 2020). Across these
benchmarks the NEI label is treated as a fixed third
class, but how its evidence side is built is left to
each benchmark’s discretion—and that choice is
not made part of the evaluation protocol.

2.2 Dataset Artifacts and Behavioral
Evaluation

NLP benchmarks routinely contain artifacts that
let models score well without learning the in-
tended capability, so aggregate scores can overstate
progress (Bowman and Dahl, 2021). In natural
language inference, hypothesis-only classifiers can
recover the label from premise-free input (Gururan-
gan et al., 2018; Poliak et al., 2018), and controlled
challenge sets such as HANS show that high bench-
mark accuracy can mask reliance on lexical or
syntactic heuristics (McCoy et al., 2019). Similar
shortcut effects appear beyond NLI, including ar-
gument reasoning artifacts (Niven and Kao, 2019);
more broadly, shortcut learning is a known failure
mode of modern neural systems (Geirhos et al.,
2020). Multi-hop datasets show the same pattern:
compositional questions can often be answered in
a single hop (Min et al., 2019), and models can ex-
ploit disconnected reasoning instead of combining
facts across passages (Trivedi et al., 2020). In fact
verification, Schuster et al. (2019) show analogous
claim-side cues in FEVER and demonstrate that
claim-only baselines remain competitive against
evidence-aware models; FEVER2.0-style adver-
sarial work further stresses robustness to pertur-
bations (Thorne and Vlachos, 2019). A broader
line of work uses contrast sets, counterfactually
augmented data, and behavioral testing to expose
brittle shortcut reliance (Kaushik et al., 2020; Gard-
ner et al., 2020; Ribeiro et al., 2020). These studies
mostly examine claim-side, hypothesis-side, or lo-

cal decision-boundary artifacts. NEI-CAP carries
the same diagnostic stance to the evidence side
and asks what shortcuts the construction of NEI
evidence itself can teach.

2.3 Evidence Sufficiency and Missing
Evidence

A claim can be true or false in the world while
the available evidence is still insufficient to settle
it, so evidence sufficiency is a distinct question
from veracity prediction. Atanasova et al. (2022)
make this question operational by removing parts
of otherwise-valid evidence and asking whether
fact-checking models notice the omission, and ra-
tionale evaluation benchmarks ask whether models
identify supporting passages rather than only pre-
dicting labels (DeYoung et al., 2020). Work on
missing counter-evidence similarly argues that evi-
dence availability and sufficiency are assumptions
built into fact-checking datasets (Glockner et al.,
2022). The same question appears in factuality
evaluation for generation, where long-form claims
are decomposed into atomic facts and checked
against supporting sources (Min et al., 2023) and
the granularity of that decomposition itself changes
verification outcomes (Lu et al., 2025), and in
retrieval-augmented generation or grounding eval-
uation, where generated claims must be supported
by provided context (Niu et al., 2024; Jacovi et al.,
2025). Sufficiency has also been studied on the
retrieval side, where the question is whether the re-
trieved context alone could answer the query (Joren
et al., 2025). It can further be treated as a property
of the evidence set as a whole: missing hops and un-
resolved conflicts are not detectable when passages
are scored independently (Qiu et al., 2026). These
studies motivate evidence-sensitive evaluation, but
they usually treat the negative or unsupported con-
dition as already given or derived from a valid one.
NEI-CAP works in the opposite direction: it asks
how the insufficient evidence set was built in the
first place, and how that construction determines
what a verifier can be said to have learned.

3 NEI-CAP: Construction-Aware NEI
Evaluation

Figure 1 motivates NEI-CAP as a way to separate
shortcut recognition from evidence-insufficiency
recognition. This section formalizes that idea with
a construction variable, a compact taxonomy of
evidence conditions, and the operational workflow
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in Protocol 1.

3.1 Evidence-Conditioned NEI

A verification instance is (c, E, y), where c is a
claim, E = {e1, . . . , ek} is its evidence set, and
y ∈ {SUPPORT, REFUTE, NEI}. The NEI label is
a property of the pair (c, E) rather than of the claim
alone (Thorne et al., 2018; Wadden et al., 2020):
whether the evidence is insufficient depends on
what evidence is provided. We make this depen-
dence explicit by extending each example with a
construction variable,

x = (c, E, y, z, g),

where z records the family of NEI evidence condi-
tion that produced E and g is a grouping identifier
that keeps variants of the same claim within a sin-
gle split. The model never receives z or g; they
are diagnostic interventions, used only for auditing,
splitting, and stratified reporting.

3.2 NEI Construction Families

NEI-CAP separates shortcut-prone constructions
from semantically related insufficient evidence.
The former expose format, topic, position, or re-
trieval shortcuts; the latter test whether evidence
that remains related to the claim is still recog-
nized as insufficient. This follows the same mo-
tivation as contrast-set and behavioral evaluation:
a benchmark should expose when a model suc-
ceeds through an unintended decision rule rather
than the intended capability (Gardner et al., 2020;
Ribeiro et al., 2020; Geirhos et al., 2020). We
keep five evidential roles distinct: shortcut anchors,
candidate hard constructions, human-adjudicated
hard constructions, paired diagnostics, and external
controls. Each result is reported with the family
that produced it. Table 1 lists the compact taxon-
omy used in the rest of the paper; full definitions,
metadata fields, and shortcut-risk dimensions are
in Appendix A.

3.3 Diagnostic Protocol

Protocol 1 lists the five stages that produce the
construction-stratified evidence reported in Sec-
tions 5–6. The stages share a common output disci-
pline: each one returns a typed artifact that the next
stage can consume without re-deriving anything
from the raw text.

Family Evidence
condition

Role

Placeholder Fixed/empty
no-evidence
marker

Format shortcut
anchor

Random irrelevant Unrelated
evidence

Topic-
mismatch
anchor

Position-biased Predictable
non-rationales

Position/source
audit

BM25 near-miss High-overlap
insufficient
evidence

Hard NEI

Cited non-rationale Cited but
non-rationale
evidence

Hard NEI

Same-document Same-source
non-rationale
evidence

Source-
controlled NEI

Fixed-claim Same claim,
changed evidence

Evidence-
substitution
diagnostic

Missing-hop Multi-hop
evidence, required
fact removed

External
multi-hop
control

Table 1: Compact NEI-CAP construction taxonomy.

Protocol 1: NEI-CAP diagnostic workflow

Input: claim–evidence examples (c, E, y) and
construction rules.
Output: audit tables, adjudicated subsets,
construction-stratified metrics, and claim boundaries.
1. Construct. Assign construction family z and group ID
g.
2. Audit. Measure evidence-side shortcut features by
label and construction.
3. Validate. Adjudicate candidate hard NEI used for
central claims.
4. Stress-test. Evaluate single- and mixed-construction
training under construction-stratified tests.
5. Report. Release construction-specific metrics,
uncertainty, and claim boundaries.

4 Data, Validation, and Experimental
Setup

SciFact is our primary setting (Wadden et al., 2020):
it requires evidence-sensitive verification over sci-
entific abstracts, where reference evidence and se-
mantically related but insufficient evidence rou-
tinely coexist in the same document. FEVER and
HoVer serve as bounded external controls (Thorne
et al., 2018; Jiang et al., 2020).

4.1 SciFact Construction Suite
The main SciFact suite instantiates the construction
families in Table 1: placeholder, random irrelevant,
position-biased, BM25 near-miss, and cited non-
rationale. BM25 near-miss examples are obtained
with BM25 retrieval (Robertson and Zaragoza,
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2009) and then filtered to retain high-overlap but
insufficient evidence. The SUPPORT and REFUTE

portions of the task are held comparable across
variants—every test variant contains 76 SUPPORT,
40 REFUTE, and 61 NEI examples—while only the
NEI evidence condition changes. This lets us train
a verifier under one NEI construction and evaluate
it under another. Splits are group-disjoint, keyed
by the original claim or claim–document grouping,
so construction variants of the same claim never
straddle train and test partitions.

4.2 Human-Adjudicated Hard NEI

Candidate hard NEI examples are useful only
if they are actually insufficient: BM25 near-
miss, cited non-rationale, and same-document non-
rationale evidence can carry implicit support or
refutation that the construction rule does not catch.
NEI-CAP therefore separates candidate hard NEI
from human-adjudicated hard NEI.

We use two validation resources (Table 2).
The SciFact hard-NEI audit adjudicates candidate
BM25/cited near-miss examples from the construc-
tion suite; the fixed-claim/same-document audit
covers examples where the claim or source doc-
ument is held fixed while the evidence condition
changes. Two annotators produced consensus ad-
judications; five-way primary-label agreement is
94.4% (Cohen’s κ = 0.732), and agreement on the
valid-NEI-versus-contamination gate that defines
the hard subsets is 94.8% (κ = 0.743). AI-assisted
checks were used only as secondary support. The
full protocol, label schema, and agreement analysis
are in Appendix D.

The primary human-hard model evaluation uses
the held-out test split of the SciFact human-
adjudicated hard-NEI audit: 54 validated hard-
NEI examples after group-disjoint splitting. The
larger audit pool estimates label validity, while the
held-out subset supports model evaluation. Ap-
pendix G reports the full evaluation table and Ap-
pendix B documents the sampling trail.

Validation resource n Valid NEI Contam. Hard

BM25/cited hard-NEI audit 250 89.2% 10.8% 195 (87.4%)
Fixed-claim/same-doc audit 122 96.7% 3.3% 114 (96.6%)

Table 2: Human validation summary. Contamination
includes examples adjudicated as actually supported,
actually refuted, ambiguous, or invalid. The Hard col-
umn reports the absolute number of human-adjudicated
hard NEI examples that pass the audit, with the in-
parentheses rate computed against valid NEI. Full adju-
dication details are in Appendix D.

4.3 Models and Metrics

Our primary verifier is DeBERTa-v3-base (He et al.,
2021), with RoBERTa-base and SciBERT as sec-
ondary backbones (Liu et al., 2019; Beltagy et al.,
2019). We use these as diagnostic probes rather
than proposed architectures: training variants dif-
fer only in the NEI construction family used dur-
ing training. Mixed-construction regimes com-
bine the single-construction variants into an easy
mixture (placeholder, random irrelevant, position-
biased), a hard mixture (BM25 near-miss, cited
non-rationale), and a balanced mixture over all
five families. Multi-seed experiments use seeds
13, 17, 23, 29, and 37. Qwen2.5-7B-Instruct (Yang
et al., 2024) serves as a decoder probe, evaluated
zero-shot and under controlled five-seed LoRA fine-
tuning; its design is described in Section 5.6 and
Appendix N.

For three-way verification, we report Macro-
F1 and class-specific F1, especially NEI-F1. For
human-validated hard-NEI subsets, every example
is adjudicated as NEI, so Macro-F1 is not informa-
tive; we instead report NEI recall, false SUPPORT

rate, false REFUTE rate, and mean predicted class
probabilities. Hyperparameters, checkpoint selec-
tion, seed aggregation, and metric details are in
Appendices E and L.

4.4 External Controls

FEVER and HoVer are Wikipedia verification
datasets; all core experiments run on SciFact.
FEVER has a native NOTENOUGHINFO la-
bel (Thorne et al., 2018) and serves as a non-toy
subset control. HoVer requires multi-hop evidence,
so sufficiency can depend on more than one sup-
porting fact (Jiang et al., 2020); it serves as a can-
didate missing-hop control. Full details are in Ap-
pendix J.
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5 Results

5.1 Matched NEI Performance Does Not
Imply Transfer

Figure 2 shows the SciFact train/test construc-
tion matrix. A placeholder-trained verifier ob-
tains perfect matched-placeholder NEI-F1, but
falls to 0.000 on BM25 near-miss and cited non-
rationale NEI. Position-biased training shows the
same hard-construction collapse, while random-
irrelevant training is less extreme but still shortcut-
prone: it is nearly solved under matched evalua-
tion yet transfers poorly to BM25 and cited hard
constructions. Full numeric matrices are in Ap-
pendix F.
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Figure 2: SciFact NEI-F1 under train/test construction
shifts. Cell values are seed-aggregated means from the
primary construction matrix; Appendix F reports full
numeric matrices and Macro-F1. Matched easy NEI can
yield high scores without transferring to semantically
related insufficient evidence.

The point is not that placeholder evidence is re-
alistic; it is an intentionally shortcut-prone anchor.
The broader finding is that different easy construc-
tions teach different shortcuts—format absence, po-
sition/source bias, or topic mismatch—whereas the
target of NEI-CAP is hard NEI: semantically re-
lated evidence that remains insufficient.

5.2 Human-Adjudicated Hard NEI Exposes
Easy-Training Failure

Human validation does not rescue easy NEI train-
ing. Table 3 shows that placeholder and position-
biased training yield 0.000 recall on human-
adjudicated hard NEI. Random-irrelevant train-
ing also performs poorly (0.216 recall), confirm-

ing that topic-unrelated NEI does not teach hard-
insufficiency recognition. Errors are dominated
by false SUPPORT, and BM25 near-miss and cited
non-rationale training partially recover recall.

Train NEI Recall False SUP False REF

BM25 near-miss 0.691 0.142 0.167
Cited non-rationale 0.679 0.074 0.247
Random irrelevant 0.216 0.574 0.210
Placeholder 0.000 0.870 0.130
Position-biased 0.000 0.907 0.093

Table 3: Evaluation on the held-out SciFact human-
adjudicated hard-NEI test split (n = 54). Since all
examples are validated as NEI, we report NEI recall
and error rates rather than Macro-F1; Appendix B gives
the sampling trail from the larger audit pool.

Placeholder training yields 0/54 recall, with a
Clopper–Pearson 95% upper bound of 0.066 (Clop-
per and Pearson, 1934); BM25 near-miss training
gives a bootstrap interval of [0.593, 0.790]. Under
placeholder training, mean P (NEI) on the vali-
dated hard examples is 0.013, with the remaining
probability mass on SUPPORT and REFUTE, so the
failure is high-confidence misclassification rather
than abstention (Appendix G).

5.3 Mixed Training Helps but Remains
Construction-Stratified

Mixed training is a stronger test because real bench-
marks rarely contain a single NEI construction.
Table 4 summarizes DeBERTa under an easy mix-
ture, a hard BM25/cited mixture, and a balanced
all-family mixture. Easy-mixture training remains
weak on hard constructions; hard and balanced mix-
tures improve recall but still produce construction-
stratified profiles. Mixed training changes the fail-
ure profile—it does not make NEI construction-
free.
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Train regime BM25 Cited Hard recall Takeaway

Easy mixture 0.379 0.273 0.178 Shortcut-
heavy mixture
remains weak

Hard mixture 0.662 0.652 0.770 Hard training
improves re-
call

Balanced mixture 0.802 0.803 0.915 Best, but still
stratified

Table 4: DeBERTa mixed-construction training sum-
mary. BM25 and Cited are construction-stratified NEI-
F1; Hard recall is one-class recall on the SciFact human-
adjudicated hard-NEI subset. Easy mixture includes
random-irrelevant and position-biased NEI, so it im-
proves over placeholder-only training but remains weak
on hard insufficient evidence.

The balanced mixture improves the hard-side
metrics, but the full stratified matrix in Appendix H
still shows different performance profiles across
placeholder, random-irrelevant, BM25, and cited
conditions; mixed training is therefore a stronger
stress test, not a replacement for construction-
aware reporting.

5.4 Placeholder-to-Hard Collapse Is Stable
Across Seeds and Backbones

The placeholder-to-hard collapse is not specific to
DeBERTa or to one seed. Across five seeds for De-
BERTa, RoBERTa, and SciBERT, each backbone
reaches perfect matched-placeholder NEI-F1 and
zero NEI-F1 on BM25 near-miss and cited non-
rationale evaluation when trained on placeholder
NEI (Table 5). That the same exact 1.000→0.000
pattern reproduces across three encoder backbones
and fifteen training runs rules out interpreting the
collapse as a training-dynamic artifact of any one
backbone.

Model Seeds PH→PH PH→BM25 PH→Cited Drop

DeBERTa 5 1.000 0.000 0.000 1.000
RoBERTa 5 1.000 0.000 0.000 1.000
SciBERT 5 1.000 0.000 0.000 1.000

Table 5: Five-seed placeholder-to-hard robustness. PH
denotes placeholder NEI. Scores of 0.000 are exact:
in all five seeds, placeholder-trained models never pre-
dicted NEI on the BM25 or cited hard test sets, yielding
zero NEI-F1.

5.5 Source-Controlled Diagnostics Are Useful
but Bounded

The fixed-claim diagnostic is the closest available
paired control: across 114 paired cases, the same
claim is paired first with reference evidence and
then with human-adjudicated insufficient evidence.

Holding the claim fixed removes claim-side vari-
ation, so behavioral changes arise from evidence
substitution; because the paired passages are not
feature-matched, this diagnostic does not isolate
semantic sufficiency alone. The probability that the
verifier assigns to the reference SUPPORT/REFUTE

label drops on the insufficient side; construction
choice therefore affects how confidently the model
commits to the non-NEI labels, not only whether it
predicts NEI. Same-document hard NEI provides
an additional source-controlled view that retains hu-
man adjudication; a shallow-feature audit shows it
remains constructionally distinct from BM25/cited
hard NEI, so we report it as its own diagnostic
family rather than as a universal hard-NEI score.
Full fixed-claim and same-document diagnostics
are in Appendix I, with row-level examples in Ap-
pendix K.

5.6 Zero-Shot Robustness Does Not Survive
Placeholder Fine-Tuning

We evaluate Qwen2.5-7B-Instruct (Yang et al.,
2024) zero-shot with deterministic conditional la-
bel scoring, then fine-tune it with LoRA (Hu et al.,
2022) across five seeds, changing only the training
NEI realization between regimes and holding ev-
erything else fixed. Appendix N reports the design,
data controls, and per-regime details.

Qwen regime PH Hard Hum. recall REF-F1

Zero-shot base 0.847 0.793 0.963 0.532
Placeholder-only SFT 1.000 ±0.000 0.054 ±0.054 0.011 0.645
Hard-mixture SFT 0.920 ±0.013 0.834 ±0.008 0.900 0.784
Balanced-all SFT 0.955 ±0.012 0.817 ±0.018 0.856 0.795

Table 6: Qwen2.5-7B decoder diagnostic. PH is
placeholder-test NEI-F1; for the placeholder-only
regime this equals the matched-construction score. Hard
is mean NEI-F1 over BM25 near-miss and cited non-
rationale evaluation; Hum. recall is NEI recall on the
held-out human-adjudicated hard-NEI split (n = 54).
SFT rows are five-seed means with sample standard de-
viations.

Zero-shot Qwen does not reproduce the encoder
collapse (Table 6), but its high human-hard recall
comes partly from overpredicting NEI: it predicts
SUPPORT/REFUTE/NEI at 45.4/9.3/45.3%, against
a gold distribution of 42.9/22.6/34.5%, with RE-
FUTE-F1 of 0.532. Placeholder-only SFT then
induces the encoder-style failure in every seed:
matched-placeholder NEI-F1 stays at 1.000 while
hard NEI-F1 falls to 0.054 and human-hard recall
to 0.011. Hard-mixture and balanced SFT recover
most of the loss, and they do so by discriminat-
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ing the three classes better, not by predicting NEI
more often: balanced SFT moves the predicted dis-
tribution to 43.0/22.7/34.3%, raises REFUTE-F1 to
0.795, and keeps hard NEI-F1 at 0.817.

A verifier that is robust when prompted can there-
fore lose that robustness during fine-tuning. Llama-
3.1-8B-Instruct (Grattafiori et al., 2024) failed our
predeclared label-order stability gate and was not
fine-tuned.

5.7 External Controls Mirror the SciFact
Pattern

On FEVER and HoVer, a placeholder-trained base-
line reaches NEI-F1 of 1.000 on placeholder evalu-
ation and 0.000 on BM25 (FEVER) or missing-hop
(HoVer) evaluation, mirroring the SciFact pattern
at a different model scale and on a different domain.
Full external-control results are in Appendix J.

6 Analysis and Discussion

6.1 NEI Is a Family of Evidence Conditions

Hard NEI should not be treated as one uniform cat-
egory. BM25 near-miss, cited non-rationale, same-
document non-rationale, fixed-claim hard NEI, and
missing-hop evidence remove different shortcuts
and stress different behaviors. Construction-level
audits show that these families differ in evidence
length, claim–evidence overlap, coverage, and re-
trieval metadata (Appendix C). These audits sep-
arate evidence-insufficiency evaluation from con-
struction recognition: the families differ in surface
features, so results are reported per family rather
than folded into aggregate NEI-F1. Random irrele-
vant evidence is especially important: it can teach
topic mismatch rather than insufficiency, demon-
strating that the problem is broader than place-
holder detection.

6.2 Mixed Training Does Not Remove the
Reporting Requirement

Mixed-construction training does not remove con-
struction sensitivity (Section 5.3), so construction-
aware reporting remains necessary even for models
trained on diverse constructions. NEI-CAP’s out-
put is a reporting discipline rather than a better
aggregate score: every result carries the construc-
tion family that produced it, the audit metrics that
describe its shortcut surface, and the validation sta-
tus of any hard examples it relies on.

6.3 What Fixed-Claim Diagnostics Can and
Cannot Show

Fixed-claim evidence substitution separates two
abilities: recognizing semantically related evidence
as insufficient, and assigning the reference label
when decisive evidence is present. The probability-
drop metric shows that replacing reference evi-
dence with insufficient evidence lowers confidence
in the reference label, so construction affects SUP-
PORT/REFUTE verification confidence as well as
NEI recall.

Same-document hard NEI is human-adjudicated,
yet shallow features nearly separate it from
BM25/cited hard NEI and other construction fam-
ilies. Human validity and constructional distinct-
ness are different properties: even human-valid
hard NEI can carry construction-specific signa-
tures.

6.4 A Reporting Checklist for Practitioners

We distill the diagnostic results into a reporting
checklist for any benchmark or system evalua-
tion that includes an insufficient-evidence label.
Where dataset documentation records provenance
for a resource as a whole (Gebru et al., 2021), this
checklist records it per NEI construction. A report
should record: (1) construction provenance—the
family of evidence condition that produced each
NEI example; (2) a shortcut audit of evidence-side
features by label and construction family; (3) vali-
dation status and uncertainty—which hard exam-
ples are human-adjudicated, with intervals when
validated subsets are small; (4) aggregate and strat-
ified metrics—per-family and worst-family NEI
scores alongside any aggregate; (5) false SUPPORT

and false REFUTE rates, since confidently accept-
ing a claim on insufficient evidence is the central
downstream risk; and (6) the model and training
regime, because construction sensitivity can be
training-induced even in models that look robust
zero-shot (Section 5.6). Protocol 1 operationalizes
items (1)–(4); Appendix M packages the checklist
together with claim boundaries.

Family selection follows the same logic as the
diagnosis: the NEI constructions in a benchmark
should mirror the negative evidence conditions its
retrieval setting actually produces. In SciFact-style
scientific verification, related-but-insufficient ab-
stracts motivate the BM25 near-miss and cited
non-rationale families; in multi-hop settings such
as HoVer, incomplete evidence chains motivate
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missing-hop constructions. Whatever the domain,
the results support a minimum: one shortcut-prone
anchor, kept as an artifact control rather than as
competence evidence, and one semantically related
hard family validated by human adjudication, since
these examples carry the competence claims.

Because NEI is evidence-conditioned, high-
stakes deployment calls for construction-stratified
regression testing, uncertainty communication, and
human escalation paths, not a single aggregate ac-
ceptance score.

7 Conclusion

NEI is often treated as a single negative la-
bel, but the way it is built decides what a veri-
fier can actually learn. In SciFact-style verifica-
tion, a placeholder-trained verifier earns a perfect
matched-placeholder NEI-F1 yet scores zero on
evidence that is topically related but insufficient—a
pattern that reproduces across three encoder back-
bones, five seeds, and two external datasets.

NEI-CAP makes the construction explicit. By
attaching every NEI example to the family of evi-
dence condition that produced it and validating the
hard cases through human adjudication, the proto-
col turns insufficient-evidence evaluation from a
single number into a construction-stratified report.

The construction of insufficient evidence be-
longs alongside the labels and metrics that define
any fact-verification benchmark. An aggregate
NEI-F1 that hides how its NEI examples were
built cannot tell a reader whether the model has
learned to recognize insufficiency or simply to rec-
ognize the artifact.

Limitations

NEI-CAP is a diagnostic protocol. Strong results
under it do not guarantee general-purpose suffi-
ciency reasoning, and other domains may need ad-
ditional construction families and annotation guide-
lines. The suite also favors internal validity: each
construction family isolates one NEI evidence con-
dition, whereas production retrieval mixes missing,
irrelevant, partial, stale, and conflicting evidence.

Our strongest evidence comes from SciFact-style
scientific verification. FEVER and HoVer show
that the placeholder-to-hard pattern is not unique
to SciFact, but they are narrower designs: the con-
struction matrix, human adjudication, and training
experiments were not repeated on them. Multi-
domain expert adjudication of hard NEI remains

future work.

The held-out human-adjudicated split is small
(n = 54). Adjudication is expensive, and the au-
dit pipeline shrinks the pool at every stage: 250
candidates, 223 adjudicated valid NEI, 195 hard,
and 54 after group-disjoint splitting. At this size
the split can separate large effects, but it cannot
rank insufficiency subtypes: 54 examples spread
over broad-topic, near-miss, and partial subtypes
leave too few per subtype. It also cannot estimate
subtype prevalence, because the audit pool was
selected for hardness, not sampled to be represen-
tative. Cross-domain conclusions would require
comparable audits outside SciFact.

Human validation reduces label-validity risk but
does not eliminate it. Near-miss and non-rationale
evidence can carry implicit support, refutation,
or ambiguity that two annotators may both miss.
Agreement was weakest on fine-grained insuffi-
ciency subtypes (54.9% conditional agreement,
κ = 0.363): annotators reliably agreed on whether
an example was hard, but often differed on which
kind of insufficiency it exhibited, which is consis-
tent with the ambiguity-driven disagreement docu-
mented for claim–evidence pairs by Glockner et al.
(2024). Subtype-level analyses should therefore be
read as descriptive (Appendix D).

Fixed-claim and same-document diagnostics are
decomposition tests. The paired evidence pas-
sages are not feature-matched: the reference and
insufficient passages can differ in length, style, or
specificity, so paired behavioral changes cannot
be attributed to sufficiency alone. Same-document
hard NEI also remains constructionally distinct
under shallow-feature audits, and the matched
length/coverage audit was too small to settle how
much these surface differences matter.

Our model probes are encoder cross-encoders
plus one decoder. The decoder evidence cov-
ers Qwen2.5-7B on SciFact under one adapta-
tion method (LoRA); Llama-3.1-8B failed a pre-
declared label-order stability gate and was not
fine-tuned, so we cannot say how far the training-
induced failure extends across decoder families,
scales, or adaptation methods. Extending NEI-
CAP to generative factuality and grounding eval-
uation (Min et al., 2023; Niu et al., 2024; Jacovi
et al., 2025) is future work.
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A NEI-CAP Construction Taxonomy

This appendix expands the compact taxonomy in
Table 1. NEI-CAP treats NEI not as a construction-
free negative label, but as an evidence-conditioned
label whose interpretation depends on how the evi-
dence set is paired with the claim.

A.1 Taxonomy Axes

We characterize each NEI construction family
along six axes: evidence availability, topical re-
latedness, source control, lexical or entity over-
lap, evidential completeness, and validation status.
These axes separate absence-based shortcuts from
semantically related insufficient evidence.

Evidence availability. Some NEI examples con-
tain no substantive evidence or use a fixed place-
holder. Others contain non-empty evidence that is
related to the claim but still insufficient.

Topical relatedness. Random irrelevant evi-
dence may be insufficient because it is off
topic. BM25 near-miss, cited non-rationale, same-
document non-rationale, and missing-hop exam-
ples are instead related to the claim but incomplete.

Source control. Same-document non-rationales
and fixed-claim diagnostics reduce source and topic
shortcuts by holding the source document or claim
fixed.

Lexical and entity overlap. Near-miss examples
preserve lexical or entity overlap while removing
decisive support, testing whether models mistake
overlap for sufficiency.

Evidential completeness. Partial and missing-
hop examples contain some relevant information
while omitting a necessary relation, condition, or
reasoning step.

Validation status. NEI-CAP distinguishes con-
structed examples, candidate hard NEI, and human-
adjudicated hard NEI. The strongest hard-NEI
claims are restricted to human-adjudicated subsets.
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A.2 Construction Families

Family Construction rule Shortcut risk Validation
status

Paper role

Placeholder Replace evidence
with a fixed or
empty no-evidence
marker.

Format, length,
absence.

Constructed
only.

Shortcut
baseline.

Random ir-
relevant

Pair claim with ev-
idence from unre-
lated claims or doc-
uments.

Topic mis-
match, low
overlap.

Constructed
only.

Topic-
mismatch
baseline.

Position-
biased

Select non-rationale
evidence from pre-
dictable locations.

Sentence posi-
tion, source dis-
tribution.

Not primary
human-
validated.

Artifact
stress test.

BM25 near-
miss

Retrieve high-
overlap evidence
that remains insuffi-
cient.

Lexical overlap
mistaken for
support.

Human-
adjudicated
in SciFact
audit.

Hard NEI.

Cited non-
rationale

Use evidence from
claim-associated
cited documents that
is not the rationale.

Source rele-
vance mistaken
for sufficiency.

Human-
adjudicated
in SciFact
audit.

Hard NEI.

Same-
document
non-
rationale

Use non-rationale
evidence from the
same source docu-
ment.

Residual
topic/source
cues.

Human-
adjudicated
in fixed-
claim/same-
document
audit.

Source-
controlled
hard NEI.

Fixed-claim
hard NEI

Pair the same claim
with reference
evidence and vali-
dated insufficient
evidence.

Evidence-side
differences may
still contain
shallow cues.

Human-
adjudicated
in fixed-
claim/same-
document
audit.

Evidence-
subst.
diagnostic.

Missing-
hop control

Remove a required
supporting fact from
multi-hop evidence.

Partial evi-
dence over-
interpreted as
sufficient.

Candidate-
only in
HoVer.

External
multi-hop
control.

FEVER sub-
set control

Construct bounded
Wikipedia verifica-
tion controls with al-
ternative NEI evi-
dence.

Dataset-
specific lexical
or retrieval
artifacts.

Subset
control,
not human-
validated
hard NEI.

External
shortcut
control.

Table 7: Full NEI-CAP construction taxonomy. The
taxonomy separates shortcut-prone baselines, candidate
hard NEI, human-adjudicated hard NEI, and bounded
external controls.

A.3 Construction Strength

We use three construction-strength categories.

Easy NEI. Placeholder, random irrelevant, and
position-biased examples are shortcut-prone by de-
sign. They are useful probes of artifact sensitiv-
ity but should not be treated as strong evidence-
sufficiency tests.

Candidate hard NEI. Candidate hard examples
are constructed to be semantically related but in-
sufficient. Before adjudication, they may contain
semantic contamination.

Human-adjudicated hard NEI. Human-
adjudicated hard examples are candidate hard
examples labeled as truly insufficient rather than
actually supportive, actually refuting, ambiguous,
or invalid. These subsets support the strongest
hard-NEI claims in the paper.

A.4 Terminology and Claim Boundaries

Avoid Use instead Reason

hard-negative hard NEI example Avoids re-
trieval/contrastive
ambiguity.

gold-truth gold label / reference la-
bel

Standard terminology.

gold-side reference-evidence side More precise.
hard-side insufficient-evidence side Defines evidence con-

dition.
counterfactual proof fixed-claim evidence-

substitution diagnostic
Avoids causal over-
claim.

HoVer human-validated HoVer candidate missing-
hop control

No HoVer human au-
dit.

FEVER full validation FEVER subset control Bounded external
probe.

Table 8: Terminology mapping used throughout the
paper.

The taxonomy supports three bounded claims: NEI
evaluation is construction-sensitive; easy NEI can
inflate apparent competence; and hard insufficient
evidence should be validated when it supports cen-
tral claims.

B Dataset Construction and Manifests

This appendix documents the dataset assets and
manifest requirements behind NEI-CAP. The main
paper reports only compact descriptions; the ap-
pendix records the construction metadata needed
for reproducible construction-aware evaluation.

B.1 Example Representation

Each example is represented as:

xi = (ci, Ei, yi, zi, gi,mi),

where ci is the claim, Ei is the evidence set, yi ∈
{SUPPORT, REFUTE, NEI} is the label, zi is the
construction family, gi is a group identifier, and
mi stores provenance and audit metadata. The
construction variable zi is not given to the model;
it is used for splitting, auditing, and reporting.
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B.2 Manifest Schema

Field Type Description

example ID string Unique claim–evidence instance ID.
claim ID string Original claim ID.
group ID string Group key for group-disjoint splitting.
source data string SciFact, FEVER, HoVer, or derived

resource.
claim string Claim text.
evidence string/list Evidence text or list of evidence units.
label categorical SUPPORT, REFUTE, or NEI.
construction categorical Placeholder, BM25 near-miss, same-

document, etc.
split categorical Train, development, test, or audit.
document ID string/list Source document IDs when available.
sentence IDs string/list Sentence or rationale IDs when avail-

able.
retrieval method string Retrieval or sampling method.
retrieval rank integer Rank of retrieved evidence.
BM25 score float Retrieval score, when applicable.
sentence position integer/list Sentence position within document.
validation status categorical Not validated, candidate, valid NEI,

contaminated, or ambiguous.
adjudicated label categorical Final adjudicated label if available.

Table 9: Recommended NEI-CAP manifest schema.
Construction metadata is required to report results by
evidence condition rather than by label alone.

B.3 SciFact Suite
The core SciFact suite contains five variants: place-
holder, random irrelevant, position-biased, BM25
near-miss, and cited non-rationale. The SUPPORT

and REFUTE portions remain comparable across
variants; only the NEI evidence condition changes.
This design supports train/test construction-shift
evaluation.

B.4 Group-Disjoint Splitting
Construction variants derived from the same claim
or claim–document group must not leak across train
and test. NEI-CAP therefore uses group-disjoint
splitting keyed by claim, claim–document pair, or
fixed-claim substitution group where applicable.
This prevents a model from exploiting claim mem-
orization across evidence variants.

B.5 Human-Adjudicated Assets
Human-adjudicated assets are separated from auto-
matically constructed candidate data. The SciFact
audit validates BM25/cited candidate hard NEI; the
fixed-claim/same-document audit validates same-
claim and same-document diagnostics. These as-
sets estimate semantic contamination and define
human-adjudicated hard-NEI subsets for model
evaluation.

B.6 Human-Hard Evaluation Sampling Trail
The SciFact human-audit pool estimates label va-
lidity, while the model evaluation uses only the
held-out group-disjoint test split. Table 10 records

the paper-facing sampling trail used to interpret the
n = 54 hard-NEI evaluation in Table 3.

Stage Count

Candidate BM25/cited hard-NEI audit pool 250
Human-valid NEI after adjudication 223
Human-adjudicated hard-NEI subtype 195
Held-out group-disjoint model-evaluation split 54

Table 10: Sampling trail for the SciFact human-hard
model-evaluation subset. The larger audit pool esti-
mates label validity; the held-out split supports model
evaluation.

B.7 External Controls

FEVER and HoVer are included as bounded
external controls. FEVER provides a non-toy
Wikipedia subset control. HoVer provides a can-
didate missing-hop control for multi-hop insuffi-
ciency. Neither is treated as human-validated hard
NEI.

B.8 Construction Split Statistics and Leakage
Audit

Construction-level split statistics are recorded for
each paper-facing family: label counts, claim and
document group counts, evidence length, sentence
count, placeholder rate, claim–evidence overlap,
coverage, retrieval metadata, duplicate counts, and
missing-field checks. Table 11 gives a compact
test-split view for the core SciFact suite; full CSV
artifacts will be released with the accompanying
code and data package.

Variant n SUP/REF/NEI Avg. tok. Coverage

Placeholder 177 76/40/61 174.7 0.444
Random irrelevant 177 76/40/61 236.8 0.474
Position-biased 177 76/40/61 181.7 0.501
BM25 near-miss 177 76/40/61 251.4 0.630
Cited non-rationale 177 76/40/61 246.9 0.590

Table 11: Compact test-split statistics for the SciFact
construction suite. Each variant keeps comparable SUP-
PORT/REFUTE/NEI label counts while changing the
NEI evidence condition.

The leakage audit reports zero claim-group over-
lap across train/development/test for the core Sci-
Fact construction variants and zero construction-
variant cross-split leakage. Document overlap can
occur because the same scientific paper may be
relevant to multiple claims; we report it as source-
distribution metadata rather than claim leakage.
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B.9 Asset Map

A future public release will link each reported re-
sult to its source dataset, construction family, split
policy, model configuration, seed set, prediction
artifact, and evaluation output. The full machine-
readable asset map will be provided with the re-
leased manifests.

C Artifact Audit Statistics

NEI-CAP audits construction families before inter-
preting model performance. The audit asks whether
NEI examples can be separated using superfi-
cial evidence-side features rather than evidence-
sufficiency reasoning.

C.1 Audited Features

We audit evidence length, number of evidence
sentences, claim–evidence lexical overlap, claim–
evidence coverage, placeholder rate, sentence posi-
tion, source concentration, and discourse markers.
These features do not determine semantic validity;
they identify shortcut risk.

C.2 Construction-Level Summary

Construction
group

n Avg. sent. Avg. tok. Coverage Status

SciFact
BM25/cited
hard NEI

195 11.49 216.56 0.483 Human-
adjudicated

Same-document
hard NEI

114 1.04 23.93 0.233 Human-
adjudicated

Fixed-claim hard
NEI

114 1.23 23.93 0.233 Human-
adjudicated

Placeholder NEI 61 1.00 2.00 0.005 Constructed
only

Random irrelevant
NEI

61 9.70 182.46 0.092 Constructed
only

Table 12: Artifact audit summary by construction group.
Placeholder NEI has extremely short evidence and near-
zero coverage; human-adjudicated hard NEI contains
substantive evidence.

C.3 Overlap and Marker Statistics

Construction
group

Overlap count Jaccard Context marker Method marker

SciFact
BM25/cited
hard NEI

6.24 0.053 0.210 0.226

Same-document
hard NEI

3.06 0.098 0.316 0.140

Fixed-claim hard
NEI

3.06 0.098 0.316 0.140

Placeholder NEI 0.05 0.005 0.000 0.000
Random irrelevant
NEI

1.31 0.013 0.148 0.213

Table 13: Claim–evidence overlap and marker statistics.
Random irrelevant NEI contains long evidence but low
overlap, indicating a topic-mismatch shortcut rather than
evidence insufficiency.

C.4 Hard-NEI Subtypes

Group Broad topic Near-miss Partial

SciFact BM25/cited hard NEI 62 102 31
Fixed-claim/same-document hard NEI 50 49 15

Table 14: Subtype distribution for human-adjudicated
hard NEI. Hard NEI is heterogeneous rather than a
single condition.

C.5 Interpretation

The audit supports three conclusions. First, place-
holder NEI exposes strong format and absence
cues. Second, random irrelevant NEI mainly tests
topic mismatch. Third, human-adjudicated hard
NEI is heterogeneous across BM25/cited, same-
document, and fixed-claim settings. These findings
motivate construction-specific reporting rather than
aggregate NEI-F1 alone.

D Human Validation Protocol and
Adjudication

Hard insufficient evidence can be noisy. Re-
trieved near-misses, cited non-rationales, and same-
document non-rationales may contain implicit sup-
port, implicit refutation, or ambiguity. NEI-CAP
therefore separates automatically constructed can-
didate hard NEI from human-adjudicated hard
NEI.

D.1 Validation Goal

Human validation determines whether a candidate
hard-NEI example is truly insufficient. The result-
ing labels are used to estimate semantic contami-
nation and to define human-adjudicated hard-NEI
subsets for evaluation.

D.2 Annotation Labels

Label Definition

truly_insufficient Evidence does not support or refute the
claim.

actually_supported Evidence supports the claim.
actually_contradicted Evidence refutes the claim; reported as RE-

FUTE in paper-facing terminology.
ambiguous Status cannot be determined reliably.
invalid_or_unreadable Claim or evidence is malformed, missing,

unreadable, or out of scope.

Table 15: Human validation label schema. Contam-
ination includes actually supported, actually contra-
dicted/refuted, ambiguous, invalid, and unreadable
cases.
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D.3 Reporting Metrics
We report:

valid NEI =
Ninsufficient

Naudited
,

and:

contam. =
Nsup +Nref +Namb/invalid

Naudited
.

AI-assisted checks, where used, are treated only as
triage or secondary support, not as human valida-
tion.

D.4 SciFact Hard-NEI Audit

Metric Observed 95% low 95% high

Valid NEI rate 0.892 0.852 0.928
Contamination rate 0.108 0.072 0.148
Actually supported rate 0.056 0.028 0.088
Actually refuted rate 0.052 0.028 0.084
Ambiguous/invalid rate 0.000 0.000 0.000
Hard subtype rate among valid NEI 0.874 0.826 0.919
Topic-unrelated rate among valid NEI 0.117 0.076 0.164

Table 16: SciFact hard-NEI audit validation over 250
candidate hard-NEI examples. Intervals are bootstrap
95% intervals.

D.5 Fixed-Claim and Same-Document
Validation

Subset Rows Contam. Hard rows Hard rate

Final adjudicated labels 122 0.0328 114 0.966
Human-validated NEI 118 0.0000 114 0.966
Human-validated hard NEI 114 0.0000 114 1.000
Same-claim hard NEI 114 0.0000 114 1.000
Same-document hard NEI 114 0.0000 114 1.000

Table 17: Fixed-claim/same-document validation sum-
mary. The 114 hard-NEI examples support same-claim
and same-document diagnostics.

D.6 Annotator and Adjudication Protocol
Two annotators participated in human validation,
and final labels are consensus adjudications. Anno-
tators independently evaluated claim plus candidate
evidence for semantic sufficiency. Blinded packets
removed LLM labels, gold labels, model predic-
tions, and construction provenance from primary
annotation fields. AI-assisted checks were used
only as secondary support or triage and are never
reported as standalone human validation.

D.7 Inter-Annotator Agreement
Table 18 reports formal agreement on the 250-
example SciFact audit, computed from the two in-
dependent pre-consensus annotation streams with

paired-row bootstrap intervals (10,000 resamples).
Each decision is reported separately rather than
pooled into a single coefficient (Artstein and Poe-
sio, 2008).

Agreement metric n Raw Cohen’s κ 95% CI

Five-way primary label 250 94.4% 0.732 [0.585, 0.854]
Valid NEI vs. contaminated 250 94.8% 0.743 [0.589, 0.866]
Subtype (cond., both NEI) 215 54.9% 0.363 [0.268, 0.454]
Hard vs. non-hard (cond., both NEI) 215 93.0% 0.714 [0.563, 0.837]

Table 18: Inter-annotator agreement on the SciFact hard-
NEI audit. The conditional rows are computed only
on the subset where both annotators independently as-
signed NEI; they are never pooled with the n = 250
figures.

The decisions the paper relies on are stable
across annotators: five-way primary-label agree-
ment is 236/250 (94.4%), and agreement on the
binary valid-NEI-versus-contamination gate that
defines the hard subsets is 94.8%. Conditional on
both annotators assigning NEI (n = 215), exact
insufficiency-subtype agreement is lower (54.9%,
κ = 0.363), while hard-versus-non-hard agree-
ment remains high (93.0%, κ = 0.714). Of the
97 subtype disagreements, 82 remain within the
same hard/non-hard category; only 15 cross the
evaluation gate. Fine-grained subtype boundaries
are therefore comparatively subjective, which is
consistent with treating hard NEI as heterogeneous
(Section 6.1), while the coarser decisions remain
reliable. The 14 primary-label disagreements were
resolved through joint adjudication; the resulting
consensus labels are the labels used throughout the
paper.

D.8 Boundary
The paper may claim that the SciFact hard-NEI
audit and the fixed-claim/same-document audit
provide human-adjudicated hard-NEI subsets. It
should not claim that human validation eliminates
all ambiguity, that candidate-only examples are
valid without adjudication, or that FEVER/HoVer
controls are human-validated hard NEI.

E Experimental Setup and Model Details

NEI-CAP uses models as diagnostic probes of con-
struction sensitivity, not as proposed architectures.

E.1 Task Format
All neural experiments are three-way claim–
evidence classification:

y ∈ {SUPPORT, REFUTE, NEI}.
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The model receives claim and evidence text. Con-
struction family is not provided as model input;
it defines train/evaluation variants and reporting
groups.

E.2 Primary SciFact Configuration

Setting Value

Primary model deberta-v3-base
Input root NEI-CAP SciFact suite
Train variants placeholder, cited, random irrelevant,

BM25 near-miss, position-biased
Evaluation variants placeholder, cited, random irrelevant,

BM25 near-miss, position-biased
Evaluation split test
Max length 384
Epochs 3
Batch size 16
Learning rate 2.0 × 10−5

Weight decay 0.01
Warmup ratio 0.10
Class weighting enabled
Early stopping metric development Macro-F1
Patience 1
Precision bf16 if available, otherwise fp32
Seeds 13, 17, 23
Checkpoint policy save best checkpoint
Prediction logging enabled

Table 19: Primary SciFact construction-matrix configu-
ration.

E.3 Construction Matrix
The primary matrix trains one verifier for each NEI
construction and evaluates it on all five construc-
tions. Each cell asks whether performance trans-
fers across evidence conditions while SUPPORT

and REFUTE portions remain comparable.

E.4 Secondary Backbones
RoBERTa-base and SciBERT are secondary robust-
ness probes. They reuse the same construction suite
and train/evaluation variants. Secondary models
supplement, but do not replace, the primary De-
BERTa matrix.

E.5 Metrics
For three-way verification, we report accuracy,
Macro-F1, class-specific F1, and especially NEI-
F1. For one-class human-hard evaluation, Macro-
F1 is not meaningful. We report NEI recall, false
SUPPORT rate, false REFUTE rate, and mean pre-
dicted class probabilities.

E.6 Robustness Classification
For secondary-backbone SciFact probes, construc-
tion sensitivity is considered replicated when place-
holder matched NEI-F1 is high, placeholder-to-
hard drop is large, and at least one hard construc-
tion has non-trivial matched NEI-F1. These thresh-

olds are diagnostic for this study, not universal
standards.

E.7 Five-Seed and Mixed-Construction
Configuration

The five-seed robustness and mixed-construction
experiments use seeds {13,17,23,29,37}. Mixed-
construction regimes include an easy mixture over
shortcut-prone constructions, a hard mixture over
BM25/cited constructions, and a balanced mixture
over all five SciFact construction families. These
experiments test whether construction sensitivity
persists under more realistic training distributions.

E.8 Result Provenance

Each reported result should be traceable to a dataset
manifest, construction family, model configuration,
seed set, prediction file, evaluation output, and pa-
per table or figure. Aggregate scores without con-
struction metadata are insufficient for NEI-CAP.

F Full SciFact Construction Matrices

This appendix reports the full DeBERTa SciFact
construction-shift matrices.

F.1 NEI-F1 Matrix

Train NEI BM25 Cited Placeholder Position Random

BM25 near-miss 0.675 0.561 0.725 0.652 0.676
Cited non-rationale 0.508 0.578 0.768 0.768 0.599
Placeholder 0.000 0.000 1.000 0.947 0.000
Position-biased 0.000 0.000 1.000 1.000 0.063
Random irrelevant 0.445 0.294 0.995 0.992 0.995

Table 20: Full SciFact construction-shift matrix for NEI-
F1. Rows are train constructions; columns are evalua-
tion constructions.

F.2 Macro-F1 Matrix

Train NEI BM25 Cited Placeholder Position Random

BM25 near-miss 0.529 0.479 0.559 0.530 0.532
Cited non-rationale 0.357 0.386 0.474 0.474 0.399
Placeholder 0.277 0.277 0.684 0.657 0.276
Position-biased 0.262 0.262 0.665 0.665 0.285
Random irrelevant 0.474 0.415 0.716 0.715 0.716

Table 21: Full SciFact construction-shift matrix for
Macro-F1. Aggregate performance can appear strong
under easy matched evaluation while hiding hard-NEI
failure.

F.3 Drop Summary

BM25 and cited training do not yield perfect
matched scores, but they transfer more stably
across hard constructions.
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Train NEI Matched BM25 Cited Hard drop

Placeholder 1.000 0.000 0.000 1.000
Position-biased 1.000 0.000 0.000 1.000
Random irrelevant 0.995 0.445 0.294 0.625
BM25 near-miss 0.675 0.675 0.561 0.057
Cited non-rationale 0.578 0.508 0.578 0.035

Table 22: Matched and hard-evaluation NEI-F1 com-
parisons. Hard drop compares matched performance
against average BM25/cited performance.

G Human-Validated Hard-NEI
Evaluation

This appendix reports full evaluation on the held-
out SciFact human-adjudicated hard-NEI test split
(n = 54). The larger audit pool and sampling trail
are documented in Appendix B; since all evaluated
examples are validated as NEI, Macro-F1 is not
reported.

G.1 Recall and Error Rates

Train NEI Recall 95% low 95% high False SUP False REF n

BM25 near-miss 0.691 0.593 0.790 0.142 0.167 54
Cited non-rationale 0.679 0.562 0.790 0.074 0.247 54
Random irrelevant 0.216 0.123 0.321 0.574 0.210 54
Placeholder 0.000 0.000 0.000 0.870 0.130 54
Position-biased 0.000 0.000 0.000 0.907 0.093 54

Table 23: Primary DeBERTa evaluation on human-
adjudicated hard NEI. False REF maps internal con-
tradiction errors to the paper-facing REFUTE label.

Bootstrap intervals degenerate for the exact 0/54
outcomes: resampling a subset with zero successes
always yields zero. For placeholder and position-
biased training we therefore additionally report the
Clopper–Pearson exact 95% interval (Clopper and
Pearson, 1934), [0.000, 0.066]. This interval does
not overlap the BM25 near-miss bootstrap interval
of [0.593, 0.790].

G.2 Predicted Probabilities

Train NEI Mean P (NEI) 95% low 95% high Mean P (SUP) Mean P (REF) n

BM25 near-miss 0.398 0.366 0.431 0.324 0.277 54
Cited non-rationale 0.416 0.371 0.458 0.318 0.266 54
Random irrelevant 0.212 0.129 0.304 0.417 0.371 54
Placeholder 0.013 0.012 0.013 0.540 0.448 54
Position-biased 0.014 0.013 0.014 0.551 0.435 54

Table 24: Mean predicted probabilities on human-
adjudicated hard NEI. Easy training assigns near-zero
NEI probability to validated hard insufficient evidence
and reallocates probability mass to SUPPORT and RE-
FUTE.

H Multi-Model Robustness

This appendix documents secondary-backbone ro-
bustness, mixed-construction training, and same-
document diagnostics. RoBERTa and SciBERT

are diagnostic probes that supplement the primary
DeBERTa matrix.

H.1 Secondary Backbones on
Human-Adjudicated Hard NEI

Model Train NEI Recall False SUP False REF Mean P (NEI)

SciBERT BM25 near-miss 0.838 0.070 0.092 0.710
SciBERT Cited non-rationale 0.875 0.063 0.062 0.692
SciBERT Placeholder 0.000 0.574 0.426 0.011
SciBERT Position-biased 0.007 0.838 0.156 0.024
SciBERT Random irrelevant 0.099 0.520 0.381 0.114

RoBERTa BM25 near-miss 0.703 0.116 0.181 0.404
RoBERTa Cited non-rationale 0.638 0.109 0.253 0.435
RoBERTa Placeholder 0.000 0.867 0.133 0.004
RoBERTa Position-biased 0.009 0.932 0.060 0.014
RoBERTa Random irrelevant 0.186 0.586 0.227 0.191

Table 25: Secondary-backbone evaluation on human-
adjudicated hard NEI. Placeholder-trained RoBERTa
and SciBERT both collapse on validated hard insuffi-
cient evidence.

H.2 Mixed-Construction Training

Table 26 summarizes DeBERTa mixed-
construction training. Easy mixtures remain
weak on hard conditions, while hard and balanced
mixtures improve hard-NEI recognition.

Regime BM25 Cited SciFact hard

Easy mixture 0.379 0.273 0.178
Hard mixture 0.662 0.652 0.770
Balanced mixture 0.802 0.803 0.915

Table 26: DeBERTa mixed-construction training sum-
mary. BM25 and Cited are construction-stratified NEI-
F1; SciFact hard is one-class NEI recall on human-
adjudicated hard NEI. Same-document results are re-
ported separately because that family is constructionally
distinct.

Regime PH Position Random BM25 Cited

Easy mixture 0.989 0.989 0.960 0.379 0.273
Hard mixture 0.754 0.729 0.694 0.662 0.652
Balanced mixture 0.903 0.903 0.901 0.802 0.803

Table 27: Full DeBERTa mixed-construction stratified
NEI-F1 matrix. The balanced mixture improves all
conditions but still yields a construction-specific profile:
easy conditions remain higher than BM25/cited hard
conditions. PH denotes placeholder.
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H.3 Same-Document Robustness

Model Train NEI Recall False SUP False REF

SciBERT BM25 near-miss 0.482 0.231 0.287
SciBERT Cited non-rationale 0.731 0.143 0.126
SciBERT Placeholder 0.000 0.509 0.491
SciBERT Position-biased 1.000 0.000 0.000
SciBERT Random irrelevant 0.216 0.415 0.368

RoBERTa BM25 near-miss 0.816 0.023 0.161
RoBERTa Cited non-rationale 0.871 0.000 0.129
RoBERTa Placeholder 0.526 0.412 0.061
RoBERTa Position-biased 1.000 0.000 0.000
RoBERTa Random irrelevant 0.950 0.029 0.020

Table 28: Secondary-backbone same-document evalu-
ation. Same-document hard NEI behaves differently
from SciFact BM25/cited hard NEI, reinforcing hard-
NEI heterogeneity.

H.4 Boundary

The secondary models support the claim that con-
struction sensitivity persists beyond DeBERTa.
They do not show that all model families behave
identically, and they do not replace the primary
SciFact matrix.

I Same-Claim and Same-Document
Diagnostics

Fixed-claim/same-document diagnostics control
the claim or source document while varying ev-
idence. They are decomposition tests, not proofs
of clean counterfactual evidence use.

I.1 Setup

The same-claim diagnostic pairs the same
claim with reference evidence and with human-
adjudicated insufficient evidence. The same-
document diagnostic draws insufficient evidence
from the same source document as the refer-
ence evidence. We report hard-NEI recall, false
SUPPORT/REFUTE rates, reference-side accuracy,
probability-drop success, strict swap success, and
the mean drop in the reference-label probability.
The reference label is SUPPORT or REFUTE, so
this metric tracks non-NEI verification confidence
rather than only NEI recall.

I.2 Primary DeBERTa Fixed-Claim
Diagnostics

Train NEI Hard recall Swap success Mean ∆ ref

BM25 near-miss 0.661 0.535 0.017
Cited non-rationale 0.988 0.743 0.023
Placeholder 0.898 0.737 0.112
Position-biased 1.000 0.728 0.034
Random irrelevant 0.947 0.807 0.124

Table 29: Primary DeBERTa fixed-claim diagnostics.
The same claim is paired with reference evidence and
with insufficient evidence, so swap success and mean
reference-label probability drop are defined.

I.3 Primary DeBERTa Same-Document
Hard-NEI Diagnostics

Train NEI Hard recall False SUP False REF

BM25 near-miss 0.661 0.310 0.029
Cited non-rationale 0.988 0.009 0.003
Placeholder 0.898 0.085 0.018
Position-biased 1.000 0.000 0.000
Random irrelevant 0.947 0.053 0.000

Table 30: Primary DeBERTa same-document hard-NEI
diagnostics. The hard subset is shared with the fixed-
claim diagnostic, so hard recall matches Table 29; same-
document evaluation does not define swap success or
reference-label probability drop, and instead reports
error rates on the insufficient-evidence side.

I.4 Secondary-Backbone Same-Claim
Diagnostics

Model Train NEI Ref. acc. Hard recall Prob. drop Strict swap

SciBERT Placeholder 0.599 0.000 0.494 0.000
SciBERT Cited non-rationale 0.488 0.731 0.827 0.365
SciBERT Random irrelevant 0.556 0.216 0.602 0.140
SciBERT BM25 near-miss 0.529 0.482 0.734 0.289
SciBERT Position-biased 0.006 1.000 0.883 0.006

RoBERTa Placeholder 0.401 0.503 0.643 0.137
RoBERTa Cited non-rationale 0.108 0.833 0.614 0.053
RoBERTa Random irrelevant 0.091 0.956 0.760 0.079
RoBERTa BM25 near-miss 0.135 0.763 0.605 0.050
RoBERTa Position-biased 0.009 1.000 0.538 0.009

Table 31: Secondary-backbone same-claim diagnostics.
Results motivate the bounded interpretation: hard-side
recognition and reference-side verification can diverge.

I.5 Same-Document Artifact Audit
We audit whether the same-document hard-NEI
family has a shallow construction signature. A
shallow feature classifier nearly separates same-
document hard NEI from several other construc-
tion groups using evidence length, sentence count,
overlap, and coverage features. Table 32 reports the
compact audit result. The matched length/coverage
audit is underpowered, so matched-subset compar-
isons are not conclusive.
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Comparison Acc. Macro-F1 Status

Same-doc vs BM25/cited hard 0.997 0.997 completed
Same-doc vs placeholder 1.000 1.000 completed
Same-doc vs random irrelevant 1.000 1.000 completed
Same-doc vs constructed BM25/cited 1.000 1.000 completed
Matched feature audit – – underpowered

Table 32: Same-document artifact audit. Same-
document hard NEI is human-adjudicated but construc-
tionally distinct; it should be reported as a source-
controlled diagnostic family, not as artifact-free uni-
versal hard NEI.

I.6 Interpretation

The positive mean reference-label deltas in Ta-
ble 29 show that substituting insufficient evi-
dence lowers confidence in the original SUP-
PORT/REFUTE label, and the secondary-backbone
rows show that a model can succeed on the hard-
NEI side while remaining weak on the reference-
evidence side.

J External Controls: FEVER and HoVer

FEVER and HoVer are bounded external controls:
they test whether construction-aware diagnostics
are useful beyond SciFact.

J.1 FEVER Subset Control

Baseline Train NEI Placeholder BM25 Random PH→BM25 drop

Claim+evidence TF-IDF Placeholder 1.000 0.000 0.000 1.000
Claim+evidence TF-IDF BM25 near-miss 0.614 0.373 0.327 0.241
Claim+evidence TF-IDF Random irrelevant 0.237 0.414 0.476 -0.177
Evidence-only TF-IDF BM25 near-miss 0.826 0.313 0.274 0.513
Length/overlap logistic regression BM25 near-miss 0.772 0.406 0.536 0.366

Table 33: FEVER external subset control. Placeholder-
trained shallow models solve placeholder NEI while
failing on BM25 near-miss and random-irrelevant eval-
uation.

J.2 HoVer Candidate Missing-Hop Control

Train Eval NEI-F1 NEI recall False SUP neval

Missing-hop Missing-hop 0.835 0.756 0.097 7,978
Missing-hop Placeholder 0.973 1.000 0.000 7,978
Placeholder Missing-hop 0.000 0.000 0.431 7,978
Placeholder Placeholder 1.000 1.000 0.000 7,978

Table 34: HoVer candidate missing-hop control. Val-
ues are rounded to three decimals. HoVer rows are
candidate-only and are not human-validated hard NEI.

J.3 Boundary

FEVER supports a non-toy subset-level shortcut-
control claim. HoVer supports a candidate-only
multi-hop construction-sensitivity claim. Neither
supports full cross-dataset human-validated hard-
NEI generalization.

K Diagnostic Case Studies

This appendix provides qualitative examples from
row-level artifacts. We include only cases with
available claim/evidence text and, where model
behavior is discussed, saved predictions and prob-
abilities. We do not reconstruct unavailable cases
from aggregate statistics.

K.1 Case Selection Policy

Cases are selected only when: the claim and ev-
idence are available, prediction and probability
fields are available when model behavior is dis-
cussed, and human validation status is available
when the case is described as human-adjudicated
hard NEI. FEVER and HoVer cases are construc-
tion examples or candidate controls unless human-
adjudicated.

K.2 Fixed-Claim Hard-Side NEI Recognition

Field Value

Dataset SciFact fixed-claim/same-document
Claim Cholesterol loading induces KLF4 expression in vascu-

lar smooth muscle cells, resulting in pro-inflammatory
cytokine expression.

Construction Same-claim / same-document human-validated hard
NEI

Train/seed Random irrelevant / 17
Ref. pred. SUPPORT
Hard pred. NEI
Prob. P (reference) = 0.594; P (NEI | Ehard) =

0.978
Why it matters The model changes prediction when evidence changes

while the claim is fixed, supporting hard-side insuffi-
ciency recognition.

Table 35: Case study: fixed-claim hard-side NEI recog-
nition.

K.3 Reference-Side Weakness

Field Value

Dataset SciFact fixed-claim/same-document
Claim T cell receptor/CD3 microdomains are required to in-

duce the immunologic synapse.
Construction Same-claim reference-side weakness
Train/seed Position-biased / 13
Ref. pred. NEI
Hard pred. NEI
Prob. P (reference) = 0.001; P (NEI | Ehard) =

0.998
Why it matters The hard side is recognized as NEI, but the reference-

evidence side is missed, motivating the same-claim
caveat.

Table 36: Case study: fixed-claim reference-side weak-
ness.
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K.4 Same-Document Human-Validated Hard
NEI

Field Value

Dataset SciFact fixed-claim/same-document
Claim Removal of H3K9me3 improves reprogramming effi-

ciency in human somatic cell nuclear transfer experi-
ments.

Evidence ex-
cerpt

Aberrant epigenetic reprogramming can cause develop-
mental defects in somatic cell nuclear transfer embryos.

Status Human-validated hard NEI
Prediction NEI
Prob. P (NEI) = 0.998; P (Support) = 0.001;

P (Refute) = 0.001
Why it matters Same-document evidence controls source/topic better

than random irrelevant evidence while remaining insuf-
ficient.

Table 37: Case study: same-document human-validated
hard NEI.

K.5 HoVer Candidate Missing-Hop Control

Field Value

Dataset HoVer
Claim Brett Herron’s team competes in the Pro14 and the Eu-

ropean Rugby Champions Cup.
Construction Missing-one-supporting-fact candidate control
Status Candidate-only, not human-validated
Train/seed HoVer placeholder / 13
Prediction SUPPORT
Prob. P (Support) = 0.981; P (NEI) = 0.000;

P (Refute) = 0.018
Why it matters Placeholder-trained behavior can fail on topically re-

lated missing-hop evidence.

Table 38: Case study: HoVer candidate missing-hop
control.

K.6 Unavailable Row-Level Cases

Case type Unavailable reason

SciFact hard-audit place-
holder failure on human-
validated BM25/cited hard
NEI

Row-level model predictions for final hard-
NEI examples are unavailable; aggregate
bootstrap tables exist only.

SciFact BM25/cited recov-
ery case

Row-level paired recovery predictions for
placeholder versus BM25/cited hard NEI
are unavailable in primary outputs.

Table 39: Unavailable case-study reasons. We do not
invent row-level cases when prediction artifacts are miss-
ing.

L Statistical Testing and Uncertainty
Estimation

This appendix defines metrics and uncertainty pro-
cedures for construction matrices, one-class hard-
NEI evaluation, fixed-claim diagnostics, and pre-
diction coverage checks.

L.1 Three-Way Verification Metrics
For standard verification, models predict:

y ∈ {SUPPORT, REFUTE, NEI}.

We report accuracy, Macro-F1, class-specific F1,
and especially NEI-F1. Construction-shift matri-
ces emphasize NEI-F1 because the experimental
manipulation changes the NEI evidence condition.

L.2 One-Class Human-Hard Metrics

For human-validated hard-NEI subsets, all evalu-
ated examples are adjudicated as NEI. Macro-F1
is therefore not informative. We report:

NEI recall =
#predicted NEI
#validated NEI

,

False Support =
Npred=SUP

Nvalidated NEI
,

False Refute =
Npred=REF

Nvalidated NEI
.

We also report mean predicted probabilities for
NEI, SUPPORT, and REFUTE.

L.3 Seed Aggregation and Bootstrap Intervals

The primary construction matrix uses seeds 13,
17, and 23. The five-seed robustness and mixed-
construction experiments use seeds 13, 17, 23, 29,
and 37. Where seed-level outputs are available, we
report mean, standard deviation, minimum, max-
imum, and bounded intervals. Human validation
and human-hard evaluations report bootstrap 95%
intervals where available, computed by resampling
evaluation examples or groups and recomputing
the metric.

L.4 Fixed-Claim Metrics

For same-claim diagnostics, reference-label proba-
bility drop is:

∆i = Pθ(yref | ci, Eref
i )− Pθ(yref | ci, Ehard

i ).

Probability-drop success is the fraction of pairs
with ∆i > 0. Strict swap success additionally
requires the reference-evidence side to be predicted
as the reference label and the insufficient-evidence
side to be predicted as NEI.

L.5 Prediction Coverage

Prediction coverage is:

coverage =
npredicted

nexpected
.

Rows with missing or duplicate predictions are not
treated as complete.
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Scope group Expected Predicted Coverage

Fixed-claim reference side 114 114 1.000
Fixed-claim insufficient side 114 114 1.000
Same-document hard side 114 114 1.000
SciFact matrix regression 885 885 1.000

Table 40: Prediction coverage summary. Values summa-
rize the repeated complete-coverage pattern across train
variants and seeds.

L.6 Reporting Rules

NEI-CAP follows these rules: report construction
family for every NEI result; report Macro-F1 only
when all three labels are meaningful; do not report
Macro-F1 on one-class hard-NEI subsets; docu-
ment prediction coverage before interpreting fixed-
claim diagnostics; and mark FEVER/HoVer con-
trols as bounded unless human validation is avail-
able.

M Reproducibility, Release, and Claim
Boundary Checklist

This appendix records release readiness, the output-
freeze policy, and paper-facing claim boundaries.

M.1 Release Audit

Check Passed Critical Detail

Key reports exist yes yes Experiment reports and sum-
maries are present.

Paper tables exist and are
non-empty

yes yes Paper-facing tables are gener-
ated.

Run registry entries exist yes yes Core experiment entries are
tracked.

Fixed-claim labels are pre-
served

yes yes Final fixed-claim/same-
document labels path exists.

No LLM labels marked hu-
man

yes yes Reports use boundary lan-
guage.

No candidate-only HoVer
rows marked human-
validated

yes yes HoVer marked hu-
man_validated=no.

No Macro-F1 on one-class
human subsets

yes yes One-class hard-NEI evalua-
tions exclude Macro-F1.

Primary SciFact matrix pri-
mary outputs unchanged

yes yes Primary matrix results pre-
served unchanged.

External dependencies doc-
umented

yes no Upstream data dependencies
documented.

Known limitations docu-
mented

yes yes Limitations recorded.

Unavailable cases docu-
mented

yes no Missing row-level case rea-
sons tracked.

Table 41: NEI-CAP release audit checklist. Critical
checks concern result traceability, label provenance,
metric validity, and claim boundaries.

M.2 Primary Outputs and Traceability

The primary evidence set includes the SciFact con-
struction matrix, SciFact human-audit and hard-
NEI evaluation, fixed-claim/same-document ad-
judicated labels, secondary-backbone robustness,
FEVER subset controls, HoVer candidate missing-
hop controls, and derived paper tables/figures.
Each reported result should be traceable to a source

dataset, construction family, split policy, model
configuration, seed set, prediction artifact, and eval-
uation output.

M.3 Release Package Contents

The accompanying release will include construc-
tion manifests, group-disjoint split files, human-
adjudicated labels, paper-facing prediction logs,
evaluation scripts, artifact-audit scripts, and table-
generation scripts. Upstream datasets are refer-
enced and documented but not redistributed. Rows
or case studies unavailable in primary outputs are
documented rather than reconstructed from aggre-
gate statistics.

M.4 Claim Strength Matrix

Claim Strength Allowed wording Forbidden wording

NEI-CAP is
construction-
aware

Strong Protocol for construct-
ing, auditing, and stress-
testing NEI evaluation.

Do not claim it
solves fact verifica-
tion.

SciFact NEI is
construction-
sensitive

Strong Scores vary substan-
tially across construc-
tion conditions.

Do not claim all er-
rors have the same
cause.

Easy NEI
inflates perfor-
mance

Moderate Shortcut-like construc-
tions can inflate appar-
ent competence.

Do not claim ev-
ery model uses only
shortcuts.

Human valida-
tion confirms
hard subsets

Strong Audited BM25/cited
and Fixed-claim/same-
doc hard-NEI subsets
are human-adjudicated.

Do not call LLM
triage human valida-
tion.

Same-claim is
diagnostic

Limited Supports hard-side
recognition with
reference-side caveats.

Do not claim clean
counterfactual
evidence-use suc-
cess.

HoVer is exter-
nal control

Limited Candidate-only multi-
hop construction-
sensitivity probe.

Do not call HoVer
human-validated.

FEVER is exter-
nal control

Limited Non-toy subset-level
shortcut control.

Do not call FEVER
full-data validation.

Hard NEI is
heterogeneous

Moderate Different construction
families stress different
behaviors.

Do not collapse
topic-unrelated
cases into hard NEI.

Release is re-
producible with
limitations

Strong Includes reproducibility
instructions and claim
boundaries.

Do not report toy,
failed, or smoke out-
puts as paper-facing.

Table 42: Claim strength and wording boundaries.

M.5 Final Release Audit

The primary matrix results were frozen before the
follow-up analyses and are unchanged, and no
analysis created new human labels. The final au-
dit covers split statistics, mixed training, multi-
seed checks, the same-document artifact audit,
and human-protocol documentation; it confirms no
Macro-F1 on one-class hard subsets, no LLM-only
human validation, and no candidate-only HoVer hu-
man validation. NEI-CAP is an audit and reporting
protocol, not a blanket declaration that a dataset is
invalid.
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N Decoder Zero-Shot and Controlled SFT
Diagnostics

This appendix documents the decoder diagnostic
summarized in Section 5.6: a deterministic zero-
shot evaluation of Qwen2.5-7B-Instruct and a con-
trolled five-seed LoRA fine-tuning comparison in
which only the training NEI realization changes.
The question is whether fine-tuning changes a de-
coder verifier’s sensitivity to the NEI construction
used during training.

N.1 Zero-Shot Evaluation and Class Bias

The zero-shot evaluation uses deterministic condi-
tional label scoring over the frozen SciFact con-
struction tests (five constructions × 177 examples),
the held-out human-adjudicated hard-NEI split
(n = 54), and the fixed-claim paired diagnostic
(n = 114 pairs). On the frozen core set, zero-
shot Qwen reaches accuracy 0.775 and Macro-F1
0.725, with SUPPORT-F1 0.818, REFUTE-F1 0.532,
and NEI-F1 0.824. Its easy-family mean NEI-F1
(over placeholder, random-irrelevant, and position-
biased evaluation) is 0.845 and its BM25/cited
hard mean is 0.793, so the zero-shot construc-
tion gap is modest. Human-hard recall is high
(0.963), but the predicted SUPPORT/REFUTE/NEI
rates are 45.4/9.3/45.3% against a gold distribution
of 42.9/22.6/34.5%, so part of that recall comes
from NEI overprediction and REFUTE underpre-
diction.

Claim-only and shuffled-evidence controls
caused the model to predict almost exclusively
NEI, and we did not observe direct claim-only
recovery of the original SUPPORT/REFUTE labels.
These controls are diagnostic proxies: they nei-
ther prove contamination nor decontamination, and
benchmark pretraining exposure remains unknown.

N.2 Controlled SFT Design and Data Gates

Across the three SFT regimes, only the train-
ing NEI evidence realization changes. The base
model and revision, the SUPPORT/REFUTE mul-
tiset, claim groups, aligned NEI units, training
size and label counts, the shared balanced devel-
opment set, the checkpoint-selection metric, and
the conditional-label evaluator are identical un-
der explicit equality gates. After removing two
aligned NEI groups that overlapped evaluation or
shared-development assets, every regime trains on
n = 831 examples (774 claim groups; 343 SUP-
PORT, 194 REFUTE, 294 NEI).

Regime Training NEI realization NEI n

Placeholder-only Placeholder 294
Hard mixture BM25 near-miss (148) + cited non-

rationale (146)
294

Balanced-all BM25 (51) + cited (59) + placeholder
(60) + position-biased (58) + random
irrelevant (66)

294

Table 43: Decoder SFT training regimes. Each aligned
NEI unit contributes exactly one construction realiza-
tion, so SUPPORT/REFUTE rows and NEI claim units
are not multiplied across regimes.

All regimes share one byte-identical balanced de-
velopment set (n = 179; 166 groups; 89 SUPPORT,
31 REFUTE, 59 NEI spanning all five families).
One global learning rate was selected from mean
shared-development Macro-F1 across all three
regimes; test, human-hard, and paired-diagnostic
data were never used for learning-rate, checkpoint,
or hyperparameter selection. Leakage gates all pass
with zero intersections: train/development/core-
test claim groups, normalized claim texts against
all evaluation assets, normalized prompt contents
across candidate NEI realizations, and source ex-
ample IDs. Five seeds are reported per regime;
the expansion beyond the three-seed primary eval-
uation followed a predeclared rule, triggered by
placeholder-only seed variability above threshold,
and test results never fed back into hyperparame-
ters.

N.3 Per-Regime Results

Qwen regime Easy NEI-F1 Hard NEI-F1 Easy–hard gap Hum. recall REF-F1

Zero-shot base 0.845 0.793 0.052 0.963 0.532
Placeholder-only SFT 0.559 ± 0.192 0.054 ± 0.054 0.505 ± 0.140 0.011 0.645
Hard-mixture SFT 0.916 ± 0.014 0.834 ± 0.008 0.082 ± 0.010 0.900 0.784
Balanced-all SFT 0.953 ± 0.014 0.817 ± 0.018 0.135 ± 0.019 0.856 0.795

Table 44: Full decoder regime results. Easy NEI-
F1 is the mean over placeholder, random-irrelevant,
and position-biased evaluation and is not the matched-
placeholder score: under placeholder-only SFT,
matched-placeholder NEI-F1 remains 1.000 in every
seed even though the broader easy-family mean is 0.559,
because the placeholder-specific rule also degrades the
other easy families. SFT rows are descriptive five-seed
means with sample standard deviations.

All five placeholder-SFT training-induced gap
deltas are positive, and their paired group-bootstrap
95% intervals (Koehn, 2004) exclude zero. The
fixed-claim strict-pair success rate shows the
same qualitative training dependence: 0.535 for
the zero-shot base, 0.126 after placeholder-only
SFT, and 0.653/0.654 after hard-mixture/balanced
SFT. The balanced regime is not uniformly bet-
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ter than the zero-shot base: its human-hard re-
call is lower (0.856 vs. 0.963). It does, how-
ever, move the predicted label distribution from
45.4/9.3/45.3% to 43.0/22.7/34.3%, close to the
gold 42.9/22.6/34.5%, and raises REFUTE-F1 from
0.532 to 0.795.

N.4 Llama Exclusion Gate
Llama-3.1-8B-Instruct failed the predeclared fully
permuted label-order stability gates: its maximum
construction NEI-F1 delta across label orders was
0.222 under corrected generation (Qwen: 0.032)
and 0.164 under conditional label scoring, with
maximum predicted-label-rate deltas of 0.254 and
0.243 (Qwen: 0.040). Llama was therefore not
fine-tuned; its zero-shot behavior is reported only
as an exploratory prompt-sensitivity observation.

N.5 Boundary
The bounded claim is that training-induced con-
struction sensitivity occurs in Qwen2.5-7B under
the frozen SciFact setup, and that construction-
diverse SFT is a practical mitigation. The evidence
does not support a universal decoder collapse, a
claim that other LLMs behave like Qwen, decon-
tamination, production readiness, or LLM outputs
as human validation.
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