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Abstract

Code LLMs exhibit remarkable capabilities
in automated code generation, but the gener-
ated code often suffers from low computational
efficiency. Existing solutions have two limi-
tations: (1) direct fine-tuning lacks transfer-
ability across model scales; (2) The efficiency
optimization method for iterative generation-
evaluation loops incurs high overhead. We
propose CoEffi, which adopts inference-side
intervention that directly operates on the de-
coding process without modifying base model
parameters, enabling real-time efficiency im-
provement across different model scales while
avoiding iterative reevaluation. CoEffi uses a
small efficiency expert model for proposal and
the base model to evaluate its acceptability, ad-
ditionally introducing a region-aware dynamic
acceptance threshold mechanism that maintains
a sliding window to record historical accep-
tance rates and adjusts the dynamic threshold
accordingly. We extensively evaluate CoEffi on
four mainstream code LLM families and three
efficiency benchmarks. Compared with vanilla
instruction-tuned models, CoEffi improves av-
erage Beyond@1 by 9.12%–38.62% across the
evaluated model families. It also improves
Pass@1 on Mercury and ENAMEL, while Ef-
fiBench exhibits model-dependent correctness
gains and regressions. A family specific trained
expert can be reused across compatible base
model scales within the same model family.

1 Introduction

In recent years, modern Large Language Mod-
els (LLMs), such as GPT-4o (Hurst et al., 2024),
Llama 3 (Grattafiori et al., 2024), and Gemini 2.5
(Comanici et al., 2025), have advanced rapidly,
demonstrating significant progress in natural lan-
guage processing. Building upon this founda-
tion, code LLMs, including DeepSeek-Coder (Guo
et al., 2024), Qwen2.5-Coder (Hui et al., 2024),
OpenCoder (Huang et al., 2025), and StarCoder2

(Lozhkov et al., 2024), have been trained on mas-
sive code corpora and code-related natural lan-
guage texts. These models demonstrate strong ca-
pabilities in synthesizing syntactically correct and
functionally complete programs, changing develop-
ment practices. According to the 2025 Stack Over-
flow Developer Survey (Stack Overflow, 2025), a
majority of professional developers now utilize AI
tools on a daily basis.

However, while these models achieve near-
human performance on traditional benchmarks
(e.g., HumanEval, Chen et al., 2021; MBPP, Austin
et al., 2021; and EvalPlus, Liu et al., 2023), current
evaluation paradigms focus almost exclusively on
the functional correctness of the generated code.
The actual performance of these models in terms of
computational efficiency remains under-explored.
For instance, as illustrated in Figure 1, DeepSeek-
Coder-6.7B-Instruct generates a functionally cor-
rect but highly inefficient solution. It results in
a time complexity of O(n × L). In response to
this demand, recent benchmarks such as Mercury
(Du et al., 2024), ENAMEL (Qiu et al., 2025), and
EffiBench (Huang et al., 2024b) have introduced
specialized efficiency metrics. Although these spe-
cialized benchmarks successfully complement tra-
ditional ones, existing methods for generating effi-
cient code also have limitations.

Recent efforts to improve code efficiency primar-
ily follow two directions: directly fine-tuning code
LLMs for efficiency awareness (e.g., EffiCoder,
Huang et al., 2024c; CodeDPO, Zhang et al., 2025a;
SkelDPO, Yu and Lyu, 2026) or performing post-
generation self-optimization based on execution
feedback (e.g., EffiLearner, Huang et al., 2024a;
Afterburner, Du et al., 2026). However, these ap-
proaches have two key limitations. The first limita-
tion lies in the lack of transferability within a model
family. Fine-tuning-based methods produce weight
modifications tied to a specific model instance. The
second is the inefficient generation-evaluation loop
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def fallingSquares(self, positions):

tree = [0] * (10**8 + 2)

ans = [0] * len(positions)

for i, (left, size) in enumerate(positions):

right = left + size - 1

h = max(tree[left:right+1])

for j in range(left, right+1):

tree[j] = max(tree[j], h + size)

if i > 0:

ans[i] = max(ans[i-1], tree[left])

else:

ans[i] = tree[left]

return ans

Problem Description (on the X-axis) :

Each squares fall one by one. Each square is given by positions[i] = [left_i, 
sideLength_i].
A square drops vertically until it lands on the X-axis or on top of a 
previous square.Touching only at the left or right edge does not count as 
landing.
After each drop, record the maximum stacked height so far and return 
the array ans.
Constraints: 1 <= positions.length <= 1000, 1 <= left_j <= 10^8, 1 <= 
sideLength_i <= 10^6.

Generated Code by LLM 
(Functionally Correct but Inefficient)

Brute-force solution 
allocates a huge array of 
size 10^8 and scans or 
updates every coordinate in 
[left, right] for each falling 
square.
This solution is impractical 
for large coordinates.

• Coordinate Discretization 
• Segment Tree for range 
max query and interval 
update

Time Complexity: O(n log n)

Inefficiency Issue: 
Brute-Force Interval 
Operations

Efficient Solution 
(Canonical)

Figure 1: A motivational example comparing an LLM-
generated brute-force solution with a traditional efficient
segment tree solution.

inherent in post-generation optimization. These
methods require repeatedly generating and evalu-
ating code, wasting substantial computational re-
sources before corrections take effect.

To address these limitations, we introduce Co-
Effi, a collaborative decoding framework designed
for the generation process of code LLMs. Co-
Effi enhances efficiency by intervening in token
selection in real-time through a decoupled large-
small model synergy. CoEffi uses a smaller LoRA
tuned model from the same family as an efficiency
expert (Hu et al., 2021). Tokenizer and architec-
tural compatibility enable token level collaboration,
while base model evaluation and fallback sampling
reduce intervention risk. Each model family re-
quires its own trained expert, which can be reused
across compatible base model scales within that
family. Furthermore, to balance aggressive effi-
ciency rewrites with the preservation of functional
correctness, CoEffi incorporates a region-aware dy-
namic acceptance threshold mechanism that adap-
tively relaxes or tightens acceptance criteria based
on historical decoding states.

To verify the generalization of our method, we
selected four model families (DeepSeek-Coder,
Qwen2.5-Coder, OpenCoder, and StarCoder2),
which have demonstrated effectiveness in code
generation in previous studies and cover model
sizes from 1.3B to 8B. Experiments across Mer-
cury, ENAMEL, and EffiBench show consistent ef-
ficiency improvements across the evaluated model
families. Pass@1 improves consistently on Mer-
cury and ENAMEL, while EffiBench presents
model dependent gains and regressions. Notably,
our framework exhibits even stronger potential in
high difficulty programming tasks and maintains
robustness across various sampling configurations.

The primary contributions of this paper are sum-

marized as follows:

• We propose CoEffi, a collaborative decoding
framework integrating large-small model syn-
ergy and a region-aware dynamic acceptance
threshold mechanism, which has not been ex-
plored for efficient code generation.

• We evaluate CoEffi on four code LLM fami-
lies and three efficiency centric benchmarks.
CoEffi consistently improves efficiency met-
rics across the evaluated settings and im-
proves functional correctness on Mercury and
ENAMEL, while EffiBench shows model de-
pendent correctness trade-offs.

• To support the open science community, we
have open-sourced our framework and experi-
mental scripts for future research.1

2 Related Work

2.1 Collaborative Decoding
The core idea of collaborative decoding is to lever-
age the complementary advantages of a large lan-
guage model and lightweight auxiliary models,
thereby enhancing overall multi-domain exper-
tise, safety, or attribute control without retrain-
ing the large model. Recent studies (Shen et al.,
2024; Cao et al., 2023; Liu et al., 2021; Zhong
et al., 2023) modify the token distribution of
the large model through simple probability oper-
ations—such as products, ratios, or distribution
reconstruction—thereby enhancing specific capa-
bilities while maintaining fluency and minimizing
inference overhead.

We emphasize that although CoEffi is also an
implementation based on this paradigm, we intro-
duce two innovations for enhancing the efficiency
of code generated by code LLMs based on two
insights: (1) macro continuity: forming efficient
algorithmic logic often spans a long code genera-
tion process, which requires continuous interven-
tion to satisfy long-range dependencies (Sun et al.,
2020; Zhang et al., 2025b; Mukherjee et al., 2021).
Therefore, we adopt a dynamic threshold; when the
efficiency expert model generates highly consistent
and efficient code, the dynamic threshold is relaxed
to achieve more frequent interventions. (2) micro
explorability: efficient algorithms often have mul-
tiple implementations, requiring the model to pos-
sess the ability to explore diverse structures (Lee

1https://github.com/qingq-l/CoEffi
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et al., 2025; Dilhara et al., 2024). Therefore, we
employ random sampling scaled by the dynamic
threshold, increasing generation diversity to ex-
plore more efficient patterns.

2.2 Methods for Enhancing Code Efficiency

Existing methods can be classified by the timing
of intervention. Training phase: EffiCoder (Huang
et al., 2024c) utilizes execution feedback to con-
struct efficiency datasets for fine-tuning; RLEF
(Gehring et al., 2024) adopts reinforcement learn-
ing for iterative optimization; CodeDPO (Zhang
et al., 2025a) automatically constructs preference
pairs through execution verification for DPO align-
ment; SkelDPO (Yu and Lyu, 2026) further extracts
program skeletons, incorporating both the original
code and the skeletons into DPO optimization; and
ReflexiCoder (Jiang et al., 2026) internalizes the
efficiency reflection chain into model weights.

Pre-generation phase: LLM4EFFI (Ye et al.,
2025) first generates an efficiency analysis report
to guide subsequent code generation. Unlike post-
processing methods that rely on execution feed-
back, it attempts to prevent inefficient code by tar-
geting generation goals from the outset. We con-
sider this as another solution to Limitation 2, but
since it operates in the pre-generation phase and
does not involve model fine-tuning, its paradigm
differs from that of CoEffi. Therefore, it is not
included in the experimental comparison.

Post-generation phase: ORPS (Yu et al., 2024)
selects efficient candidates via tree search; Ef-
fiLearner (Huang et al., 2024a) and Afterburner
(Du et al., 2026) iteratively rewrite code based
on execution feedback. Compared to the above
methods, our CoEffi fills the gap in intervention
timing by intervening during the generation pro-
cess. Although post-generation methods follow a
different computational workflow, we additionally
compare CoEffi with EffiLearner under the same
local-model configurations to provide a practical
reference.

3 Methodology

In this section, we elaborate on the specific imple-
mentation of CoEffi. As shown in Figure 2, the
CoEffi framework primarily consists of two core
modules: (A) efficiency expert model fine-tuning
(Section 3.1), which obtains an efficiency expert
model via parameter efficient fine-tuning; (B) dy-
namic collaborative decoding (Section 3.2), which

uses a dynamic threshold for large-small model
synergistic generation.

3.1 Efficiency Expert Model Fine-Tuning

3.1.1 Motivation for Parameter Efficient
Fine-Tuning

In CoEffi, the efficiency expert model is the source
of code efficiency. CoEffi introduces efficient to-
kens by having the efficiency expert model inter-
vene in the base model during the decoding pro-
cess. To obtain the efficiency expert model, we
adopt LoRA (Hu et al., 2021) for parameter effi-
cient fine-tuning of the code LLM, due to the high
acquisition cost and limited availability of efficient
code optimization data, as well as the possibility
that users may need to deploy the model in resource
constrained private environments. This approach
reduces the required scale of training data and also
alleviates the memory and computational burden
during deployment. Compared with fine-tuning
methods tied to a specific model instance, CoEffi
allows one family specific expert to support com-
patible base model scales within the same family.

3.1.2 Skeleton Augmented Preference
Optimization

SkelDPO(Yu and Lyu, 2026) extends standard DPO
by augmenting the paired “inefficient-efficient”
code samples with skeleton pairs extracted from the
code, i.e., structural abstractions that reflect high-
performance implementation patterns. The training
objective is a convex combination of a code pref-
erence loss Lcode and a skeleton preference loss
Lskel:

L = αLcode + (1− α)Lskel, α ∈ [0, 1] (1)

During training, the model takes as input tok-
enized prompt-response pairs (code or skeleton)
with attention and response masks, and outputs
the scalar loss L defined in Equation (1). Specif-
ically, each sample consists of a problem descrip-
tion q, efficient code cw, inefficient code cl, and
their skeletons sw, sl. The code branch concate-
nates q with cw (or cl) to form input sequences,
while the skeleton branch concatenates q with sw
(or sl) and uses a response mask to mark the skele-
ton answer part. Both the trainable model (with
LoRA) and a frozen reference model (without
LoRA) compute the token-average log probability
p̄ for each input sequence, yielding the DPO reward
r = β(p̄θ − p̄ref). The code loss and skeleton loss
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Pretrained 
Code LLM

Pretrained
Weights

Efficiency 
Expert

Parameters          N

Efficiency Datasets
(Mercury / EffiCoder / SkelDPO)

Inefficient Efficient
Code Pairs

(A) Efficiency Model Fine-Tuning

efficiency

Input Prefix (shared)

Efficiency Expert
（Parameters N）

Base Model

（Parameters          MxN）Higher temperature 
for expert

Proposes a token

Computes Dist_b
for candidate

Accept？ Yes

No Resample base：
‘max’

Accept expert：
‘se’

def max_queries(arr, queries):
ans = []
for l, r in queries:

ans.append(max(arr[l:r+1])) 
return ans

def max_queries(arr, queries):
st = segment_tree(arr)
ans = []
for l, r in queries:

ans.append(st.query(l, r))
return ans

(B) Dynamic Collaborative Decoding

Parameter-Eficient Fine-Tuning (LoRA)
Pretrained

Weights

Efficiency Expert
Weights

LoRA initialized with B = 0 and A ~ N 0 𝜎2 .

Wo is frozen.

LoRA Module(BA)

<s> array min number

2a

Computes Dist_e
for candidate

3a

2b

3b

se

0
0.2
0.4
0.6
0.8

1

t-9 t-8 t-7 t-6 t-5 t-4 t-3 t-2 t-1 t

Sliding window of 
historical acceptance α_t

Low recent acceptance → tighter threshold
High recent acceptance → relaxed threshold

0.72 , 0.68 , 0.77 , 0.76 …

4

5
Region-Aware Dynamic Threshold

0 2 4 6

O(log n)
O(n)

Efficiency Gain（10^)

Baseline (Scan)
Better 

(segment_tree)

6

7

Figure 2: Overview of the CoEffi framework. (A) Efficiency expert model fine-tuning via LoRA. (B) Dynamic
collaborative decoding with a region-aware dynamic threshold.

each adopt the form − log σ(rw − rl). For a de-
tailed definition of the loss formula, please refer to
Appendix A. Details regarding the comparative ex-
periments among different training paradigms and
the configuration of hyperparameters are provided
in Appendix C.4.

3.2 Dynamic Collaborative Decoding

CoEffi’s dynamic collaborative decoding is built
upon two key observations.

First, the asymmetry of expert proposals: the
efficiency tuned model exhibits a higher tendency
to propose efficient rewrites at its positions, but
its ability to guarantee functional correctness, es-
pecially satisfying long range dependencies and
maintaining overall code integrity, remains weaker
than that of the base model. Hence the expert is
suitable as a proposer, while the base model must
act as the evaluator and decision maker.

Second, the local stationarity of model disagree-
ment: the degree of agreement between the two
models, captured by the ratio rt (Equation 3), tends
to be locally smooth. If the base model consis-
tently accepts the expert’s proposals for several
consecutive steps, it is likely to continue doing so
in the near future; similarly, consecutive rejections
often indicate a region where the expert is unre-
liable. This property enables us to use a sliding
window of recent agreement history to estimate the

current risk level and adapt the dynamic threshold
accordingly.

Based on these observations, we adopt a decou-
pled evaluation framework. At each time step, the
expert proposes a candidate token, the base model
evaluates its acceptance degree, and we adaptively
adjust the acceptance criteria according to the re-
cent history. The process proceeds as follows.

Candidate proposal At time step t, we sample a
candidate token x̃t from the expert’s distribution:

x̃t ∼ pE(· | x1, . . . , xn+t−1) (2)

A slightly higher temperature is used for the expert
to encourage exploration of aggressive efficiency
rewrites.

Acceptance evaluation To quantify how much
the base model accepts this candidate, we compute
the conditional probability ratio:

rt =
pB(x̃t | x1, . . . , xn+t−1)

pE(x̃t | x1, . . . , xn+t−1) + ϵ
(3)

The objective acceptance degree is then defined as
αt = min(rt, 1). Truncation at 1 prevents high-
frequency tokens from dominating the scale.

Region-aware dynamic acceptance threshold
(for macro continuity). Based on the above un-
derstanding of macro continuity, we adopt a dy-
namic threshold instead of a fixed one. Specifically,
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we maintain a sliding window Ht of length w that
records the recent αj , and compute their mean:

ᾱt =
1

w

t∑

j=t−w+1

αj (4)

ᾱt serves as an online estimate of the current risk
level, leveraging the local stationarity of disagree-
ment.

• Penalty mechanism: when ᾱt < 0.3 (con-
secutive rejections → high risk region), we
increase the dynamic threshold to make accep-
tance stricter, preventing aggressive proposals
from damaging functional correctness.

• Reward mechanism: when ᾱt > 0.8 (con-
secutive acceptances → low risk region), we
decrease the dynamic threshold to accept
more efficient interventions.

The dynamic threshold τt is updated as:

τt+1 = clip(τt +∆t, τmin, τmax) ,

∆t =





+δ, ᾱt < 0.3

−δ, ᾱt > 0.8

0, otherwise

(5)

Hard boundaries [τmin, τmax] prevent two undesir-
able extremes: an unbounded increase would cause
all expert candidates to be rejected, while an un-
bounded decrease would cause all expert candi-
dates to be accepted regardless of quality.

Random acceptance sampling (for micro ex-
plorability). Based on the above understanding
of micro explorability, we employ random ac-
ceptance sampling where the dynamic threshold
τt acts as a scaling factor, rather than a determin-
istic cutoff. We draw a uniform random number
ut ∼ Uniform(0, 1) and scale it by the dynamic
threshold:

ũt = ut · τt (6)

The final token is decided by:

xn+t =

{
x̃t, if ũt < min(1, rt)

x̂t ∼ pB(· | x<n+t), otherwise
(7)

That is, if the scaled random number ũt is less than
the minimum acceptance probability min(1, rt),
we accept the expert’s candidate token x̃t; oth-
erwise, we reject the expert’s proposal and fall-
back to sampling a token x̂t directly from the base

model’s distribution pB . This fallback mechanism
ensures functional correctness when the expert’s
proposal is too aggressive or unreliable.

When τt = 1, this reduces to standard specula-
tive acceptance. When τt > 1 (conservative state),
acceptance is harder; when τt < 1 (trusting state),
acceptance is easier. This multiplicative coupling
unifies region judgment (from ᾱt) and step wise
divergence (from rt) into a single smooth accep-
tance mechanism, achieving both macro continuity
and micro explorability. Default hyperparameters
are: τ0 = 0.5, w = 10, δ = 0.10, τmin = 0.3,
τmax = 1.2.

4 Experimental Setup

In this section, the experimental setup will be intro-
duced. We also provide a summary table of some
key hyperparameters. Please refer to Appendix B.

4.1 Datasets and Benchmarks

We use three efficiency-oriented Python training
sets to construct baselines and candidate efficiency
expert models for collaborative decoding: Mer-
cury (Du et al., 2024), EffiCoder (Huang et al.,
2024c), and SkelDPO (Yu and Lyu, 2026). Evalua-
tion is conducted on Mercury-eval (Du et al., 2024),
ENAMEL (Qiu et al., 2025), and EffiBench (Huang
et al., 2024b). Dataset construction details, bench-
mark specifications, and contamination controls are
provided in Appendix C.1, C.2, and C.3.

4.2 Models and Baselines

We employ four instruction-tuned code LLMs as
base models: DeepSeek-Coder (6.7B) (Guo et al.,
2024), Qwen2.5-Coder (7B) (Hui et al., 2024),
OpenCoder (8B) (Huang et al., 2025), and Star-
Coder2 (7B) (Lozhkov et al., 2024). Baselines
include the original instruction tuned model, SFT,
DPO, and SkelDPO. We additionally compare Co-
Effi with EffiLearner on Mercury under the same lo-
cal model configurations. For collaborative decod-
ing, each base model is paired with a smaller same-
family expert (DeepSeek-Coder-1.3B, Qwen2.5-
Coder-1.5B, OpenCoder-1.5B, and StarCoder2-3B)
fine-tuned with LoRA. Training configurations are
provided in Appendix C.4.

4.3 Collaborative Inference

CoEffi operates at generation time without
evaluation-feedback loops, attaching a lightweight
efficiency expert model to the base model via LoRA
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Table 1: Comparison of code efficiency across benchmarks.

Model Variant Beyond@1 ↑ Eff@1 ↑ ET (s) ↓ NET ↓ MU (MB) ↓ NMU ↓ TMU (MB·s) ↓ NTMU ↓

DeepSeek-Coder (6.7B)

Instruct 0.5985 0.2208 0.24 2.66 37.02 1.10 16.07 3.65
DPO 0.6252 (↑4.5%) 0.2552 (↑15.6%) 0.22 (↓8.3%) 2.41 (↓9.4%) 63.30 (↑71.0%) 1.80 (↑63.6%) 78.14 (↑386.2%) 14.58 (↑299.5%)
SFT 0.6412 (↑7.1%) 0.4347 (↑96.9%) 0.21 (↓12.5%) 2.42 (↓9.0%) 65.48 (↑76.9%) 1.85 (↑68.2%) 81.65 (↑408.1%) 16.16 (↑342.7%)
SkelDPO 0.6292 (↑5.1%) 0.2884 (↑30.6%) 0.21 (↓12.5%) 2.51 (↓5.6%) 68.22 (↑84.3%) 1.94 (↑76.4%) 122.44 (↑661.9%) 25.21 (↑590.7%)
CoEffi 0.6692 (↑11.8%) 0.3072 (↑39.1%) 0.20 (↓16.7%) 2.15 (↓19.2%) 36.91 (↓0.3%) 1.07 (↓2.7%) 13.31 (↓17.2%) 2.89 (↓20.8%)

DeepSeek-Coder (1.3B) Instruct 0.4183 0.2138 0.44 4.71 113.75 2.94 205.81 30.61
CoEffi 0.4436 (↑6.0%) 0.2950 (↑38.0%) 0.37 (↓15.9%) 3.88 (↓17.6%) 47.49 (↓58.3%) 1.24 (↓57.8%) 39.48 (↓80.8%) 6.07 (↓80.2%)

Qwen2.5-Coder (7B)

Instruct 0.6656 0.1760 0.18 2.04 33.68 1.00 7.08 1.56
DPO 0.6908 (↑3.8%) 0.1797 (↑2.1%) 0.16 (↓11.1%) 1.85 (↓9.3%) 38.31 (↑13.7%) 1.12 (↑12.0%) 17.17 (↑142.5%) 3.83 (↑145.5%)
SFT 0.6832 (↑2.6%) 0.3922 (↑122.8%) 0.16 (↓11.1%) 1.91 (↓6.4%) 34.74 (↑3.1%) 1.00 (↑0.0%) 7.07 (↓0.1%) 1.49 (↓4.5%)
SkelDPO 0.6842 (↑2.8%) 0.2109 (↑19.8%) 0.17 (↓5.6%) 2.02 (↓1.0%) 61.60 (↑82.9%) 1.82 (↑82.0%) 75.47 (↑966.0%) 17.11 (↑996.8%)
CoEffi 0.7263 (↑9.1%) 0.3156 (↑79.3%) 0.15 (↓16.7%) 1.78 (↓12.7%) 33.66 (↓0.1%) 1.01 (↑1.0%) 6.90 (↓2.5%) 1.55 (↓0.6%)

Qwen2.5-Coder (3B) Instruct 0.5779 0.1758 0.28 2.99 39.30 1.10 21.11 3.76
CoEffi 0.6091 (↑5.4%) 0.2161 (↑22.9%) 0.25 (↓10.7%) 2.67 (↓10.7%) 63.54 (↑61.7%) 1.87 (↑70.0%) 80.60 (↑281.8%) 16.88 (↑348.9%)

Qwen2.5-Coder (1.5B) Instruct 0.3470 0.1637 0.49 5.35 39.74 1.05 21.82 3.55
CoEffi 0.5413 (↑56.0%) 0.3752 (↑129.2%) 0.35 (↓28.6%) 3.58 (↓33.1%) 54.52 (↑37.2%) 1.31 (↑24.8%) 45.84 (↑110.1%) 5.97 (↑68.2%)

OpenCoder (8B)

Instruct 0.5129 0.2661 0.19 2.26 40.74 1.21 24.42 5.59
DPO 0.6359 (↑24.0%) 0.2923 (↑9.8%) 0.16 (↓15.8%) 1.90 (↓15.9%) 37.11 (↓8.9%) 1.13 (↓6.6%) 19.88 (↓18.6%) 4.96 (↓11.3%)
SFT 0.6706 (↑30.7%) 0.4286 (↑61.1%) 0.15 (↓21.1%) 1.62 (↓28.3%) 35.04 (↓14.0%) 1.02 (↓15.7%) 7.08 (↓71.0%) 1.40 (↓75.0%)
SkelDPO 0.6882 (↑34.2%) 0.2875 (↑8.0%) 0.18 (↓5.3%) 2.14 (↓5.3%) 36.03 (↓11.6%) 1.06 (↓12.4%) 14.25 (↓41.6%) 3.18 (↓43.1%)
CoEffi 0.7110 (↑38.6%) 0.3010 (↑13.1%) 0.15 (↓21.1%) 1.82 (↓19.5%) 33.55 (↓17.6%) 1.00 (↓17.4%) 8.48 (↓65.3%) 2.02 (↓63.9%)

OpenCoder (1.5B) Instruct 0.5005 0.1889 0.22 2.38 50.13 1.35 36.03 6.37
CoEffi 0.6446 (↑28.8%) 0.2607 (↑38.0%) 0.20 (↓9.1%) 2.14 (↓10.1%) 36.28 (↓27.6%) 0.99 (↓26.7%) 8.92 (↓75.2%) 1.48 (↓76.8%)

StarCoder2 (7B)

Instruct 0.3744 0.2123 0.57 5.70 152.62 3.40 384.77 44.01
DPO 0.3947 (↑5.4%) 0.2507 (↑18.1%) 0.34 (↓40.4%) 3.91 (↓31.4%) 101.14 (↓33.7%) 2.74 (↓19.4%) 222.72 (↓42.1%) 39.90 (↓9.3%)
SFT 0.3824 (↑2.1%) 0.3614 (↑70.2%) 0.47 (↓17.5%) 4.70 (↓17.5%) 252.08 (↑65.2%) 5.48 (↑61.2%) 669.97 (↑74.1%) 65.53 (↑48.9%)
SkelDPO 0.3822 (↑2.1%) 0.2159 (↑1.7%) 0.50 (↓12.3%) 4.80 (↓15.8%) 231.48 (↑51.7%) 5.00 (↑47.1%) 558.21 (↑45.1%) 60.56 (↑37.6%)
CoEffi 0.4374 (↑16.8%) 0.2970 (↑39.9%) 0.49 (↓14.0%) 5.01 (↓12.1%) 78.43 (↓48.6%) 1.83 (↓46.2%) 102.64 (↓73.3%) 13.75 (↓68.8%)

StarCoder2 (3B) Instruct 0.1806 0.2039 0.84 8.29 81.17 2.17 176.60 30.13
CoEffi 0.2098 (↑16.2%) 0.2656 (↑30.3%) 0.66 (↓21.4%) 7.10 (↓14.4%) 80.37 (↓1.0%) 2.04 (↓6.0%) 156.79 (↓11.2%) 26.38 (↓12.5%)

adapters. The base model and expert operate un-
der distinct sampling configurations coupled with
a dynamic token acceptance mechanism. Com-
plete inference configurations are provided in Ap-
pendix C.5.

4.4 Evaluation Metrics

We report Pass@1 for functional correctness, mea-
suring the fraction of tasks that pass all tests.

For efficiency, we adopt Beyond@1 on Mercury
(Du et al., 2024), which quantifies the runtime im-
provement of generated code against a set of ref-
erence solutions. Failed solutions receive a score
of 0. We also report Eff@1 on ENAMEL (Qiu
et al., 2025), defined as the average efficiency score
against the expert reference. (Both metrics: higher
is better). On EffiBench (Huang et al., 2024b), we
report six resource-efficiency metrics: Execution
Time (ET), Normalized ET (NET), Max Memory
Usage (MU), Normalized MU (NMU), Total Mem-
ory Usage (TMU), and Normalized TMU (NTMU).
NET, NMU, and NTMU are ratios to the canonical
solution; lower is better for all six metrics. Formal
definitions are provided in Appendix C.6.

5 Main Results and Analysis

5.1 Overall Performance on Efficiency

We evaluate CoEffi on four code LLMs, compar-
ing it against the vanilla instruction-tuned mod-
els and fine-tuning-based approaches (DPO, SFT,

SkelDPO) across three efficiency-centric bench-
marks. As shown in Table 1, CoEffi achieves a
balanced optimization of execution time and mem-
ory usage on most models.

Compared to the vanilla instruction-tuned mod-
els, CoEffi yields substantial efficiency gains across
all benchmarks: Beyond@1 improves by 5%–56%
on Mercury, Eff@1 improves by 13%–129% on
ENAMEL, NET drops by 10%–33% on EffiBench,
and NTMU shrinks by up to 69% on memory-
intensive models (e.g., StarCoder2 7B). These re-
sults indicate that CoEffi achieves synergistic opti-
mization of execution efficiency and memory foot-
print across benchmarks, whereas fine-tuning meth-
ods often suffer from a pronounced time–space
imbalance.

Two patterns highlight CoEffi’s advantages.
First, on Qwen2.5-Coder 7B under EffiBench,
CoEffi reduces NET by 12.7% while NMU and
NTMU change by +1.0% and −0.6%, respectively,
achieving spatial efficiency close to human-written
canonical solutions and realizing dual optimization
of time and space efficiency. In contrast, SkelDPO-
baseline inflates NTMU by nearly 10× (+996.8%).
This difference is consistent with CoEffi’s design:
although the expert learns efficiency patterns from
SkelDPO data, the base model retains final decision
authority and can filter proposals that are incompat-
ible with the current context. Second, CoEffi gener-
alizes well to smaller models (1.5B–3B), achieving,
for example, a 56.0% Beyond@1 improvement on

16891



Table 2: Comparison of functional correctness across
benchmarks.

Model Variant pass@1(Mercury) ↑ pass@1(ENAMEL) ↑ pass@1(EffiBench) ↑

DeepSeek-Coder (6.7B)

Instruct 0.7736 0.3450 0.4870
DPO 0.8019 (↑ 3.7%) 0.3873 (↑ 12.3%) 0.4670 (↓ 4.1%)
SFT 0.7877 (↑ 1.8%) 0.7183 (↑ 108.2%) 0.4640 (↓ 4.7%)
SkelDPO 0.8019 (↑ 3.7%) 0.4295 (↑ 24.5%) 0.4810 (↓ 1.2%)
CoEffi 0.8255 (↑ 6.7%) 0.5352 (↑ 55.1%) 0.4690 (↓ 3.7%)

DeepSeek-Coder (1.3B) Instruct 0.5519 0.3170 0.2400
CoEffi 0.5849 (↑ 6.0%) 0.4436 (↑ 39.9%) 0.2800 (↑ 16.7%)

Qwen2.5-Coder (7B)

Instruct 0.8208 0.2464 0.4930
DPO 0.8538 (↑ 4.0%) 0.2471 (↑ 0.3%) 0.5640 (↑ 14.4%)
SFT 0.8443 (↑ 2.9%) 0.6126 (↑ 148.6%) 0.5540 (↑ 12.4%)
SkelDPO 0.8396 (↑ 2.3%) 0.2887 (↑ 17.2%) 0.5890 (↑ 19.5%)
CoEffi 0.8821 (↑ 7.5%) 0.4577 (↑ 85.8%) 0.5760 (↑ 16.8%)

Qwen2.5-Coder (3B) Instruct 0.7311 0.2676 0.4460
CoEffi 0.7642 (↑ 4.5%) 0.3521 (↑ 31.6%) 0.4780 (↑ 7.2%)

Qwen2.5-Coder (1.5B) Instruct 0.4575 0.3028 0.2950
CoEffi 0.6792 (↑ 48.5%) 0.5985 (↑ 97.7%) 0.2720 (↓ 7.8%)

OpenCoder (8B)

Instruct 0.6462 0.4436 0.5570
DPO 0.7689 (↑ 19.0%) 0.4507 (↑ 1.6%) 0.5420 (↓ 2.7%)
SFT 0.8066 (↑ 24.8%) 0.7535 (↑ 69.9%) 0.4490 (↓ 19.4%)
SkelDPO 0.8538 (↑ 32.1%) 0.4929 (↑ 11.1%) 0.5580 (↑ 0.2%)
CoEffi 0.8679 (↑ 34.3%) 0.4929 (↑ 11.1%) 0.4460 (↓ 19.9%)

OpenCoder (1.5B) Instruct 0.6415 0.3521 0.3250
CoEffi 0.8066 (↑ 25.7%) 0.4366 (↑ 24.0%) 0.3490 (↑ 7.4%)

StarCoder2 (7B)

Instruct 0.4906 0.3591 0.1620
DPO 0.5039 (↑ 2.7%) 0.4154 (↑ 15.7%) 0.1490 (↓ 8.0%)
SFT 0.5094 (↑ 3.8%) 0.6126 (↑ 70.6%) 0.1510 (↓ 6.8%)
SkelDPO 0.5047 (↑ 2.9%) 0.4225 (↑ 17.7%) 0.1750 (↑ 8.0%)
CoEffi 0.5708 (↑ 16.3%) 0.5070 (↑ 41.2%) 0.1870 (↑ 15.4%)

StarCoder2 (3B) Instruct 0.2406 0.3570 0.1530
CoEffi 0.3255 (↑ 35.3%) 0.4507 (↑ 26.3%) 0.1520 (↓ 0.7%)

Qwen2.5-Coder 1.5B and a 30.3% Eff@1 gain on
StarCoder2 3B, demonstrating that CoEffi remains
effective across different model scales.

In a few configurations, some fine-tuning meth-
ods outperform CoEffi. For example, on Star-
Coder2 7B, CoEffi underperforms other fine-tuning
baselines in NET reduction, yet it performs well
on Beyond@1 and Eff@1 (both reflecting tem-
poral efficiency) and maintains bounded memory
overhead. Overall, CoEffi improves execution ef-
ficiency across multiple dimensions, with model
dependent trade-offs in memory use and inference
cost.

Under the same local-model configurations on
Mercury, CoEffi improves Beyond@1 over Ef-
fiLearner by 1.26–3.33 percentage points across all
four models. On DeepSeek-Coder 6.7B, Qwen2.5-
Coder 7B, and StarCoder2 7B, CoEffi also im-
proves Pass@1 by 1.42–3.78 percentage points and
reduces the recorded runtime by 9.28%–24.33%.
On OpenCoder 8B, EffiLearner achieves 1.42 per-
centage points higher Pass@1, while CoEffi takes
20.22% longer and achieves 1.80 percentage points
higher Beyond@1.

5.2 Effect on Functional Correctness

We investigate the impact of CoEffi on functional
correctness (Pass@1) under the same configuration.
Table 2 summarizes the results. On Mercury and
ENAMEL, CoEffi consistently raises Pass@1. Rel-
ative gains range from 4.5% to 34.3% on Mercury
and 11.1% to 97.7% on ENAMEL. This suggests
that dynamic intervention can provide logical cor-

rections for conventional programming tasks.
On EffiBench, the experimental results present

a mixed picture. CoEffi has different impacts on
Pass@1 across different models, and similar mixed
results also appear in the fine-tuning baselines.
This indicates that in EffiBench, there is a more
complex tradeoff between code efficiency improve-
ment and functional correctness.

To understand why CoEffi improves Pass@1, we
conducted a token-level analysis, tracking whether
critical tokens originated from the expert model.
For tasks where the vanilla instruction-tuned mod-
els failed but CoEffi succeeded, we investigated
whether the critical shifts in algorithmic logic were
directly driven by the expert’s interventions.

Using DeepSeek-Coder (6.7B) on the Mercury-
eval benchmark as a case study, we identified 18
tasks that transitioned from incorrect to correct
after applying CoEffi. In 17 of these cases, the
tokens proposed by the efficiency expert played
the decisive role in correcting the logic (the re-
maining one was also indirectly influenced by the
intervention). Furthermore, experimental results
consistently show that CoEffi outperforms both the
standalone base model and the standalone expert
model. For detailed case analyses of the 18 tasks
and Pass@1 comparison results, see Appendix D.

These cases suggest that efficiency expert pro-
posals can introduce alternative implementation
patterns that improve correctness on some tasks.
The base model evaluates each proposal against the
complete generated prefix, and fallback sampling
limits incompatible interventions. This mechanism
does not guarantee correctness: as discussed in Ap-
pendix G, CoEffi can inherit systematic errors from
its expert’s training data.

5.3 Effectiveness under Increased Difficulty
We further investigate CoEffi on medium- and
high-difficulty programming scenarios.Table 3
shows part of the results.

On Mercury’s medium/hard subset, CoEffi im-
proves Beyond@1 by 10.7%–33.8% and Pass@1
by 13.7%–29.8%. Compared to the overall per-
formance on efficiency section, three out of four
models show even larger Beyond@1 gains under
increased difficulty. On EffiBench, CoEffi achieves
the largest NET reductions (average improvement
rising from 15.9% to 23.1%), and memory over-
head is substantially compressed, especially on
OpenCoder and StarCoder2. Functional correct-
ness on EffiBench shows mixed but acceptable
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Table 3: Partial comparison of efficiency and functional correctness on medium- and high-difficulty subsets.

Model Variant pass@1(Mercury) ↑ Beyond@1 ↑ pass@1(EffiBench) ↑ ET (s) ↓ NET ↓ MU (MB) ↓ NMU ↓ TMU (MB·s) ↓ NTMU ↓

DeepSeek-Coder (6.7B)

Instruct 0.6759 0.5273 0.4480 0.28 3.32 34.40 1.04 12.65 3.14
DPO 0.6966 (↑3.1%) 0.5456 (↑3.5%) 0.4380 (↓2.2%) 0.27 (↓3.6%) 3.16 (↓4.8%) 39.36 (↑14.4%) 1.16 (↑11.5%) 22.56 (↑78.3%) 5.13 (↑63.4%)
SFT 0.7241 (↑7.1%) 0.5772 (↑9.5%) 0.4340 (↓3.1%) 0.24 (↓14.3%) 2.77 (↓16.6%) 35.81 (↑4.1%) 1.00 (↓3.8%) 9.85 (↓22.1%) 1.92 (↓38.9%)

SkelDPO 0.7103 (↑5.1%) 0.5818 (↑10.3%) 0.4370 (↓2.5%) 0.24 (↓14.3%) 2.74 (↓17.5%) 40.42 (↑17.5%) 1.15 (↑10.6%) 30.54 (↑141.4%) 6.14 (↑95.5%)
CoEffi 0.7862 (↑16.3%) 0.6150 (↑16.6%) 0.4270 (↓4.7%) 0.22 (↓21.4%) 2.56 (↓22.9%) 38.00 (↑10.5%) 1.13 (↑8.7%) 19.15 (↑51.4%) 4.40 (↑40.1%)

Qwen2.5-Coder (7B)

Instruct 0.7448 0.6076 0.4900 0.21 2.47 42.84 1.29 33.84 7.92
DPO 0.7862 (↑5.6%) 0.6363 (↑4.7%) 0.5380 (↑9.8%) 0.18 (↓14.3%) 2.08 (↓15.8%) 35.19 (↓17.9%) 1.05 (↓18.6%) 11.51 (↓66.0%) 2.62 (↓66.9%)
SFT 0.8138 (↑9.3%) 0.6503 (↑7.0%) 0.5030 (↑2.7%) 0.18 (↓14.3%) 2.01 (↓18.6%) 36.62 (↓14.5%) 1.08 (↓16.3%) 15.00 (↓55.7%) 3.17 (↓60.0%)

SkelDPO 0.8094 (↑8.7%) 0.6441 (↑6.0%) 0.4510 (↓8.0%) 0.17 (↓19.0%) 1.90 (↓23.1%) 40.31 (↓5.9%) 1.17 (↓9.3%) 32.63 (↓3.6%) 6.93 (↓12.5%)
CoEffi 0.8483 (↑13.9%) 0.6725 (↑10.7%) 0.5420 (↑10.6%) 0.15 (↓28.6%) 1.84 (↓25.5%) 44.87 (↑4.7%) 1.33 (↑3.1%) 33.70 (↓0.4%) 7.62 (↓3.8%)
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Figure 3: Pass@1, Beyond@1, and Eff@1 vs. initial dynamic threshold τ0.

trends, consistent with the previous subsection.
These results confirm that CoEffi’s efficiency bene-
fits are consistent and even amplified in more chal-
lenging scenarios. Our case study shows how rising
problem difficulty manifests on the problems, and
how CoEffi stays effective. Full tables and case
studies are provided in Appendix E.

5.4 Component Ablation and Stability

We analyze CoEffi’s sensitivity to its initial dy-
namic threshold (τ0). Figure 3 shows the effect of
varying τ0 on functional and comprehensive met-
rics. More results are provided in Appendix F.

The dynamic threshold governs the intervention
intensity of the efficiency expert model. Rela-
tive to the initial dynamic threshold τ0 = 0.5, a
loose initial dynamic threshold (τ0 = 0.3) weak-
ens regulation, leading to moderate declines in Be-
yond@1 and Eff@1; a strict initial dynamic thresh-
old (τ0 = 0.8) causes resource overhead to rebound
and erodes comprehensive efficiency. The default
τ0 = 0.5 offers the best balance across the tested
settings.

We further evaluate the contributions of the
main components on Mercury. Compared with

the best fixed-threshold control, full CoEffi im-
proves Pass@1 by 0.5–2.8 percentage points and
Beyond@1 by 1.9–4.6 percentage points across
the four models. Full CoEffi also outperforms
the dynamic-threshold variant with a determin-
istic cutoff on both metrics for all four models,
demonstrating the contribution of stochastic ac-
ceptance. Compared with collaborative decoding
without efficiency-expert fine-tuning, full CoEffi
improves Pass@1 by 5.2–24.1 percentage points
and Beyond@1 by 5.2–19.4 percentage points. The
control without efficiency fine-tuning remains close
to the original instruction-tuned models, with abso-
lute differences within 2.36 percentage points for
Pass@1 and 1.12 percentage points for Beyond@1.
Full CoEffi also outperforms the standalone expert
and SkelDPO-trained base-model controls across
all four configurations.

We conduct three independent decoding runs for
each model on Mercury. Across the four models,
the sample standard deviation ranges from 0.0031
to 0.0170 for Pass@1 and from 0.0011 to 0.0112
for Beyond@1, showing limited variation across
runs.
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5.5 Qualitative Analysis
We conducted a qualitative analysis of CoEffi
based on three representative cases (detailed in
Appendix G). CoEffi significantly improves code
generation: it suppresses syntactic hallucinations,
guides efficient loop implementations, produces
rare algorithmic optimizations, and achieves ex-
ecution efficiency superior to both the vanilla
instruction-tuned models and fine-tuning baselines.
However, in one problem, CoEffi reproduced an
off-by-one indexing error present in its expert
model’s training data, indicating that CoEffi may
introduce systematic biases from the training data
source in some scenarios. Overall, CoEffi acts
as a high-level algorithmic heuristic, yet the qual-
ity of training data can affect its performance in
fine-grained generation scenarios.

6 Conclusion

In this paper, we introduced CoEffi, a dynamic col-
laborative decoding framework that fills the gap in
efficiency optimization for code generation during
the inference phase of code LLMs. CoEffi consis-
tently improves code efficiency metrics across eval-
uated settings, and enhances functional correctness
on Mercury and ENAMEL, while exhibiting model-
dependent correctness trade-offs on EffiBench. A
family specific trained expert can be reused across
compatible base-model scales within the same fam-
ily.

Limitations

In practical deployments, the inference latency of
code Large Language Models (LLMs) is a critical
metric. Since CoEffi requires synchronized infer-
ence between the base model and the expert model,
it inevitably introduces additional time overhead
compared to a standalone instruction-tuned model.
Across all evaluated model families, the inference
time of CoEffi is higher than that of the baselines,
with the latency amplification generally ranging
from 1.16× to 1.40×.

The root cause of this overhead lies in the serial
nature of autoregressive token generation, which
is further compounded by the synchronized dual-
model mechanism in CoEffi. Nevertheless, we ar-
gue that this overhead remains within an acceptable
range for practical applications. On one hand, we
implement a KV-Cache mechanism (Kwon et al.,
2023) to store the key-value states of historical to-
kens, effectively avoiding redundant computations.

On the other hand, as CoEffi serves as an effective
method for code performance enhancement, the
substantial efficiency gains it delivers justify the
moderate increase in inference latency.

Based on these observations, we recommend pri-
oritizing the smallest variant within the same model
family as the efficiency expert model during prac-
tical deployment, while dynamically adjusting the
expert’s scale based on specific application scenar-
ios. This strategy not only minimizes dependencies
on data scale and compute during training, but also
keeps the response time within a reasonable bound.
To further mitigate this limitation, our future work
will explore integrating accelerated collaborative
inference techniques (Fu et al., 2025) with CoEffi
to alleviate the latency bottleneck imposed by syn-
chronized inference.
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A Detailed Definition of the Loss Formula

This appendix restates the original formulation of
SkelDPO (Yu and Lyu, 2026), including the stan-
dard DPO loss, the code-level and skeleton-level
preference losses, and the joint training objective.

A.1 Standard DPO Loss
Direct Preference Optimization (DPO) optimizes
over preference pairs (y+, y−) for a given input x
via a contrastive objective:

LDPO(θ) =− E(x,y+,y−)

[
log σ

(
β
(

log πθ(y
+ | x)

− log πθ(y
− | x)

− log πref(y
+ | x)

+ log πref(y
− | x)

))]
,

(8)

where πθ is the current model, πref is a fixed
reference model, β > 0 is a temperature parameter,
and σ(·) is the sigmoid function.

A.2 Code-level Preference Loss Lcode

Applied to full, executable program pairs (y+, y−)
that differ in efficiency while holding correctness
comparable:

Lcode(θ) = LDPO
(
θ; (x, y+, y−)

)
. (9)

A.3 Skeleton-level Preference Loss Lskeleton

Applied to skeleton pairs (S+, S−) extracted from
the corresponding code versions:

Lskeleton(θ) = LDPO
(
θ; (x, S+, S−)

)
. (10)

A.4 Joint Objective of SkelDPO
For each problem, SkelDPO combines the two
losses with a convex coefficient α ∈ [0, 1]:

LSkelDPO(θ) = α · Lcode(θ) + (1− α) · Lskeleton(θ). (11)

This joint objective encourages the model to gen-
erate code that is both more correct and more effi-
cient at the whole-program level.

B Hyperparameter Details

Table 4 lists all key hyperparameters used in our
experiments.

C Detailed Experimental Setup

This appendix provides the complete details of our
experimental setup, including dataset construction,
benchmark specifications, contamination control,
training configurations, collaborative inference set-
tings, and formal metric definitions.

Table 4: Hyperparameters for CoEffi and baselines.

Component Parameter Value

CoEffi (inference)

Initial dynamic threshold τ0 0.5 (default)
Base temperature Tbase 0.6
Expert temperature Texpert 0.8
Sliding window size 10
Adjustment step 0.10

Fine-tuning (DPO/SFT/SkelDPO)

Learning rate 5× 10−6

Batch size 8
Epochs 1.5
Warmup ratio 0.1

Evaluation
Max new tokens 512 (EffiBench), 1024 (others)
Number of samples (Pass@1) 1
GPU 1× NVIDIA RTX PRO 6000 (96GB)

C.1 Dataset Construction Details

Mercury (Du et al., 2024). From 1,889 Leet-
Code problems, 1,633 tasks with ≥ 2 accepted so-
lutions (Python built-ins plus TreeNode, ListNode,
unique outputs) are retained. Top-5 runtime-
discrepant solution pairs form DPO training pairs
(faster preferred). 256 difficulty-balanced tasks are
held out as Mercury-eval.

EffiCoder (Huang et al., 2024c). Its Effi-Instruct
split aggregates nine HuggingFace datasets. After
SelfCodeAlign filtering, 33,489 Python tasks re-
main; 9,451 are selected for SFT. For each task,
multiple LLMs generate candidates; the solution
with lowest execution time and memory is chosen.
Missing tests are built via GPT-3.5-turbo.

SkelDPO (Yu and Lyu, 2026). Built from the
APPS dataset, candidate solutions are executed per
problem to check correctness and measure runtime.
The top-5 fastest correct solutions are labeled ef-
ficient, the slowest 5 inefficient. Code skeletons
are then extracted by computing token-level in-
tersections across efficient (and inefficient) imple-
mentations, replacing non-intersecting tokens with
placeholders. After filtering, the resulting dataset
comprises 2,880 training problems, each with an
efficient/inefficient code pair and a corresponding
skeleton pair.

C.2 Benchmark Details

Mercury-eval. Comprises 256 difficulty-
balanced tasks (88 Easy, 81 Medium, 87 Hard);
runtimes are compared with accepted reference
distributions.

ENAMEL (Qiu et al., 2025). Provides a stricter
HumanEval-style (Chen et al., 2021) framework
of 142 problems (from HumanEval/HumanEval+
excluding Θ(1) complexity), with expert-written
efficient references and strong test generators under
calibrated input sizes.
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EffiBench (Huang et al., 2024b). Contains
1,000 efficiency-critical LeetCode problems (171
Easy, 589 Medium, 240 Hard), measuring execu-
tion time and memory relative to canonical solu-
tions.

Increased Difficulty (§5.3). We remove Easy
instances: from Mercury-eval we retain Medium
and Hard tasks with non-empty static tests; from
EffiBench we keep Medium and Hard problems.
ENAMEL is excluded due to missing three-tier
difficulty annotations.

C.3 Data Overlap and Contamination Control
We use the officially released benchmark versions
without modification. To mitigate data contam-
ination, we adopt the following measures: (1)
Mercury-eval is disjoint from the Mercury train-
ing set by construction; (2) EffiCoder authors con-
firm no exact duplicates between their training data
and EffiBench, with negligible vocabulary over-
lap («0.2% ); (3) SkelDPO is trained on the APPs
dataset, whose problem sources differ from those of
LeetCode/HumanEval-based benchmarks, reduc-
ing the risk of direct overlap; (4) We confirm that
ENAMEL and EffiBench have no known overlap
with our training sets.

C.4 Training Configuration
SFT, DPO, and SkelDPO use LoRA (rank 16, al-
pha 32, dropout 0.05) on attention and feed-forward
layers, learning rate 5e−6, max sequence length
2048. DPO and SFT train 1.5 epochs (DPO β =
0.1); SkelDPO follows its original settings. All effi-
ciency experts are uniformly trained with SkelDPO:
its dense efficiency-critical skeletons concentrate
token preferences on efficiency hotspots, giving
CoEffi’s lightweight intervention high-value gains
per acceptance.

C.5 Collaborative Inference Configuration
The expert is attached via LoRA, both float16.
The base model generates with nucleus sampling
(p = 0.95) at temperature 0.6, max new tokens
per benchmark default. The expert operates at tem-
perature 0.8. The initial dynamic threshold τ0 is
set to 0.5, bounded within [0.3, 1.2], with window
w = 10 and step 0.10.

C.6 Evaluation Metrics and Formal
Definitions

Functional Correctness: Pass@1. Pass@1 is
the fraction of tasks passing all tests. Let gi ∈

{0, 1} be the correctness indicator for problem i:

Pass@1 =
1

N

N∑

i=1

gi. (12)

Mercury: Beyond@1. For task n, with reference
runtimes Rn and generated runtime rn:

pn =
max(Rn)− clip

(
rn,min(Rn),max(Rn)

)

max(Rn)−min(Rn)
, (13)

Beyond@1 =
1

N

N∑

n=1

pn. (14)

Failed solutions receive rn = +∞ (pn = 0).

ENAMEL: Eff@1. The average efficiency score
against the expert reference:

Eff@1 =
1

N

N∑

i=1

ei. (15)

EffiBench Resource Metrics. We report Exe-
cution Time (ET), Normalized ET (NET), Max
Memory Usage (MU), Normalized MU (NMU), To-
tal Memory Usage (TMU), and Normalized TMU
(NTMU). NET, NMU, and NTMU are ratios to
the canonical solution; lower is better for all six
metrics.

Execution Time (ET). Average execution time:

ET =
1

N

N∑

i=1

Tcode(i), (16)

where Tcode(i) is the execution time of the gener-
ated code for problem i, and N is the total number
of evaluated problems.

Normalized Execution Time (NET). Normal-
ized execution time:

NET =
1

N

N∑

i=1

Tcode(i)

Tcanonical(i)
, (17)

where Tcanonical(i) is the execution time of the
canonical (reference) solution. NET > 1 indicates
the generated code is slower than the canonical
solution.

Max Memory Usage (MU). Average peak mem-
ory usage:

MU =
1

N

N∑

i=1

Mcode(i), (18)

where Mcode(i) is the peak memory usage of the
generated code across all test cases for problem i.
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Normalized Max Memory Usage (NMU). Nor-
malized peak memory usage:

NMU =
1

N

N∑

i=1

Mcode(i)

Mcanonical(i)
, (19)

where Mcanonical(i) is the peak memory usage of
the canonical solution.

Total Memory Usage (TMU). Total memory us-
age, defined as the area under the memory-time
curve:

TMU =
1

N

N∑

i=1

∫ Ttotal(i)

0
Mi(t) dt, (20)

where Mi(t) is the memory usage over time for
problem i, and Ttotal(i) is the total execution time.
The integral is computed numerically (e.g., via the
trapezoidal rule).

Normalized Total Memory Usage (NTMU).
Normalized total memory usage:

NTMU =
1

N

N∑

i=1

TMUcode(i)

TMUcanonical(i)
, (21)

where TMUcode(i) and TMUcanonical(i) are the to-
tal memory usages of the generated code and the
canonical solution for problem i, respectively.

D Detailed Data for the Analysis of
CoEffi’s Correctness Improvement

Table 5: Comparison of SkelDPO across scales and
CoEffi on Mercury.

Model Variant Pass@1 ↑ Beyond@1 ↑

DeepSeek-Coder
SkelDPO (1.3B) 0.5708 0.4278
SkelDPO (6.7B) 0.8019 0.6292
CoEffi (6.7B) 0.8255 0.6692

Qwen2.5-Coder
SkelDPO (1.5B) 0.5755 0.4635
SkelDPO (7B) 0.8396 0.6842
CoEffi (7B) 0.8821 0.7263

OpenCoder
SkelDPO (1.5B) 0.7123 0.5575
SkelDPO (8B) 0.8538 0.6882
CoEffi (8B) 0.8679 0.7110

StarCoder2
SkelDPO (3B) 0.2925 0.2011
SkelDPO (7B) 0.5047 0.3822
CoEffi (7B) 0.5708 0.4374

1. license-key-formatting
Error: Baseline uses list insert in a loop causing O(N2)
time.
Fix: CoEffi uses string slicing with join to rebuild the
string in linear time.
Attribution: Expert injection.

2. longest-palindrome
Error: Baseline parity check fails with multiple odd-
frequency characters.
Fix: CoEffi adds all even counts fully, adds count minus
one for odds, and adds one if any odd exists.
Attribution: Expert injection.

3. cut-off-trees-for-golf-event
Error: Baseline uses Dijkstra for each step in a large ma-
trix.
Fix: CoEffi switches to standard BFS for shortest paths
on unweighted graphs.
Attribution: Butterfly effect: baseline wrote the bfs skele-
ton, expert patched loop-state updates via «E>.

4. count-of-range-sum
Error: Baseline binary search direction is reversed.
Fix: CoEffi corrects the inequality.
Attribution: Expert injection.

5. preimage-size-of-factorial-zeroes-function
Error: Baseline has redundant dual while loops with
complex boundary conditions.
Fix: CoEffi abstracts a find_k helper and returns the
difference between k+1 and k.
Attribution: Expert injection.

6. palindrome-pairs
Error: Baseline uses a memory-intensive custom hand-
written trie.
Fix: CoEffi replaces it with a hash table storing reversed
strings and matches via prefix and suffix splitting.
Attribution: Expert injection.

7. word-break-ii
Error: Baseline uses backward DP with heavy string
strip() concatenation risking memory limit.
Fix: CoEffi uses forward DP with list storage and final
join output.
Attribution: Expert injection.

8. power-of-three
Error: Baseline uses math.log10 causing float precision
errors on large inputs.
Fix: CoEffi provides a loop divide-by-three method or a
constant-time magic number check 1162261467 % n ==
0.
Attribution: Expert injection.

9. sliding-window-median
Error: Baseline uses SortedList.remove() which is
costly for large windows.
Fix: CoEffi adopts a dual-heap architecture with lazy
deletion and heap balancing.
Attribution: Expert injection.

10. 24-game
Error: Baseline has poorly structured nested loops with
pop() missing permutations.
Fix: CoEffi passes a newly constructed list with the opera-
tion result to DFS.
Attribution: Expert injection.

11. integer-to-english-words
Error: Baseline relies on a large dictionary with reverse
modulo failing on zero and carry.
Fix: CoEffi splits logic into hierarchical helper functions
for digit processing.
Attribution: Expert injection.

12. k-inverse-pairs-array
Error: Baseline DP subtraction lacks negative modulo
handling.
Fix: CoEffi adds MOD before taking modulo to avoid
negative values.
Attribution: Expert injection.

13. course-schedule-iii
Error: Baseline greedy replacement condition is too rigid.
Fix: CoEffi simplifies by pushing all to a max-heap and
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popping the largest when total exceeds deadline.
Attribution: Expert injection.

14. strange-printer
Error: Baseline interval DP update is overly complex
with fragile boundaries.
Fix: CoEffi moves the equality check early to simplify the
state transition.
Attribution: Expert injection.

15. word-ladder-ii
Error: Baseline double-loop string concatenation causes
time limit exceeded.
Fix: CoEffi uses defaultdict(list) to maintain a layer
graph of old and new states.
Attribution: Expert injection.

16. sliding-puzzle
Error: Baseline dynamically computes 2D coordinate
transforms in every BFS step.
Fix: CoEffi hardcodes a one-dimensional moves dictio-
nary for all six positions.
Attribution: Expert injection.

17. strong-password-checker
Error: Baseline has conflicting delete and replace logic
in a lengthy else branch.
Fix: CoEffi categorizes length greater than twenty and
correctly computes the offset between replace and delete.
Attribution: Expert injection.

18. zigzag-conversion
Error: Baseline uses relative state flipping which is prone
to edge-case failures.
Fix: CoEffi uses absolute state judgment based on current
row position.
Attribution: Expert injection.

E Effectiveness under Increased
Difficulty: Detailed Data and Case
Analyses

E.1 Complete Metrics on Medium-and-Hard
Subsets

Table 6 reports all efficiency and correctness met-
rics for the medium-and-hard subsets of Mercury
and EffiBench, corresponding to the summary in
the main paper.

E.2 Case Studies
We select two problems from the Mercury bench-
mark, “Plus One” (easy) and “Russian Doll En-
velopes” (hard), and conduct a comparative anal-
ysis between the vanilla instruction-tuned models
and CoEffi implementations on DeepSeek-Coder.
As shown in Figure 4 and Figure 5, for Plus One,
the vanilla instruction-tuned models adopts an in-
teger conversion approach (O(n) time, O(n) space,
with large constant overhead), whereas CoEffi uses
in-place carry simulation (O(n) time, O(1) space,
avoiding type conversions). Both share the same
asymptotic complexity, but the constant-factor op-
timization causes beyond_p to jump from 0.224
to 1.000, indicating that CoEffi can generate so-
lutions with superior constant factors on simple

problems where asymptotic improvement is hard
to achieve. For Russian Doll Envelopes, the vanilla
instruction-tuned models uses O(n2) dynamic pro-
gramming and suffers from severe timeout, while
CoEffi employs patience sorting with sorting and
binary search, reducing the complexity to O(n log
n) and causing beyond_p to leap from 0.000 to
0.984, demonstrating that CoEffi can generate so-
lutions with superior asymptotic complexity on
harder problems.

F Parameter Sensitivity Analysis:
Detailed Data Bar Chart

Figure 6 shows the effect of varying τ0 on Ef-
fiBench efficiency metrics. The default τ0 = 0.5
provides the best trade-off.

G Qualitative Analysis

Corresponding Cases: base-7, word-search-ii,
first-missing-positive

G.1 Case 1: base-7 (Base-7 Conversion)

As shown in Figure 7.In the base-7 conver-
sion task, the base model produced severe syn-
tactic hallucinations (e.g., generating the non-
executable str(int(str), 10, 7)); DPO mis-
takenly used the octal conversion function oct();
while SkelDPO simply removed the minus sign and
converted to decimal, completely ignoring the core
conversion requirement. SFT generated logically
correct code but used while num > 0: in the loop
condition, which introduces additional comparison
overhead over many iterations. In contrast, CoEffi
successfully generated the standard iterative mod-
ulo algorithm and simplified the loop condition
to while num: (leveraging Python’s truth value
testing mechanism), thereby reducing unnecessary
comparisons. Consequently, CoEffi achieved a Be-
yond score of 0.8718, significantly outperforming
SFT’s 0.4182. This result demonstrates that CoEffi
not only effectively suppresses syntactic halluci-
nations but also guides the model toward more
efficient low-level implementation patterns.

G.2 Case 2: word-search-ii (Word Search II)

As shown in Figure 8.In the word search II
task, the base model, SFT, DPO, and SkelDPO
all implemented basic Trie matching or sim-
ple pruning, but none performed physical node
deletion. DPO only marked words as found
(del node['#']), while SFT had no pruning at
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Table 6: Full results on medium- and high-difficulty subsets.

Model Variant Pass@1 ↑ Beyond@1 ↑ Pass@1 ↑ ET (s) ↓ NET ↓ MU (MB) ↓ NMU ↓ TMU (MB·s) ↓ NTMU ↓
(Mercury) (EffiBench)

DeepSeek-Coder (6.7B)

Instruct 0.6759 0.5273 0.4480 0.28 3.32 34.40 1.04 12.65 3.14
DPO 0.6966 (↑3.1%) 0.5456 (↑3.5%) 0.4380 (↓2.2%) 0.27 (↓3.6%) 3.16 (↓4.8%) 39.36 (↑14.4%) 1.16 (↑11.5%) 22.56 (↑78.3%) 5.13 (↑63.4%)
SFT 0.7241 (↑7.1%) 0.5772 (↑9.5%) 0.4340 (↓3.1%) 0.24 (↓14.3%) 2.77 (↓16.6%) 35.81 (↑4.1%) 1.00 (↓3.8%) 9.85 (↓22.1%) 1.92 (↓38.9%)

SkelDPO 0.7103 (↑5.1%) 0.5818 (↑10.3%) 0.4370 (↓2.5%) 0.24 (↓14.3%) 2.74 (↓17.5%) 40.42 (↑17.5%) 1.15 (↑10.6%) 30.54 (↑141.4%) 6.14 (↑95.5%)
CoEffi 0.7862 (↑16.3%) 0.6150 (↑16.6%) 0.4270 (↓4.7%) 0.22 (↓21.4%) 2.56 (↓22.9%) 38.00 (↑10.5%) 1.13 (↑8.7%) 19.15 (↑51.4%) 4.40 (↑40.1%)

Qwen2.5-Coder (7B)

Instruct 0.7448 0.6076 0.4900 0.21 2.47 42.84 1.29 33.84 7.92
DPO 0.7862 (↑5.6%) 0.6363 (↑4.7%) 0.5380 (↑9.8%) 0.18 (↓14.3%) 2.08 (↓15.8%) 35.19 (↓17.9%) 1.05 (↓18.6%) 11.51 (↓66.0%) 2.62 (↓66.9%)
SFT 0.8138 (↑9.3%) 0.6503 (↑7.0%) 0.5030 (↑2.7%) 0.18 (↓14.3%) 2.01 (↓18.6%) 36.62 (↓14.5%) 1.08 (↓16.3%) 15.00 (↓55.7%) 3.17 (↓60.0%)

SkelDPO 0.8094 (↑8.7%) 0.6441 (↑6.0%) 0.4510 (↓8.0%) 0.17 (↓19.0%) 1.90 (↓23.1%) 40.31 (↓5.9%) 1.17 (↓9.3%) 32.63 (↓3.6%) 6.93 (↓12.5%)
CoEffi 0.8483 (↑13.9%) 0.6725 (↑10.7%) 0.5420 (↑10.6%) 0.15 (↓28.6%) 1.84 (↓25.5%) 44.87 (↑4.7%) 1.33 (↑3.1%) 33.70 (↓0.4%) 7.62 (↓3.8%)

OpenCoder (8B)

Instruct 0.6483 0.5178 0.4210 0.22 2.26 82.39 2.34 141.19 26.70
DPO 0.7793 (↑20.2%) 0.6387 (↑23.3%) 0.4190 (↓0.5%) 0.18 (↓18.2%) 2.04 (↓9.7%) 41.12 (↓50.1%) 1.24 (↓47.0%) 27.12 (↓80.8%) 6.04 (↓77.4%)
SFT 0.7586 (↑17.0%) 0.6005 (↑16.0%) 0.3140 (↓25.4%) 0.17 (↓22.7%) 1.89 (↓16.4%) 38.86 (↓52.8%) 1.07 (↓54.3%) 14.63 (↓89.6%) 2.70 (↓89.9%)

SkelDPO 0.7448 (↑14.9%) 0.5982 (↑15.5%) 0.4340 (↑3.1%) 0.19 (↓13.6%) 2.09 (↓7.5%) 33.04 (↓59.9%) 1.04 (↓55.6%) 11.57 (↓91.8%) 3.16 (↓88.2%)
CoEffi 0.8414 (↑29.8%) 0.6927 (↑33.8%) 0.4250 (↑1.0%) 0.15 (↓31.8%) 1.74 (↓23.0%) 32.81 (↓60.2%) 1.00 (↓57.3%) 6.24 (↓95.6%) 1.53 (↓94.3%)

StarCoder2 (7B)

Instruct 0.3517 0.2642 0.1240 0.77 7.10 351.05 7.23 947.43 87.04
DPO 0.3793 (↑7.8%) 0.2890 (↑9.4%) 0.1340 (↑8.1%) 0.69 (↓10.4%) 6.97 (↓1.8%) 202.96 (↓42.2%) 5.33 (↓26.3%) 539.33 (↓43.1%) 77.87 (↓10.5%)
SFT 0.3655 (↑3.9%) 0.2803 (↑6.1%) 0.1310 (↑5.6%) 0.69 (↓10.4%) 5.92 (↓16.6%) 73.08 (↓79.2%) 1.39 (↓80.8%) 80.72 (↓91.5%) 6.48 (↓92.6%)

SkelDPO 0.3931 (↑11.8%) 0.2980 (↑12.8%) 0.1470 (↑18.5%) 0.71 (↓7.8%) 7.00 (↓1.4%) 180.36 (↓48.6%) 5.00 (↓30.8%) 399.32 (↓57.9%) 83.02 (↓4.6%)
CoEffi 0.4000 (↑13.7%) 0.3104 (↑17.5%) 0.1150 (↓7.3%) 0.57 (↓26.0%) 5.62 (↓20.8%) 135.60 (↓61.4%) 3.07 (↓57.5%) 322.62 (↓65.9%) 35.21 (↓59.5%)

PROMPT Instruct-baseline CoEffi

You are given a large integer 
represented as an integer array digits,
where each digits[i] is the ith digit of
the integer. The digits are ordered
from most significant to least
significant in left-to-right order.
The large integer does not contain any
leading 0's.Increment the large
integer by one and return the
resulting array of digits.
class Solution(object):

def plusOne(self, 
digits):

"""
:type digits: 

List[int]
:rtype: List[int]
"""
# Write your code 

here

class Solution(object):

def plusOne(self, digits):

num =

int(''.join(map(str, digits)))

num += 1

return list(map(int, 

str(num)))

class Solution(object):

def plusOne(self, digits):

for i in

range(len(digits) - 1, -1, -

1):

if digits[i] == 9:

digits[i] = 0

else:

digits[i] +=

1

return digits

return [1] + digits

Figure 4: Example problem from Mercury. Solutions of the vanilla instruction-tuned models and CoEffi on “Plus
One” (easy difficulty) using DeepSeek-Coder 6.7B.
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PROMPT Instruct-baseline CoEffi

You are given a 2D array of 
integersenvelopes where envelopes[i] 
= [wi,hi] represents the width and 
theheight of an envelope.One
envelope can fit into another ifand
only if both the width and heightof
one envelope are greater than 
theother envelope's width and 
height.Return the maximum number 
ofenvelopes you can Russian doll 
(i.e.,put one inside the other).
class Solution(object):

def maxEnvelopes(self, 
envelopes):

"""
:type envelopes: 

List[List[int]]
:rtype: int
"""
# Write your code 

here

class Solution(object):
def maxEnvelopes(self, 

envelopes):
if not envelopes:

return 0

envelopes.sort(key=la
mbda x: (x[0], -x[1]))

dp = [1] *
len(envelopes)

for i in
range(len(envelopes)):

for j in range(i):
if

envelopes[i][1] >
envelopes[j][1]:

dp[i] =
max(dp[i], dp[j] + 1)

return max(dp)

import bisect

class Solution(object):
def maxEnvelopes(self, 

envelopes):
envelopes.sort(key=la

mbda x: (x[0], -x[1]))

dp = []

for _, height in
envelopes:

idx =
bisect.bisect_left(dp, height)

if idx == len(dp):
dp.append(hei

ght)
else:

dp[idx] =
height

return len(dp)

Figure 5: Example problem from Mercury. Solutions of the vanilla instruction-tuned models and CoEffi on “Russian
Doll Envelopes” (hard difficulty) using DeepSeek-Coder 6.7B.
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Figure 6: EffiBench efficiency metrics vs. initial dynamic threshold τ0.
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all. CoEffi outperformed all baselines in this
task, with its core advantage stemming from gen-
erating a advanced algorithmic optimization tech-
nique: dynamically deleting Trie nodes during DFS
(if not currentNode: trie.pop(letter)). By
promptly removing exhausted paths, this method
achieves dynamic compression of the search space,
significantly reducing runtime when processing
large dictionaries. This technique rarely appears in
training data, yet CoEffi successfully induced the
model to adopt it, demonstrating its ability to select
optimal complexity algorithms.

G.3 Case 3: first-missing-positive (First
Missing Positive)

As shown in Figure 9.In the first missing positive
task, CoEffi exhibited some fragility. It attempted
the in-place hashing algorithm but made a classic
off-by-one error in index mapping (using nums[a]
instead of nums[a-1]), leading to logic failure. No-
tably, SkelDPO exhibited exactly the same error.
In contrast, the base model and SFT robustly em-
ployed the “cyclic swap” algorithm, while DPO
(also using the marking method) handled index
mapping correctly.

In our experiments, the expert model in CoEffi
was trained on SkelDPO data. Thus, the inherent
index offset bias in SkelDPO was introduced into
CoEffi through the collaborative decoding process.
The expert model tends to guide the base model
toward patterns familiar from its training data, and
in this case those patterns unfortunately include the
index offset error. This phenomenon suggests that
CoEffi may, under specific circumstances, inherit
systematic errors from its training data source.
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CoEffi Instruct DPO SFT SkelDPO

Status: 
passed

Runtime: 
0.00020742 s

Status: 
fail

Runtime: 
Fail

Status: 
fail

Runtime: 
Fail

Status: 
fail

Runtime: 
Fail

Status: 
passed

Runtime: 
0.00022173 
s

class Solution(object):

def

convertToBase7(self,num):

if num == 0:

return '0'

negative = num < 0

num = abs(num)

result = ''

while num:

result =

str(num % 7) + result

num //= 7

return '-' +

result if negative else

result

class Solution(object):

def

convertToBase7(self, num):

if num == 0:

return '0'

else:

return

str(int(str(abs(num))), 

10, 7)

class Solution(object):

def

convertToBase7(self, num):

if num == 0:

return '0'

else:

return

str(oct(abs(num))).replace

('0o', '') if num >= 0

else '-' +

str(oct(abs(num))).replace

('0o', '')

class Solution(object):

def

convertToBase7(self, num):

if num == 0:

return '0'

result = ''

is_negative = num

< 0

num = abs(num)

while num > 0:

result =

str(num % 7) + result

num //= 7

return '-' +

result if is_negative else

result

class Solution(object):

def

convertToBase7(self, num):

if num == 0:

return "0"

else:

return

str(int(str(abs(num)).repl

ace("-", ""), 10)) if num

> 0 else "-" +

str(int(str(abs(num)).repl

ace("-", ""), 10))

Figure 7: Qualitative analysis for Case 1 (base-7).

SkelDPO

Status: 
passed

Runtime: 
0.00028849 s

Status: 
passed

Runtime: 
0.00032592 s

class Solution(object):
def findWords(self, board, 

words):
trie = {}
for word in words:

node = trie
for letter in word:

node =
node.setdefault(letter, {})

node['#'] = word
self.res = []
self.board = board
for i in range(len(board)):

for j in
range(len(board[0])):

if board[i][j] in
trie:

self.dfs(i, j, 
trie)

return self.res

def dfs(self, i, j, trie):
letter = self.board[i][j]
currentNode = trie[letter]
matchWord =

currentNode.pop('#', False)
if matchWord:

self.res.append(matchW
ord)

self.board[i][j] = '$'
for dx, dy in [(-

1,0),(1,0),(0,-1),(0,1)]:
x, y = i + dx, j + dy
if 0 <= x <

len(self.board) and 0 <= y <
len(self.board[0]) and
self.board[x][y] in currentNode:

self.dfs(x, y, 
currentNode)

self.board[i][j] = letter
if not currentNode:

trie.pop(letter)

class Solution(object):
def findWords(self, board, 

words):
trie = {}
for word in words:

node = trie
for letter in word:

if letter not in
node:

node[letter] = {}
node = node[letter]

node['#'] = word

def dfs(x, y, node):
if '#' in node:

res.append(node['#'])
del node['#']

letter = board[x][y]
node_next =

node.get(letter)
if node_next:

board[x][y] = '.'
for dx, dy in [(-1, 

0), (1, 0), (0, -1), (0, 1)]:
nx, ny = x + dx, 

y + dy
if 0 <= nx <

len(board) and 0 <= ny <
len(board[0]):

dfs(nx, ny, 
node_next)

board[x][y] = letter

res = []
for x in range(len(board)):

for y in
range(len(board[0])):

if board[x][y] in
trie:

dfs(x, y, trie)

return res

class Solution(object):
def findWords(self, board, 

words):
trie = {}
for word in words:

node = trie
for letter in word:

node =
node.setdefault(letter, {})

node['#'] = word

result = []
for i in range(len(board)):

for j in
range(len(board[0])):

self.dfs(board, i, 
j, trie, result)

return result

def dfs(self, board, i, j, trie, 
result):

if '#' in trie:
result.append(trie['#'])
del trie['#']

if i < 0 or i >= len(board) 
or j < 0 or j >= len(board[0]) or
board[i][j] not in trie:

return

letter = board[i][j]
board[i][j] = '$’
self.dfs(board, i + 1, j, 

trie[letter], result)
self.dfs(board, i - 1, j, 

trie[letter], result)
self.dfs(board, i, j + 1, 

trie[letter], result)
self.dfs(board, i, j - 1, 

trie[letter], result)
board[i][j] = letter

class Solution(object):
def findWords(self, board, 

words):
trie = {}
for word in words:

node = trie
for letter in word:

if letter not in
node:

node[letter] =
{}

node = node[letter]
node['#'] = word

self.res = []
self.board = board
for i in range(len(board)):

for j in
range(len(board[0])):

if board[i][j] in
trie:

self.dfs(i, j, 
trie)

return self.res

def dfs(self, i, j, trie):
letter = self.board[i][j]
currentNode = trie[letter]
matchWord =

currentNode.pop('#', False)
if matchWord:

self.res.append(matchWo
rd)

self.board[i][j] = '$'
for dx, dy in [(-1, 0), (1, 

0), (0, -1), (0, 1)]:
x, y = i + dx, j + dy
if 0 <= x <

len(self.board) and 0 <= y <
len(self.board[0]) and
self.board[x][y] in currentNode:

self.dfs(x, y, 
currentNode)

self.board[i][j] = letter
if not currentNode:

trie.pop(letter)

class Solution(object):
def findWords(self, board, 

words):
trie = {}
for word in words:

node = trie
for letter in word:

node =
node.setdefault(letter, {})

node['#'] = word
self.res = []
self.board = board
for i in range(len(board)):

for j in
range(len(board[0])):

if board[i][j] in
trie:

self.dfs(i, j, 
trie)

return self.res

def dfs(self, i, j, trie):
letter = self.board[i][j]
currentNode = trie[letter]
matchWord =

currentNode.get('#')
if matchWord:

self.res.append(matchWo
rd)

currentNode.pop('#')
self.board[i][j] = '$'
row, col = [0, 1, 0, -1], 

[1, 0, -1, 0]
for k in range(4):

x, y = i + row[k], j +
col[k]

if 0 <= x <
len(self.board) and 0 <= y <
len(self.board[0]) and
self.board[x][y] in currentNode:

self.dfs(x, y, 
currentNode)

self.board[i][j] = letter
if not currentNode:

trie.pop(letter)

Status: 
passed

Runtime: 
0.00032568 s

Status: 
passed

Runtime: 
0.00029945 s

Status: 
passed

Runtime: 
0.00032306 s

CoEffi Instruct DPO SFT

Figure 8: Qualitative analysis for Case 2 (word-search-ii).
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Status: 
fail

Runtime: 
Fail

Status: 
passed

Runtime: 
0.00073242 s

class Solution(object):
def

firstMissingPositive(self, 
nums):

if not nums:
return 1

n = len(nums)
for i in range(n):

if nums[i] <=
0 or nums[i] > n:

nums[i] =
1

for i in range(n):
a =

abs(nums[i])
if a == n:

nums[0] =
-abs(nums[0])

else:
nums[a] =

-abs(nums[a])
for i in range(1, 

n):
if nums[i] > 0:

return i
if nums[0] > 0:

return n + 1
return 1

class Solution(object):

def

firstMissingPositive(self, 

nums):

if len(nums) == 0:

return 1

n = len(nums)

for i in range(n):

while 1 <=

nums[i] <= n and

nums[nums[i] - 1] !=

nums[i]:

temp =

nums[i] - 1

nums[i], 

nums[temp] = nums[temp], 

nums[i]

for i in range(n):

if nums[i] !=

i + 1:

return i

+ 1

return n + 1

class Solution(object):

def

firstMissingPositive(self, 

nums):

if not nums:

return 1

n =

len(nums) 

for i in range(n):

if nums[i] <= 0

or nums[i] > n:

nums[i] = n

+ 1

for num in nums:

num = abs(num)

if num > n:

continue

num -= 1

if nums[num] > 0:

nums[num] =

-nums[num] 

for i in range(n):

if nums[i] >= 0:

return i + 1

return n + 1

class Solution(object):

def

firstMissingPositive(self, 

nums):

if not nums:

return 1

n = len(nums)

for i in range(n):

while 1 <=

nums[i] <= n and

nums[nums[i] - 1] !=

nums[i]:

nums[nums[

i] - 1], nums[i] = nums[i], 

nums[nums[i] - 1]

for i in range(n):

if nums[i] !=

i + 1:

return i +

1

return n + 1

class Solution(object):
def

firstMissingPositive(self, 
nums):

if not nums:
return 1

n =
len(nums) 

for i in range(n):
if nums[i] <= 0

or nums[i] > n:
nums[i] = 1

for i in range(n):
a = abs(nums[i])
if a == n:

nums[0] = -
abs(nums[0])

else:
nums[a] = -

abs(nums[a]) 
for i in range(1, n):

if nums[i] > 0:
return

i
if nums[0] > 0:

return n
return n + 1

Status: 
fail

Runtime: 
Fail

Status: 
passed

Runtime: 
0.00075126 s

Status: 
passed

Runtime: 
0.00087070s

SkelDPOCoEffi Instruct DPO SFT

Figure 9: Qualitative analysis for Case 3 (first-missing-positive).
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