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Abstract

The central tension in continual learning (CL)
is the trade-off between plasticity (acquiring
new knowledge) and stability (retaining prior
knowledge). We study how a pre-trained
backbone can be continually updated to ab-
sorb new knowledge while preserving exist-
ing capabilities, via capacity control: regulat-
ing the effective rank of each parameter up-
date, a per-step quantity directly controllable
inside a LoRA update. A controlled probe
of LoRA rank and placement across modules
and tasks reveals a consistent trade-off, with a
moderate-rank sweet spot that varies by place-
ment and task, leaving no universally optimal
fixed rank; a formal bound links forgetting to
update rank. Building on these findings, we pro-
pose Continual Dynamic Rank-Selective LoORA
(CoDyRA), which jointly trains each LoRA
update with rank minimization via sparsity-
promoting regularization on per-component im-
portance weights. The supervised objective
drives plasticity; rank minimization regular-
izes forgetting. We show that rank minimiza-
tion serves as an implicit forgetting regular-
izer in the CL regime, protecting general ca-
pability and prior-task knowledge simultane-
ously by controlling forgetting against the cur-
rent model state. Across MTIL, X-TAIL, and
TRACE (CLIP, LLaMA, Gemma), CoDyRA
outperforms prior CL. methods on new knowl-
edge learning and forgetting, achieving a strong
plasticity—stability balance. Project page:
artificer-ai-lab.github.io/CoDyRA.

1 Introduction

Continual learning (CL) (Hadsell et al., 2020;
De Lange et al., 2021; Wang et al., 2024) hinges on
balancing plasticity (acquiring new knowledge) and
stability (retaining prior knowledge) (McCloskey
and Cohen, 1989; Nguyen et al., 2019). With
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Figure 1: CL taxonomy. Model complementation:
freeze the PTM and add external modules. Model con-
tinually learned: update the PTM directly. (a) Model
complementation: per-task structure retained across
the stream as task-specific auxiliary modules (Wang
et al., 2022d,e; Yu et al., 2024; Xu et al., 2024) or
as maintained prior-task projections that keep new up-
dates orthogonal (Wang et al., 2023a; Liang and Li,
2024). While yielding strong stability and performance,
both rely on external modules alongside the PTM. (b)
Reference-constrained: PTM updates constrained by
stored data or memory (Li and Hoiem, 2017; Worts-
man et al., 2022; Zheng et al., 2023), at high training
cost with visible forgetting. (¢) Capacity-controlled
(ours): PTM updates bounded by effective rank, each
task merged into the PTM under a single forgetting cri-
terion (Sec. 3.2.2) covering pretrained capability and
prior tasks, with no past data, no task prediction, and no
extra inference overhead.

pre-trained models (PTMs), this trade-off sharp-
ens into two existing regimes (Fig. 1). Model
complementation methods (Fig. 1(a)) retain per-
task structure across the stream, either by rout-
ing each task through task-specific auxiliary mod-
ules (Wang et al., 2022d,e; Yu et al., 2024; Xu
et al., 2024; Wang et al., 2025a) or by keeping
new updates orthogonal to the maintained prior-
task projections (Wang et al., 2023a; Liang and Li,
2024). While yielding strong stability and perfor-
mance, both rely on external modules alongside
the PTM. Model continually learned methods up-
date the PTM weights, with existing approaches
constraining each step by stored data or memory
(reference-constrained, Fig. 1(b)) (Rebuffi et al.,
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2017; Li and Hoiem, 2017; Wortsman et al., 2022;
Zheng et al., 2023), at high training cost, and vis-
ible forgetting persists. This raises a central CL
question: how can we continually update the back-
bone to absorb new knowledge while preserving
existing capabilities?

To answer this, we study a general CL scenario
(Fig. 1(c)): unlike (a) and (b), at each step only
the current task data and model state are available,
with no external dependencies. The only design
knob is how parameters are continually updated.
LoRA (Hu et al., 2022) is a natural fit: each low-
rank update merges into the backbone, leaving the
architecture and parameter count unchanged.

To better understand parameter-update dynam-
ics, in a controlled study, we probe LoRA rank and
placement across modules and tasks (Sec. 3.2.1).
Our analyses reveal that not all LoRA ranks and
placements contribute equally to downstream learn-
ing and forgetting: for arbitrary weights, relatively
higher-rank LoRA facilitates learning new tasks
(i.e., plasticity) but tends to increase forgetting,
while lower-rank LoRA mitigates forgetting (i.e.,
stability) but limits adaptation. Importantly, we
identify that there exists a balance between plastic-
ity (learning new knowledge) and stability (regu-
larizing forgetting) at a moderately small (but not
too small) rank, potentially maximizing CL bene-
fits. Moreover, we observe that this balance varies
significantly across different parameter placements.

These findings identify a unified design knob,
the effective rank of each parameter update Ad,,
which we term capacity control: a per-step quan-
tity distinct from model-level capacity (parameter
count, VC dimension (Vapnik, 2013)). Rank is di-
rectly controllable in a LoRA update and bounds
forgetting (Sec. 3.2.2). Existing CL families ad-
just this lever only indirectly through replay, per-
coordinate penalties, modular isolation, or fixed-
rank direction constraints; we make update rank
itself the design knob.

This calls for a mechanism that adaptively finds
the per-module sweet-spot rank end-to-end. We
propose Continual Dynamic Rank-Selective LoORA
(CoDyRA), which jointly trains each LoRA up-
date alongside rank minimization, with sparsity-
promoting regularization on per-component im-
portance weights (Ding et al., 2023; Zhang et al.,
2023): the differentiable convex relaxation of dis-
crete rank reduction. The supervised objective
drives plasticity; rank minimization regularizes
forgetting, keeping each update minimal and the

model close to its previous state without task-
specific assumptions or stored statistics. Our key
reinterpretation: rank minimization serves as a for-
getting regularizer under the CL regime, simulta-
neously protecting pretrained capability and prior-
task knowledge under a single criterion. Across
MTIL, X-TAIL, and TRACE (CLIP, LLaMA,
Gemma), CoDyRA is competitive or better with
prior CL methods on accuracy and forgetting,
achieving a strong plasticity—stability balance.

2 Related Work

We organize prior work by how each family con-
trols the update applied to the model.

Isolating the model via learning external mod-
ules. Modular methods (Wang et al., 2022a,b,e,d,c;
Zhou et al., 2022; Smith et al., 2023; Roy et al.,
2024; Yu et al., 2024; Xu et al., 2024; Wang et al.,
2025a; McDonnell et al., 2024; Zhou et al., 2025;
Tang et al., 2025; Huang et al., 2025; Liu et al.,
2025; Zhao et al., 2026) freeze the PTM and route
each task through dedicated prompts, adapters, or
experts with an inference-time selector, setting
PTM update capacity to zero. Orthogonal-subspace
LoRA variants (Wang et al., 2023a; Liang and Li,
2024; Qiao and Mahdavi, 2024; Wu et al., 2025;
Zhu et al., 2025; Qian et al., 2025) constrain per-
task updates to fixed-rank subspaces orthogonal to
prior tasks and leave the backbone frozen, while
CoDyRA regularizes the update’s rank via sparsity
and stores no per-task subspaces, complementary
to orthogonal methods (App. A.5).

Continually updating the model with past-task
information constraints. Experience replay and
reference-data approaches (Li and Hoiem, 2017;
Rebuffi et al., 2017; Chaudhry et al., 2018, 2019;
Aljundi et al., 2019b; Liu et al., 2020; Yan et al.,
2021, 2022; Luo et al., 2023; Zhao and Gong,
2024; Lu et al., 2026), including CLIP-specific
variants (Zheng et al., 2023; Garg et al., 2024;
Jha et al., 2024; Zhang et al., 2024b), constrain
each update via a data-grounded loss; parameter-
regularization methods (EWC (Kirkpatrick et al.,
2017), SI (Zenke et al., 2017), MAS (Aljundi et al.,
2018), and variants (Aljundi et al., 2019a; Liang
et al., 2022; Jha et al., 2023)) instead soft-bound
capacity coordinate-wise via per-task importance.
Adaptive-rank LoRA. Adaptive-rank LoRA
mechanisms (Zhang et al., 2023; Ding et al., 2023;
Valipour et al., 2023; Liu et al., 2024; Zhang et al.,
2024a; Meng et al., 2024; Wu et al., 2024a,b; Bider-
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man et al., 2024; Schulman and Lab, 2025) focus
on parameter-efficient fine-tuning for single down-
stream tasks, allocating sufficient rank budget for
each task. These methods neither address contin-
ual learning nor connect rank to forgetting; under
matched placement, budget, and rank, CoDyRA
outperforms them on all CL metrics since our rank
selection acts as an implicit forgetting regularizer,
whereas AdalLoRA and DyL.oRA drive rank selec-
tion from a task-learning criterion alone (App. B.7).

3 Methodology

3.1 Preliminaries

Transformer backbones. We consider PTMs built
from stacked transformer blocks, each combin-
ing a multi-head attention (MHA) module and a
multilayer perceptron (MLP). The attention block
at layer [ uses Query/Key/Value/Output projec-
tions W?,W}{,WZV,W? € R4 the MLP
block uses up- and down-projections VVlFC €
Rdde,Wlej € R4 >4 Collectively, we denote

the trainable backbone weights as § = {Wl(')},
and an additive update to 6 as A#.

LoRA updates. Low-Rank Adaptation (Hu et al.,
2022) writes the update to a weight matrix W &€
R¥*F as AW = BA with B € R" A € R™*¥,
r < min(d, k). After training, AW merges back
into W, so the inference architecture is unchanged.
The effective rank of AW is rank(BA) < r. This
is the quantity we treat as “capacity” (Sec. 1).
Continual learning. CoDyRA operates under the
general regime of Sec. 1: atstept € {1,...,T},
only the current task’s dataset D! and the current
model state 6;_; are available. After training task
t, the LoRA update merges into 0;_1 to give 6;;
nothing about previous tasks is retained. Since
0;_1 already encodes both the general capability
and prior-task knowledge, targeting forgetting with
respect to 0;_1 unifies both under a single crite-
rion, unlike replay-based methods (which target
only prior-task data) and modular methods (which
isolate the pretrained side). Baselines retain their
original setups; comparisons are performed at the
benchmark level.

3.2 Update Rank as the Capacity Lever for
Plasticity and Stability
3.2.1 Empirical Analysis

We probe how LoRA’s rank and placement affect
plasticity and stability on a representative CLIP
task (Aircraft, with ImageNet-1k as reference)

through two complementary analyses (Pearl, 2022;
Meng et al., 2022): (1) insert LoRA of varying rank
at different locations in pretrained CLIP to measure
each component’s contribution (Fig. 2); (2) apply
LoRA to all weights and prune learned components
to assess their standalone effect (Fig. 3). Each set-
ting is evaluated on the new task to measure learn-
ing of new knowledge, and on a reference dataset
to measure retention of existing capabilities.

Applying LoRA on all weights. Unlike prior work
(Hu et al., 2022; Zhang et al., 2024a; Meng et al.,
2024) that only applies LoRA to limited compo-
nents by default, we first examine the impact of
LoRA placements. As shown in Fig. 2 and Fig.
3, applying LoRA to only specific modules alone
may constrain the update capacity (the rank of A#)
in different ways: (1) LoRA placement strongly
impacts downstream performance and retention of
pre-trained capabilities; (2) Updating only the vi-
sion encoder causes more forgetting; (3) Updat-
ing only attention modules mitigates forgetting but
limits learning on new tasks. These observations
reflect the distinct roles of PTM components.

Takeaway 1. LoRA placement is a plasticity—
stability lever: no single placement or rank
simultaneously optimizes both across tasks.

Effect of LoRA rank on the learning—forgetting
trade-off. Rank governs the trade-off directly.
As shown in Fig. 2, higher-rank LoRA facilitates
learning but increases forgetting, while lower-rank
LoRA reduces forgetting but limits adaptation. The
extreme is informative: a rank-zero LoRA leaves 6
unchanged and induces no forgetting. A balance
emerges (top-right of Fig. 2) where a moderately
small rank reduces forgetting while leaving enough
capacity for adaptation. The supervised objective
drives new-knowledge acquisition while rank mini-
mization regularizes forgetting; jointly optimizing
both navigates to this balance.

Takeaway 2. Rank governs the plasticity—
stability balance: higher rank favors plasticity,
lower rank favors stability. For a given level
of task adaptation, forgetting is minimized at
a moderate-rank sweet spot.

The balance varies by location and task. Fig. 2
shows that the optimal rank for balance depends
on both parameter placement and the learning task,
consistent with the pruning-based sufficiency anal-
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Figure 2: Task adaptation and zero-shot capability reten-
tion after training CLIP with different LoRA insertion
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Figure 3: Impact of removing trained LoRA modules on
downstream task adaptation (Aircraft, left y-axis) and
retention of existing capabilities (ImageNet-1k, right
y-axis). “T” and “V” indicate text-encoder and vision-
encoder modules, respectively.

ysis in Fig. 3. For example, removing updates to
the Value projection in the Attention module of the
vision encoder has little impact on adaptation but
substantially restores pre-trained performance. In-
terestingly, pruning the MLP layer slightly reduces
task performance while enhancing pre-trained ca-
pabilities. Extended analyses on more data are
broadly consistent with these findings across place-
ments and ranks (App. C.1).

Takeaway 3. The sweet-spot rank is not uni-
versal: its location varies systematically by
module and by downstream task.

3.2.2 Theoretical Bounds

To motivate why rank is the right control knob, we
give a forgetting bound that ties Sec. 3.2.1°s empiri-
cal sweet spot to a single, controllable quantity. Let
AW = BA be a LoRA update with B € R%*7,
A € R"™F and p := rank(AW) < r its effective

rank. Let {(-; Dyer) be the loss on a reference dis-
tribution and F'(0;) := €(04; Dyet) — £(01—1; Dret)
the resulting forgetting. Proof in Appendix A.1.

Proposition 1 (Rank-dependent forgetting bound).
If £(+; Dret) is L-smooth on a convex neighborhood
of 0y_1 containing 0y, then

F(;) < VLB |r [AW]F + § [AW]E,

ey
with |AW || < \/p||B|l2||All2. Moreover, AW
has row and column space of dimension at most p.

Both terms in the upper bound shrink as p de-
creases; the operator norms ||B||2, ||A||2 remain
near-constant across ranks under weight decay on
A, B (App. A.2). While the subspace property fol-
lows from the rank constraint by construction, its
practical implication is that interference is confined
to at most p input and output directions. Reducing
p thus tightens the bound along two axes, magni-
tude and subspace dimension, under a criterion that
is agnostic to D¢ and hence covers general capa-
bility and prior-task knowledge alike. Sec. 3.3 con-
trols p through the ¢; relaxation of £y (Tibshirani,
1996). A finer decomposition (App. A.3) attributes
forgetting to an interference (first-order) mecha-
nism and a magnitude (second-order) mechanism,
with CoDyRA operating on the latter.

3.3 CoDyRA: Implicit Forgetting
Regularization with Rank Minimization

Takeaways 1-3 together specify the design: place-
ment matters (Takeaway 1); rank governs the
plasticity—stability balance with no universally op-
timal fixed choice (Takeaway 2); and the sweet-
spot rank varies by location and task (Takeaway 3).
We therefore apply LoRA across all weight matri-
ces and let the per-location rank be selected adap-
tively. Adaptive-rank LoRA mechanisms were de-
veloped for parameter efficiency in single-task fine-
tuning (Zhang et al., 2023; Valipour et al., 2023;
Ding et al., 2023; Liu et al., 2024); in the CL con-
text, the same ¢; penalty on per-component im-
portance weights serves a fundamentally different
purpose. Because rank directly governs forgetting
(Prop. 1), rank minimization acts as a forgetting
regularizer rather than a compression tool, while
the supervised objective drives plasticity. Con-
cretely, CoDyRA inserts the rank-selective updates
in the Attention and MLP modules of both encoders
(Fig. 4) and merges them back into the backbone
after each task.
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Figure 4: Overview of CoDyRA: dynamic rank-selective LoRA enables each pre-trained weight matrix to adaptively
retain only the necessary ranks for downstream adaptation while preserving pre-trained capabilities. After each task,
updates merge into the backbone (as with standard LoRA), incurring no inference overhead.

Regularized low-rank updates with rank impor-
tance. Let {ng M_ denote the M weight ma-
trices updated by LoRA at task ¢ (each carrying
any prior-task updates). For each matrix, LoRA
(Hu et al., 2022) introduces B%™ ¢ R and
Abm ¢ R™F with r < min(d, k):

Wh™ = W(™ 4+ BY AL, )

The forgetting upper bound (Sec. 3.2.2) tight-
ens as the effective rank of AW = BtmAtL™
decreases, so reducing the active rank is a princi-
pled lever for reducing forgetting. We capture this
with a regularizer R(AW?"™) that vanishes when
the update has rank zero (no change to W™, no
forgetting) and grows with the active rank. Jointly
optimizing R alongside the supervised objective
balances plasticity and stability (Takeaway 2).

To automatically and adaptively minimize the
active ranks in LoRA, we formulate R(AW?®™)
through a rank-selective LoRA. We introduce a
learnable importance weight vector wh™ € R” to
indicate the active ranks for a LoRA adapter:

AW =3 wTBITAIT(3)
where wf’m is the learnable importance weight as-
sociated with rank 7, Btzm denotes the i-th col-
umn of B“™, and Afm denotes the i-th row of
Ab™_ By construction, the effective rank satis-
fies p < ||[wh™||o, so |[wh™]|; (the convex enve-
lope of || - ||p on [—1,1]" (Tibshirani, 1996)) re-
laxes the rank-dependent forgetting bound, turning
R(AW?'™) into a tractable forgetting surrogate.

Capacity-controlled updates with sparsity-
promoting regularization. The formulation in
Eq. 3 enables the model to dynamically opti-
mize the importance of each rank and mini-
mize active ranks through gradient descent. To
only retain the essential ranks for learning new

tasks (thus reducing forgetting), we can achieve
optimizing R(AW?"") through an /¢; norm-
based sparsity-promoting regularization (Tibshi-
rani, 1996; Ding et al., 2023) on wb™, i.e.,
|w||;. The optimization objective for param-
eters {wi™ Bt ™ ALmIM_ earned on task ¢ is:

M
t . pt Z t,m
ﬁtrain T ﬁsup + A m=1 HW . Hla 4
where Eﬁup is the supervised training loss for the

current task, M is the number of weight matrices
with an inserted r-rank update, and w>™ repre-
sents the importance weights of each rank added
to the weight matrix W{™. The /; regulariza-
tion strength is controlled by A. By Eq. 3, driving
|w?™]|; toward zero shrinks both the active rank
and || AW™|| g, tightening the forgetting bound.
Further discussion of how rank minimization con-
nects to forgetting reduction is in Appendix A.S.
The ¢; penalty thus serves as an implicit forget-
ting regularizer: minimizing ||w%™||; tightens the
bound of Prop. 1 and controls forgetting against the
current model state without any past-task informa-
tion.

To handle the non-differentiable ¢ regulariza-
tion applied to the importance weights, we adopt
the proximal gradient method (Beck and Teboulle,
2009). The i-th element of W™ for rank i is up-
dated via soft-thresholding:

L(|Wi™| > k) - (W)™ —sign(w)™) - k),

&)
where W/ denotes the value of w'"" after apply-
ing the gradient update from the supervised loss
Etsup. The threshold x increases from zero to Kmax,
analogous to linearly scheduling A, and adaptively
induces sparsity in w based on the supervised ob-
jective. The indicator 1(-) returns 1 if the con-

dition holds and 0 otherwise, while sign(-) gives
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Method

Aircraft
Caltech101
CIFAR100

DTD

Average

EuroSAT
Flowers
Food
MNIST
OxfordPet
Cars
SUN397

CLIP zero-shot reference
Zero-shot (Radford et al., 2021) 243 88.4 68.2 44.6

54.9 71.0 88.5 59.4 89.0 64.7 65.2 65.3

Transfer
Zero-shot (Radford et al., 2021) - 88.4 68.2 44.6
Model complementation
MoE-Adapter} (Yu et al., 2024) — 87.9 68.2 44.1
RAIL-Primalf (Xu et al., 2024) - 88.4 68.2 44.6

Model continually learned

reference-constrained

54.9 71.0 88.5 59.4 89.0 64.7 65.2 69.4

48.1 64.7 88.8 69.0 89.1 64.5 65.1 68.9
54.9 71.0 88.5 59.4 89.0 64.7 65.2 69.4

LwF (Li and Hoiem, 2017) - 72.1 49.2 359 445 41.1 66.6 50.5 69.0 19.0 51.7 50.0
LwF-VR (Ding et al., 2022) - 82.2 62.5 40.1 40.1 56.3 80.0 60.9 77.6 40.5 60.8 60.1
WiSE-FT (Wortsman et al., 2022) - 71.6 60.0 413 39.4 53.0 76.6 58.1 75.5 37.3 58.2 57.7
ZSCL (Zheng et al., 2023) - 84.0 68.1 44.8 46.8 63.6 84.9 61.4 81.4 55.5 62.2 65.3
capacity-controlled (ours)
CoDyRA - 92.4 68.4 45.8 54.5 69.6 87.4 65.2 88.5 64.2 64.5 70.1
Average
Model complementation

MoE-Adapter} (Yu et al., 2024) 30.0 89.6 73.9 58.7
RAIL-Primalf (Xu et al., 2024) 329 94.5 69.9 58.1
Model continually learned

reference-constrained

69.3 79.3 88.1 76.5 89.1 65.3 65.8 71.4
71.8 84.4 88.5 70.4 89.0 66.1 65.7 71.9

LwF (Li and Hoiem, 2017) 235 714 435 41.7 435 522 54.6 63.4 68.0 21.3 52.6 49.2
LwF-VR (Ding et al., 2022) 249 89.1 64.2 53.4 54.3 70.8 79.2 66.5 79.2 44.1 61.6 62.5
WiSE-FT (Wortsman et al., 2022)  32.0 87.7 61.0 55.8 68.1 69.3 76.8 71.5 77.6 42.0 59.3 63.7
ZSCL (Zheng et al., 2023) 28.2 88.6 66.5 53.5 56.3 73.4 83.1 56.4 82.4 57.5 62.9 64.4
capacity-controlled (ours)
CoDyRA 34.6 95.8 73.9 60.0 77.1 81.3 86.6 75.9 89.9 66.1 65.3 73.3
Last
Model complementation

MoE-Adapter (Yu et al., 2024) 30.1 89.3 74.9 64.0
RAIL-Primalf (Xu et al., 2024) 329 95.1 70.3 63.2
Model continually learned

reference-constrained

LwF (Li and Hoiem, 2017) 22.1 58.2 17.9 32.1
LwF-VR (Ding et al., 2022) 229 89.8 59.3 57.1
WiSE-FT (Wortsman et al., 2022)  30.8 88.9 59.6 60.3
ZSCL (Zheng et al., 2023) 26.8 88.5 63.7 55.7
capacity-controlled (ours)

CoDyRA 31.6 95.5 72.8 63.5

82.3 89.4 87.1 89.0 89.1 69.5 72.5 76.1
81.5 95.6 88.5 89.7 89.0 72.5 71.0 77.2

28.1 66.7 46.0 84.3 64.1 31.5 60.1 46.5
57.6 79.2 78.3 71.7 83.6 60.1 69.8 66.9
80.9 81.7 71.1 94.9 83.2 62.8 70.0 71.9
60.2 82.1 82.6 58.6 85.9 66.7 70.4 67.4

85.0 89.7 85.0 94.7 93.2 73.6 73.0 78.0

Table 1: 5-shot MTIL. CoDyRA trains a capacity-bounded LoRA on the current task and merges it into the backbone,
storing no past-task data or parameters. Best/second best in red/blue. { indicates domain or distribution detection
(Yu et al., 2024; Xu et al., 2024). More detailed results in Appendix Table 9 (X-TAIL) and 13 (full-shot MTIL).

the input’s sign (4). The full derivation is in Ap-
pendix A.4.

This approach preserves only the ranks impor-
tant for the current task and prunes those with low
relevance, adapting across weights and tasks. The
importance weights on preserved ranks softly high-
light their relative significance. Early in training,
dense updates are applied without Eq. 5, allowing
all ranks to capture task-relevant information be-
fore sparsity is enforced. Following standard con-
ventions, A"™ is initialized randomly and B%™ to
zero; wh™ is initialized randomly.

4 [Experiments

We evaluate on CLIP (Radford et al., 2021; Ilharco
et al., 2021) with multi-domain task-incremental

learning (MTIL (Zheng et al., 2023; Yu et al.,
2024)) and cross-domain task-agnostic incremen-
tal learning (X-TAIL (Xu et al., 2024)), and on
LLaMA (Touvron et al., 2023; Dubey et al., 2024)
and Gemma (Team et al., 2024) with TRACE
(Wang et al., 2023b). On CLIP CL (MTIL, X-
TAIL), we report the Transfer, Average, and Last
metrics of Zheng et al. (2023); on TRACE (LLM
CL), Overall Performance (OP) of Wang et al.
(2023b). Both settings report a Forgetting metric
(lower is better); formal definitions of all metrics
are in Appendix B.2. Full settings and extended
results are in Appendix B.

4.1 Experimental Results

CLIP continual learning. On MTIL (Table 1),
CoDyRA is competitive or better across all met-
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Model complementation

Model continually learned

no training auxiliary modules reference-constrained naive LoRA capacity-controlled
FIX(ICL) L2P DualPrompt ~ HiDeLoRA O-LoRA TreeLoRA OGD EWC GEM SeqLoRA CoDyRA
meta-llama / LLaMA-2-7B-Chat
OopP 3894403 36234+08 37.69+12 41.60+0.8 42784+08 4352+10 4209416 4236+12 4008+1.6 3430+12 43.82+0.9
Forgetting - 825+0.8 8.03+0.8 7.12+04 716+04 346+04 806+12 597408 6.77+1.2 18.50 + 0.8 3.25+0.5
google / Gemma-2B-it
op 323+£02 3114412 3242410 3325409 3373+£08 3341409 3285+14 2835+1.6 2648415 31.89+0.8 33.96 + 1.0
Forgetting - 1577407 1425405 13.66+0.5 1236+04 850+05 1227+09 1696+1.2 1825+09 1528+04 7.94 +£0.8
meta-llama / LLaMA-3-1B-Instruct
op 31.16 204 2938+1.2 3076+1.2 33.73+1.2 3294+08 36.14+07 30.12+20 31.96+1.6 32.19+20 29.73+1.6 37.46 + 0.8
Forgetting - 1357+08 11.34+£08 1236+08 1289+12 736+0.8 152+1.6 11.62+12 1074+16 17.03+12 511+08

Table 2: TRACE LLM-CL results. We report Overall Performance (OP %; higher is better) and Forgetting (%;

lower is better); averaged over 3 runs = std; best in bold.

Method Train. Params.  Add. Inf. Params./Mem.
LwF (Li and Hoiem, 2017) 129.6M None

ZSCL (Zheng et al., 2023) 129.6M None
MoE-Adapters (Yu et al., 2024) 59.8M 13.35M

RAIL (Xu et al., 2024) N/A 24.18M/9.01M

CoDyRA 4.4M None

Table 3: Computation cost on CLIP CL. CoDyRA’s
updates merge into the model, adding no inference over-
head.

Method ZSCL MoE-Ad. InfLoRA LoRA (r=16) CoDyRA
Forgetting ~ 8.78 5.43 3.12 14.86 1.87

Table 4: Forgetting (%; lower is better) on CLIP CL.

rics without replay, inference-time task IDs, or ar-
chitectural change. Transfer measures retention
of pre-trained (zero-shot) capability on yet-to-be-
learned tasks; Last measures end-of-stream task
accuracy, combining new-task learning with re-
tention of prior tasks. On Transfer, reference-
constrained baselines (LwF, ZSCL, WiSE-FT) drift
below the zero-shot reference (forgetting), model
complementation methods (MoE-Adapter, RAIL)
are upper-bounded by it (RAIL-Primal ties the zero-
shot ceiling at 69.4 by construction), and CoDyRA
is the only method that strictly surpasses it (Trans-
fer 70.1); CoDyRA amortizes new knowledge into
the backbone rather than erasing or merely pre-
serving general capability. CoDyRA also leads on
Last (78.0), indicating strong learning with low for-
getting on prior tasks. All updates merge into the
backbone, and CoDyRA uses the fewest trainable
parameters among baselines with directly compa-
rable training procedures (Table 3). We also in-
clude comparisons on related adaptive rank (Zhang
et al., 2023; Valipour et al., 2023) methods (Ap-
pendix B.7).

LLM continual learning. On TRACE (Table 2),
regularization (EWC (Kirkpatrick et al., 2017),
OGD (Farajtabar et al., 2020)), rehearsal (GEM
(Lopez-Paz and Ranzato, 2017)), and prompt meth-

After task ¢ 1 2 4 6 8 10
LoRA (r=16) 425 6.59 11.34 1694 2294 50.11
CoDyRA 313 383 4.71 5.75 6.21 7.51

Table 5: Cumulative parameter shift ||6; — 0p|| .

Method Effective Rank  ||AW]||p
LoRA (r=1) 1.0 421
LoRA (r=4) 4.0 5.37
LoRA (r=8) 8.0 6.25
LoRA (r=16) 16.0 7.44
CoDyRA 8.3 3.22

Table 6: Per-task update magnitude on CLIP CL.
CoDyRA attains the lowest ||AW/||r despite moder-
ate effective rank.

ods (L2P (Wang et al., 2022¢), DualPrompt (Wang
et al., 2022d)) often underperform In-Context
Learning (FIX(ICL); ICL, Brown et al., 2020),
and naive sequential LoRA fine-tuning (SeqLoRA)
forgets severely. O-LoRA (Wang et al., 2023a),
HiDeLoRA (Wang et al., 2025b), and TreeLoRA
(Qian et al., 2025) improve stability via orthogo-
nality, hierarchical decomposition, or tree expan-
sion. CoDyRA performs comparably or better with
capacity-controlled updates alone.

4.2 Discussions

Capacity control reduces forgetting. CoDyRA re-
duces Forgetting on the CLIP CL stream to 1.87%,
the lowest among replay-based (ZSCL), modular
(MoE-Adapter), orthogonal-subspace (InfLoRA),
and fixed-rank LoRA baselines (Table 4). This
aligns with Prop. 1: rank minimization tightens the
bound; the gap to fixed-rank LoRA isolates rank
minimization’s contribution. The same reduction
holds on TRACE (Table 2).

Bounded parameter shift via rank minimization.
A natural concern with merge-after-each-task is
that accumulated perturbations drift the backbone
from its pretrained state. We measure ||0; — 6pl| ¢
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Figure 5: Visualization and statistical analysis of rank
activation on the Aircraft dataset.
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Figure 6: Visualization and statistical analysis of rank
activation on the Oxford Pets dataset.
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Figure 7: Ablations on different insertion locations and Figure 8: Analyses (a) maximum pruning threshold and

the impact of varying the initial rank.

across CLIP CL tasks (Table 5): CoDyRA grows
sublinearly (v/¢ fit) to 7.51, fixed-rank LoRA grows
near-linearly to 50.11. This gap between the two
isolates rank minimization from norm regulariza-
tion. Pruning components to zero (Figs. 5-6)
freezes their parameters, confining the shift to a
small task-relevant subspace; consistent with this,
consecutive-task update overlap (linear CKA) is
lower for CoDyRA (0.0038) than for fixed-rank
LoRA (0.0094; Appendix C.4). CoDyRA also at-
tains the lowest per-task update magnitude: at effec-
tive rank 8.3, || AW || = 3.22, below every fixed-
rank LoRA including r=1 (Table 6), isolating the
magnitude mechanism (App. A.3). Directional in-
terference is characterized separately via gradient-
conflict and norm-matched probes (App. C.2).

(b) ratios of dense training iterations.

General capability preserved with modest pos-
itive transfer. Model complementation freezes
the PTM, so its capabilities can at best be gated,
never updated. Reference-constrained methods up-
date the backbone but anchor each step with stored
data, risking visible forgetting. Under our general
regime, the update-based criterion targets forget-
ting on 6;_1, covering both general capability and
prior-task knowledge. Table 7 reports zero-shot
accuracy on three held-out datasets. Model com-
plementation baselines (Yu et al., 2024; Xu et al.,
2024) are pinned to the initial CLIP zero-shot ac-
curacy by construction, while CoDyRA’s merged
updates yield small but consistent gains, indicating
the merged shift carries modest positive transfer
rather than catastrophic perturbation. More de-
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Zero-shot Retention on Unseen Data

Method CIFAR100 Places365 ImageNet-1k Average

Zero-Shot (Radford et al., 2021) 68.24 33.77 66.72 56.24
MoE-Adapterf (Yu et al., 2024) 68.24 33.77 66.72 56.24
RAIL} (Xu et al., 2024) 68.24 33.77 66.72 56.24
CoDyRA 68.95 36.52 68.52 58.00

Table 7: General capability after X-TAIL CLIP CL on
three held-out benchmarks. Complementation methods
cap at zero-shot; CoDyRA modestly improves.

tailed breakdown analysis in Appendix C.3.

Rank allocation analysis. Per-module active-rank
distributions (Figs. 5, 6; extended in Appendix C.9)
differ systematically across both modules and tasks.
Aircraft concentrates rank in the text-encoder At-
tention Output projection and deeper layers, while
Pets shifts allocation to the vision-encoder MLP
and to first/last layers; the same mechanism redis-
tributes capacity to where each task needs it. This
instantiates Takeaway 3 and aligns with the dimen-
sional clause of the forgetting bound: confining
each task’s update to a small subspace leaves the
rest of the parameter space available for subsequent
tasks.

4.3 Ablation Studies

Effects of insertion locations and initial ranks.
We study the impact of insertion locations and ini-
tial ranks (Fig. 7), consistent with our earlier anal-
yses (Fig. 2). Training restricted to the vision en-
coder significantly reduces transfer accuracy, indi-
cating degraded pre-trained capabilities. At certain
locations, increasing rank improves adaptation but
does not always hinder transfer accuracy.

Interestingly, restricting updates to only Atten-
tion modules can even surpass our reported state-of-
the-art Transfer results (Table 1, Table 9), but at the
cost of weaker adaptation. To balance adaptation
and retention, we update across all modules by de-
fault with rj,;;=16 (a standard LoRA default); the
method prunes from this ceiling, so the effective
rank per module is determined by the ¢; penalty
rather than the initialization.

Pruning threshold and dense-iteration ratio.
Fig. 8 shows a clean trade-off: higher x,.x prunes
more noisy ranks (improves Last) but eventually
limits adaptation, and the dense ratio sets when
pruning begins (too early kills useful ranks; too
late retains noise). Within each benchmark a single
setting is used across all tasks (dense ratio 0.7 for
MTIL, 0.5 for X-TAIL; selected on the first task
order and fixed thereafter).

5 Conclusion

We studied continual learning through capacity
control, the effective rank of each parameter up-
date. An empirical probe identifies a moderate-
rank sweet spot that varies by module and task; a
theoretical result connects rank to forgetting. Build-
ing on these findings, CoDyRA applies sparsity-
promoting regularization on per-component im-
portance weights to protect general capability and
prior-task knowledge under a single update-based
criterion. Rank minimization serves as a forget-
ting regularizer in the CL scenario. Across MTIL,
X-TAIL, and TRACE, CoDyRA achieves strong
accuracy with minimal forgetting and no inference
overhead.

Limitations

While our method performs competitively across
MTIL, X-TAIL, and TRACE, several limitations
remain. Our rank-based forgetting regularization is
agnostic to the direction of the update relative to the
loss landscape, and does not explicitly model inter-
task dependencies (e.g., task similarity or shared
rank structure), since prior-task updates are merged
into the backbone after each task. Extending capac-
ity control with alignment-aware regularization and
explicit inter-task coupling is a promising future
research direction.
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The Use of Large Language Models (LLMs)

Large language models (LLMs) were employed
in preparing this manuscript, specifically to assist
with grammar checking and polishing. Our experi-
ments involve training and evaluating LLMs as part
of the experimental setup. All technical content,
experimental design, and analysis were conceived
and carried out by the authors.

A Method and Theory Details

This section supplements Sec. 3.2.2 and Sec. 3.3
of the main paper. We provide proofs of the
propositions stated in the theoretical bounds (Ap-
pendix A.1), the full derivation of the soft-
thresholding update used by CoDyRA (Ap-
pendix A.4), and a discussion connecting rank min-
imization to forgetting (Appendix A.5).

A.1 Proof of the Rank-Dependent Forgetting
Bound

Notation. Let §;_; € R” be the model param-
eters after task t—1, and 6; = 6,_1 + A@ af-
ter a LoRA update on task ¢, with A supported
on a single weight matrix W € R%** updated
by AW = BA, B € R™", A € R"™ ¥, and
effective rank p := rank(AW) < r. Since
A0 is zero outside W, [|Af||r = ||[AW]||p; the
proof below uses Af for the Taylor expansion
and AW for LoRA-specific bounds. The refer-
ence loss is ¢(0; D.f), and forgetting is F'(6;) :=
0(04; Dyef) — €(01—1; Dret ).

Proposition 1 (Rank-dependent forgetting
bound). If ¢(:;Dyet) is L-smooth on a convex
neighborhood of 0;_1 containing 0;, then

F(0) < [[Vol(0-1; Dret) |7 [|1A0]| -+ 5 A0 7,

with ||Af]|r < /p||B|l2||All2. Moreover, AW
has row and column space of dimension at most p.

Proof. By the descent lemma for L-
smooth functions, £(6;) < 00i—1) +
(V0(0;-1),00) + L|A0|%. Rearranging

gives F(6) < (VE(01),A0) + L|AG|J%;
Cauchy-Schwarz yields the displayed in-
equality. For the norm bound, AW = BA
has at most p non-zero singular values, so
[AW|r < pl[AW[2 < /p[Bl2[|A[2
(rank—Frobenius inequality + submultiplicativity).
The subspace clause follows from rank(BA) < p.
0

Remarks. (1) Both terms in the upper bound shrink
with p (given fixed ||B||2, ||A|2); the bound holds

for any D,ef, so the same rank-based criterion
covers pretrained-capability retention and prior-
task retention without access to either distribu-
tion. (ii) The bound controls magnitude and di-
mensional reach, not alignment between Af and
V/; alignment-aware control is deferred to future
work (Limitations).

Decomposing AW ="', w; B.;A; . (Eq. 3)
gives p < ||w||p. The ¢; penalty on w in Eq. 4 is
the convex envelope of || - || on [—1,1]" (Tibshi-
rani, 1996); the proximal soft-thresholding update
(Eq. 5) drives small w; to exactly zero, directly
reducing p and tightening the bound.

A.2 Empirical Norm Stability Across Ranks

Prop. 1’s rank-based statement assumes near-
constant operator norms || A2, ||B]|2. We verify
this on the CLIP CL stream by measuring these
norms (averaged across updated matrices), reported
in Table 8.

Method eff-rank ||Allz2  [|Bll2  ||AW]|r
LoRA (r=1) 1.0 0.759 0.389 4.21
LoRA (r=8) 8.0 0.742  0.389 6.25
LoRA (r=16) 16.0 0.763  0.389 7.44
CoDyRA 8.3 0.739  0.348 3.22

Table 8: Operator norms remain near-constant across
fixed rank (J|A|l2 = 0.74, ||B|l2 ~ 0.39 for LoRA);
AW ||r grows with rank only through the summa-
tion of more rank-one components. CoDyRA leaves
|lA]l2 near LoRA’s value and lowers ||B||2 modestly
(0.389—0.348), further reducing || AW ||z by suppress-
ing high-magnitude low-relevance components through
the gates.

Two mechanisms keep operator norms stable
throughout training, not merely at convergence:
weight decay applied to A, B (none on the gates
w), and the proximal soft-thresholding step, which
carries each component’s magnitude in w; rather
than in B, A. Rank therefore governs the bound as
claimed in Prop. 1.

A.3 Two Mechanisms: Interference and
Magnitude
A second-order expansion of forgetting
F(AW) = (Wy + AW) — (W) gives,
under L-smoothness (descent lemma):
F(AW) < (VI(Wo), AW) + L[AW |2 .

interference (directional)

magnitude

(6)

17092



This is a pre-Cauchy—Schwarz version of Prop. 1:
applying Cauchy—Schwarz to the first term yields
the || V4| 7 || AW || 7 bound used in Prop. 1, which
absorbs the direction-dependence of the first-
order interference. Rank enters both terms via
|AW]||r < \/p|B|l2||A|l2 (magnitude), and via
the row/column subspace bound < p (interference
confinement).

CoDyRA reduces forgetting through the mag-
nitude mechanism. By selectively pruning low-
relevance components while retaining task-relevant
ones, it attains ||AW/||p lower than every fixed-
rank baseline including r=1 (Table 6 in the main
paper), without collapsing to the extreme-low-rank
regime where directional interference dominates.
The interference mechanism is characterized sepa-
rately in App. C.2.

A.4 Full Derivation of Eq. 5

For clarity, in this subsection we omit the per-task
superscript ¢ of the main paper notation and instead
use subscript ¢ to denote the training iteration. At
iteration ¢, the regularized training loss (Eq. 4 in
the main paper) is

M
['train(At) = Esup(At) + M Z ”Wznula @)
m=1

where A; = {w7", BI", A7*}M__ collects all train-
able parameters at iteration ¢, Ly is the supervised
loss, M is the number of LoRA-equipped weight
matrices, and A; > 0 is a scheduled ¢; regulariza-
tion strength.

To handle the non-differentiable ¢ term, we ap-
ply proximal gradient descent (Beck and Teboulle,
2009). With learning rate 7; > 0, define the
gradient-only step on the supervised loss as

vAvjtn = W?L - ntvwmﬁsup(At)- (8)

The proximal update of the importance weights is
then

wity « argmin {mde [[w™ 1+3 w3},

©))
which trades off sparsity (the ¢; term) against prox-
imity to the gradient step (the quadratic term).
Eq. 9 admits a closed form: the well-known
elementwise soft-thresholding operator

Te(z) = 1(|z| > K) - (a: — sign(z) - Ii), (10)
yielding
(11)

wity — Te(W(), Kt = Mt A,

applied componentwise. Here 1(-) returns 1 when
its argument is true and O otherwise, and sign(-)
returns the sign of its input. Eq. 11 is the dynamic
update of the main paper’s Eq. 5. In practice we
schedule )\; (rather than treating it as a fixed con-
stant) so that the effective threshold x; = n )\
follows the linear ramp from 0 to kmax described
in Sec. 3.3 and App. B.3.

A.5 Comparison with Orthogonal-Subspace
Regularization Methods

As shown in Eqgs. (3) and (4), we minimize the
effective rank to regularize the update magni-
tude [|[AW ™ ||p via R(AWH™). Minimizing
|wh™|; with a small effective rank encourages
minimization of |AW!™ || for given A»™ and
B%™ (according to Eq. (3)). This regularization
limits the update AW?%™ to the minimal dimension
necessary, and softly reduces capacity in updates
that conflict with critical information encoded in
the learned parameters, without introducing addi-
tional assumptions.

Another line of work regularizes updates (e.g.,
LoRA weights or gradients) to lie in subspaces or-
thogonal to existing parameters (Wang et al., 2023a;
Liang and Li, 2024). Orthogonal-regularization
methods and CoDyRA both aim to mitigate inter-
ference, but adopt different strategies with distinct
trade-offs, which can be summarized along three
aspects.

(1) Orthogonal regularization aims to constrain
updates to lie in subspaces orthogonal to previous
parameters, which effectively reduces interference
but also limits the ability to acquire new knowl-
edge. This rigid geometric constraint may suppress
learning new knowledge, and thus is typically soft-
ened or relaxed in practice. In contrast, CoDyRA
regularizes update simplicity (via rank sparsity)
rather than geometry, allowing alignment with prior
knowledge when beneficial while keeping updates
compact to avoid unintended overwriting. Both
aim to alleviate interference (for stability) but trade
off learning new tasks (for plasticity).

(2) Explicit orthogonal-regularization methods
typically require storing the information of the
already-learned subspace (e.g., projection matri-
ces or singular vectors) to compute orthogonality
losses, introducing additional memory overhead
and dependence on past task statistics. In contrast,
CoDyRA mitigates interference implicitly through
sparsity over rank importance. This strictly local
objective requires no access to previous tasks, align-
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ing with our goal of natural, memory-free PTM
updates.

(3) Standard orthogonal methods typically as-
sume a fixed rank and focus on rotating it. When
this rank exceeds a task’s intrinsic dimensionality,
the extra dimensions behave as noise, causing un-
necessary weight perturbation. CoDyRA actively
prunes such dimensions: a rank pruned to zero in-
duces, by definition, “zero interference” with previ-
ous tasks. This yields “zero overlap” for irrelevant
dimensions while preserving flexible updates for
task-relevant ones.

By mitigating forgetting through different mech-
anisms and trade-offs, CoDyRA and orthogonal-
based methods are complementary. For example,
the task-relevant ranks selected by CoDyRA (with
nonzero w*™) can be further regularized using or-
thogonal constraints.

B Detailed Experimental Setup and
Extended Results

B.1 Further Details of Experiments

Details of CLIP CL experiment settings.
The MTIL setting consists of 1,201 classes
drawn from 11 diverse datasets: Aircraft (Maji
et al., 2013), Caltech101 (Fei-Fei et al., 2004),
CIFAR100 (Krizhevsky and Hinton, 2009),
DTD (Cimpoi et al., 2014), EuroSAT (Helber et al.,
2019), Flowers (Nilsback and Zisserman, 2008),
Food (Bossard et al., 2014), MNIST (Deng, 2012),
OxfordPet (Parkhi et al., 2012), Cars (Krause et al.,
2013), and SUN397 (Xiao et al., 2010). In the
X-TAIL setting, a total of 10 datasets are used,
with CIFAR100 (Krizhevsky and Hinton, 2009) ex-
cluded to prevent domain overlap, following the
protocol in (Xu et al., 2024). In line with (Xu et al.,
2024), we evaluate MTIL under both 5-shot and
full-shot settings, while X-TAIL is evaluated using
a 16-shot setting.

Details of LLM CL experiment settings. We
adopt the TRACE benchmark (Wang et al., 2023b),
designed for evaluating continual learning in LLMs
such as LLaMA (Touvron et al., 2023; Dubey et al.,
2024) and Gemma (Team et al., 2024). TRACE
comprises eight diverse datasets standardized into
a unified format, spanning domain-specific under-
standing, multilingual processing, code generation,
and mathematical reasoning. Specifically, the tasks
are: C-STANCE (Zhao et al., 2023), FOMC (Shah
etal., 2023), MeetingBank (Hu et al., 2023), Py150
(Lu et al., 2021), ScienceQA (Lu et al., 2022),

NumGLUE-cm (Mishra et al., 2022), NumGLUE-
ds (Mishra et al., 2022), and 20Minuten (Gonzales
et al., 2021).

Given this diversity, we employ task-specific
metrics to capture performance nuances: Ac-
curacy is used for classification and reason-
ing tasks (C-STANCE, FOMC, ScienceQA,
NumGLUE); ROUGE-L for summarization (Meet-
ingBank); SARI for multilingual text simplification
(20Minuten); and a similarity score for code gener-
ation (Py150).

B.2 Evaluation Metrics

To evaluate the plasticity and stability of our
method, we employ the following metrics. Let
N denote the total number of tasks, and A; ; de-
note the performance (e.g., accuracy, ROUGE, or
similarity score) on task j after training on task .

CLIP Continual Learning Metrics. For the
CLIP experiments (MTIL and X-TAIL), we fol-
low the metric definitions of (Zheng et al., 2023;
Yu et al., 2024; Xu et al., 2024). Let A; ; denote
accuracy on task j after the model has been trained
on tasks 1:7, and let NV be the total number of tasks.
The per-task metrics for task j are:

* Transfer Accuracy (j > 2). Average zero-
shot accuracy on task j before it is learned,
capturing retention of pre-trained capabilities:

-1
17
Transfer; = H;Az‘,j- (12)

* Average Accuracy. Full column mean of task
J across all N training steps (including pre-
learning steps), capturing stability throughout
the stream:

Avgj = (13)

1 N
NZAM.
=1

» Last Accuracy. Accuracy on task j after all
training is complete:

Lastj = ANJ‘. (14)
Tables 1 and 9 report these per-task values and their
mean across the N tasks. Read together: Transfer
probes retention of pretrained capabilities; Last
probes final-task performance after the full stream;
Average mediates between them.
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LLM Continual Learning Metrics. For the
TRACE benchmark, we adopt the standard met-
rics as in (Wang et al., 2023b):

* Overall Performance (OP): The average per-
formance across all learned tasks at the end of
training.

N
=5 > Ay, (15)
j=1
where A; ; represents the performance on task
j after learning task .

* Forgetting: Measures the average perfor-
mance degradation of previous tasks j < N
after learning subsequent tasks. Lower is bet-

ter.
N-1
Forgetting— —7 Z; ji—Anj) (16)
]:

B.3 Implementation Details

CLIP experiments. Following established pro-
tocols (Zheng et al., 2023; Yu et al., 2024; Xu
et al., 2024), we employ the CLIP ViT-B/16 back-
bone (Radford et al., 2021). CoDyRA is applied to
all pre-trained weight matrices in both vision and
text encoders and is initialized with a rank of 16.
CoDyRA is optimized for 500 iterations per task
using AdamW (Loshchilov and Hutter, 2017), with
dense training ratios of 0.5 for X-TAIL and 0.7 for
MTIL, setting kmax = 0.005.

LLM experiments. We adhere to the variable
epoch schedule of prior work (Qian et al., 2025)
(2,1, 3,2, 1, 2, 2, 3} epochs). We use an ini-
tial rank of 16, a dense training ratio of 0.5, and
set Kmax = 0.005. Optimization employs a learn-
ing rate of 1 x 10~ and a batch size of 4. Train-
ing utilizes DeepSpeed ZeRO-2 with BF16 mixed-
precision and a maximum context length of 1024
tokens. All experiments were conducted on a clus-
ter of four Nvidia H100 GPUs.

Additional reproducibility details. The same
configuration is used across all CLIP datasets in
MTIL/X-TAIL and across all three LLM architec-
tures on TRACE; no per-task or per-model tuning
is applied beyond the dense-iteration ratio noted
above. (i) LoRA scaling. We use the standard
LoRA « scaling with a=rjy;;=16, so each rank-
one component is scaled by a/7isiy=1; CoDyRA’s
per-component importance weight w; is multi-
plied on top of this and softens to zero under

the proximal update. (ii) Initial rank per mod-
ule. Identical rj,;;=16 is used for every updated
weight matrix (Q, K, V, O, FC, Proj in both en-
coders). The per-module effective rank emerges
from sparsity-promoting training (Figs. 5-6); we
do not hand-pick per-module ranks. (iii) Threshold
schedule. The soft-thresholding « in Eq. 5 ramps
linearly from O at the end of the dense-iteration
phase to Kyax=0.005 over the remaining iterations.
(iv) Weight decay on A, B. AdamW weight decay
is set to 0.01 on A and B (no weight decay on
w to avoid double-shrinking the sparsity signal).
This bounds the operator norms of surviving ranks
and is the training-time mechanism behind the
near-constant || Al|2, || B||2 we report in App. A.2.
(v) Task order. CLIP MTIL/X-TAIL follow the
original task order of (Zheng et al., 2023; Xu et al.,
2024); TRACE follows the order of (Wang et al.,
2023b; Qian et al., 2025). (vi) Prompts and aug-
mentations. Text prompts are the standard “a photo
of a [CLS]”; image augmentations are random re-
sized crops and horizontal flips. The same prompts
and augmentations are used for all baselines we
re-run. (vii) Training cost. On the CLIP CL bench-
marks, one full MTIL pass (11 tasks x 500 itera-
tions) takes roughly ~45 minutes on a single H100.
The proximal soft-thresholding step adds negligi-
ble wall-clock overhead over standard LoRA fine-
tuning. Per-method breakdowns underlying Table 3
(main paper): MoE-Adapter’s train/test gap arises
from its mixture-of-experts design (all experts ac-
tive during training, only top-2 at inference); RAIL-
Primal incurs overhead from high-dimensional fea-
ture expansion via projection and regression layers;
RAIL-Dual additionally stores image features for
all samples across 1,101 classes in X-TAIL.

B.4 X-TAIL: Per-Domain Results

Table 9 compares X-TAIL baselines under the
two big groups (model complementation vs. model
continually learned) introduced in Table 1, sepa-
rated by a horizontal rule. Within model comple-
mentation, per-task LoRA variants (LAE-LoRA,
TreeLoRA, InfLoRA, CL-LoRA) and inference-
time routing methods (MoE-Adaptert, RAIL-
Primal}) accumulate per-task structure without
altering 0; CoDyRAt leads each metric (Trans-
fer 63.2, Average 72.0, Last 80.9) within this
group. Within model continually learned, the three
reference-constrained baselines and three fixed-
rank LoRA settings both modify 6 without rank
control; their Last gap to CoDyRA’s adaptive rank

17095



S & 2 ~
b=t = < 4 = 5 =N
5 8 %} o 17 = o
g = a g 2 3 Z £ 2 z
g < = =] < 3 N 3 =)
Method < O a 5] [ = = o ] 7] Average
CLIP zero-shot reference
Zero-shot (Radford et al., 2021) 235 76.8 373 36.7 63.6 84.0 46.7 86.7 66.1 63.7 58.5
Transfer
Zero-shot (Radford et al., 2021) - 76.8 373 36.7 63.6 84.0 46.7 86.7 66.1 63.7 62.4
Model complementation
MoE-Adapterf (Yu et al., 2024) - 71.0 34.9 19.2 63.0 86.6 20.0 87.2 63.7 58.6 56.0
LAE-LoRA (Gao et al., 2023) - 76.2 39.9 43.8 66.5 83.3 42.7 87.5 63.0 62.9 62.9
TreeLoRA (Qian et al., 2025) - 76.0 36.3 34.0 58.5 77.2 43.3 82.2 49.8 55.8 57.0
InfLoRA (Liang and Li, 2024) - 75.8 345 29.2 58.1 73.4 38.6 79.5 47.7 50.3 54.1
CL-LoRA (He et al., 2025) - 733 337 29.5 58.5 80.3 43.1 85.5 61.5 59.2 58.3
RAIL-Primal{ (Xu et al., 2024) - 76.8 373 36.7 63.6 84.0 46.7 86.7 66.1 63.7 62.4
CoDyRAT - 74.3 36.8 44.2 69.9 83.5 42.8 88.9 64.6 63.4 63.2
Model continually learned
reference-constrained
WiSE-FT (Wortsman et al., 2022) - 70.1 31.9 253 56.3 79.8 29.9 74.9 45.6 56.8 523
ZSCL (Zheng et al., 2023) - 733 32.6 36.8 62.1 83.8 42.1 83.6 56.5 60.2 59.0
LwF (Li and Hoiem, 2017) - 66.6 26.9 19.5 51.0 78.4 26.6 68.9 355 56.1 47.7
iCaRL (Rebuffi et al., 2017) - 71.7 35.0 43.0 63.4 86.9 439 87.8 63.7 60.0 61.7
naive LoRA
LoRA (r=4) - 74.9 39.4 41.8 67.7 833 44.1 87.1 64.2 62.7 62.8
LoRA (r=8) - 77.0 38.2 38.4 67.8 83.3 44.6 87.6 64.0 62.8 62.6
LoRA (r=16) - 76.4 39.1 375 65.9 82.7 41.9 86.9 63.4 62.7 61.8
capacity-controlled (ours)
CoDyRA - 74.3 36.8 4.2 69.9 83.5 42.8 88.9 64.6 63.4 63.2
Average
Model complementation
MoE-Adapterf (Yu et al., 2024) 43.6 77.9 52.1 34.7 75.9 86.3 452 87.4 66.6 60.2 63.0
LAE-LoRA (Gao et al., 2023) 29.2 81.3 50.7 68.8 77.4 83.8 53.2 88.5 66.3 64.2 66.4
TreeLoRA (Qian et al., 2025) 19.3 81.4 55.3 63.9 77.6 80.4 64.3 85.0 54.8 57.6 64.0
InfLoRA (Liang and Li, 2024) 38.3 84.2 60.1 45.8 79.0 71.5 61.8 82.8 522 522 63.4
CL-LoRA (He et al., 2025) 39.7 79.2 56.7 58.5 79.1 81.1 64.0 78.0 63.6 60.6 66.0
RAIL-Primal{ (Xu et al., 2024) 424 89.8 55.7 68.5 84.0 83.3 65.3 85.8 67.9 64.5 70.7
CoDyRAT 439 81.6 60.6 78.4 84.0 84.9 64.6 90.5 67.4 64.4 72.0
Model continually learned
reference-constrained
WiSE-FT (Wortsman et al., 2022) 27.1 76.5 40.9 313 68.7 81.6 314 74.7 51.7 584 54.2
ZSCL (Zheng et al., 2023) 36.0 75.0 40.7 40.5 71.0 85.3 46.3 833 60.7 61.5 60.0
LwF (Li and Hoiem, 2017) 24.7 79.7 383 36.9 63.9 81.0 36.5 71.9 42.7 56.7 532
iCaRL (Rebuffi et al., 2017) 25.4 72.1 375 51.6 65.1 87.1 59.1 88.0 63.7 60.1 61.0
naive LoRA
LoRA (r=4) 235 78.4 40.6 473 71.4 83.7 50.1 87.5 65.1 64.0 61.2
LoRA (r=8) 23.7 78.1 39.7 46.6 71.3 83.7 50.7 87.8 65.4 64.1 61.1
LoRA (r=16) 23.6 78.5 40.5 43.0 70.4 82.8 49.5 87.5 64.9 64.0 60.5
capacity-controlled (ours)
CoDyRA 41.4 81.0 58.7 778 834 84.6 64.5 90.4 67.2 64.4 71.3
Last
Model complementation
MoE-Adapterf (Yu et al., 2024) 432 78.7 57.6 32.8 79.4 86.0 86.7 87.8 78.2 74.2 70.5
LAE-LoRA (Gao et al., 2023) 25.6 81.5 50.2 732 79.5 85.0 70.4 91.1 72.9 75.7 70.5
TreeLoRA (Qian et al., 2025) 16.0 79.1 59.2 62.3 83.0 83.6 95.0 89.9 71.9 74.2 71.4
InfLoRA (Liang and Li, 2024) 38.3 85.2 66.6 52.9 92.9 81.6 96.6 90.4 70.1 69.3 74.4
CL-LoRA (He et al., 2025) 39.7 79.8 62.5 70.9 92.9 81.9 95.2 90.5 72.4 73.1 75.9
RAIL-Primal{ (Xu et al., 2024) 41.7 94.0 66.0 86.4 97.2 824 93.1 83.6 75.0 71.3 79.1
CoDyRA} 43.9 824 66.6 93.0 93.3 86.3 97.2 94.0 78.5 73.5 80.9
Model continually learned
reference-constrained
WiSE-FT (Wortsman et al., 2022) 21.8 76.8 429 20.8 77.5 84.9 30.7 76.6 75.8 72.5 58.0
ZSCL (Zheng et al., 2023) 33.1 75.3 435 352 74.6 87.4 50.4 84.2 77.3 73.4 63.4
LwF (Li and Hoiem, 2017) 25.5 72.1 38.9 55.4 65.5 87.3 81.9 88.6 63.6 61.5 64.0
iCaRL (Rebuffi et al., 2017) 25.5 72.1 38.9 55.4 65.5 87.3 81.9 88.6 63.6 61.5 64.0
naive LoRA
LoRA (r=4) 9.75 79.5 40.7 37.5 65.1 82.6 47.1 84.1 57.5 76.3 58.0
LoRA (r=8) 12.7 78.7 39.6 42.6 62.4 823 46.8 83.6 60.2 76.1 58.5
LoRA (r=16) 13.7 78.6 40.3 39.4 66.1 82.7 50.9 85.7 60.3 76.1 59.4
capacity-controlled (ours)
CoDyRA 377 81.5 65.1 89.9 91.4 85.5 96.8 93.3 71.3 73.5 79.2

Table 9: X-TAIL per-domain results. CoDyRA (ours) trains a rank-bounded LoRA on the current task and merges
it into the backbone, storing no past-task data or parameters. {: uses domain prediction at inference similar to
(Yu et al., 2024). The two big groups (model complementation vs. model continually learned) are separated by a
horizontal rule; bold marks the best per column within each big group.
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selection (79.2) isolates the contribution of rank
minimization, and CoDyRA tops 9/11 columns of
the trained Average block. Increasing the fixed
LoRA rank improves learning at the cost of forget-
ting (Last drifts down from r=4 to r=16), consis-
tent with Fig. 2 and Takeaway 2.

O-LoRA and TreeLoRA on CLIP CL. Table 10
reports the head-to-head comparison on 5-shot
MTIL. CoDyRA leads on all three metrics.

Method Transfer ~ Average Last
O-LoRA (Wang et al., 2023a) 65.7 69.6 75.1
TreeLLoRA (Qian et al., 2025) 63.4 70.6 76.3
CoDyRA 70.1 73.3 78.0

Table 10: O-LoRA and TreeLoRA compared to
CoDyRA on 5-shot MTIL (CLIP CL).

Compute cost. Both O-LoRA and TreeLoRA train
4.4M parameters, matching CoDyRA. However,
they carry additional inference-time memory to
maintain per-task subspaces (44.32M for O-LoRA,
22.50M for TreeLoRA), whereas CoDyRA merges
each update into the backbone and adds no infer-
ence overhead.

B.5 Full-shot MTIL: Additional Results

Table 13 reports full-shot MTIL under the same
family taxonomy as Tables 1 and 9. Within model
complementation, CoDyRA+t leads on Transfer
(69.1), Average (77.0), and Last (85.8); other
prompt-based methods (Wang et al., 2022e.d,c;
Tang et al., 2025) are competitive on Last (S-
Prompts 83.4, DIKI 85.1) but cap Transfer at zero-
shot by construction. Within model continually
learned, plain CoDyRA (capacity-controlled LoRA
merged into the backbone, no auxiliary module)
leads on Average (76.0) and Last (84.9), improving
over the strongest reference-constrained baseline
ZSCL by +0.6 and +1.3, respectively. CoDyRA’s
Transfer matches CoDyRA7{’s by construction (ca-
pacity control alone preserves the unseen-task zero-
shot signal on the merged backbone). Together,
the two rows isolate the contribution of capacity-
controlled backbone updates (plain CoDyRA over
ZSCL) from that of the auxiliary domain predictor
(CoDyRAT over CoDyRA).

B.6 Training Stability on X-TAIL

Table 11 reports the mean and standard devia-
tion of CoDyRA’s results in Table 9, averaged
over three independent runs. The consistently
low variance across metrics demonstrates that our

method is stable to random initialization, highlight-
ing CoDyRA’s robust adaptive rank selection.

B.7 Isolating the CL Framing from the
Rank-Selection Mechanism

The importance-weight and soft-thresholding ma-
chinery overlaps with AdaLLoRA; our contribution
is repurposing this machinery as a forgetting regu-
larizer, a role adaptive-rank methods neither claim
nor test. To isolate the contribution of the CL-
aware framing from the rank-selection mechanism
itself, we apply AdaLLoRA (Zhang et al., 2023) and
DyLoRA (Valipour et al., 2023) to the same X-
TAIL CL setup as CoDyRA: identical all-weight
placement on every Attention/MLP matrix in both
encoders, identical training budget, identical opti-
mizer and base LR, and identical maximum rank
(r=16). Both baselines share the rank-selection
idea (singular-value importance for AdalLoRA;
nested sub-rank training for DyLoRA) but were
designed for single-task adaptation rather than CL:
they impose no mechanism that ties update capacity
to forgetting. Table 12 reports the comparison.

CoDyRA outperforms both baselines on all three
metrics. Since the underlying mechanism (adaptive
per-component importance) is comparable, the gap
isolates the contribution of the CL framing: the ¢;-
on-importance regularizer doubles as a forgetting
regularizer (Prop. 1), whereas AdaLoRA’s SVD-
importance scoring and DyLoRA’s nested training
optimize only the current-task objective.

B.8 Effects of Additional Adaptive Prediction
Head on Visual Representations

The related continual learning methods focus on up-
dating the representation with the backbone model
(e.g., (Wang et al., 2022¢; Zheng et al., 2023; Yu
et al., 2024), and CoDyRA) or newly added repre-
sentation alignment or prediction head (McDonnell
et al., 2024; Xu et al., 2024). These two types of
methods can be seen as orthogonal. We study how
the representation updated by the proposed method
can work with the additional adaptive prediction
head, relying on the aggregation-based adapters in
(Xu et al., 2024).

We provide a more detailed analysis of the ef-
fects of the additional prediction head on the visual
representations in X-TAIL setting in Table 14. Note
that the Dual version of RAIL (Xu et al., 2024)
stores all visual representations of all samples for
all seen classes and domains in memory, it is not
included in Tables 9 and 1 for a fair comparison.
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Table 11: Statistical significance of CoDyRA results corresponding to Table 9.

Method Transfer Average Last
AdalL.oRA (Zhang et al., 2023) 59.1 67.6 76.1
DyLoRA (Valipour et al., 2023) 60.6 69.0 77.1
CoDyRA 63.2 71.3 79.2

Table 12: Rank-selective LoORA baselines without CL
framing on X-TAIL, matched to CoDyRA’s placement,
budget, optimizer, and r=16.

RAIL is a regression-based method that applies
an additional prediction head on top of the visual
representations extracted by the frozen pre-trained
vision encoder of the CLIP model. This approach
is fully orthogonal to our method, as our focus is
on continually incorporating new knowledge into
the pre-trained model through dynamic low-rank
parameter updates, and we can seamlessly integrate
their techniques into our method. Because RAIL
heavily relies on the frozen pre-trained model, the
Transfer accuracy is limited by the zero-shot per-
formance of the pre-trained model. In contrast, our
approach gradually accumulates knowledge into
the pre-trained model, enhancing its capability on
unseen data and achieving improved Transfer ac-
curacy. Moreover, by leveraging our continually
enhanced pre-trained model, coupling our method
with RAIL significantly outperforms the original
RAIL, which uses a frozen pre-trained model, on
the Average and Last metrics.

B.9 Evaluation with Other VLMs

To evaluate the broader applicability of our method,
we conducted preliminary experiments with BLIP
(Lietal., 2022) on X-TAIL (Table 24). Our method
modestly improves upon RAIL-Primal and exceeds
the zero-shot pre-trained model, suggesting appli-
cability across different VLMs.

B.10 Evaluation on Standard
Parameter-Efficient Fine-Tuning (PEFT)
Task

Leveraging our dynamic rank-adaptive parameter
updates, our method naturally extends to Parameter-
Efficient Fine-Tuning (PEFT) tasks. Table 25

presents 16-shot PEFT results, using the same hy-
perparameters as the main paper, showing that
CoDyRA outperforms vanilla LoRA while reduc-
ing final trainable parameters by pruning ranks with
zero importance. Notably, across multiple down-
stream tasks (Caltech101, Cars, and OxfordPet),
CoDyRA achieves higher accuracy while using
fewer parameters compared to LoRA with a fixed
rank of 16.

By automatically selecting the most relevant
ranks from training data, our method provides a
more adaptive and efficient alternative to conven-
tional low-rank tuning. It improves downstream
accuracy while reducing the final parameter count.

C Analyses and Diagnostics

C1

We repeat the rank/placement probe of Sec. 3.2.1
across three datasets (DTD, EuroSAT, Oxford
Flowers) with three ranks (re{4,8,16}), five
placements (attn, mlp, vision, text, all), and three
seeds. Tables 15—17 report APlasticity (higher bet-
ter) and Forgetting (lower better) as mean=std.
Two patterns hold across all three datasets.
(i) Vision-encoder updates forget most on every
dataset, while the least-forgetting placement varies
(text on DTD, attention on EuroSAT, MLP on Flow-
ers). (ii) The rank effect varies by placement: for-
getting can rise, stay flat, or fall as r grows. To-
gether, these patterns show that the best balance
depends jointly on placement, rank, and dataset,
motivating adaptive per-matrix selection.

Multi-Dataset Validation of the Findings

C.2 Gradient-Conflict and Norm-Matched
Probes

Gradient-conflict at truncated rank. At the
pretrained CLIP, we SVD-truncate each task’s
loss-gradient to rank p and measure the norm-
normalized mean pairwise | cos| between tasks,
a first-order diagnostic for the interference mecha-
nism (Table 18).

Norm-matched probe. To isolate rank from mag-
nitude, we retrain each rank with a penalty enforc-
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CLIP zero-shot reference
Zero-shot (Radford et al., 2021) 24.3 88.4 68.2 44.6 549 71.0 88.5 59.4 89.0 64.7 65.2 65.2
Transfer
Zero-shot (Radford et al., 2021) - 88.4 68.2 44.6 54.9 71.0 88.5 59.4 89.0 64.7 65.2 69.4
Model complementation
L2P{ (Wang et al., 2022¢) - 55.7 50.9 304 41.4 49.3 71.8 36.3 77.5 553 534 532
DualPrompt} (Wang et al., 2022d) - 66.7 51.4 28.7 33.7 45.6 70.9 59.5 71.7 49.5 50.4 524
S-Promptst (Wang et al., 2022¢) - 67.3 49.4 26.4 39.7 47.1 70.2 343 78.9 56.7 522 522
MoE-Adapterf (Yu et al., 2024) - 87.9 68.2 44.4 49.9 70.7 88.7 59.7 89.1 64.5 65.5 68.9
DIKIf (Tang et al., 2025) - 92.9 69.0 432 48.2 67.4 85.2 63.0 87.9 63.8 66.2 68.7
CoDyRAT - 924 68.8 45.2 50.0 69.4 84.2 62.3 88.8 64.6 65.0 69.1
Model continually learned
reference-constrained
LwF (Li and Hoiem, 2017) - 56.6 44.6 32.7 393 46.6 68.0 46.0 774 31.9 60.5 50.4
LwF-VR (Ding et al., 2022) - 73.5 55.6 35.6 41.5 47.0 68.3 53.9 69.3 26.8 51.9 523
WiSE-FT (Wortsman et al., 2022) - 86.0 67.4 454 50.4 69.1 87.6 61.8 86.8 60.1 66.8 68.1
iCaRL (Rebuffi et al., 2017) - 77.1 61.0 40.5 453 54.4 74.6 479 76.7 36.3 58.6 572
ZSCL (Zheng et al., 2023) - 55.7 50.9 30.4 41.4 49.3 71.8 36.3 71.5 55.3 53.4 532
capacity-controlled (ours)
CoDyRA - 92.4 68.8 452 50.0 69.4 84.2 62.3 88.8 64.6 65.0 69.1
Average
Model complementation
L2Pt (Wang et al., 2022¢) 38.0 85.2 78.2 61.3 729 74.9 79.7 59.1 82.0 59.7 55.4 67.9
DualPrompt} (Wang et al., 2022d) 37.8 84.3 78.5 60.1 71.1 732 79.1 73.9 823 55.1 52.8 68.0
S-Promptst (Wang et al., 2022¢) 375 92.5 71.5 58.2 76.4 74.1 78.8 57.9 83.0 60.8 54.4 68.3
MoE-Adapterf (Yu et al., 2024) 50.2 91.9 83.1 69.4 78.9 84.0 89.1 73.7 89.3 67.7 66.9 76.7
DIKIf (Tang et al., 2025) 45.1 95.5 83.1 64.8 79.9 83.5 87.0 76.2 89.6 67.0 67.1 76.3
CoDyRAt 48.3 96.4 83.2 69.1 80.0 84.0 86.0 75.6 90.5 67.5 66.3 77.0
Model continually learned
reference-constrained
LwF (Li and Hoiem, 2017) 36.3 86.9 72.0 59.0 73.7 60.0 73.6 74.8 80.0 373 58.1 64.7
LwF-VR (Ding et al., 2022) 29.6 87.7 74.4 59.5 724 63.6 77.0 66.7 81.2 43.7 60.7 65.1
WiSE-FT (Wortsman et al., 2022) 26.7 86.5 64.4 57.1 65.7 58.7 71.1 70.5 75.8 36.9 54.6 60.7
iCaRL (Rebuffi et al., 2017) 355 89.2 722 60.6 68.8 70.0 78.2 62.3 81.8 41.2 62.5 65.7
ZSCL (Zheng et al., 2023) 45.1 92.0 80.1 64.3 79.5 81.6 89.6 75.2 88.9 64.7 68.0 754
capacity-controlled (ours)
CoDyRA 47.5 95.3 82.1 68.2 79.0 83.1 85.0 74.6 89.6 66.5 65.2 76.0
Last
Model complementation
L2Pf (Wang et al., 2022¢) 38.0 87.1 84.2 72.9 86.0 96.1 89.2 99.0 94.1 79.6 76.0 82.0
DualPrompt} (Wang et al., 2022d) 37.8 87.1 84.6 71.8 89.2 96.3 89.1 99.1 94.5 79.9 76.5 823
S-Prompts{ (Wang et al., 2022¢c) 375 95.1 83.7 70.2 97.5 96.5 89.0 99.1 94.0 79.5 75.8 834
MoE-Adapterf (Yu et al., 2024) 49.8 922 86.1 78.1 95.7 94.3 89.5 98.1 89.9 81.6 80.0 85.0
DIKIf (Tang et al., 2025) 452 95.7 86.3 72.9 98.0 97.0 89.2 99.4 94.2 81.6 76.6 85.1
CoDyRAt 48.3 96.8 85.9 77.8 97.5 96.2 88.3 99.0 94.9 80.6 78.6 85.8
Model continually learned
reference-constrained
LwF (Li and Hoiem, 2017) 26.3 87.5 71.9 66.6 79.9 66.9 83.8 99.6 92.1 66.1 80.4 74.6
LwF-VR (Ding et al., 2022) 20.5 89.8 72.3 67.6 85.5 73.8 85.7 99.6 93.1 73.3 80.9 76.6
WIiSE-FT (Wortsman et al., 2022) 27.2 90.8 68.0 68.9 86.9 74.0 87.6 99.6 92.6 77.8 81.3 7.7
iCaRL (Rebuffi et al., 2017) 35.8 93.0 71.0 70.2 833 88.5 90.4 86.7 93.2 81.2 81.9 80.1
ZSCL (Zheng et al., 2023) 40.6 922 81.3 70.5 94.8 90.5 91.9 98.7 93.9 85.3 80.2 83.6
capacity-controlled (ours)
CoDyRA 47.6 95.7 84.9 76.8 96.5 95.2 87.5 98.1 94.0 79.6 77.6 84.9

Table 13: Full-shot MTIL. Rows within each subgroup are sorted by Last (ascending). Bold marks the best per
column within each big group (model complementation vs. model continually learned). {: uses domain prediction at
inference similar to (Yu et al., 2024); plain CoDyRA merges the LoRA into the backbone with no auxiliary module.

Transfer AVerage Last Placement AP 74 AP 78 AP r16 Fgtrd Fgt 8 Fgtr16
attn 303+£05 308410 311405 2254007  3.024079 441049
. mlp 301405 303408 310405 5504026 6284046  6.71£1.04
RAIL-Primal 62.4 70.7 79.1 vision 20640.6 299401 30205 14.78£073 15454078 18.43£1.09
CoDyRA + RAIL-Primal 63.1 74.1 83.4 text 271405 269405 269404 3524059 2044043  1.98:£039
all 307411 313+£05 310£12 5042065 6362010 824126
RAIL-Dual 62.4 71.9 824
CoDyRA + RAIL-Dual 63.1 74.2 83.6 Table 15: DTD: APlasticity (higher is better) and For-

getting (lower is better) across placements and ranks (3
Table 14: Experimental results for integrating  seeds).
aggregation-based adapters in the X-TAIL setting. Met-
rics for “Transfer”, “Average”, and “Last” are reported
as averages across all datasets.
ing a common ||[AW]||p &~ 3.8 (median of the

ranks’ natural norms) and measure single-task plas-
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Placement APrd AP r8 APr16 Fgtrd Fgt r8 Fgtrl6
attn 46.8+0.3 47.1+04 473402 —0.13+£0.14 —0.52+0.34 —0.184+0.20
mlp 47.3£0.3  46.9+04 47.1+0.4 2.46+0.48 4.67£1.38 2.99+1.88
vision 47.6£0.1 47.6+£04 47.7+0.6 4.24+0.76 4.32+£1.10 6.95+0.55
text 40.8+£0.5 40.7+£0.5 40.61+0.2 1.63+0.02 1.05+0.04 0.21+£0.48
all 47.0£0.1 47.1£0.3 47.440.4 0.52+0.14 0.78+1.28 0.81+0.28

Table 16: EuroSAT: APlasticity (higher is better) and
Forgetting (lower is better) across placements and ranks
(3 seeds).

Placement APr4 APr8 AP r16 Fgtrd Fgtr8 Fgtr16

attn 26.6+£0.5 26.6+£0.2 27.14£04 —041£023 —0.70+0.40 —0.8140.66
mlp 26.7£0.2  27.0£04 27.14£03 —121£0.17 -0974£0.25 —1.0740.27
vision 26.1£0.3 26.4£0.3 262402  0.52£0.21 1.21£0.28 2.060.44
text 259+40.5 262+02 264+0.1  0.47£0.17 0.33£0.27  —0.08+0.52
all 27.1£0.1  27.1£0.1 272403 —0.89+0.49 —1.02£0.40 —0.6440.54

Table 17: Oxford Flowers: APlasticity (higher is better)
and Forgetting (lower is better) across placements and
ranks (3 seeds).

rank p  mean | cos | (lower is better)

1 0.0323
8 0.0296
full 0.0252

Table 18: Norm-normalized inter-task gradient conflict
after SVD truncation to rank p. Conflict is highest at
extreme low rank: the top singular directions are the
most shared across tasks.

ticity and forgetting (3 seeds; Table 19).

update effrank  ||[AW]|r  Aplasticity = Forgetting

LoRA r=1 1.0 3.83£0.07 +22.37 +0.99+0.35
LoRA r=2 2.0 3.73+0.03 +22.93 +0.36£0.04
LoRA r=4 4.0 3.71+£0.00 +24.93 —0.16+0.31
LoRA r=8 8.0 3.79+0.02 +24.87 +0.20+0.08
LoRA r=16 16.0 3.97+0.08 +22.87 +0.10+0.06

Table 19: Norm-matched probe: at fixed ||[AW]||p ~
3.8, rank still matters. Rank-1 both learns least and
forgets most; a moderate rank (4—8) reaches the best
trade-off.

At matched magnitude, rank still matters: rank-1
both learns least and forgets most (consistent with
the gradient-conflict result, where extreme low rank
concentrates the update on shared high-conflict di-
rections), while a moderate rank (4-8) spreads the
update onto less-conflicting directions. The inter-
ference mechanism thus persists after controlling
for magnitude.

C.3 Cumulative Parameter Shift: Scaling and
Constructive Analysis

This section expands on Table 5 (main paper) along
two complementary analyses: the asymptotic scal-
ing of the cumulative shift and its constructive na-
ture.

Asymptotic scaling. A least-squares fit of d(t) =

at’ to the 10-point trajectories yields b=0.49
(R?=0.99) for CoDyRA and b=0.95 (R?=0.97)
for fixed-rank LoRA (r=16). Extrapolating to
t=20 tasks gives projected shifts of 10.6 and 96.8,
respectively. The sublinear growth of CoDyRA is
consistent with the dimensional clause of Prop. 1:
pruning an importance weight to zero eliminates
further perturbation from the corresponding rank-
one component, so the per-task incremental shift
decreases as more directions are pruned.
Constructive nature of the accumulated shift.
We characterize how the cumulative update affects
unseen-domain capability through two probes. Ta-
ble 20 tracks zero-shot accuracy on held-out bench-
marks after each task merge.

Model state Unseen zero-shot (avg.)
Pretrained (6o) 56.24
After task 1 56.08
After task 2 56.92
After task 4 57.23
After task 6 57.32
After task 8 57.71
After task 10 58.00

Table 20: Zero-shot accuracy on unseen datasets after
each CoDyRA merge.

Table 21 reports linear interpolation between
6o and the final 019 via 6, = (1 — a)fy + « 610,
evaluated on the same benchmarks.

« (fraction of merged update)  Unseen zero-shot (avg.)

0.00 (pretrained) 56.24
0.25 56.21
0.50 56.58
0.75 57.84
1.00 (CoDyRA 610) 58.00

Table 21: Linear interpolation 6, = (1 — «)f + a 019
on unseen-domain zero-shot accuracy.

Both trajectories are near-monotone (with a
small early dip while initial-task knowledge ac-
cumulates), indicating that a larger fraction of the
merged update yields stronger zero-shot generaliza-
tion on held-out data. The accumulated shift there-
fore acts constructively on the pretrained represen-
tation rather than degrading it, a behavior atypical
of standard fine-tuning under sustained training.

C.4 Inter-Task CKA: Empirical Probe for the
Dimensional Bound

Prop. 1 bounds the row and column dimensions of
a rank-p update by p; when CoDyRA drives p to
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small values, consecutive task updates should there-
fore occupy small subspaces with limited overlap.
To test this prediction, we compute linear CKA
between consecutive task updates on the X-TAIL
stream.

For each task pair (t,t+1), we flatten the
merged updates AW ®) and AW (1) into vectors
vy, vi41 € RP across all updated weight matrices,
then compute linear CKA (Table 22). Values near
1 indicate aligned updates with substantial overlap;
values near 0 indicate near-orthogonal updates with
minimal interference.

Task pair (consecutive) CoDyRA  LoRA (r=16)

12 0.0041 0.0113
2-3 0.0039 0.0116
34 0.0036 0.0101
4-5 0.0037 0.0105
5-6 0.0039 0.0133
6-7 0.0038 0.0092
7-8 0.0036 0.0060
8-9 0.0038 0.0059
9-10 0.0037 0.0071
Mean 0.0038 0.0094

Table 22: Linear CKA between consecutive task up-
dates on X-TAIL. Lower values indicate less interfering
updates.

CoDyRA’s mean inter-task CKA (0.0038) is
smaller than that of fixed-rank LoRA (0.0094), pro-
viding direct empirical support for the dimensional
clause of Prop. 1: by confining each task’s update
to a small subspace, CoDyRA preserves orthogonal
capacity for subsequent tasks.

C.5 Parameter-space Directional Analysis

To further investigate how CoDyRA structures its
parameter updates across sequential tasks, we con-
duct a parameter-space directional analysis follow-
ing prior work on directional interference in LoRA-
based continual learning. Specifically, we compute
the cosine similarity between the LORA A-matrix
updates obtained after each task, comparing ev-
ery task’s update direction against those from all
other tasks. This metric captures the degree to
which updates for different tasks align or interfere:
higher similarity indicates that tasks induce over-
lapping update directions, while lower similarity
reflects more orthogonal and thus less interfering
modifications. As shown in Figure 10, CoDyRA
consistently produces lower cross-task similarity
than a baseline that trains a new LoRA adapter
per task and merges them without additional con-

straints. Despite imposing no explicit orthogonal-
ity regularization, CoDyRA naturally encourages
more decorrelated update directions, revealing an
inherent structural property that helps mitigate de-
structive interference between tasks.

C.6 Forgetting Analysis on X-TAIL:
Extended Discussion

The headline Forgetting comparison is in the main
paper (Table 4). We expand here on the break-
down by baseline family: fixed-rank LoRA (r=16,
Forgetting 14.86%) exhibits significant forgetting
from unconstrained updates without regularization;
ZSCL relies on replayed reference data; MoE-
Adapter isolates task knowledge inside adapters
with inference-time domain prediction; InfLoRA
constrains updates to subspaces orthogonal to prior
tasks. CoDyRA mitigates forgetting by minimizing
the rank of each update, keeping the model close to
its prior state without replay, isolation, or orthogo-
nal constraints; the gap to fixed-rank LoRA isolates
the contribution of rank minimization. The same
trend appears in Forgetting on TRACE (Table 2 of
the main paper).

C.7 Analysis of Changes/Interference w.r.t.
Pre-Trained Weights

In Sec. 4.2 of the main paper, Fig. 5 and Fig. 6 vi-
sualize and analyze the dynamic ranks assigned to
each module. Here, we extend the analysis by com-
paring parameter changes to pre-trained weights
using the amplification factor as in (Hu et al., 2022).
The amplification factor is given by:

AW
Amp— AW

- 17
[UTWVT] (a7

where W is the pre-trained weight matrix, and
AW is the parameter change introduced by LoRA.
For vanilla LoRA and CoDyRA, AW is computed
using Eq. 2 and Eq. 3, respectively. U and V rep-
resent the top r singular vectors of SVD(AW),
where r is the number of interested ranks in analy-
sis.

A higher amplification factor indicates that low-
rank parameter updates amplify directions less
emphasized in the pre-trained weights (Hu et al.,
2022). We visualize the amplification factors for
both our method and vanilla LoRA trained on the
Aircraft, EuroSAT and Oxford Pets datasets in Fig.
9.

The results show that, compared to vanilla
LoRA, our method tends to concentrate param-
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eter updates on a more specific subset of trans-
former modules while reducing updates to pre-
trained weights less relevant to the current data.
This demonstrates that our method more effec-
tively identifies critical pre-trained weight matrices
relevant to the current data and applies targeted
dynamic parameter updates. Additionally, by re-
ducing the strength of parameter updates for pre-
trained weights less related to the current data, our
method minimizes the impact on pre-trained knowl-
edge and knowledge acquired from previous tasks
compared to vanilla LoRA.

Note that this analysis differs from the visualiza-
tions of number of activated ranks in Fig. 5 and
Fig. 6. The number of activated ranks reflects the
quantity of significant ranks contributing to param-
eter updates for learning each task. In this analysis,
the amplification factor directly measures the pa-
rameter change to each pre-trained weight matrix.

C.8 Parameter-Matched Placement Ablation

To check whether the advantage of all-module
placement (Sec. 3.2.1 Takeaway 1) comes from a
larger parameter budget or from cross-module rank
allocation, we re-run the placement ablation with
rank tuned so each setting matches the trainable-
parameter budget of All (r=16); results in Ta-
ble 23.

Placement Params Transfer Avg. Last

1.97M 63.5 70.7 774
4.43M 63.2 70.8 779
2.46M 63.0 69.4 76.7
4.46M 62.4 68.3 755
4.43M 63.2 71.3  79.2

Attn-only 16
Attn-only 36
MLP-only 16
MLP-only 29
All (ours) 16

Table 23: Parameter-matched placement ablation on
X-TAIL. Rank is tuned so each placement matches the
trainable-parameter budget of All (r=16).

Observations: (i) Attn (r=36) shows negligible
improvement over Attn (r=16), consistent with
our Sec. 3.2.1 finding that attention modules are
stability-oriented with diminishing returns from
extra capacity. (ii) MLP (r=29) actually per-
forms worse than MLP (r=16), confirming that
higher-rank MLP updates are more prone to forget-
ting. (iii) All (r=16) outperforms both parameter-
matched alternatives on Average and Last, demon-
strating that the advantage stems from distributing
capacity across module types with adaptive pruning
rather than from a larger overall budget.

Transfer  Average  Last
Zero-shot 51.03 - 46.45
RAIL-Primalf 51.03 62.21 75.72
CoDyRAT 51.59 63.60 76.36

Table 24: Averaged performance using BLIP.

Acc. (higher is better) / Final Used Params. (lower is better)

Caltech101 Cars OxfordPet
Zero-shot 88.40 64.70 89.00
LoRA (r = 16) 96.43 / 4.4M 80.66 / 4.4M 92.94 / 4.4M

CoDyRA (7init = 16)  97.20/3.95M  81.61/3.75M 94.44 / 3.85M

Table 25: Performance of 16-shot PEFT on downstream
tasks.

C.9 More Visualizations and Analyses on
Rank allocation results of different
datasets

In Sec. 4.2, Fig. 5 and Fig. 6, we visualize and
analyze the dynamic ranks assigned to each mod-
ule for the Aircraft and Oxford Pets datasets under
the X-TAIL experimental settings. Here, we ex-
tend these visualizations and analyses to additional
datasets, as shown from Fig. 11 to Fig. 18.

The visualizations, along with statistical analy-
ses of transformer modules and layers, reveal dis-
tinct rank allocation patterns across datasets. These
findings suggest that the rank of parameter updates
needed for good downstream improvement and
knowledge retention varies across data types.
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Figure 9: Visualization of amplification factors when trained on (a, d) Aircraft, (b, ) EuroSAT, and (c, f) Pets,
comparing (d, e, f) our method of dynamic sparse rank selective LoRA and (a, b, ¢) vanilla LoRA. It shows that the
proposed method with adaptive rank selection can achieve more focused/concentrated updating and less interference.
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Figure 10: Parameter-space directional analysis of A-matrix updates. For each task, the column displays the average
cosine similarity between the model’s LoRA updates after a specific task and the LoRA updates from models
trained on all other tasks. This analysis quantifies directional interference among sequential updates. Lower cosine
similarity reflects more orthogonal (less interfering) updates. CoDyRA produces lower similarity than the simple
LoRA-merging baseline, demonstrating stronger implicit orthogonality of parameter updates even without explicit
orthogonal regularization.
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Figure 11: Visualization and statistical analysis of
rank activation on the Caltech101 dataset using our
proposed method.
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Figure 13: Visualization and statistical analysis of
rank activation on the EuroSAT dataset using our
proposed method.
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Figure 12: Visualization and statistical analysis of
rank activation on the DTD dataset using our pro-
posed method.
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Visualization and statistical analysis of

rank activation on the Flowers dataset using our
proposed method.
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Figure 15: Visualization and statistical analysis of
rank activation on the Food101 dataset using our
proposed method.
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Figure 17: Visualization and statistical analysis of
rank activation on the Stanford Cars dataset using
our proposed method.
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Figure 16:

Visualization and statistical analysis of

rank activation on the MNIST dataset using our pro-
posed method.
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Figure 18: Visualization and statistical analysis of
rank activation on the SUN397 dataset using our
proposed method.



