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Abstract

Memory has become a standard substrate for
self-evolving agents, yet retaining experience
is not the same as learning how to evolve
through it.  Existing memory agents can
store trajectories, retrieve reflections, or ac-
cumulate skills, but often lack the holistic
competence to select useful experience, act
on it, write reusable knowledge, and main-
tain a growing repository. We introduce
OPD-Evolver, a slow-fast co-evolution frame-
work that cultivates such an agent evolver
through on-policy self-distillation. In the fast
loop, OPD-Evolver interacts with a four-level
memory hierarchy to read, use, write, and
maintain experience for rapid test-time evo-
lution. In the slow loop, outcome-calibrated
memory attribution and privileged hindsight
distill these four abilities into the deploy-
able policy. Across multi-domain bench-
marks, OPD-Evolver surpasses memory Sys-
tems such as ReasoningBank by up to 11.5
points, and training-based methods such as
Skill0 by ~ 5.8%. Further analysis shows
that OPD-Evolver internalizes high-value ex-
perience and memory management, enabling
OPD-Evolver-9B to challenge giant counter-
parts such as QWEN3.5-397B-A17B and
STEP-3.5-FLASH, pointing beyond memory-
augmented agents toward genuinely qualified
agent evolvers. Codes are at https://github.
com/bingreeky/opd-evolver.

1 Introduction

What defines a self-evolving agent? A natural an-
swer is memory, since preserving past trajectories,
retrieving prior lessons, and reusing accumulated
skills seem to provide the material basis for im-
provement over time (Hu et al., 2025; Fang et al.,
2025a). This intuition has made memory an indis-
pensable component of modern agentic foundation
models (Team et al., 2025; MiniMax, 2026) and
agent systems (Pan et al., 2026; Zhou et al., 2026),
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especially in interactive environments where fail-
ures reveal latent constraints, successful rollouts
expose reusable strategies, and rewards ground be-
havior in environmental feedback (Wu et al., 2024;
Zheng et al., 2025b; He et al., 2026). Yet memory
is only the substrate of self-evolution, not its def-
inition. Despite the proliferation of memory sys-
tems (Zhang et al., 2025a; Ouyang et al., 2025),
skill libraries (Zheng et al., 2025a; Lu et al., 2026;
Xia et al., 2026), reflection mechanisms (Liang
et al., 2024), and self-improvement pipelines (Wu
et al., 2025b; Wei et al., 2025), the notion of “self-
evolution” remains under-specified: many agents
can retain experience or expose it to the prompt,
while far fewer can convert it into sustained be-
havioral improvement. In this work, we define an
agent evolver as an agent that systematically trans-
forms interaction history and feedback into persis-
tent improvements in future behavior.

Existing work has approached this objective
from diverse perspectives. Memory-augmented
agents store trajectories, reflections, tips, or
lessons and inject them into later prompts (Shinn
et al., 2023; Zhao et al., 2024; Chhikara et al.,
2025). Skill-augmented agents, which we regard
as a structured instantiation of memory, distill ex-
perience into reusable strategies, tools, or proce-
dures (Xia et al., 2026; Zhang et al., 2026a; Lu
et al., 2026; Shi et al., 2026). Other methods
more directly parameterize experience by training
on collected trajectories through supervised fine-
tuning (SFT), reinforcement learning (RL), or on-
policy distillation (Liu et al., 2026; Zhang et al.,
2025b; Xi et al., 2025). Despite this progress,
most methods optimize only one fragment of the
evolution process, such as retrieving experience,
using it in context, distilling it into parameters, or
engineering the memory architecture. Two chal-
lenges remain central: task rewards provide rel-
atively direct supervision for execution, but not
for memory selection, writing, or long-term man-
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agement; and how to train these coupled abili-
ties within one policy without making them inter-
fere remains underexplored. As a result, existing
agents may improve within a particular setting, yet
still fall short of becoming holistic agent evolvers.

We characterize a qualified agent evolver
through four coupled capabilities: @ experience
selection identifies useful memories from a grow-
ing and noisy repository; @ experience-grounded
execution converts selected experience into ef-
fective multi-turn actions; ® experience writing
extracts reusable knowledge from new trajecto-
ries and feedback; and @ experience manage-
ment scores, consolidates, updates, and retires
memories over time. These competencies can-
not be safely separated: weak selection amplifies
retrieval noise, weak execution leaves the agent
dependent on prompt-time guidance, weak writ-
ing pollutes future memory, and weak manage-
ment causes long-term degradation (Zhang et al.,
2025a). This motivates our central research ques-
tion:

How can we train an agent to acquire the holis-
tic competence of evolving through experience,
so as to become a qualified agent evolver?

To this end, we introduce OPD-Evolver, a slow-
fast co-evolution framework where the fast loop
lets the agent evolve through online interaction
with environments and memory, while the slow
loop distills these interaction-derived behaviors
into intrinsic evolver capabilities via on-policy
self-distillation. In the & fast evolution loop,
the agent operates over a four-level memory sub-
strate of trajectories, tips, skills, and tools: it
selects task-relevant memories before execution,
acts with them, then writes and periodically main-
tains memories from trajectories, rewards, and
feedback. Across this stream, OPD-Evolver esti-
mates an outcome-calibrated memory attribution
signal, converting delayed task outcomes into su-
pervision for what should be selected, used, writ-
ten, and preserved.

The 4 slow evolution loop then turns this
calibrated stream into on-policy self-distillation
targets for the same policy. The privileged
teacher observes attribution-enriched evidence un-
available at deployment, including candidate mem-
ory value, trajectory snippets, future utility of writ-
ten memories, and repository-level diagnostics.
Distilling the student’s own rollout states against
this hindsight supervision jointly shapes selection,

>

execution, writing, and management, enabling
OPD-Evolver to acquire transferable lifecycle-
level competence for self-improvement. Our con-
tributions can be summarized as:

Objective Formulation. We define the quali-
fied agent evolver as an agent with four coupled
competencies: experience selection, experience-
grounded execution, experience writing, and ex-
perience management.

> Practical Solution. We propose OPD-Evolver,

>

a fast-slow on-policy self-distillation framework
that converts task outcomes and privileged hind-
sight into supervision for selection, execution,
writing, and memory management.

Experimental Validation. Evaluations on
four self-evolving benchmarks show that
OPD-Evolver-4B/9B  surpass  contemporary
memory systems and remain competitive with
giant counterparts such as QWEN3.5-397B and

STEP-3.5-196B.

2 Related Work

Self-Evolving Agents. Recent self-evolving
agents can be organized around the experience
lifecycle defined in this work. For @ experi-
ence selection, prior systems use embedding
retrieval (Tan et al., 2025), utility scoring, learned
routers, or policy-based ranking (Li et al., 2026a;
Xu et al., 2025) to surface useful memories from
growing repositories. For @ experience-grounded
execution, memory- and skill-augmented agents
condition policies on retrieved memories (Ferraz
et al., 2026; Wang et al., 2026d), while SFT/RL-
based methods internalize experience into policy
parameters (Zhang et al., 2025c; Liu et al., 2026).
For @ experience writing, existing methods
distill trajectories into reflections (Wu et al.,
2025a; Fang et al., 2025b), reasoning memories,
procedural tips (Yue et al., 2026), executable
tools (Zhao et al., 2026a), or reusable skills (Xia
et al., 2026; Zhang et al., 2026b). For @ experi-
ence management, recent systems study scoring,
consolidation (Yue et al., 2026), forgetting, and
architecture-level adaptation (Zhang et al., 2025a).
These works demonstrate the value of experience
reuse, but most optimize one or two stages of
the lifecycle, whereas our goal is to train a truly
holistic agent evolver.

On-Policy Distillation. On-policy distillation
(OPD) trains a student on its own visited states by
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Figure 1: (Top) The fast loop lets the agent interact with environments and a four-level memory hierarchy; (Down)
the slow loop converts outcome-calibrated hindsight into on-policy self-distillation signals for OPD-Evolver.

querying a teacher for dense supervision, reducing
the train-inference mismatch of off-policy distilla-
tion (Hinton et al., 2015; Agarwal et al., 2024; Li
etal., 2026b; Song and Zheng, 2026). Recent stud-
ies have widely explored OPD for improving agent
execution, including mathematical reasoning (Wu
et al., 2026), knowledge QA (Ye et al., 2026), and
tool-use tasks (Zhong et al., 2026). In contrast, our
work uses OPD not merely to strengthen execu-
tion, but to jointly cultivate the four capabilities
required by a holistic agent evolver.

3 Methodology
3.1 Problem Formulation

We consider a lifelong agent that faces a stream
of interactive tasks rather than a single isolated
query. At round ¢, an agent parameterized by 6
receives a task x; ~ D, interacts with an envi-
ronment through observations o ; and actions a ;,
and obtains environmental feedback r; ;. The re-
sulting episode is denoted by

Hy
7 = {(oi,ari,ra) }y, R = Zrt,i ey
i=1

where H; is the episode horizon and R; is the
task return. The per-step signal r; ; may be sparse;

when only terminal feedback is available, we place
it at the final step. Unlike standard evaluation
that discards 7y, our agent maintains an evolving
repository M; of reusable experience, so future
behavior depends on how history is selected, used,
written, and maintained. We call such an agent
an agent evolver if it realizes a closed transition
from the current task-memory state (x;, M;) to
both task behavior and an updated repository. Con-
cretely, it first retrieves a noisy candidate set C; and
selects a compact context S:

Ct = Ret(xt, ./\/lt), St = Selg(Xt,Ct) (2)

where Ret is a non-parametric retriever, Sely is the
agent’s selection behavior, and S; C C;. The same
agent my then executes with S; and, after observ-
ing the outcome, emits an experience update Ay:

Tt 7T9(' | Xt,St), At ~ 7T9(' | Xt,Tt,Rt,St),
M1 = My @9 Ay

3)
where A; denotes the memories and retention deci-
sions produced from the episode, and @y denotes
the agent-controlled repository update. Thus, self-
evolution depends on the full experience lifecycle,
not merely a memory buffer: C; must contain rele-
vant evidence, S; must be actionable, /\; reusable,
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and M, useful as it grows. The streaming ob-
jective is to maximize performance along the task
stream while preserving the future utility of the
repository:

max liminf — Z E[R; + AUMy+1)], @)

0 T—oo

where U(M41) denotes the downstream useful-
ness of the updated repository and A controls how
much the agent values future evolvability. The ob-
jective of OPD-Evolver is to train this closed loop
so the agent attains high R; while improving fu-
ture repositories. The following sections instanti-
ate this objective with a fast loop (> Section 3.2)
for online experience-conditioned interaction and
a slow loop (> Section 3.3) that distills privileged
hindsight into the unified evolver.

3.2 Fast Evolution Loop

The fast loop runs online for each task and per-
forms test-time evolution without changing 6. Its
role is to turn M; into a small, actionable context
before execution, and to turn new episodes back
into reusable experiences afterward.

Hierarchical experience memory. We organize
OPD-Evolver’s My into four complementary tiers.
Let £ = {traj, tip, skill, tool} denote the tier set,
where each MY stores memories of type £:

My = M UMPUMET UM (5)

where Mt preserves episodic evidence, /\/ltlp
stores local warnings or heuristics, MKl ab-
stracts reusable procedures, and M}°°! stores ex-
ecutable command or code templates. The hierar-
chy is useful because agent experience has differ-
ent reuse granularity: full trajectories are faithful
but verbose, while skills and tools are compact but
must be distilled from enough evidence.

Retrieval and selection. Given the task x; and
optional environment metadata e;, we form a
query z; = [xy; €] and retrieve top-K candidates
from each tier by embedding similarity:

a=Uc ©

LeL

cf = TomeeM;z sim(¢p(z), p(m

where ¢(+) is the embedding encoder, sim(-, -) is
cosine similarity, and TopK returns the K mem-
ories with largest scores. Retrieval alone is inten-
tionally high-recall: it surfaces potentially useful

memories, but also brings stale, redundant, or task-
mismatched items. The selector then compresses
C; into the memory context shown to the agent:

= USm Ct =

Lel

S¢ = Selg(x:,Cy), Fmt(S:) (7)

where Sel}) selects memories S; from the tier-¢
memory pool Cf, and Fmt renders selected mem-
ory items into the textual prompt context. The
compact context c; is the operational interface be-
tween external memory and the acting policy.

Experience-grounded execution and writing.
During rollout, the actor conditions on c; together
with the task and interaction history:

ag; ~ (- | X¢,0¢,<iy a1 <i, Ct) (8)

where o; <; and a; ; denote the partial interaction
history before action a; ;. After the episode ends,
the same interaction becomes evidence for future
tasks. The same agent decides which tiers should
be updated and how many memories to write to
each tier. Given x, 7, Ry, and S, it produces
Ay = {Af}ser, where each Af may be empty or
contain multiple new memories:

={m tj}] 1 t+1—M£@0A£ )
The count 7! is chosen by the agent, so the fast
loop can write to any subset of the four tiers
rather than following a fixed memory schema. In
addition to per-task writing, the agent periodi-
cally performs repository maintenance. Let H; =
{(1j,Rj,Aj)}j<+ denote the logged interaction
history. Every () tasks, it enters a multi-turn inter-
action with H 4 and the current repository, using
lookup plus merge(m;, m;) and delete(m;):

Ng ~ 779( ‘ Mqu%qQa T)? M;Q = MQQ Do 14q

(10)
where g indexes maintenance rounds, g() denotes
the task index at which the g-th maintenance is
triggered, 7 = {lookup, merge, delete}, 7, is the
maintenance tool-call trajectory, and M;Q is the
repository after maintenance. In parallel, the loop
logs retrieved candidates, selected memories, out-
comes, created memory ids, and maintenance ac-
tions. These logs are not needed for immediate
execution, but they provide the hindsight evidence
used by the slow loop to estimate memory value
and distill the evolver.
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3.3 Slow Evolution Loop

The fast loop lets the agent accumulate experi-
ence, but not necessarily use it well. An arbi-
trary agent does not know which memories help,
how to ground execution in them, what deserves
to become memory, or when a repository update
helps future tasks. The slow loop trains these cou-
pled abilities by turning the agent’s own interac-
tion stream into supervision. The only trustworthy
external signal available after each task is the envi-
ronment feedback R;; the central question is how
to propagate this scalar outcome back to selection,
execution, writing, and maintenance decisions.

Outcome-calibrated attribution. For each
memory m, we estimate its value only on
tasks where m was actually retrieved, so the
comparison is candidate-controlled rather than
confounded by irrelevant tasks. Let g(¢) de-
note the task group of round ¢, and define
Qg(m) = {t : g(t) = g,m € C; \ St}} and
Qf(m) = {t : g(t) = g,m € &} The
outcome-calibrated attribution of m is

A(m) =y pg(m) (B (my[Be] = Ereagm)[Re]) (11
g

where pg(m) = |2 (m)[/(125 (m)| + 124 (m)])
downweights unreliable selections; empty groups
are omitted. We then convert attribution into a
memory score

V(m) = aym) v(m) A(m),
1 (12)

’7(m):1_\/ﬁ,

where £(m) is the tier of m, vy, is a tier prior,
N*t(m) = |Qf (m)|, and y(m) is a confidence
factor. This calibration converts delayed environ-
ment feedback into dense hindsight labels: mem-
ories with high V' (m) become evidence for what
should have been selected, used, and preserved,
while low-value memories expose noise that the
evolver should learn to ignore. Appendix E.4 pro-
vides a bias decomposition of this observational es-
timator and relates the residual selection-bias term
to the empirical ablation.

Unified hindsight self-distillation. We use the
calibrated stream to train the same agentic evolver
under a single on-policy distillation principle. Let
K = {sel, act, write, maint}. For each lifecycle
decision k, the student sees only the public input
2¥, while the teacher additionally sees a privileged

hindsight view h*:

(x¢,Ce), {(m, V(m)) }mec,),

Xt (‘Sj77—t+))7

X, Tt, Rt7 St)? {(Th7 V(m))}ﬁlEAt)v
MQQv HQQv T)7 D;ﬂem)

(2 ) = (
(2%, 1) =
(Zl\gvrite7 h:\/rite) ((
G ) = ((

(13)
where S;f = {m € & : V(m) > 0} de-
notes valuable selected memories, 7, is a suc-

cessful trajectory from the same task group, and
Dmen = {(m, V(m),y(m), v(m)) bmeat, U
{k(m;i,m;)};; contains memory value, confi-
dence, usage statistic v(m), and redundancy score
k(m;,mj). Thus, @ selection sees the value of
every retrieved candidate; @ execution internal-
izes useful selected memories by asking the stu-
dent to solve without memory; ® writing sees
which produced memories later become valuable;
and @ maintenance sees calibrated diagnostics for
producing merge/delete tool-call trajectories. For
each (z* h*), the student first samples an on-
policy output y* under the deployment condition,
and the teacher is evaluated on the same student
prefixes:

~k S k S S k +~k
Vi~ (| 2%) g =0 (| 27, 924),

. (14)
pgn = pgT( | Zk7hkvylzn)

where pg is the student policy, pg is the same
evolver under privileged conditioning with stop-
gradient parameters §, and y%, is the student-
generated prefix. Let dy , denote the correspond-
ing token-level discrepancy:

5k,n = Dtok <Sg[p£n] H pg,n)

where Dy is full-vocabulary token-level KL di-
vergence, and sg[-] blocks gradients through the
teacher distribution. The unified slow-loop objec-
tive is the token-level distillation loss over student-
visited prefixes:

(15)

Ly,
1
Lotow (0) = Z E(zk7hk)~d§0 |:fk Z 6k,77,:| (16)
n=1

k - :
K ghapg12h)

where d* , 18 the on-policy distribution of decision
inputs for lifecycle decision k. Selection, execu-
tion, writing, and maintenance are therefore super-
vised as four views of one experience lifecycle:
the teacher explains what the agent should have
selected, how it should have acted with useful ex-
perience, and what it should have written or re-
tained after observing the outcome. After distilla-
tion, only the student-facing behavior is deployed
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Table 1: Main results across self-evolving agent benchmarks. Each cell reports the official task success metric for
the corresponding benchmark subset; higher is better. For AMA-Bench, CI: Causal Inference, SU: State Updating,
SA: State Abstraction. Best and second-best mark the top two results within each backbone group.

LLM Method LifelongAgentBench MemoryArena AMA-Bench InterCode
DB oS Math Physics CI SU SA Bash CTF SQL
QWEN3.5-397B-A17B 86.00 63.00 3.98 4.65 5721 58.73 5141 51.34 56.00 62.74
STEP-3.5-FLASH (196B) 81.00 58.00 1.98 233 4950 46.99 48.883 44.20 48.00 59.87
No Memory 65.00 36.50 2.40 233 2483 27.67 29.73 30.36 26.00 38.85
ExpeL 62.50 34.50 1.98 1.74  26.17 24.88 28.49 30.80 33.00 34.08
AWM 63.00 36.00 1.69 3.49 2836 30.14 33.49 27.68 33.00 38.54
Cheatsheet 69.00 38.50 297 1.74 2534 3091 30.37 33.04 25.00 37.90
QWEN3-4B  Memp 73.00 41.00 4.66 0.00 3238 2844 31.81 31.70 27.00 43.31
ReasoningBank  70.00 38.00 3.81 1.16 2735 29.68 3097 31.25 25.00 43.95
EvolveR 71.50 46.50 1.27 291 26,51 24.42 30.01 33.93 31.00 44.90
MemEvolve 72.00 44.00 1.84 233 2953 31.53 32.73 3393 29.00 44.59
OPD-Evolver-4B  74.00 49.50 5.51 4.07 3289 3493 3490 36.16 34.00 45.86
No Memory 75.50 52.50 5.51 523  40.10 47.14 45.63 41.52 44.00 55.73
ExpeL 74.00 46.50 8.19 872 41.11 43.74 44.67 40.18 50.00 52.23
AWM 72.50 44.00 734  11.05 43.96 48.38 48.00 39.73 49.00 51.59
Cheatsheet 79.50 52.50 6.64 523 40.77 4930 46.19 41.96 47.00 56.05
QWEN3.5-9B Memp 82.00 56.00 4.80 6.40 4581 47.14 46.59 4420 50.00 58.28
ReasoningBank  80.50 55.00 4.94 6.98 4228 4838 47.04 4375 45.00 57.96
EvolveR 82.50 59.50 6.07 7.56 4178 4281 46.11 44.64 52.00 60.51
MemEvolve 81.00 61.00 4.24 9.88 4430 49.77 47.20 4598 53.00 61.15
OPD-Evolver-9B  84.50 65.00 10.88 11.63 47.32 5394 52.92 49.55 57.00 64.01

Algorithm 1: Workflow of OPD-Evolver.

Input: Task stream {x: }; memory repository Mo;
evolver policy 7g; maintenance period )
Output: Deployable evolver 75 and evolved
repository M

/* Fast loop: online experience use */
for each task x; do
Form query z; from task and environment
for ¢/ € L do

‘ Retrieve Cf from MY and select Sf C Cf
St — UZE,C. Ste, [ Fmt(St)
Roll out 7g with c; to obtain (7¢, R¢)
for { € L do

‘ Write Af and update Mf+1 — M@y AL
if t mod @ = 0 then

g+ t/Q
Produce maintenance trajectory 1, with
{lookup, merge, delete} and update
M+
qaQ
12 Log (Ct, St, Rt, A+) and any ng
/* Slow loop: unified distill */
13 for each logged memory m do
14 | Estimate V(m) from logged outcomes
15 for k € {sel, act, write, maint} do
16 Construct (z*, h*), sample §* ~ pj5 (- | 2¥),
and minimize Lgow// OPD

17 return Qualified agent evolver 7§

e e N UM A W N =

—
-

back into the fast loop, so the agent can exercise
these evolver abilities without privileged feedback
at test time.

4 Experiments

4.1 Experiment Setup

Training setup. We train OPD-Evolver on het-
erogeneous agentic experience from Agent World
Model (Wang et al., 2026c), nvidia/Nemotron-
Terminal-Corpus (Pi et al., 2026), and En-
vScaler (Song et al., 2026), which are dis-
joint from all evaluation benchmarks (see Ap-
pendix D). Unless specified otherwise, we use
QWEN3-4B-INSTRUCT-2507 (Yang et al., 2025)
and QWEN3.5-9B (Qwen, 2026) as backbones,
QWEN3-EMBEDDING-0.6B for retrieval, retrieve
50 candidates, set () = 30, keep at most 20 mem-
ories in privileged teacher contexts, filter supervi-
sion with minimum score 0.01. More parameter
setups are detailed in Appendix D.

Baselines. We compare with H memory-
augmented agents: Expel (Zhao et al., 2024),
AWM (Wang et al., 2024), Cheatsheet (Suzgun
et al.,, 2025), MemP (Fang et al., 2025b), Rea-
soningBank (Ouyang et al., 2025), EvolveR (Wu
et al., 2025a), and MemEvolve (Zhang et al.,
2025a); and M training-based methods: SFT,
GRPO (Shao et al., 2024), SkillO (Lu et al., 2026),
MemRL (Zhang et al., 2026c) and Complemen-
tary RL (Muhtar et al., 2026). For fairness, all
memory-based methods, including OPD-Evolver,
start evaluation with an empty experience repos-
itory and accumulate memory only from the
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Table 2: Comparison with training-based agent improvement
methods. Each cell reports the official task success metric.

Table 3: Ablation
(Bash/CTF/SQL)  with

study on InterCode
OPD-Evolver-4B.

“Writing Distill.”” denotes the exclusion of

Method MiniHack InterCode Lo . . o
self-distilling experience writing capability.
Room Maze KeyRoom Bash CTF SQL

Vanilla 8039 1961 000 5573 4400 4125 _variant Bash CTF SQL
SFT 82.35 17.65 0.00 59.87 49.00 44.64 OPD-Evolver-4B 36.16 34.00 45.86
GRPO 100.00 23.53 3.92 63.69 58.00 47.77 w/o Slow Evolution 32.14 28.00 39.17
SkillO 94.12 25.49 3.92 62.10 54.00 47.32 w/o Memory Attribution 31.20 26.69 38.50
MemRL 96.08 19.61 1.96 61.15 50.00 44.20 w/o Selection 35.27 32.00 42.04
Complementary RL  96.88 20.85 5.16 63.20 55.00 48.10 w/o Writing Distill. 34.38 29.00 41.08
OPD-Evolver 98.04 27.45 9.80 64.01 59.00 49.55 w/o Maintenance 35.30 30.10 43.51

evaluation stream (see details in Appendix C.1).

Evaluation benchmarks. We evaluate on five
benchmarks: LifelongAgentBench (Zheng et al.,
2025b) with database (DB) and operating sys-
tem (OS); MemoryArena (He et al., 2026) with
Math and Physics subsets; AMA-Bench (Zhao
et al., 2026b) with Causal Inference, State Updat-
ing, and State Abstraction; InterCode (Yang et al.,
2023) with Bash, CTF, and SQL subsets; and em-
bodied environment MiniHack (Samvelyan et al.,
2021). Benchmark details are in Appendix C.

4.2 Main Results

Comparison with Memory Systems We first
compare OPD-Evolver with seven mainstream
self-evolving memory systems as well as sev-
eral larger models in Table 1. OPD-Evolver
achieves the best result on all 10 subsets among
same-backbone memory baselines for both 4B
and 9B, with clear gains over the strongest
memory baseline on OS (65.00% vs. 61.00%),
AMA-SA (52.92% vs. 48.00%), and InterCode-
CTF (57.00% vs. 53.00%) for 9B. Notably,
OPD-Evolver-9B challenges its much larger coun-
terparts: OPD-Evolver-9B exceeds STEP-3.5-
FLASH (196B) on 9/10 subsets and surpasses
QWEN3.5-397B-A17B on 6/10 subsets, includ-
ing AMA-SA (52.92% vs. 51.41%), InterCode-
CTF (57.00% vs. 56.00%), and SQL (64.01% vs.
62.74%), showing that lifecycle-level evolution
can make a compact agent competitive with far
larger counterparts. Results over three randomly
shuffled task orders are reported in Table 7.

Comparison with Training-based Methods
Table 2 shows that OPD-Evolver achieves the best
average performance among training-based meth-
ods, winning on 5/6 subsets. Compared with
GRPO, OPD-Evolver improves Maze (27.45% vs.
23.53%), KeyRoom (9.80% vs. 3.92%), Bash
(64.01% vs. 63.69%), CTF (59.00% vs. 58.00%),

and SQL (49.55% vs. 47.77%). Against Com-
plementary RL, OPD-Evolver further improves
the hardest MiniHack subsets, including Maze
(27.45% vs. 20.85%) and KeyRoom (9.80% vs.
5.16%). It also consistently outperforms MemRL
on both MiniHack and InterCode, with a 5.35-
point gain on SQL. These results suggest that
OPD-Evolver learns beyond task-level reward fit-
ting, yielding a more transferable mechanism
for selecting, internalizing, and reusing experi-
ence. Table 4 also compares trainable baselines
in this disjoint cross-domain setting.

4.3 Ablation Study

We ablate five components of OPD-Evolver in
Table 3: @ w/o Slow Evolution removes on-
policy distillation, ® w/o Memory Attribution re-
places outcome-calibrated attribution with a sim-
pler memory-frequency calibrated score, ® w/o
Selection directly chooses the top-5 memories by
similarity, @ w/o Writing Distillation removes su-
pervision for reusable memory writing, and & w/o
Maintenance disables repository update training.
All variants degrade InterCode performance, with
the largest drop from removing memory attribu-
tion (average 38.67% — 32.13%; Bash/CTF/SQL
decrease by 4.96%, 7.31%, and 7.36%). Remov-
ing slow evolution is similarly harmful (average
33.10%), showing that privileged hindsight must
be distilled into the deployable policy. Selection,
writing, and maintenance also matter: similarity-
only selection reduces SQL from 45.86% to
42.04%, and removing writing distillation lowers
CTF from 34.00% to 29.00%. Together, these re-
sults show that reliable self-evolution depends on
jointly training calibrated attribution, learned se-
lection, memory writing, and repository mainte-
nance.
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Figure 2: Distribution of calibrated memory scores for
memories selected by the original QWEN3.5-9B and
OPD-Evolver-9B after selection distillation.
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Figure 3: Distribution of calibrated memory scores for
memories written by the original QWEN3.5-9B and
OPD-Evolver-9B after writing distillation.

4.4 Framework Analysis

Impact of Selection Distillation. We compare
the memory scores of items selected by the orig-
inal 9B backbone and the trained OPD-Evolver-
9B selector. As shown in Figure 2, selec-
tion distillation consistently raises the median
selected-memory score, from 0.66/0.69/0.66 to
0.79/0.76/0.76 on SQL/CTF/Bash. The lower
quartile rises from 0.50 to above 0.62 across the
three subsets, suggesting that OPD-Evolver re-
duces low-utility retrieval noise rather than merely
shifting a few high-scoring outliers.

Impact of Writing Distillation We next ex-
amine whether the trained evolver writes mem-
ories with higher future utility. Figure 3
compares the calibrated score distribution of
memories produced by vanilla QWEN3.5-9B
and by OPD-Evolver-9B. Writing distillation in-
creases the median score from 0.80/0.82/0.82 to
0.91/0.90/0.89 on SQL/CTF/Bash, and lifts the
lower quartile to 0.83 or higher. This tighter high-
score distribution indicates that OPD-Evolver
writes memories that are not only better formatted,
but more reliably useful for downstream tasks.

Impact of Experience Internalization Finally,
we test whether slow-loop distillation internal-
izes useful experience into the policy.  Fig-
ure 4 compares each vanilla backbone with its

9B-SQL

9B-CTF

0
o, 12 4B-SQL _%%° 9B-Bash
2
w
4B-CTF ® 4B-Bash
16 /
t T

T T T T
25 30 40 45 55 58
Task success

Figure 4: Experience internalization effect. Each arrow
starts from the vanilla backbone and ends at the cor-
responding OPD-Evolver policy; rightward movement
indicates higher task success and upward movement in
the inverted axis indicates fewer steps.

trained OPD-Evolver counterpart (w/o external
M; merely for task execution) in terms of
task success and execution steps. Every arrow
moves toward higher success and fewer steps:
OPD-Evolver raises success by about 3—4 points
for 4B and 3-7 points for 9B on Bash/CTF/SQL,
while reducing trajectories by up to 2.5 steps. This
suggests that OPD-Evolver converts high-value
memories into more direct and efficient behavior,
rather than merely retrieving better context at in-
ference time.

Inference Efficiency. End-to-end efficiency re-
sults, including token consumption, wall-clock
time, and environment steps, are reported in Ta-
bles 5 and 6.

4.5 Case Study

Figure 5 illustrates how slow-loop training makes
both memory selection and memory writing more
precise. For the LifelongAgentBench-OS task, the
vanilla model selects broad directory and configu-
ration memories, while OPD-Evolver keeps only
the modification-log skill and permission tip that
directly support creating files, setting modes, and
producing the sorted file list. For the MiniHack-
Room failure, the vanilla model writes generic ad-
vice such as verifying the goal and adding an ac-
tion validator, but the trajectory shows a sharper
error: the agent stopped after local east/south ex-
ploration without sufficiently expanding adjacent
states around the stairs. OPD-Evolver therefore
writes the reusable causal tip “Exploring adjacent
is insufficient,” showing that the trained evolver
learns not only to retrieve relevant experience, but
also to turn failures into compact future-facing
memory. More case studies are at Appendix G.
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. Create a directory '/reports', generate five files named report1.txt to report5.txt
X7 with content 'Report X' (where X is 1-5), set their permissions to 640, and list
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Figure 5: Case study of experience selection and writ-
ing in OPD-Evolver. (Top) on LifelongAgentBench-
OS, OPD-Evolver selects a compact task-matched sub-
set from retrieved memories. (Bottom) on MiniHack-
Room, OPD-Evolver writes a more causal and reusable
memory from a failed trajectory.

5 Conclusion

In this work, we present OPD-Evolver, a slow-
fast co-evolution framework that combines online
memory-conditioned interaction with outcome-
calibrated attribution and privileged on-policy self-
distillation. ~ Across diverse evaluation bench-
marks, OPD-Evolver consistently improves com-
pact open models over memory-augmented and
training-based baselines, showing that evolver
abilities learned from heterogeneous streams can
transfer beyond the training environments. To-
gether, these results suggest a shift from building
agents that merely store experience toward culti-
vating agents that can continuously transform ex-
perience into their own capacity for evolution.

Limitations

This work studies OPD-Evolver on a broad but
still finite set of agentic benchmarks and backbone
sizes. Although the results suggest that stronger
base models may further benefit from the same
slow-fast evolution principle, this scaling behavior
remains to be verified systematically. Future evalu-
ations could also cover more task domains, longer
interaction horizons, and richer memory reposito-
ries to better understand where the framework is
most effective.
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A Related Work Discussion

We further discuss several closely related contem-
porary works, many of which study skill-based
experience internalization. SKILLO (Lu et al.,
2026) and OpenClaw-RL (Wang et al., 2026b)

use RL or OPD to internalize agent execution
behaviors, while our focus additionally includes
how experience is selected, written, and main-
tained. SkillRL (Xia et al., 2026), Trace2Skill (Ni
et al., 2026), and Skill-R1 (Vishe et al., 2026)
mainly improve skill or lesson generation, corre-
sponding most closely to the experience-writing
part of our lifecycle. Skill-SD (Wang et al.,
2026a) uses skills as privileged context during
distillation, emphasizing experience-guided execu-
tion. SLIM (Shen et al., 2026) and Skilll (Shi
et al., 2026) take broader views of skill lifecycle
management. In comparison, OPD-Evolver stud-
ies a unified evolver policy over multiple experi-
ence forms, including trajectories, tips, skills, and
tools, and evaluates its cross-domain generaliza-
tion across heterogeneous agent benchmarks.

B Potential Risks

We do not observe direct evidence that
OPD-Evolver introduces qualitatively new
social risks beyond those already associated
with LLM-based agents. However, because the
framework improves an agent’s ability to reuse ex-
perience and maintain memory, standard concerns
around unsafe tool use, privacy leakage, biased
behavior, and unintended task generalization still
require careful attention. In practice, deployments
should follow the same safeguards expected for
agentic LLM systems, including controlled envi-
ronments, memory auditing, access restrictions,
and human oversight when actions may affect real
users or external systems.

C Benchmark Details

This section provides additional details on the
benchmarks used for evaluation, including their
subsets, test-set sizes, environment interfaces, and
action spaces.

LifelongAgentBench. LifelongAgent-

Bench (Zheng et al., 2025b) is a multi-domain
lifelong agent benchmark. We evaluate on its
database (DB) and operating system (OS) subsets,
with 100 test tasks for each subset. The DB
subset consists of MySQL tasks, where the agent
receives a natural-language instruction together
with database context and acts through SQL
execution followed by final submission. The OS
subset consists of Ubuntu-container tasks, where
the agent receives a natural-language instruction
and interacts with the environment through bash
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commands followed by final submission. These
two subsets evaluate whether the agent can reuse
memory for long-horizon executable tasks that
require precise environment operations.

MemoryArena. MemoryArena (He et al., 2026)
evaluates memory over multi-session reasoning
tasks. We evaluate on the Math and Physics sub-
sets, which contain 354 and 86 test tasks, respec-
tively. Each task provides shared background in-
formation and a sequence of question-answer ses-
sions. The agent must answer the current question
while preserving and reusing information from
prior sessions. Unlike interactive control bench-
marks, MemoryArena does not require live envi-
ronment actions; instead, it tests whether the agent
can maintain, retrieve, and apply useful memory
across sessions.

AMA-Bench. AMA-Bench (Zhao et al., 2026b)
evaluates long-horizon memory over completed
agent trajectories. We use 208 episodes, contain-
ing 2,496 question-answer pairs in total. Follow-
ing the benchmark taxonomy, the QA pairs are
divided into four categories: Recall (839 pairs),
Causal Inference (596 pairs), State Updating (647
pairs), and State Abstraction (414 pairs). In our
evaluation, we focus on the memory-intensive
Causal Inference, State Updating, and State Ab-
straction categories. Each example contains an
action-observation trajectory and a question about
the trajectory. Causal Inference requires the agent
to reason about why events occurred, State Updat-
ing requires tracking changes across the trajectory,
and State Abstraction requires summarizing or ab-
stracting the relevant state. The agent does not con-
trol a live environment in AMA-Bench; it reads
the trajectory and produces an answer, optionally
using retrieved memory.

InterCode. InterCode (Yang et al., 2023) pro-
vides interactive coding benchmarks in isolated ex-
ecution environments. We evaluate on the SQL,
Bash, and CTF subsets, which contain 314, 224,
and 100 test tasks, respectively. In SQL, the
agent solves text-to-SQL tasks by issuing SQL
queries against a database. In Bash, the agent
solves natural-language shell tasks by executing
bash commands. In CTF, the agent solves capture-
the-flag challenges by executing commands and at-
tempting flags. In all three subsets, the agent in-
teracts through a JSON action interface and termi-
nates with final submission. For Bash and SQL,

grading is based on the output of the last executed
command or query.

MiniHack. MiniHack (Samvelyan et al., 2021)
is a suite of procedurally generated grid-world nav-
igation environments built on NetHack. We evalu-
ate on Room, Maze, and KeyRoom, with 51 test
tasks for each environment. Room requires the
agent to reach the goal in a small open room;
Maze requires systematic exploration in a larger
maze; and KeyRoom requires the agent to locate
a key, open a locked door, and then reach the
goal. We render each environment as a text-based
dungeon view using NetHack glyph conventions,
such as @ for the agent, > for stairs or the goal,
and . for floor tiles. At each step, the agent
receives the ASCII map, the latest environment
message, inventory text, and step/reward statistics.
The agent acts through a unified JSON action in-
terface with compass moves, object-interaction ac-
tions such as pickup, apply, open, and search,
navigation actions such as climb_up and wait,
and final submit.

C.1 Evaluation Protocol

For all memory-based methods, evaluation starts
from an empty experience repository My = 0.
The agent then solves tasks sequentially in a
streaming order, so its repository can grow only
from trajectories, memories, and feedback ob-
served during the current evaluation stream. After
each task, the environment returns task-level feed-
back indicating whether the attempt succeeds or
fails, which is used for memory update and attribu-
tion. The agent does not receive the ground-truth
answer or an expert solution after the task; it only
observes the same environment feedback available
to all compared methods. For the training-based
comparison in Table 2, we additionally train all
compared methods on MiniHack using the same
training data and evaluate them on the same test
tasks to ensure a fair comparison.

D Training Details
D.1 Training Data

We construct the training data from 7,000 in-
teractive agent tasks: 3,000 from Agent World
Model (AWM) (Wang et al., 2026c), 2,000
from nvidia/Nemotron-Terminal-Corpus (Pi et al.,
2026), and 2,000 from EnvScaler (Song et al.,
2026). These sources cover diverse executable and
tool-interactive scenarios, exposing OPD-Evolver
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to heterogeneous trajectories for memory selec-
tion, memory writing, memory-conditioned execu-
tion, and repository maintenance.

Agent World Model (AWM). AWM provides
synthetic multi-turn tool-use environments with
executable, code-driven state transitions and
database-backed application scenarios. We use it
to collect trajectories with reliable task-level out-
comes and rich tool interactions.

nvidia/Nemotron-Terminal-Corpus.
Nemotron-Terminal-Corpus provides terminal-
style interaction data covering command execu-
tion, shell operations, and multi-step problem
solving in textual environments. It complements
AWM by exposing the agent to command-line
workflows and environment feedback patterns.

EnvScaler. EnvScaler provides scalable tool-
interactive environments for collecting diverse
agent trajectories. We use it to broaden the train-
ing distribution beyond a single benchmark style
and to expose OPD-Evolver to varied interaction
structures.

Note that, for the training-based comparison in
Table 2, we additionally train all compared meth-
ods on MiniHack using the same training data and
evaluate them on the same test tasks to ensure a
fair comparison.

D.2 Training Parameters

This section summarizes the training and rollout
hyperparameters used in our experiments.

Shared Settings Unless otherwise specified, we
use Qwen3.5-9B and Qwen3-4B backbones with
bf16 precision. We set the maximum prompt
length to 8192 tokens. For GRPO training, we use
temperature 1.0 and top-p 1.0. For OPD-Evolver
distillation data generation, we use temperature
1.0 and top-p 0.95. Across interactive environ-
ments, the maximum episode length is 40 steps
unless otherwise specified.

SFT For the SFT baseline, we fine-tune the base
model with LoRA. We use a learning rate of 1 x
1075, per-device batch size 2, gradient accumula-
tion 4, and train for 3 epochs. The LoRA rank is
32, the LoRA scaling factor is 64, and the LoRA
dropout is 0.05.

GRPO For the GRPO baseline, we use the
VERL framework and initialize the policy directly

from the base model. We use group size 8 and roll-
out batch size 2. The learning rate is 1 x 1076,
and we train for one epoch. We apply actor-side
KL regularization with coefficient 0.001, but do
not include the KL term in the reward. The reward
is based on the environment cumulative reward. In-
valid actions receive a penalty of —0.1, and prema-
ture submission receives a penalty of —0.2.

MemRL For MemRL, we follow its non-
parametric runtime memory reinforcement learn-
ing setup, where learning is performed through
episodic memory updates rather than model
weight updates. We use Qwen3.5-9B as the LLM
backend and Qwen3-Embedding-0.6B as the em-
bedding model. We retrieve at most 3 memories
per query. The memory construction, retrieval,
and update strategies are proceduralization,
query, and adjustment, respectively. For Q-
value updates, we use a success reward of +1.0
and a failure reward of 0.0. Other MemRL
reinforcement-learning hyperparameters are kept
at the package defaults.

SkillZero For SkillZero, we wuse its skill-
conditioned GRPO training setup implemented
with the VERL framework. Skill conditioning
is enabled during training. We initialize Skil-
1Zero with a MiniHack-specific skill set and use
a curriculum schedule that starts with all skills,
switches to core skills after step 100, and removes
skills after step 200. The rollout group size is 4,
the learning rate is 1 x 107°, and the batch size
is 2. We train SkillZero for one GRPO epoch. In-
valid actions receive a penalty of —0.1.

ComplementaryRL ComplementaryRL is im-
plemented with the ROLL framework under
MODE=complementaryrl. It uses a fully asyn-
chronous actor-memory pipeline with three non-
shared modules: a Qwen3.5-9B actor, a Qwen3-
4B-Thinking-2507 memory model, and a Qwen3-
4B-Thinking-2507 memory actor, with Qwen3-
Embedding-0.6B for retrieval. The actor is trained
with GRPO, while the memory actor is trained
with CISPO and REINFORCE-style advantage es-
timation. We use learning rate 1 x 1075, rollout
batch size 128, group size 1, gradient accumula-
tion 64, and 512 training steps. Actor rollouts use
temperature 0.99, top-p 0.99, and at most 4096
new tokens per step. The memory system stores
trajectory memories, retrieves the top-1 memory
by embedding similarity, uses FIFO updates, and
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caps the memory pool at 20,000 items. KL regu-
larization is disabled, and episodes are limited to
80 actions per trajectory.

OPD-Evolver For OPD-Evolver, the memory
pool contains four types of memories: skills, tips,
tools, and trajectories. During teacher-side re-
trieval, we first retrieve 50 candidate memories
and then select 20 memories for injection. For
teacher memory filtering, we use a minimum score
threshold of 0.01. For writer-side memory selec-
tion, we keep the top 30% of generated memories
according to the memory score. We set the main-
tenance period to () = 30 tasks. The evolver is
optimized with the unified slow-loop objective de-
scribed in Section 3.3.

The main experiments are conducted on a Linux
server with 8 NVIDIA A800 (80G) GPUs.

E Additional Analyses

E.1 Cross-Domain Transfer of Trainable
Baselines

We use the disjoint training—evaluation setup to ex-
amine whether methods trained on heterogeneous
agent tasks transfer to unseen benchmark domains,
rather than only improving within the task family
used for training. Table 4 compares the original
backbone, GRPO, Skill0, and OPD-Evolver under
this shared cross-domain setup. GRPO and SkillO
yield limited or inconsistent changes relative to
the original backbone: their gains on LifelongA-
gentBench are modest, and both decrease on some
AMA-Bench subsets. In contrast, OPD-Evolver
improves all five subsets, with particularly clear
gains on LifelongAgentBench-OS and the three
AMA-Bench categories. This pattern indicates
that jointly learning the experience lifecycle trans-
fers more consistently than optimizing task-level
execution alone.

E.2 Inference Efficiency

We measure the deployed fast loop end to end
using output-token consumption, wall-clock time,
and environment interaction steps. The privileged
teacher and slow-loop optimization are not exe-
cuted at test time. Table 5 reports all three mea-
surements on the interactive DB and OS subsets
of LifelongAgentBench, while Table 6 reports to-
ken consumption and wall-clock time on the Math
and Physics subsets of MemoryArena.
Compared with the most -efficient
OPD-Evolver  baseline on each

non-
subset,

OPD-Evolver reduces output tokens by ap-
proximately 4.5%-16.7% and wall-clock time
by 2.9%-10.3%. On the interactive DB and
OS tasks, it also reduces environment steps by
9.3% and 13.2%, respectively. The reductions
suggest that the learned selection and experience
internalization help the agent reach successful
solutions through shorter trajectories without
adding deployment-time overhead.

E.3 Robustness to Task Order and Random
Seed

We evaluate sensitivity to the evaluation stream
by running each method three times with inde-
pendently shuffled task orders on LifelongAgent-
Bench and MemoryArena. Table 7 reports the
mean and variance across the three runs. The
MemoryArena entries in Table 1 are already av-
erages over these runs; the table below addition-
ally exposes their variance and reports the corre-
sponding shuffled-order results for LifelongAgent-
Bench. Across both backbone sizes, OPD-Evolver
remains the strongest method on every evaluated
subset, while its variances are comparable to those
of the other memory-based methods.

E.4 Bias Decomposition of
Outcome-Calibrated Attribution

We characterize the quantity estimated by
outcome-calibrated attribution and make explicit
the residual bias induced by policy-dependent
memory selection. Let C, = 1 indicate that
memory m is retrieved into the candidate
set, S,, = 1 indicate that it is selected, and
G = g denote the task group. Let R(1) and
R(0) be the potential task returns when m is
used and not used, respectively, and define
pg = Pr(S,, =1 | Cp = 1,G = g) and
s = {Sm = 5,Cpn = 1,G = g}. For
groups in which both selected and unselected
observations are available, consider the selected-
versus-candidate contrast

Ag(m) =E[R [ &,]

~E[R|Cn=1,G=g]. (17

By consistency, the candidate-set outcome can be
written as

E[R|Cm =1,G = g] = psE[R(1) | £g,1]

+ (1= pg)E[R(0) | €g0]-
(18)
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Table 4: Cross-domain transfer of trainable methods with the Qwen3.5-9B backbone. Training tasks and evaluation

benchmarks are disjoint. Each cell reports the official task success metric; higher is better.

Method LifelongAgentBench AMA-Bench

DB oS CI SU SA
Vanilla Qwen3.5-9B  75.50 52.50 40.10  47.14  45.63
GRPO 78.00 53.00 41.58 4632 4512
Skillo 77.00 56.00 38.84 4530  43.02
OPD-Evolver-9B 84.50 65.00 47.32 5394 5292

Table 5: End-to-end inference efficiency on LifelongAgentBench. Tokens denote output tokens in thousands, Time
is wall-clock time in seconds, and Steps is the number of environment interactions. Lower is better.

Method DB 05

Tokens (k) Time (s) Steps Tokens (k) Time (s) Steps
No Memory 15.17 742  10.5 34.22 141.1 13.8
ExpeL 16.85 81.6 11.2 31.32 1453 153
AWM 18.10 873 120 33.06 1539 16.0
Cheatsheet 14.38 76.8 9.8 29.87 1332 134
MemP 13.28 69.5 8.7 26.68 1283  12.1
ReasoningBank 13.83 72.4 9.3 27.26 1326 125
EvolveR 13.02 64.9 8.6 27.84 139.5 11.2
MemEvolve 12.21 62.8 7.5 25.81 126.8  10.6
OPD-Evolver 11.37 56.7 6.8 24.65 113.7 9.2

Table 6: End-to-end inference efficiency on Memor-
yArena. Tokens denote output tokens in thousands and
Time is wall-clock time in seconds. Lower is better.

Method Math Physics
Tokens (k) Time (s) Tokens (k) Time (s)
No Memory 5.92 42.7 8.32 64.6
ExpeL 5.28 39.1 8.00 67.6
AWM 5.12 40.2 7.84 61.9
Cheatsheet 4.96 38.7 9.44 67.9
MemP 5.12 37.5 8.16 66.0
ReasoningBank 4.96 354 8.00 64.5
EvolveR 5.12 41.3 7.84 65.3
MemEvolve 4.80 33.8 7.52 58.8
OPD-Evolver 4.00 323 7.04 57.1

Define the memory-effect and residual selection-
bias terms as

7g(m) = E[R(1) — R(0) | £ga],  (19)
Bg(m) =E[R(0) | g1l
— E[R(0) | &,0]- (20)

Substituting these definitions into Equation (17)
gives

Ag(m) = (1= pg)(rg(m) + Bg(m)). (21

The selected-versus-unselected contrast used in
the main estimator is therefore

Dy(m) =E[R | &) ~E[R | &0] @2
A
v 9_(7;) = 1,(m) + By(m), (23)
g

and Section 3.3 aggregates these group-wise con-
trasts using py(m) and the confidence factor
y(m).

This decomposition shows that the attribution is
observational rather than a fully causal estimator.
Candidate-controlled comparison avoids contrast-
ing a memory across tasks where it was never re-
trieved, and task grouping reduces heterogeneity
in the compared examples, but neither operation
guarantees that B,(m) = 0. The confidence fac-
tor further downweights memories supported by
few selected observations. Empirically, the attri-
bution remains useful supervision: as shown in Ta-
ble 3, removing it lowers average InterCode per-
formance from 38.67% to 32.13%, with decreases
of 4.96, 7.31, and 7.36 points on Bash, CTF, and
SQL, respectively.

F More Results

Figures 6 and 7 report additional results on Life-
longAgentBench. These experiments complement
the main results by evaluating the selection and
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Table 7: Robustness to task order and random seed. Each cell reports mean 4 variance over three runs with

independently shuffled task orders; higher is better.

LLM Method LifelongAgentBench MemoryArena

DB (O] Math Physics

No Memory 75.83£0.58  52.17+£0.58 5.51+0.015 5.234+0.029

ExpeL 74.33£0.33  46.83+£0.58 8.194+0.057 8.72+0.137

AWM 72.17£0.58  44.33+£0.33 7.34+0.089 11.05+0.071

Cheatsheet 79.17£0.58  53.00%+1.00 6.64£0.018 5.23£0.251

QWEN3.5-9B  MemP 82.33£0.33  55.83£0.08 4.80£0.067 6.401+0.127

ReasoningBank  80.00+£1.00  55.50+0.75 4.94+0.026 6.984+0.201

EvolveR 83.17£1.58  59.00£1.00 6.07+0.013 7.56+0.164

MemEvolve 80.67+0.33  61.50+0.75 4.2440.066 9.88+0.325

OPD-Evolver 85.00+1.00 64.50+0.75 10.88+0.181 11.63+0.170

No Memory 65.00£1.00  37.17£1.58 2.40+0.015 2.33+0.134

ExpeL 62.00+£1.00 34.83+0.58 1.984+0.001 1.744+0.316

AWM 63.83+3.08  35.33£2.33 1.69£0.003 3.494+0.034

QWEN3-4B MemP 73.17£1.08  41.00£1.00 4.66+£0.022 0.00£0.000

ReasoningBank  70.00+1.00  38.17+1.08 3.81+0.022 1.16£0.012

EvolveR 72.17£1.58  46.00+1.00 1.274+0.023 2.91£0.077

MemEvolve 72.00£1.00 44.83+£3.08 1.84+0.019 2.33+0.323

OPD-Evolver 74.33+1.58 49.83+2.58 5.51+£0.015 4.07£0.201
R = U Ed memory-score distributions of memories selected
g 08 by the vanilla model and by OPD-Evolver on Life-
%06 ; longAgentBench DB and OS tasks. On both en-
50'4 | \ 1 vironments, OPD-Evolver yields higher-score se-
= o ‘ J | 1 lected memories than the base model. The score
' \ L distribution shifts upward, and the low-score re-
0057 s OFD Base g OPD gion is reduced, showing that the trained selector

Figure 6: Additional results for memory selection on
LifelongAgentBench. Left: DB; right: OS.
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Figure 7: Additional results for memory writing on
LifelongAgentBench. Left: DB; right: OS.

writing distillation effects on the lifelong DB
and OS environments. OPD-Evolver consistently
shifts the memory-score distributions upward com-
pared with the vanilla model, indicating that slow-
loop training improves both which memories are
injected and what memories are written for future
reuse.

Impact of Selection Distillation on LifelongA-
gentBench. Figure 6 compares the calibrated

is less likely to inject broad, noisy, or weakly re-
lated memories. This supports the claim that se-
lection distillation improves not only the amount
of retrieved memory, but also the task relevance of
the injected memory context.

Impact of Writing Distillation on Lifelon-
gAgentBench. Figure 7 evaluates whether the
trained writer produces memories with higher fu-
ture utility on LifelongAgentBench. Compared
with the vanilla writer, OPD-Evolver produces
memories whose calibrated scores are higher and
more concentrated on both DB and OS tasks. The
reduction of low-score memories suggests that the
trained writer is less prone to storing generic or
misleading advice, and instead writes compact
memories that better capture the causal error pat-
terns and task-specific constraints needed for fu-
ture attempts. Together with the main results,
these LifelongAgentBench experiments show that
slow-loop training generalizes beyond the primary
benchmark settings and improves both memory se-
lection and memory writing in long-horizon agent
environments.
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Figure 8: Case studies for the EXECUTOR. Top-left:
InterCode-SQL; top-right: MiniHack-Room-5x5; bot-
tom: LifelongAgentBench-OS.

G Case Study

Figures 8 to 10 provide qualitative examples of
how slow-loop training improves the three com-
ponents of the memory evolution pipeline: exe-
cution, memory selection, and memory writing.
Across InterCode-SQL, LifelongAgentBench-OS,
and MiniHack, the vanilla models often either
over-generalize from previous experience or fail to
localize the immediate cause of failure. In con-
trast, OPD-Evolver produces more task-specific
behavior: it retrieves memories that match the cur-
rent task, writes compact causal tips instead of
generic advice, and executes actions that better sat-
isfy environment-specific constraints.
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Figure 9: Case studies for the SELECTOR. Top-left:
InterCode-SQL; top-right: LifelongAgentBench-OS;
bottom: MiniHack-Trap.

Figure 8 focuses on the EXECUTOR. The ex-
amples show that the vanilla executor can vio-
late task-level constraints, stop before the true
success condition is reached, or omit required
side effects. In InterCode-SQL, it issues multi-
ple statements in one action and continues schema
exploration after noisy observations. In Mini-
Hack, it submits while merely adjacent to the goal.
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Figure 10: Case studies for the WRITER. Top-left:
InterCode-SQL; top-right: LifelongAgentBench-OS;
bottom: MiniHack-Room-5x5.

In LifelongAgentBench-OS, it completes group
membership but misses the required group-owned
directory. OPD-Evolver instead learns to respect
the operational constraints of each environment: it
separates SQL actions, continues navigation until
the agent reaches the goal tile, and performs the
missing directory creation and permission-setting
operations.

Figure 9 examines the SELECTOR. The vanilla
selector often injects memories that are superfi-
cially related but not causally useful for the cur-
rent task, such as choosing a minimum-count

SQL trajectory for a paragraph-counting query
or a user/group setup workflow for a permission-
editing OS task. In the MiniHack-Trap example,
it even produces an empty injection after a JSON
parse failure. OPD-Evolver filters memory more
aggressively and keeps only the skills, tips, tools,
or trajectories that directly support the present
problem. This indicates that slow-loop training im-
proves not only whether memory is used, but also
which memory is allowed to influence the next at-
tempt.

Figure 10 analyzes the WRITER. The vanilla
writer tends to convert failures into broad reusable
advice, and in some cases even records incor-
rect environment APIs. OPD-Evolver instead
writes narrower future-facing memories that tar-
get the root cause of the failure. In InterCode-
SQL, it records the need to verify column names
and interpret malformed schema queries. In
LifelongAgentBench-OS, it records the grading-
specific requirement to output bare filenames and
verify the generated file list before submission. In
MiniHack, it records the correct action interface
and the fact that reward is obtained only by step-
ping onto the goal tile.
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