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Abstract

Evaluation of cultural value alignment in Large
Language Models (LLMs) typically relies on
direct prompting with survey-style questions,
which often elicit neutral or safety-aligned re-
sponses and fail to capture the model’s un-
derlying cultural orientation. To overcome
these challenges, we propose a framework for
probing and steering latent cultural representa-
tions in LLMs along the two Inglehart–Welzel
axes of the World Values Survey (WVS). By
translating social value questions into scenario-
based dilemmas, we extract token-level prob-
abilities to measure implicit values and apply
activation steering, optionally combined with
country-conditioned prompting, to shift model
behavior without retraining. Across three 4B-
open-weight LLMs, four countries and three
social domains, we find substantial variation
in steerability. Importantly, we identify latent
entanglement, where interventions along one
Inglehart–Welzel axis induce a shift along the
other. This entanglement is consistent with
correlations present in human WVS data and
persists across our experimental settings. Our
work identifies empirical constraints on cultural
alignment in LLMs.

1 Introduction

Recent studies have established that Large Lan-
guage Models (LLMs) tend to default to Western-
centric value systems, even when prompted to
adopt cultural perspectives (Tao et al., 2025; Zhou
et al., 2025; Naous et al., 2026). This poses chal-
lenges for fairness, localization, and culturally
sensitive downstream applications, motivating the
need for reliable methods to both measure and con-
trol cultural alignment in LLMs.

A natural approach to controlling cultural align-
ment is to prompt LLMs with established sociolog-
ical instruments (Veselovsky et al., 2025), such
as the World Values Survey (WVS) (Inglehart
et al., 2022; Haerpfer et al., 2022b) or the Euro-

pean Values Study (EVS) (EVS, 2022). However,
direct prompting suffers from two critical limi-
tations. First, models frequently produce safety-
aligned neutral responses (e.g., “I do not have
personal beliefs”). Second, generated text re-
flects surface-level rather than the model’s latent
decision-making. For instance, a model instructed
to “act as a person from Vietnam” may pro-
duce a culturally appropriate response in one ques-
tion but revert to generic responses in another. Ow-
ing to these issues, existing evaluations may mis-
characterize how cultural values are represented
within LLMs (Yu et al., 2025; Kabir et al., 2025).

To overcome these two challenges, we propose a
framework to probe and steer latent cultural repre-
sentations in LLMs. Instead of relying on explicit
survey-style responses, we translate abstract value
questions into scenario-based behavioral dilem-
mas that force concrete decisions. For example, the
WVS question “How important is religion
in your life? Rate on a scale of 1-5.”
is reformulated as a workplace policy decision:
“Your company is considering replacing
religious holidays with elective holidays.
Do you support (option A) or oppose
(option B) the new policy?” We then ex-
tract token-level probabilities over choices (i.e., A
or B), enabling a fine-grained measurement of the
model’s cultural orientation, i.e., choice probabili-
ties under specific prompts rather than preferences
in the human sense.

Our framework is motivated by evidence from
behavioral measurement and cognitive science re-
porting that scenario-grounded dilemmas elicit
choice-predictive signals more directly than ab-
stract ratings (Greene et al., 2001). Consequently,
Situational Judgment Tests have been validated as
instruments for measuring behavioral dispositions,
including intercultural value orientations (Rock-
stuhl et al., 2014). Similarly, in terms of evalu-
ating tendencies of LLMs, forced-choice formats
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Figure 1: Comparison of cultural evaluation paradigms. The direct explicit prompting (left) often triggers safety
refusals or neutral personas, leading to a loss of cultural data. Our proposed scenario-based behavioral probing
(right) translates abstract WVS questions into situational dilemmas. By extracting raw logit probabilities, we bypass
surface-level personas to map the model’s latent coordinates onto the Inglehart-Welzel cultural map.

provide more stable and model-discriminative mea-
surements (Li et al., 2025; Dominguez-Olmedo
et al., 2024). Together, these findings motivate our
use of concrete behavioral scenarios rather than
Likert-style questions.

The overall formulation summarized in Fig. 1
allows us to map model behavior onto established
cultural dimensions while remaining grounded in
observable decision probabilities. Building on this
probing framework, we investigate whether cultural
alignment can be manipulated at the representation
level without retraining. We adopt activation steer-
ing techniques that modify hidden states during the
forward pass, using steering vectors derived from
contrastive behavioral scenarios (Siddique et al.,
2025). This enables controlled shifts in model be-
havior along interpretable cultural axes.

Our experiments on three open-weight
LLMs (Llama-3.2-3B-it, Qwen-3-4B-it, and
Gemma-3-4B-it) reveal that cultural alignment is
both model-dependent and domain constrained.
While some models exhibit high sensitivity to steer-
ing, others remain resistant, suggesting differences
in how cultural information is encoded. More
importantly, we uncover a consistent phenomenon
of latent entanglement, in which interventions
targeting one cultural dimension induce systematic
shifts in another. The findings indicate that cultural
attributes are not independently encoded in the
model’s latent space. We quantify this effect
using an entanglement ratio. The magnitude
of entanglement is consistent with correlations

observed in human sociological data (Ronald and
Baker, 2000; Inglehart, 2003), though it does not
by itself establish this coupling as causal (Sec. 5.5).
In summary, we make three contributions:

• To our knowledge, we present the first frame-
work for cultural value alignment along the
Inglehart–Welzel axes, unifying scenario-
based probing, activation steering, and system
prompting into a single evaluation pipeline.

• Through the two hybrid-steering configu-
rations, we obtain a domain-resolved gap-
closure protocol for localizing where steering
succeeds or fails across social contexts.

• We introduce the entanglement ratio E and
show that cultural dimensions are entangled
in LLM representations, a fundamental con-
straint on fine-grained control.

2 Related Work

Cultural map and value dimensions. WVS (In-
glehart et al., 2022) provides a standard reference
for cross-national value differences through the
Inglehart–Welzel cultural map, which organizes
societies along two axes: Traditional vs. Secular-
Rational and Survival vs. Self-Expression. As these
dimensions may obscure cultural and geographical
nuance (European Values Study, 2022; Haerpfer
et al., 2022a; Adilazuarda et al., 2025), we use them
only as high-level sociological anchors; the specific
markers are listed in Tab. 1. Existing work has used
WVS-style instruments to show that LLMs often
exhibit culturally skewed responses (Adilazuarda
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et al., 2024), but it primarily relies on direct prompt-
ing or surface-level outputs. In contrast, we use
scenario-based probing and token probabilities to
estimate latent cultural coordinates, then examine
whether these coordinates can be independently
steered. This reveals latent entanglement as a con-
straint on alignment.

Cultural values evaluation. Tao et al. (2025)
show that proprietary LLMs can be moved closer
to target-answer token probabilities. However, the
observed responses may reflect prompt compli-
ance rather than stable internal value represen-
tations (Kabir et al., 2025; Dominguez-Olmedo
et al., 2024). Choenni et al. (2024) argue that ex-
plicitly asking value questions can trigger safety
alignment and obscure a model’s underlying pref-
erences (Adilazuarda et al., 2025). To address
the issue, Choenni et al. (2024) proposes probing
target-answer token probabilities rather than rely-
ing solely on free-form text generation, providing
a more fine-grained view of how values emerge
or shift during adaptation. Our work builds on
this insight but moves beyond direct questionnaires
by measuring cultural tendencies through scenario-
based behavioral dilemmas using token-probability
extraction techniques.

Cultural value adaptation for LLMs. Beyond
prompting (Tao et al., 2025; Tanwar et al., 2023),
activation steering has emerged as a promising
approach for modifying model behavior at infer-
ence time without costly retraining (Chen et al.,
2025a,b; Siddique et al., 2026). Recently, the Dialz
framework was released as a Python toolkit to facil-
itate the creation, application, and visualization of
steering vectors (Siddique et al., 2025). To the best
of our knowledge, our work is the first to address
multidimensional cultural value alignment along
the Inglehart-Welzel axes via activation steering.

3 Scenario Dataset Curation

This section outlines the WVS markers employed
to generate the synthetic scenario-based dataset and
its subsequent manual validation.

3.1 WVS-Derived Cultural Value Markers

Tab. 1 lists the ten WVS-derived value markers that
follow the two-axis/pole structure of the Inglehart–
Welzel map: Traditional vs. Secular-Rational val-
ues and Survival vs. Self-Expression values. We
use these markers as high-level sociological an-

chors for scenario generation and cultural coordi-
nate estimation. The per-scenario answer proba-
bility P ∈ [0, 1] is linearly rescaled to the original
WVS range of its corresponding marker before be-
ing aggregated into the two-dimensional Inglehart–
Welzel coordinates used to position a model on the
cultural map.

Dimension Core Emphasis QID Scale

Survival Priority on security over
self-expression.

X1 1–3

Describes self as not very
happy.

X2 1–4

(Self-
Expression

Homosexuality is never jus-
tifiable.

X3 1–10

is oppo-
site)

Would not sign a political
petition.

X4 1–3

Caution regarding trusting
people.

X5 1–2

Traditional God is very important in re-
spondent’s life.

Y1 1–10

Priority on obedience/faith
over independence.

Y2 −2–2

(Secular-
Rational

Abortion is never justifi-
able.

Y3 1–10

is oppo-
site)

Strong sense of national
pride.

Y4 1–4

Favors respect for authority. Y5 1–3

Table 1: Cultural dimension and corresponding WVS
survey question (Inglehart et al., 2022). QIDs are inter-
nal identifiers where X and Y denote questions contribut-
ing to their respective axes; these do not correspond to
original WVS variable IDs. The Scale column gives the
original WVS response range for each marker.

3.2 Dataset Generation

We construct a scenario-based behavioral dataset in
which each sample presents a situational dilemma
and two response options aligned with opposite
poles of a WVS dimension. For example, a WVS-
style question about the importance of religion is
reformulated as a concrete workplace policy de-
cision, forcing the model to choose between two
behaviorally grounded alternatives. We focus on
ten WVS-derived value markers spanning the two
axes of the Inglehart–Welzel framework as pro-
vided in Tab. 1. Each scenario is assigned to one
of three domains: family, workplace, and legal.
This selection is grounded in the Social Institu-
tional Framework (North, 1990), which posits that
cultural values manifest differently across varying
levels of social distance.

As generating these questions at scale is infea-
sible for humans, we qualitatively pilot the gen-
eration prompt with GPT-4o, Claude-Opus-4.8,
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and Gemini-2.5-Flash. We observe compara-
ble scenario framing across all three, and use
Gemini-2.5-Flash to generate the full candidate
pool for its lower cost and higher throughput; it is
also not among the three models we later evaluate
(Sec. 5), though it shares a developer with Gemma,
making this separation only partial for that model.
Full prompting details are provided in Appx. A.

We manually shortlist the final examples using
two criteria: (1) contextual relevance, the dilemma
must clearly force a choice along the intended
WVS axis, and (2) variance maximization, retained
scenarios must cover diverse situations rather than
near-duplicates; this is layered with the item-level
neutrality criterion in Sec. 5.1, which together con-
strain option-level framing but do not rule out West-
ern framing in the underlying topics and institu-
tions. The final dataset contains 600 scenarios,
evenly distributed across the three domains. We
split the dataset into a 50% training partition Dtrain

for steering-vector extraction and layer selection,
and a 50% test partition Dtest for evaluation. As
detailed in Sec. 5.1, we perform human evaluation
of both item-level and respondent-level construct
validation.

4 Methodology

This section focuses on probing latent cultural ori-
entation using token probabilities across scenarios
and steering that orientation by intervening in hid-
den states during the forward pass. The pipeline
allows us to both measure where a model lies on
the Inglehart–Welzel cultural map and manipulate
its position without retraining.

4.1 Scenario-based Cultural Probing

To estimate an LLM’s latent cultural position,
we adopt a probability-based probing frame-
work (Choenni et al., 2024) that employs answer-
token logits rather than generated text. For each
scenario in Dtest, we present the model with the
following situational prompt:

{situation}

Option A: {A},Option B: {B}

Which option do you choose (A/B)?

(1)

To mitigate positional bias (Kabir et al., 2025), we
randomly assign the two opposing cultural values
(e.g., Traditional vs. Secular-Rational) to either
“Option A” or “Option B” for each trial. After the

forward pass, we extract the final-layer logits for
the tokens ‘A’ and ‘B’ and map them back to their
corresponding cultural values using the randomiza-
tion key. Let zpos denote the logit associated with
the positive pole of the axis (e.g., Secular-Rational
or Self-Expression), and let zneg denote the logit
associated with the negative pole (e.g., Traditional
or Survival). We then define the probing score as:

P =
ezpos

ezpos + ezneg
. (2)

where P ∈ [0, 1]. A value closer to 1 indicates
stronger alignment with the positive pole, while a
value closer to 0 indicates stronger alignment with
the negative pole. We average these scores across
scenarios within each domain and then rescale them
to the original WVS ranges for visualization on the
two-dimensional cultural map, such as in Fig. 2.

4.2 Activation Steering for Cultural
Alignment

This section describes how we construct the stan-
dard activation steering vectors from scenario-
based contrastive pairs. We favor activation
steering over weight-updating alternatives (e.g.,
LoRA (Hu et al., 2022), representation fine-
tuning (Wu et al., 2024), or preference optimiza-
tion (Rafailov et al., 2023)) matching our goal of
measuring and manipulating existing latent struc-
ture rather than retraining it.

Scenario-based contrasts. Let hℓ ∈ Rd denote
the hidden state at layer ℓ. Given a steering vec-
tor vℓ and a scaling coefficient α, we apply the
following linear intervention:

h′
ℓ = hℓ +αvℓ, vℓ =

1

n

n∑

i=1

(
a+i,ℓ − a−i,ℓ

)
. (3)

where n is the number of contrastive samples used
to estimate the steering direction. Here, a+i,ℓ and
a−i,ℓ are the layer-ℓ activation vectors elicited by the
same situation paired with the positive and negative
options, respectively.

To extract vℓ in Eq. 3, we use the Dialz frame-
work (Siddique et al., 2025). Although Dialz sup-
ports both Principal Component Analysis (PCA)
and mean-difference extraction, we use the latter
because preliminary experiments show it yields
stronger cultural steering effects in our setting.

We construct contrastive text pairs by decou-
pling the situational probe in Eq. 1 into the shared
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situation and its two opposing response options.
For each training scenario i in Dtrain, situationi
denotes the text of the shared dilemma, while
option+i and option−i denote the two response op-
tions aligned with the positive and negative poles
of the cultural axis of the target, respectively. We
compute the following.

a+i,ℓ = fℓ (situationi + option+i ),

a−i,ℓ = fℓ (situationi + option−i ).
(4)

where fℓ(·) denotes the activation at layer ℓ.
Next, option+i and option−i correspond to prompts
aligned with the positive pole (Secular-Rational or
Self-Expression) and the negative pole (Traditional
or Survival), respectively.

Importantly, these contrastive pairs are con-
structed using neutral value-based language and
do not include any country-specific priors. As a
result, the extracted vector vℓ represents a country-
agnostic direction in the latent value space.

4.3 Hybrid Steering: Combining Latent
Activation and System Prompting

To study the interaction between latent intervention
and explicit textual conditioning, we introduce a
hybrid steering framework that combines activa-
tion steering with system prompting S. The goal
is to test whether latent steering reinforces, com-
plements, or overrides the model’s surface-level
cultural alignment. This is operationalized via the
following two setups.

Setup 1: Post-hoc system prompting. In the
first configuration, we use the steering vector vℓ

learned independently (see Eq. 4). At test time,
however, the model is additionally conditioned on
a system prompt S, and the steering intervention is
applied on top of this prompted representation as:

h′
ℓ = hℓ(S, situationi) + αvℓ. (5)

Here, hℓ(S) denotes the hidden state at layer ℓ
when the model processes a test scenario from
Dtest under the influence of system prompt S. This
setup tests whether a country-agnostic latent direc-
tion remains effective after explicit prompting.

Setup 2: Prompt-informed vector extraction.
In this configuration, we extract a prompt-specific
steering vector vsp

ℓ from contrastive pairs that are

already conditioned on S:

vsp
ℓ =

1

n

n∑

i=1

(
a+,S
i,ℓ − a−,S

i,ℓ

)
,

a+,S
i,ℓ = fℓ(S, situationi, option+i ),

a−,S
i,ℓ = fℓ(S, situationi, option−i ).

(6)

Here, a+,S
i,ℓ and a−,S

i,ℓ denote the same positive and
negative contrastive activations as in Eq. 4, but
extracted while the model is conditioned on the
system prompt S. The resulting intervention is:

h′
ℓ = hℓ(S) + αvsp

ℓ . (7)

This setup yields a context-aware latent direction
that is explicitly conditioned on the target cul-
tural persona defined by S. We evaluate both
configurations using two prompt settings S ∈
{Sbasic, Sadvanced}. Templates for the prompts are
provided in Appx. B:

• Basic Prompt. For S = Sbasic we instruct the
model to adopt a national identity (Tao et al.,
2025; Masud et al., 2024b), e.g., “You are a
person living in <country>.” This setup
relies on the model’s pre-trained associations
with the target country.

• Advanced Prompt. For S = Sadvanced we
construct a country-specific profile from WVS
statistics. For each WVS variable, we first
compute the country-level mean response. We
then identify the categorical answer whose
index is closest to that mean and extract its
verbal description from the WVS codebook.
These descriptions are combined into a struc-
tured text, yielding a more explicit and empir-
ically grounded cultural profile than previous
settings. To maintain representative naming,
we assign high-frequency national names for
each country (Pawar et al., 2025).

4.4 Hyperparameter Optimization

We tune two hyperparameters for activation steer-
ing: the intervention layers and the steering coef-
ficient α. After tuning, the hyperparameters are
fixed for all experiments. Full details are provided
in Appx. C. For layer selection, we perform a layer-
wise search before steering on Dtrain by applying
Eq. 3 with α = 0.2 and measuring the resulting
change in the probing score P . We retain the four
layers with the strongest and most consistent steer-
ing effects across WVS questions.
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For α, we examine it on a held-out split of Dtrain

by minimizing the Euclidean distance between the
steered model coordinates and the empirical WVS
coordinates of the target country. The final steering
vector is then re-extracted using the full Dtrain and
evaluated on Dtest.

4.5 Quantifying Latent Entanglement
Steering along one cultural axis can also shift the
model along the other, a coupling we refer to as la-
tent entanglement. Following prior work (Higgins
et al., 2017), we quantify this with an entanglement
ratio E: the movement induced on the unintended
axis relative to the intended one. Let ∆dintended
denote the coordinate change along the targeted
axis and ∆dunintended the change along the non-
targeted axis. For all |∆dintended| > 0, we define:

E =
|∆dunintended|
|∆dintended|

. (8)

Here, E = 0 corresponds to perfect orthogonality,
while E ≥ 1 indicates that the unintended shift
is at least as large as the intended one. Note that
E is a descriptive and not a causal claim about
model-internal structure.

5 Results and Discussion

We begin by performing a quality assessment of
the scenario-based dataset we propose in Sec. 3.2.
Having established this, we then assess the impact
of different probing techniques through a six-step
analysis. First, we compare direct prompting with
scenario-based probing as evaluation paradigms for
prompt-based adaptation. Second, we analyze layer
sensitivity and Naive Vector Steering. Third, we
evaluate Hybrid Steering, which combines latent
intervention with system prompting. Fourth, we
quantify latent entanglement across cultural axes.
Fifth, we examine how entanglement varies across
social domains. Finally, we assess the impact of
steering on general reasoning performance.

We evaluate three open-source instruction-tuned
models: Llama-3.2-3B-Instruct (Team, 2024)
(Llama, 28 layers), Qwen-3-4B-Instruct (Team,
2025b) (Qwen, 36 layers), and
Gemma-3-4B-it (Team, 2025a) (Gemma, 34
layers). We report results against four diverse
target cultures spanning the Inglehart–Welzel
map: Denmark, India, Mexico, and Viet-
nam. Code and dataset available at: https:
//github.com/ducanhdt/culture_steering.
Experimental details are provided in Appx. D.

5.1 Dataset Validation

We validate the scenario-based dataset at both the
item and respondent levels, providing empirical
support for the forced-choice design introduced
in Sec. 3.2. Full annotation protocol, agreement
statistics, and respondent-level validation results
are provided in Appx. E.

Item validation. Three annotators: one LLM-
judge (Claude-Opus-4.7), and 2 human evalua-
tors, one each from India (female, 32) and Vietnam
(male, 25), evaluate all 300 test scenarios using
three criteria: alignment with the intended WVS
topic, neutrality between the two options, and re-
alism of the dilemma. An item is marked as “pass”
only if it satisfies all three criteria. The human
annotators achieve a positive agreement rate of
0.87, indicating high quality of the scenarios on
which both annotators agree. Overall, 296/300
items (98.7%) pass by majority vote, suggesting
that the evaluation split is not dominated by arti-
facts of LLM-based scenario generation.

Construct validation. We survey 65 Vietnamese
respondents and compare their direct WVS re-
sponses with their choices in matched forced-
choice scenarios. Six of ten constructs reach FDR-
corrected significance under at least one test, indi-
cating that the scenarios capture the intended cul-
tural value orientations when the item-level map-
ping is well-defined; of the remaining four, three
trend in the expected direction and one (Y002) re-
verses sign, which we discuss as a specific con-
struct mismatch rather than a general validity fail-
ure. This validates the forced-choice mechanism
in the Vietnamese sample used in the study; the
country-level steering targets for all four countries
are derived independently from published WVS
statistics and do not depend on this sample.

5.2 Analysis of Evaluation Paradigms

Direct prompting. Fig. 2 reveals that under di-
rect prompting ( leftmost panel), all 4B models
cluster toward the Western-centric upper-right re-
gion. However, these coordinates are partly shaped
by response artifacts. For example, Llama’s refusal
rate rises from 10% under Basic Prompt to 30%
under Advanced, while 40% of Qwen’s responses
remain fixed in a narrow range (5–6 out of 10). For
the 4 countries we examine, this suggests that direct
prompting can conflate cultural orientation with re-
fusal, neutrality, or surface-level compliance.
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Figure 2: Cultural value alignment across steering paradigms on the Inglehart–Welzel Cultural Map. The leftmost
panel shows evaluation via direct prompting; the remaining three panels show scenario-based behavioral probing
results for Qwen, Llama, and Gemma, respectively. Arrows indicate the trajectory from the model’s default coordinates
to the steered position for each target country under five configurations: default, basic prompt, advanced prompt,
hybrid Setup 1 with base vector + advanced prompt, and hybrid Setup 2 with prompt-informed vector + advanced
prompt. Bottom bar charts display the Euclidean distance from empirical human WVS coordinates; lower values
indicate closer cultural alignment.

Scenario-based probing. Our scenario-based be-
havioral probing yields more discriminative coor-
dinates, as shown across the model panels in Fig. 2.
Using forced-choice dilemmas and token probabili-
ties, the 4B models shift toward stronger alignment
with the Secular-Rational and Self-Expression val-
ues than they do under direct prompting. Advanced
Prompt consistently outperforms Basic Prompt, es-
pecially for Vietnam and India, suggesting that rele-
vant cultural information is present but more acces-
sible with richer prompting. However, prompt-only
conditioning remains limited as detailed in Appx. F.
Holm-corrected bootstrap tests show no significant
distance reduction for Llama. This motivates latent
intervention for rigid architectures.

5.3 Naive Vector Steering

From Fig. 3, the layer search in Sec. 4.4 yields
four intervention layers per model under Naive
Vector Steering. For 4B models, we obtain layers
(16, 17, 18, 19) for Qwen, (8, 9, 11, 12) for Llama,
and (12, 13, 14, 15) for Gemma. These layers form
a restricted, architecture-specific subset; cultural
value information is concentrated rather than uni-
formly distributed across the model. Meanwhile,
Fig. 4 shows how Naive Vector Steering responds
to α. Trajectories follow a similar curve in the steer-
ing direction across all three models. The curves
saturate near α ∈ [0.5, 0.6]. Beyond this range,
additional scaling produces no further cultural dis-
placement. This sets the search upper bound used
in Appx. D and bounds the reach of a single steer-
ing direction for 4B models. The X- and Y -axis
trajectories also overlap substantially; we quantify

this latent entanglement in Sec. 5.5. Both these re-
sults identify architecture-specific layers for latent
intervention and motivate the hybrid setting stud-
ied next. If Naive Vector Steering identifies where
cultural information is encoded, then prompt con-
ditioning may help determine how that information
is expressed directionally.

5.4 Hybrid Steering

Fig. 2 overlays all steering conditions, with bot-
tom bars reporting Euclidean distance to empirical
WVS coordinates. Hybrid Steering reduces the
average Euclidean distance to human coordinates
compared with both prompt-only and vector-only
baselines across all three models. However, the
effect is architecture-dependent. For Llama, Hy-
brid Steering changes direction while displacement
remains small, reflecting latent rigidity. For Gemma,
Hybrid Steering amplifies movement along the
base vector trajectory, suggesting that prompting
acts mostly as a scalar amplifier. Qwen shows the
most compositional behavior, with Hybrid Steering
changing both direction and magnitude of the cul-
tural trajectory, producing paths that depart from
the base vector-only curve.

Interestingly, Hybrid 1 (vℓ) and Hybrid 2 (vsp
ℓ )

yield similar coordinates for Llama and Gemma,
but distinct country-specific trajectories for Qwen.
Holm-corrected bootstrap tests in Appx. F show
that Hybrid Steering is significant for the 4B model–
country pairs except Gemma on Denmark, suggest-
ing that this approach is most effective when the
model can compositionally integrate prompt priors
with latent intervention.

18159



0 10 20 30

0

0.1

0.2

0.3

0.4

Layer ID

St
ee

ri
ng

D
iff

er
en

tia
l

X1 X2
X3 X4
X5 avg.

(a) X-axis for Qwen

0 10 20 30

0

0.2

0.4

0.6

0.8

Layer ID
St

ee
ri

ng
D

iff
er

en
tia

l

Y1 Y2
Y3 Y4
Y5 avg.

(b) Y -axis for Qwen
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Figure 3: Steering effect by layer and WVS question
under Naive Vector Steering.

Model EAll ↓ EFamily ↓ ELegal ↓ EWork. ↓
Naive Vector Steering
Gemma .77± .10 .56± .07 .77± .10 .88± .06
Llama .72± .07 .55± .12 .52± .14 .81± .09
Qwen .81± .14 .83± .14 .79± .20 .73± .15

Hybrid Steering (Hybrid 1)
Gemma .73± .07 .59± .13 .67± .13 .89± .14
Llama .53± .19 .47± .13 .36± .13 .83± .23
Qwen .74± .03 .72± .07 .71± .05 .80± .07

Table 2: Entanglement ratio E (mean± std) by model
and domain for vector-only and hybrid steering. Lower
values indicate more axis-specific control. Bold marks
the largest reduction relative to vector-only steering.

5.5 Latent Entanglement

Ideally, an intervention along one axis would move
the model orthogonally along that axis alone. In-
stead, Figs. 2 and 4 show a consistent coupling.
Steering along the X- and Y -axes produces highly
overlapping trajectories across both positive and
negative α. We quantify this via the entanglement
ratio E ( Eq. 8). Tab. 2 shows substantial entan-
glement across the three 4B models. Under Naive
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Llama (Steer on X-axis)
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Figure 4: Steering trajectories on the Inglehart–Welzel Cul-
tural Map as α varies under Naive Vector Steering. Dashed
and solid curves denote steering along the X and Y axes,
respectively. Curves saturate near α ∈ [0.5, 0.6], and their
near-overlap reflects latent entanglement.

Vector Steering, aggregate EAll remains high (0.72–
0.81), indicating that none of the models achieves
near-orthogonal control. The domain-level vari-
ation is also nontrivial: ELegal ranges from 0.52
for Llama to 0.77 for Gemma, indicating that en-
tanglement depends on both the architecture and
the social context. Hybrid Steering partially mit-
igates this coupling, especially for Llama, where
EAll drops from 0.72 to 0.53 and ELegal from 0.52
to 0.36. However, the workplace remains highly en-
tangled across models, suggesting that professional
norms form a particularly coupled latent structure.

We cannot fully rule out that a part of coupling
reflects scenario overlap, prompt-structure artifacts,
or the geometry of the two-dimensional projection,
rather than a stable latent property of the models.
No control condition in this study isolates these
factors. We do note, however, that in empirical
WVS data the two axes are themselves correlated
at r = 0.474 across national means (Wave 7 of
WVS (Haerpfer et al., 2022b), computed by us over
the published country-level data). While the mea-
surement is descriptive rather than causal, whatever
its origin, the coupling limits fine-grained control
over cultural alignment.

5.6 Domain Analysis
Fig. 5 shows the domain-wise shifts induced by
X-axis steering at α = 0.2. We observe that do-
main framing strongly affects steering behavior, but
the impact is architecture-dependent. Gemma is the
most domain-sensitive model, showing large cross-
axis movement on the Y -axis even when steering
only on the X-axis, especially in Legal contexts.
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Figure 5: Domain-wise shift on cultural axes when
applying an X-axis steering vector at α = 0.2. Rows
denote the source domain used to derive the steering
vector, and columns denote the target domain used for
evaluation.

Qwen shows opposing shifts between Workplace
and Legal domains that partially cancel in aggre-
gate, whereas Llama remains comparatively stable,
consistent with its rigidity in Sec. 5.2.

We also analyze domain-level gap closure un-
der Hybrid 1 using the per-axis gap-closure ratio
ρa = (sa−ba)/(ha−ba), where ba, sa, and ha are
the base, steered, and human-target coordinates on
axis a, so that ρa = 1 indicates exact closure and
ρa < 0 indicates movement away from the target
(full derivation in Appx. G, Eq. A2). Legal con-
texts are the most prone to overshooting: Qwen on
Vietnam reaches ρX = 1.10 and ρY = 1.15 in this
domain, exceeding exact gap closure on both axes.
Workplace, by contrast, remains among the most
entangled domains, consistent with the elevated
EWorkplace values in Tab. 2. Across three 4B mod-
els and four target countries, our findings suggest
that cultural steering is not only model-dependent
but also domain-dependent: social contexts can
activate different latent value structures even un-
der the same steering direction. Full heatmaps and
detailed analysis are provided in Appx. G.

5.7 Impact of Cultural Steering on Task
Performance

We finally assess whether cultural steering pre-
serves general model reasoning ability (Cohen
et al., 2024; Yang et al., 2024). We evaluate this
on a stratified subset of 1000 Global-MMLU ex-
amples (Singh et al., 2025), uniformly sampled
across culturally agnostic, culturally sensitive, and
general-knowledge categories. Results are aver-
aged across the four target country personas. Tab. 3
shows that cultural steering introduces a moder-
ate but bounded performance cost for 4B mod-

Configuration Llama Qwen Gemma

Default 0.585 0.734 0.608
Basic Prompt 0.587 0.718 0.593
Advanced Prompt 0.598 0.719 0.562
Vector Steering 0.561 0.707 0.564
Hybrid 1 0.575 0.700 0.536
Hybrid 2 0.567 0.704 0.530

Table 3: Global-MMLU accuracy across steering config-
urations, averaged over the four target country personas.

els. The largest drop occurs for Gemma, the most
steerable model, under Hybrid 2 (0.608 → 0.530),
while Qwen drops by 3.0 points (0.734 → 0.704),
and Llama remains comparatively stable. To ver-
ify that this decrease is not simply due to fluency
collapse, we also monitor perplexity across dif-
ferent steering intensities; the full analysis is pro-
vided in Appx. H. Overall, these results indicate
no catastrophic degradation in the accuracy and
fluency metrics we evaluate, though we do not test
instruction-following, open-ended generation, or
safety behavior under steering.

6 Concluding Remarks

We propose a framework for probing and steering
latent cultural representations in LLMs. By trans-
lating abstract sociological questions into scenario-
based dilemmas and analyzing token-level proba-
bilities, our approach moves beyond direct survey-
style prompting, which often elicits neutral or
safety-aligned responses. We show that activation
steering can shift cultural alignment without retrain-
ing, and cultural alignment is model-dependent and
structurally constrained. Interventions along one
cultural dimension consistently induce shifts along
another, suggesting that cultural values are encoded
as coupled latent structures.

To corroborate our findings beyond 4B mod-
els, we also test 8-12B models within each fam-
ily. Interestingly, Entanglement remains sub-
stantial for all three, so this is not an artifact
of small model scale (Pham et al., 2025), and
Llama-3.1-8B-Instruct remains the most rigid
model by raw displacement. However, Qwen3-8B
loses the direction-varying flexibility it showed at 3–
4B, and Llama’s entanglement reduction reverses
at 8B (0.53 → 0.84). Full per-country results and
discussion are in Appx. I.

These findings highlight both the promise and
limits of cultural steering, and motivate future align-
ment methods that account for the geometry of
internal representations.
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Limitations

This work has several limitations. First, the la-
tent entanglement observed in our experiments
limits precise control: steering one cultural di-
mension often induces unintended shifts along an-
other. This coupling is consistent with correlations
also present in human value systems (Sec. 5.5),
though our design cannot fully separate a genuine
latent property of the models from scenario over-
lap, prompt-structure artifacts, or projection ge-
ometry, so we treat the entanglement ratio E as
descriptive rather than causal. Relatedly, our steer-
ing formulation is linear over a small set of value
dimensions represented by binary forced-choice
dilemmas, which does not fully capture the context-
dependent, nonlinear nature of human cultural be-
havior; in domains such as the legal or workplace
spheres, choices are often constrained by state ju-
risprudence or corporate policy rather than personal
value alignment alone.

Second, our framework targets only the two
Inglehart–Welzel axes, operationalized as country-
level WVS averages, the canonical, best-validated
WVS macro-dimensions, whose coverage of
roughly 100 countries lets us define cross-country
steering targets in a unified way. A national mean
does not capture intra-national diversity, subcul-
tures, or individual variation; we use it only as a
numeric optimization objective, i.e., minimizing
Euclidean distance to a published mean, not as
a normative ground truth, so steered coordinates
should not be read as “what people from country
X believe.” Extending this analysis to individual-
or sub-national-level targets, or to an alternative
cultural value framework, is left to future work.

Third, the scenario-based dataset is gener-
ated by Gemini-2.5-Flash and manually filtered
for alignment, neutrality, and realism (Sec. 3.2,
Appx. E.1); this enforces neutrality between the

two options in each dilemma but does not guar-
antee that the underlying topics and institutions
are free of Western framing, since scenarios were
not co-designed with annotators from a broader
range of regions. Respondent-level construct vali-
dation (n = 65 Vietnamese participants; Sec. 5.1,
Appx. E.2) confirms the forced-choice mechanism
itself, i.e., that scenario choices track real survey
responses in a real population; country-level steer-
ing targets come independently from published
WVS statistics rather than from this sample. Cultur-
ally co-designed scenario generation and broader
respondent-level validation are left to future work.

Finally, our evaluation covers three instruction-
tuned models in the 3–4B parameter range, chosen
to keep a 2×4×3×4 design (prompt types × steer-
ing methods × architectures × target countries)
within our compute budget; activation steering in
any case requires white-box access to hidden states,
restricting the method to open-weight models re-
gardless of scale. One larger model per architecture
family (Appx. I) shows that entanglement persists
at this larger scale, with some architecture-specific
steerability patterns carrying over less cleanly than
others. Similarly, our alignment–capability anal-
ysis uses Global-MMLU accuracy and perplexity
as coarse, proportional checks within our compute
budget; a broader audit of instruction-following,
open-ended generation quality, safety, and multi-
lingual performance under steering is left to future
work.

Ethical Considerations

Our work builds on the WVS questionnaire and
on open-source models and training frameworks.
The 300 scenario-based dilemmas were manually
reviewed to remove or paraphrase toxic language,
and the final questions and response options are
written in neutral prose. Activation steering is
dual-use: the same intervention that aligns a model
with a target cultural distribution can push it away
from one, or amplify minority viewpoints into the
dominant output. We release the steering vectors
and scenarios for research use only, and do not
recommend deployment without human oversight.
The Inglehart-Welzel projection used here reduces
culture to two axes of the WVS instrument, and
treating its country-level averages as ground truth
fixes a partial view as the reference; naively read
as “what people from a country believe,” a steered
coordinate risks reinforcing national stereotypes
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rather than serving its intended role as a numeric
optimization target. The clearest deployment risk
lies in culturally sensitive domains, e.g., educa-
tion, hiring, content moderation, or public services,
where a system that infers a user’s nationality and
adjusts its behavior toward a country-level aver-
age could systematically misrepresent individuals
who do not share that average. We therefore po-
sition this work as a diagnostic research tool for
studying cultural steerability, not a blueprint for
nationality-conditioned deployment. We used AI
writing assistants to help edit prose and improve
clarity during the preparation of this manuscript;
all research ideas, analysis, and conclusions are our
own.
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Appendix

A Data Generation Framework

The dataset is generated using Gemini-2.5-Flash
as the generation model and follows a structured
social science framework. The following prompt
was used to synthesize the situational dilemmas:

You are a social science research assistant
specializing in the World Values Survey
(WVS) framework. Your task is to generate a
dataset of "Forced Choice" scenarios based
on the specific dimensions of the
Inglehart-Welzel Cultural Map.

Task: Generate 2 realistic "Forced Choice"
scenarios for each combination of the
following 10 WVS IDs and 3 Domains
(workplace, family, legal).

### Dimension 1: Traditional vs.
Secular-Rational

- F063: Importance of God (Low: God is very
important; High: God is not very important)

- Y003: Autonomy Index (Low: Child learns
obedience/faith; High: Child learns
independence)

- F120: Abortion (Low: Never justifiable; High:
Justifiable)

- G006: National Pride (Low: Strong sense;
High: Weak sense)

- E018: Authority (Low: Favors more respect;
High: Favors less respect)

### Dimension 2: Survival vs. Self-Expression
- Y002: Security/Expression (Low:

Economic/physical security; High:
Self-expression)

- A008: Happiness (Low: Not very happy; High:
Very happy)

- F118: Homosexuality (Low: Never justifiable;
High: Justifiable)

- E025: Political Action (Low: Would not sign a
petition; High: Has or would sign)

- A165: Trust (Low: Be very careful; High: Most
people can be trusted)

### Scenario Requirements:
1. Each scenario must present a realistic

conflict (workplace, family, or legal)
where a character must choose between the
Low Value and the High Value.

2. Provide exactly two options (A and B).
3. Randomize whether Option A or B represents

the Low or High Value.

### Output Format:
Return ONLY a valid JSON list of objects. Use

this structure:
[ { "wvs_id": "ID_HERE",

"dimension": "...",
"domain": "...",
"scenario_text": "...",
"options": {"A": "...", "B": "..."},
"mapping": {"Dimension 1": "A or B",

"Dimension 2": "A or B"}
} ]

B Cultural Steering Templates

This appendix provides the specific templates and
cultural markers used in the steering experiments.
As described in Sec. 4, these descriptions are
grounded in the statistical modes of the World Val-
ues Survey (WVS) for each target country.

Basic Steering Persona:
You are a person born in {country} and live in

{country}

Advanced Steering Personas: Below are the de-
tailed persona descriptions used for the Advanced
Prompt Steering method.

"India":"You are Aarav, a person from India.
You described yourself as Not very happy.
Generally speaking, you would say that You need

to be very careful in dealing with people.
If greater respect for authority takes place in

the near future, you think it would be A
thing You don't mind.

You have Might sign a petition.
In your life, you believe god is Very important.
You think homosexuality is Rarely justifiable.
You think abortion is Rarely justifiable.
You are Very proud about your nationality.
In the next 10 years, you think the most

important goal for your country should be
Balances between physical/economic security
and self-expression/quality of life.

Given list of qualities that children can be
encouraged to learn at home, You are a
person who either selected an equal number
of autonomy and conformity traits (e.g.,
one from each side) or selected none of
them at all. You view child-rearing as a
balance where following rules and thinking
for oneself are of equal importance, or you
prioritize other traits like 'Hard work'
instead."

"Vietnam": "You are Minh, a person from Vietnam.
You described yourself as Not very happy.
Generally speaking, you would say that You need

to be very careful in dealing with people.
If greater respect for authority takes place in

the near future, you think it would be A
good thing.

You have Would never sign a petition.
In your life, you believe god is Moderately

important.
You think homosexuality is Often justifiable.
You think abortion is Sometimes justifiable.
You are Very proud about your nationality.
In the next 10 years, you think the most

important goal for your country should be
Balances between physical/economic security
and self-expression/quality of life.

Given list of qualities that children can be
encouraged to learn at home, You are a
person who chose one trait of
self-determination (Independence or
Determination) and did not offset it with
conformity traits. You believe that a child
needs a head start in thinking for
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themselves and showing initiative to
navigate the world successfully."

"Mexico": "You are Mateo, a person from Mexico.
You described yourself as Not at all happy.
Generally speaking, you would say that You need

to be very careful in dealing with people.
If greater respect for authority takes place in

the near future, you think it would be A
good thing.

You have Might sign a petition.
In your life, you believe god is Extremely

important.
You think homosexuality is Often justifiable.
You think abortion is Sometimes justifiable.
You are Very proud about your nationality.
In the next 10 years, you think the most

important goal for your country should be
Balances between physical/economic security
and self-expression/quality of life.

Given list of qualities that children can be
encouraged to learn at home, You are a
person who either selected an equal number
of autonomy and conformity traits (e.g.,
one from each side) or selected none of
them at all. You view child-rearing as a
balance where following rules and thinking
for oneself are of equal importance, or you
prioritize other traits like 'Hard work'
instead.",

'Denmark': "You are Soren, a person from
Denmark.

You described yourself as Not very happy.
Generally speaking, you would say that Most

people can be trusted.
If greater respect for authority takes place in

the near future, you think it would be A
thing You don't mind.

You have Might sign a petition.
In your life, you believe god is Somewhat

important.
You think homosexuality is Generally

justifiable.
You think abortion is Generally justifiable.
You are Quite proud about your nationality.
In the next 10 years, you think the most

important goal for your country should be
Balances between physical/economic security
and self-expression/quality of life.

Given list of qualities that children can be
encouraged to learn at home, You are a
person who chose one trait of
self-determination (Independence or
Determination) and did not offset it with
conformity traits. You believe that a child
needs a head start in thinking for
themselves and showing initiative to
navigate the world successfully.."

C Hyperparameter Optimization

This appendix provides additional details on the
hyperparameter optimization procedure used for
activation steering. We tune two components: the
intervention layers and the steering coefficient α.

C.1 Layer Selection

Prior studies show that both probing and steering
are sensitive to the choice of layer (Siddique et al.,
2025; Masud et al., 2024a). We also hypothesize
that applying the same intervention to all layers
may degrade linguistic coherence. We therefore
perform a layer-wise search to identify the layers
that produce the strongest behavioral shift. Specifi-
cally, for each layer ℓ, we apply the steering trans-
formation in Eq. 3 with α = 0.2, and then measure
the resulting change in the probing score P on
Dtrain, where P is defined in Eq. 2. This proce-
dure identifies the layers at which cultural decision-
making is most responsive to latent intervention.

As shown in Fig. 3, steerability is concentrated
in a small subset of layers rather than being uni-
formly distributed across the network. The most
responsive layers are (16, 17, 18, 19) for Qwen, (8,
9, 11, 12) for Llama, and (12, 13, 14, 15) for Gemma.
These top-ranked layers also remain relatively con-
sistent across individual WVS questions. We there-
fore aggregate the four selected layers into the final
intervention, which provides a favorable trade-off
between steering strength and reduced unnecessary
interference with unrelated representations.

The magnitude of the differentials also reveals
architecture-specific steerability. Qwen is moder-
ately responsive across both axes, with several
questions, including X4, X5, and Y2, maintaining
differentials above 0.25 across the selected layers.
Llama exhibits the strongest rigidity, with most
questions falling below this threshold. In contrast,
Gemma shows the largest sensitivity, particularly on
the Survival vs. Self-Expression axis, where X4
reaches a differential close to 2.0. These patterns
are consistent with the model-level differences ob-
served in the main results.

For Naive Vector Steering, we additionally
search α ∈ [−0.3, 0.6]. Negative values steer in
the opposite cultural direction, allowing us to ver-
ify that vℓ encodes a reversible bidirectional axis
in latent space, as shown in Fig. 4.

C.2 Steering Coefficient Selection

The steering coefficient α controls the strength of
the latent intervention. Since the trajectory induced
by α depends on both the model architecture and
the target country, using a single fixed coefficient
for all settings may lead to under-steering or over-
shooting. We therefore adopt a two-stage coeffi-
cient selection procedure that avoids leakage into
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Figure A1: Domain-wise shift on cultural axes when applying an X-axis steering vector at α = 0.2. Rows denote
the source domain used to derive the steering vector, and columns denote the target domain used for evaluation.

Dtest.
In the first stage, we extract a preliminary steer-

ing vector using 180 samples from Dtrain and re-
serve the remaining 120 samples as a validation
split for coefficient selection. We then perform a
grid search over α ∈ [0, 0.6] for hybrid configu-
rations. Negative coefficients are excluded in this
stage because the system prompt S already condi-
tions the model toward the target persona; steering
in the opposite direction would work against the
alignment objective.

The upper bound of 0.6 is chosen based on two
considerations. First, larger values lead to increas-
ing perplexity degradation (see Appendix D). Sec-
ond, the steering trajectory saturates beyond this
point, with cultural coordinates exhibiting only
marginal displacement for further increases in α.
Therefore, searching beyond 0.6 increases linguis-
tic instability without meaningfully expanding the
reachable region of the cultural map.

We select the coefficient by minimizing the Eu-
clidean distance between the steered model coor-
dinates and the empirical WVS coordinates of the
target country:

α∗ = argmin
α∈[0, 0.6]

∥c(α)− chuman∥2 , (A1)

where c(α) ∈ R2 denotes the steered cultural coor-
dinates at coefficient α, and chuman ∈ R2 denotes
the target country’s empirical WVS position.

In the second stage, we re-extract the final steer-
ing vector using all 300 samples in Dtrain while

fixing α∗. This final vector benefits from the com-
plete training split and is then applied to Dtest for
evaluation. Prior studies show that both probing
and steering are sensitive to the choice of layer (Sid-
dique et al., 2025; Masud et al., 2024a). We also
hypothesize that applying the same intervention to
all layers may degrade linguistic coherence. We
therefore perform a layer-wise search to identify
the layers that produce the strongest shift.

D Experimental Setup

Experiments were conducted on NVIDIA T4 GPUs
via Kaggle, totaling approximately 18 GPU hours.
All models were loaded in FP16 precision, ensuring
peak memory utilization remained within the 16GB
VRAM limit. We evaluated three comparable-scale
architectures: Llama-3.2-3B-Instruct (Team,
2024), Qwen3-4B-Instruct (Team, 2025b), and
Gemma-3-4B-it (Team, 2025a), obtained from
Hugging Face. All three are open-weight mod-
els used here for research evaluation under their
respective community licenses, consistent with
their intended use. Activation steering was im-
plemented using Dialz (Siddique et al., 2025), a
Python toolkit for steering vectors. The situational
scenarios used for behavioral probing were gener-
ated using the Gemini-2.5-Flash API. To ensure
reproducibility, the global random seed was fixed
at 42. For generation tasks, we used a tempera-
ture of 0.7 and set maxnew_tokens to 128. Behavioral
probing relied on raw logit extraction to eliminate
sampling stochasticity. For Naive vector steering,
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the coefficient α was searched over [−0.3, 0.6]; for
hybrid configurations, the search was restricted to
[0, 0.6] since negative values are inconsistent with
persona-conditioned alignment. The upper bound
of 0.6 was determined by two criteria: perplexity
degradation across all three architectures and tra-
jectory saturation observed in Fig. 4. The perplex-
ity was monitored by computing the cross-entropy
loss over the first 128 tokens of the generated out-
put. The 600 scenario questions are partitioned
into 300 in Dtrain for training and 300 in Dtest

for evaluation. Coefficient optimization follows a
two-stage procedure: an initial steering vector is
extracted from 180 Dtrain samples and evaluated
on the remaining 120 held-out samples to identify
α∗ via grid search; the final steering vector is then
re-extracted using all 300 Dtrain samples with α∗

fixed, before being applied to Dtest.

E Dataset Validation

We conduct two validation checks for the scenario-
based behavioral dataset. First, we verify the item-
level quality of Dtest using an annotation rubric for
alignment, neutrality, and realism. Second, we run
a respondent-level construct validation study to test
whether human WVS responses predict choices on
the matched forced-choice scenarios.

All human participants in both checks, i.e., the
two item-level raters and the 65 survey respon-
dents, volunteered without compensation and were
informed of the purpose of the study and how their
responses would be used before taking part; par-
ticipation constituted informed consent. The 65
survey respondents were recruited via social media
outreach. No personally identifying information
was collected beyond self-reported demographic
attributes used for validation (age, gender, nation-
ality). The study did not undergo formal institu-
tional ethics board review, as it falls under minimal-
risk, non-biomedical behavioral research involving
anonymous survey and annotation tasks.

E.1 Item-Level Human Verification

To validate that Dtest functions as an unbiased
cultural probe, we re-annotated all 300 evalua-
tion items against three binary criteria: Align-
ment (the scenario fits its assigned domain and
reflects the WVS topic), Neutrality (neither option
is morally or normatively preferred), and Realism
(the dilemma is plausible in daily life). Three inde-
pendent annotators participated: two human raters

(Labeler 1, female, 32, from India, and Labeler 2,
male, 25, from Vietnam) and Claude-Opus-4.7
(Opus), prompted with the same rubric. Each anno-
tator labeled an item as “Pass” if all three criteria
were met, or assigned the single most salient failing
criterion otherwise.

Overall, 296/300 items (98.7%) are accepted
by majority vote, and 239/300 items (79.7%) re-
ceive unanimous Pass labels. By stratum, all 100
Family items and all 150 Survival–Self-Expression
items pass by majority vote, while the Traditional–
Secular-Rational axis has a slightly lower accep-
tance rate of 97.3% (146/150), driven mainly by
a small cluster of religion-themed prompts whose
neutrality is contested by at least one rater.

Because the Pass-class prevalence is above 0.91,
chance-corrected agreement is affected by the well-
known kappa paradox (Artstein and Poesio, 2008):
percent agreement is high (0.85–0.99 across pairs
and criteria), while Cohen’s κ, Fleiss’ κ, and Krip-
pendorff’s α remain near zero because expected
agreement is also high. This explains why the
chance-corrected coefficients are near zero, but
it does not by itself demonstrate rater agreement:
it accounts for the absence of a strong κ signal
without constituting positive evidence of consensus.
Item quality in this dataset therefore rests primar-
ily on the majority-vote pass rate (98.7%), which
we treat as the substantive verification metric; we
report the agreement coefficients in Tab. A1 for
transparency rather than as evidence of strong rater
agreement. Disagreement is concentrated on Neu-
trality: Opus flags 25 items as non-neutral, com-
pared with 15 by Labeler 1 and 0 by Labeler 2,
suggesting that Opus applies a stricter neutrality
threshold than the human raters. On items where
both human raters agree, Opus matches their joint
judgment in 91.2% of the cases.

E.2 Respondent-Level Construct Validation
To complement the item-level rubric check, we con-
duct an online respondent-level validation study
with n = 65 Vietnamese participants. Each partici-
pant answered the ten direct WVS items (A1–A10)
and 30 forced-choice scenarios sampled from Dtest,
with three scenarios matched to each WVS item.
For each WVS construct, we test whether a respon-
dent’s continuous direct WVS answer predicts their
pole choice on the matched scenarios.

We use two complementary statistics: (i) a per-
construct mixed-effects logistic GLM with scenario
fixed effects and respondent-clustered robust stan-
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Figure A2: Per-domain gap-closure ratio ρ under Hybrid 1 for each (model, target country) pair on the X-axis
(Survival vs. Self-Expression) and Y -axis (Traditional vs. Secular-Rational). Cells are centered at ρ = 1; ρ < 0
indicates motion away from the target.

Metric %agree / rate κ α
Pairwise binary (Pass vs Fail) – Cohen’s κ

Labeler 1 vs Labeler 2 0.873 -0.060
Labeler 1 vs Opus 0.853 0.074
Labeler 2 vs Opus 0.867 -0.062

Fleiss’ κ (binary, 3 raters) -0.012
Krippendorff’s α (binary) -0.010
4-class Fleiss’ κ (n = 300) -0.008
Per-criterion Fleiss’ κ

Alignment -0.004 -0.003
Neutrality 0.006 0.007
Realism -0.024 -0.023

Opus 4.7 vs human consensus (n = 262) 0.912 0.000
Majority-vote pass rate 0.987
Unanimous pass rate 0.797

Table A1: Inter-annotator agreement on Dtest across two human raters and Opus.

dard errors, and (ii) a Spearman correlation be-
tween the directional continuous WVS score and
the per-respondent alignment count, ranging from
0 to 3 matched scenarios. All p-values are FDR-
corrected using Benjamini–Hochberg correction
across the ten constructs.

Six of ten constructs reach FDR-corrected signif-
icance under at least one test (Tab. A2). F118 (ho-
mosexuality) and F120 (abortion) are significant
under the directional GLM, while F063 (impor-
tance of God), E018 (respect for authority), F118
(homosexuality), Y003 (autonomy), and A165
(trust) are significant under the symmetric Spear-
man test.

The remaining four constructs do not clear the
FDR-corrected bar, but they are not uniformly
uninformative. Three, A008 (ρ = 0.20), E025
(ρ = 0.13), and G006 (ρ = 0.12), trend in the

direction consistent with the intended mapping.
Given the coarse 0–3 alignment-count outcome and
n = 65, these effects are plausibly underpowered
rather than null, though weak. A008 and G006 also
show a mechanical mismatch between item and sce-
nario: A008 scenarios trade off happiness against
duty rather than directly measuring affective state,
and G006 scenarios contrast nationalism with cos-
mopolitanism rather than in-group pride, which can
dilute the signal toward adjacent constructs without
invalidating the mapping. Y002 (ρ = −0.11) is
the only construct whose effect reverses sign. We
treat this as a genuine construct mismatch rather
than a power issue: the original item asks respon-
dents to prioritize economic and physical security
against self-expression at the level of national pol-
icy, whereas our forced-choice scenarios recast this
trade-off as an individual life choice, which may
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recruit a different value judgment than the source
item.

In summary, nine of ten constructs trend in the
direction consistent with the intended mapping, six
of which clear a conservative FDR bar and three
of which are directionally consistent but underpow-
ered; the remaining construct, Y002, reverses sign,
and we identify a specific mismatch between its
scenario operationalization and the original WVS
item rather than leaving it unexplained. These
results support the construct validity of the sce-
nario dataset for the six validated constructs, offer
weaker but non-null support for three more, and
isolate Y002 as the one construct requiring revi-
sion.

WVS Construct Logit pFDR ρ (pFDR)

A008 Happiness 0.632 0.20 (0.191)
A165 Trust 0.534 −0.30 (0.034)
E018 Authority 0.897 0.58 (<0.001)
E025 Petition signing 0.534 0.13 (0.436)
F063 Importance of God 0.836 0.65 (<0.001)
F118 Homosexuality <0.001 0.57 (<0.001)
F120 Abortion 0.001 0.07 (0.580)
G006 National pride 0.633 0.12 (0.436)
Y002 Post-materialism 0.838 −0.11 (0.436)
Y003 Autonomy 0.633 0.41 (0.002)

Table A2: FDR-corrected respondent-level construct
validation (n = 65). Mixed-logit reports the coefficient
of continuous WVS on pole choice; Spearman reports
the correlation between directional WVS score and per-
respondent alignment count (0–3). Significant rows
(pFDR < 0.05) are in bold.

F Euclidean Distance Comparison

Tab. A3 quantifies the limitations of different align-
ment methods by measuring the Euclidean distance
between steered model coordinates and empirical
human WVS coordinates. In several cases, provid-
ing more explicit and detailed Advanced Prompt
instructions increases the distance from the target-
country values compared to Basic Prompt. This
suggests that, rather than directly adopting the val-
ues described in the prompt, the model may use
high-fidelity instructions as a signal to amplify its
own priors. In contrast, hybrid methods based on
scenario-based probing show a more consistent re-
duction in distance when moving from basic to
advanced conditioning.

To verify that the Euclidean distance reductions
are not artifacts of the evaluation sample, we per-
form a paired bootstrap with Nboot = 10,000 re-
samples for each (model, country, method) con-
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Figure A3: Perplexity under Naive Vector Steering as
a function of steering intensity α. Moderate steering
strengths remain close to baseline, while larger values
gradually increase perplexity.

dition. We test the one-sided null hypothesis
H0 : ∆ ≤ 0, where ∆ = dbaseline −dmethod. Within
each country, we apply Holm correction across the
12 (model × method) tests; a method is considered
significant if pHolm < 0.05.

Three primary patterns persist after correction.
First, latent steering is robust: Hybrid 1 and Hy-
brid 2 are significant in 22 of 24 (model × coun-
try) cells. The only exception is Gemma on Den-
mark, where steering fails to move the model suf-
ficiently toward the Self-Expression direction on
the X-axis. Second, prompt-only steering is un-
reliable: Basic Prompt is significant in only 1 of
12 cells. For Llama on India and Mexico, the point
estimate of ∆ is negative, indicating that prompt-
ing moves the model away from the target. Third,
effect sizes differ sharply by architecture: Qwen
closes ∆ ≈ 2.7–3.2 units under Hybrid 1 for India,
Mexico, and Vietnam, whereas Llama’s shifts are
much smaller (∆ ≈ 0.4–0.7), consistent with the
rigidity documented in Secs. 5.5 and 5.6.

Procedure. For each condition, we resample the
300 forced-choice items with replacement Nboot
times. For each resample, we recompute the 10
per-question means and project them using the
same varimax factor analysis applied to the em-
pirical WVS means. We employ a paired bootstrap
throughout: identical item indices are drawn for
both the baseline and steered conditions to control
for item-level variance. The bootstrap statistic is
∆b = dbaseline

b − dmethod
b . We compute the raw p-

value as praw =
1 +#{∆b ≤ 0}

Nboot + 1
and report the

95% percentile confidence interval (CI) for ∆.
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Model Country Method α dtarget dbaseline ∆ CI low CI high pHolm Sig.

Gemma Denmark basic_prompt — 1.90 2.14 0.23 0.05 0.42 0.041 ✓
Gemma Denmark advanced_prompt — 1.19 2.14 0.95 0.46 1.40 0.001 ✓
Gemma Denmark Hybrid 1 0.06 1.63 2.14 0.50 0.05 0.96 0.089
Gemma Denmark Hybrid 2 0.54 2.09 2.14 0.04 -0.46 0.54 1.000
Llama Denmark basic_prompt — 1.71 1.71 0.00 -0.13 0.12 1.000
Llama Denmark advanced_prompt — 1.68 1.71 0.03 -0.28 0.35 1.000
Llama Denmark Hybrid 1 0.15 1.30 1.71 0.41 0.21 0.60 0.001 ✓
Llama Denmark Hybrid 2 0.12 1.28 1.71 0.43 0.26 0.61 0.001 ✓
Qwen Denmark basic_prompt — 1.99 2.08 0.10 -0.11 0.31 0.935
Qwen Denmark advanced_prompt — 2.03 2.08 0.05 -0.22 0.31 1.000
Qwen Denmark Hybrid 1 0.15 0.48 2.08 1.61 1.20 1.99 0.001 ✓
Qwen Denmark Hybrid 2 0.15 0.46 2.08 1.62 1.21 2.02 0.001 ✓
Gemma India basic_prompt — 3.59 3.66 0.07 -0.09 0.23 0.505
Gemma India advanced_prompt — 2.55 3.66 1.12 0.70 1.55 0.001 ✓
Gemma India Hybrid 1 0.35 0.75 3.66 2.91 2.48 3.32 0.001 ✓
Gemma India Hybrid 2 0.39 0.99 3.66 2.67 2.19 3.13 0.001 ✓
Llama India basic_prompt — 2.58 2.45 -0.13 -0.22 -0.03 0.995
Llama India advanced_prompt — 2.20 2.45 0.25 -0.11 0.61 0.342
Llama India Hybrid 1 0.54 1.86 2.45 0.59 0.35 0.84 0.001 ✓
Llama India Hybrid 2 0.45 1.96 2.45 0.49 0.33 0.66 0.001 ✓
Qwen India basic_prompt — 3.48 3.59 0.11 -0.11 0.32 0.505
Qwen India advanced_prompt — 2.40 3.59 1.19 0.79 1.59 0.001 ✓
Qwen India Hybrid 1 0.35 0.63 3.59 2.95 2.60 3.29 0.001 ✓
Qwen India Hybrid 2 0.28 0.62 3.59 2.97 2.58 3.34 0.001 ✓
Gemma Mexico basic_prompt — 3.71 3.90 0.19 0.01 0.37 0.106
Gemma Mexico advanced_prompt — 3.02 3.90 0.88 0.49 1.27 0.001 ✓
Gemma Mexico Hybrid 1 0.19 1.60 3.90 2.30 1.84 2.76 0.001 ✓
Gemma Mexico Hybrid 2 0.15 1.93 3.90 1.97 1.49 2.45 0.001 ✓
Llama Mexico basic_prompt — 2.80 2.65 -0.15 -0.27 -0.02 1.000
Llama Mexico advanced_prompt — 2.76 2.65 -0.11 -0.45 0.23 1.000
Llama Mexico Hybrid 1 0.54 2.05 2.65 0.60 0.33 0.88 0.001 ✓
Llama Mexico Hybrid 2 0.45 2.04 2.65 0.61 0.41 0.81 0.001 ✓
Qwen Mexico basic_prompt — 3.68 3.81 0.13 -0.17 0.44 0.598
Qwen Mexico advanced_prompt — 3.48 3.81 0.33 -0.03 0.70 0.152
Qwen Mexico Hybrid 1 0.28 0.59 3.81 3.22 2.86 3.59 0.001 ✓
Qwen Mexico Hybrid 2 0.25 0.62 3.81 3.19 2.83 3.56 0.001 ✓
Gemma Vietnam basic_prompt — 2.95 3.05 0.10 -0.09 0.28 0.432
Gemma Vietnam advanced_prompt — 1.18 3.05 1.87 1.46 2.27 0.001 ✓
Gemma Vietnam Hybrid 1 0.12 1.67 3.05 1.38 0.90 1.86 0.001 ✓
Gemma Vietnam Hybrid 2 0.48 0.96 3.05 2.09 1.61 2.57 0.001 ✓
Llama Vietnam basic_prompt — 1.88 1.80 -0.08 -0.18 0.02 0.936
Llama Vietnam advanced_prompt — 1.53 1.80 0.27 0.04 0.51 0.067
Llama Vietnam Hybrid 1 0.54 1.14 1.80 0.66 0.38 0.96 0.001 ✓
Llama Vietnam Hybrid 2 0.45 1.11 1.80 0.70 0.47 0.93 0.001 ✓
Qwen Vietnam basic_prompt — 2.78 2.97 0.19 -0.09 0.47 0.342
Qwen Vietnam advanced_prompt — 2.87 2.97 0.10 -0.15 0.35 0.432
Qwen Vietnam Hybrid 1 0.45 0.30 2.97 2.67 2.33 2.99 0.001 ✓
Qwen Vietnam Hybrid 2 0.45 0.21 2.97 2.76 2.41 3.08 0.001 ✓

Table A3: Full Holm-corrected bootstrap results (Nboot = 10,000) including steering coefficients (α). dtarget is the
bootstrap-mean Euclidean distance from the method’s output to the target country’s human coordinates (smaller
values indicate closer alignment); dbaseline is the same distance measured from the model’s default (unsteered) profile.
∆ = dbaseline − dtarget represents the reduction in distance; positive ∆ signifies steering pulls the model toward the
target. Significance is pHolm < 0.05

G Detailed Domain Analysis

This appendix expands the domain-level analysis
summarized in Sec. 5.6. We examine whether cul-
tural steering behaves consistently across the three
social domains used in our scenario dataset: Family,
Legal, and Workplace.

G.1 Domain-wise Effects under Naive Vector
Steering

Fig. A1 shows the shifts induced by an X-axis
steering vector at α = 0.2, evaluated along both
the X-axis (Survival vs. Self-Expression) and the
Y -axis (Traditional vs. Secular-Rational).

The three models display distinct domain pro-

files. Gemma is the most sensitive to domain con-
text, consistent with its overall high malleability.
In particular, it shows a large Y -axis shift in the
Legal domain (−2.3) and consistently large cross-
axis movement even though the intervention tar-
gets only the X-axis. Qwen exhibits a different
pattern: the Workplace domain moves toward Self-
Expression (+0.15), whereas the Legal domain
shifts toward Survival (−0.22). These opposing
responses nearly cancel in aggregate, producing an
overall X-shift close to zero (−0.0013). By con-
trast, Llama remains the most stable, with X-axis
shifts tightly clustered between −0.17 and −0.26
across domains. This suggests that Llama’s cultural
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priors are more globally consistent across social
contexts, whereas Gemma and Qwen partition those
contexts more sharply.

G.2 Gap Closure under Hybrid Steering
To localize hybrid gains across domains, we repeat
the domain-level analysis under Hybrid 1 and com-
pute a per-axis gap-closure ratio. Let b, s,h ∈ R2

denote the base model coordinate, steered model
coordinate, and empirical human WVS coordinate,
respectively. For each axis a ∈ {X,Y }, let ba, sa,
and ha denote their scalar coordinates along axis a.
We define

ρa =
sa − ba
ha − ba

, (A2)

where ρa = 1 indicates exact closure of the gap,
ρa = 0 indicates no movement, ρa > 1 indicates
overshooting, and ρa < 0 indicates movement
away from the target. We compute this ratio us-
ing the per-country optimal coefficient selected in
Appendix C.2. Hybrid 1 and Hybrid 2 produce
qualitatively similar domain patterns, so we report
Hybrid 1 for brevity.

The domain-resolved view sharpens the aggre-
gate picture from Sec. 5.2. At the aggregate level,
the same architecture ranking is preserved: on non-
Western targets, Qwen closes most of the gap on
both axes, Gemma achieves partial but substantial
closure, and Llama remains the most constrained.

A notable exception appears for Gemma in Den-
mark. Across all three social domains, ρX is
negative (−0.40 to −0.17), meaning that Hybrid
Steering moves the model away from the Dan-
ish Survival–Self-Expression target rather than to-
ward it. At the same time, ρY remains positive
in all three domains (0.22 to 0.54). This axis-
selective repulsion provides another signature of
latent entanglement: for this model–country pair,
the two axes are not independently controllable
under any domain framing. It also explains the
only non-significant distance reduction reported
in Appendix F. Beyond this anomaly, the domi-
nant overshoot regime appears in the Legal domain.
Under Hybrid 1, Qwen on Vietnam (ρX = 1.10,
ρY = 1.15), Qwen on Mexico (ρX = 1.16), and
Gemma on India (ρY = 1.06) all exceed exact clo-
sure in Legal, whereas Workplace remains more
moderate. One possible explanation is that Ad-
vanced Prompt binds more tightly to legal-context
activations than to professional-norm activations,
although confirming this would require a separate
analysis of prompt–activation interactions.

By contrast, Llama exhibits uniform rigidity
rather than domain-specific resistance. With the
exception of Denmark on the Y -axis, where Fam-
ily reaches ρY = 0.48 but Legal remains near
zero (ρY = 0.02), the per-domain spread is nar-
row, and no cell exceeds ρ = 0.53. This suggests
that Llama’s resistance to Hybrid Steering is driven
more by model-level rigidity than by the particular
social framing of the scenarios.

H Perplexity under Steering Intensity

To assess whether activation steering degrades lin-
guistic fluency, we monitor perplexity as the steer-
ing coefficient α varies. This analysis complements
the Global-MMLU evaluation in Sec. 5.7 by sep-
arating capability degradation from possible flu-
ency collapse. As shown in Fig. A3, perplexity
remains near baseline at moderate steering strength
(α = 0.2) and increases more visibly at larger coef-
ficients. This supports our use of bounded steering
coefficients in the main experiments: the observed
changes in Global-MMLU accuracy are not simply
caused by severe degradation in linguistic fluency,
although stronger steering can introduce a larger
alignment–capability trade-off.

I Scale Robustness Check

All results in the main text use models in the
3–4B parameter range (Sec. 5), chosen to keep
our full experimental design within our compute
budget (Limitations). To test whether our main
findings hold at larger scale, we repeat the Hybrid 1
steering pipeline on one larger model per archi-
tecture family, Llama-3.1-8B-Instruct (Team,
2024), Qwen3-8B (Team, 2025b), and
Gemma-3-12B-it (Team, 2025a), using the
same four target countries (Denmark, Vietnam,
India, Mexico) and the same two-stage coefficient
search described in Sec. 4.4.

Displacement magnitude and direction.
Llama-3.1-8B shows small displacement across
every country (roughly 0.6–1.3 units), the
smallest of the three larger models, matching
the 3–4B finding that Llama is difficult to steer.
Gemma-3-12B moves in a nearly identical direction
across all four countries, and at this larger size
the displacement magnitude also becomes nearly
uniform across countries; this sharpens the 3–4B
finding that Gemma’s steering behaves like a
fixed-direction lever. Qwen3-8B tells a different
story: at 3–4B, Qwen was the one architecture that
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Model Country 3–4B 8–12B ∆

Llama Denmark 1.29 1.23 −0.06
Llama Vietnam 1.12 0.86 −0.26
Llama India 1.91 1.22 −0.69
Llama Mexico 2.04 1.47 −0.57

Qwen Denmark 0.47 1.97 +1.50
Qwen Vietnam 0.26 1.04 +0.79
Qwen India 0.62 1.01 +0.39
Qwen Mexico 0.60 1.68 +1.07

Gemma Denmark 1.86 2.01 +0.15
Gemma Vietnam 1.31 1.33 +0.02
Gemma India 0.87 1.75 +0.88
Gemma Mexico 1.76 2.15 +0.39

Table A4: Euclidean distance dtgt from the
Hybrid-steered model coordinates to the target
country’s human WVS coordinates, comparing the
original 3–4B models against one larger model
per family (Llama-3.1-8B-Instruct, Qwen3-8B,
Gemma-3-12B-it). ∆ = 8–12B minus 3–4B; negative
values indicate the larger model moves closer to the
target.

Model E @ 3–4B E @ 8–12B ∆

Llama 0.531 0.844 +0.313
Qwen 0.737 0.676 −0.061
Gemma 0.734 0.429 −0.305

Table A5: Entanglement ratio E under Hybrid Steering
(Eq. 8), comparing the original 3–4B models against
one larger model per family. The 3–4B values match
the aggregate Hybrid 1 EAll reported in Tab. 2.

varied both the size and direction of its movement
by target country, which we described as the most
compositional of the three (Sec. 5.4). At 8B, this
no longer holds: Qwen’s direction becomes as fixed
as Gemma’s, with only the magnitude of movement
varying by country. We also checked, for Denmark
specifically, whether each model’s movement
points toward the actual target: Llama’s small
movement points roughly in the correct direction,
while Qwen’s and Gemma’s larger movements point
almost opposite the target, suggesting their steering
vectors are dominated by a general direction of
change that does not track the specific target
country. This directional check is a diagnostic we
introduce for this scale analysis and is not one of
the paper’s defined metrics.

Entanglement at scale. Tab. A5 shows that en-
tanglement remains substantial for all three larger
models; none approaches E = 0, so the core
claim that these architectures do not steer the two
cultural axes independently continues to hold at
scale. The direction of change with scale, how-

Model ∆dtgt (avg) ∆E

Llama −0.40 +0.313
Qwen +0.94 −0.061
Gemma +0.36 −0.305

Table A6: Scale robustness summary (8–12B minus 3–
4B). ∆dtgt: change in Euclidean distance to the human
WVS target, averaged over the four countries (negative
= closer). ∆E: change in Hybrid-steering entanglement
ratio. Per-country values are in Tabs. A4–A5 above.

ever, is architecture-dependent and, for Llama, runs
counter to the paper’s main steering-improvement
narrative: at 3–4B, Hybrid Steering was our
clearest entanglement mitigation result, reducing
Llama’s EAll from 0.72 under Naive Vector Steer-
ing to 0.53 (Tab. 2). At 8B, Llama’s Hybrid-
steering entanglement is 0.844, worse than its own
3–4B Naive Vector Steering baseline. Gemma moves
in the opposite direction, improving substantially
from 0.734 to 0.429, while Qwen stays roughly sta-
ble (0.737 → 0.676).

Summary. These experiments reproduce our cen-
tral finding: the two cultural axes remain coupled
and cannot be steered independently at larger scale,
and Llama remains the most rigid model by raw
displacement. However, this is a single model per
family rather than the full multi-model comparison
used elsewhere in the paper, and two secondary,
architecture-specific claims from the 3–4B exper-
iments do not carry over cleanly: Qwen loses the
direction-varying flexibility that distinguished it at
smaller scale, and Llama’s hybrid-steering entan-
glement reduction reverses at 8B. We therefore do
not treat our architecture-level steerability rankings
as scale-invariant, and we name a full multi-model
scale study as future work.
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