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Abstract

Multilingual large language models often strug-
gle to reason in low- to mid-resource languages.
Prior work has shown that translation can im-
prove multilingual reasoning by helping mod-
els access stronger English-centric represen-
tations. This raises a central question: How
much translation is needed for multilingual
large language models to reason reliably—and
when does more translation instead trigger in-
terference and overconfidence? Using LLaMA
and Qwen models, we run extensive experi-
ments varying text scope and language mode
(target-only, English-only, bilingual) to evalu-
ate both accuracy and reliability. Our results re-
veal a clear trade-off: English context often im-
prove understanding and recover errors caused
by non-English comprehension, yet adding re-
dundant bilingual context intensifies interfer-
ence. We address this trade-off with Reliability-
Aware Adaptive Inference (RAAI), a training-
free test-time framework that (i) performs Ex-
pected Calibration Error (ECE)-aware routing
and prompt fusion, and (ii) uses a mid-layer
Risk Index (RI) to gate sequential reasoning,
allocating compute only when it is likely to
help and suppressing harmful bilingual redun-
dancy. Across two model families, RAAI en-
hances accuracy by 25- 37.7% on low-resource
languages and lowers calibration error by 3-
6%, with the most pronounced benefits in the
lowest-resource language tiers.

1 Introduction

While today’s large language models (LLMs) have
made remarkable progress in numerous tasks, a
persistent gap remains between their reasoning per-
formance in English and in other languages (Ban-
darkar et al., 2024a; Agrawal et al., 2024; Yang
et al., 2023). These multilingual reasoning gaps
threaten equitable deployment: models may misin-
terpret problem statements, fail to carry out multi-
step reasoning, or produce unreliable confidence es-

timates in non-English settings (Ahuja et al., 2022;
Yang et al., 2023; Xue et al., 2024).

A common hypothesis is that these gaps stem
mainly from understanding failures, while other er-
rors reflect reasoning failures and difficulties in
producing outputs in the input language (Kang
et al., 2025). Multilingual LLMs appear to inter-
nally rely on an English-centric latent space (or
pivot) and only later re-express decisions in the sur-
face language. Such behavior can introduce errors
through flawed semantic grounding or represen-
tation drift (Wendler et al., 2024; Kojima et al.,
2024; Zhao et al., 2024). Similarly, recent inter-
pretability work shows that LLM hidden states di-
verging into language-specific subspaces (rather
than a truly shared space) lead to inconsistent out-
puts and reduced accuracy in other languages (Lim
et al., 2025), reinforcing this latent-English hy-
pothesis. This motivates strategies that provide En-
glish translations or bilingual prompts to encourage
English-space reasoning (Shi et al., 2023; Zhu et al.,
2024), as well as selective translation approaches
that translate only when failures are detected (Kang
et al., 2025). However, explicitly steering toward
an English does not uniformly yield synergy: while
it promotes alignment with the model’s dominant
latent space, it can also interfere with language-
specific representations, particularly in bilingual
contexts (Qi et al., 2025; Tam et al., 2025).

Despite recent progress on bilingual prompting
and selective translation (Shi et al., 2023; Zhu et al.,
2024; Huang et al., 2023; Kang et al., 2025), we
still lack a controlled understanding of how text
scopes (input fields) and language modes (target
language vs. English translation) shape multilin-
gual failures and reliability. In this study, we focus
on parallel multilingual Multiple-Choice Question
Answering (MCQA) setting, where the same ques-
tion and answer options are presented across lan-
guages, enabling direct and consistent cross-lingual
comparison. We introduce a controlled 5×3 diag-

1821



nostic framework on Belebele dataset (Bandarkar
et al., 2024a) that varies (i) text scope—question-
only (Q), passage-only (P), question+passage (QP),
choices-only (C), or all components (All)—and
(ii) language mode—target-only (T), English-only
(EN), or bilingual/Target and English (TEN). We
use consistent decoding and report accuracy to-
gether with calibrated reliability signals (ECE, con-
fidence, and entropy) following standard calibra-
tion methodology (Guo et al., 2017; Ahuja et al.,
2022; Xue et al., 2024; Yang et al., 2023). We ap-
ply the same design on MMLU-ProX-Lite dataset
(Xuan et al., 2025), using a reduced 3×3 grid
(Q/C/All × T/EN/TEN). Our extensive analysis
reveals that text scope and language mode inter-
act in non-monotonic ways. Broader translation
can improve accuracy under English prompting,
yet it can also increase bilingual interference and
calibration instability.

Building on our findings, we introduce a test-
time intervention method, Reliability-Aware Adap-
tive Inference (RAAI), with two modules. The
first is an ECE-aware bilingual fallback policy that
routes between prompt variants to improve reli-
ability. The second is risk-gated sequential rea-
soning which triggers additional reasoning steps
only for inputs predicted to be high-risk. Together,
these components allow selective English assis-
tance and adaptive compute at inference time, im-
proving multilingual reasoning accuracy and re-
liability while avoiding unnecessary overhead in
low-risk settings.

Our main contributions are:
• A controlled analysis of text scope and language

mode for parallel multilingual multiple-choice
QA, with a diagnostic correctness taxonomy (un-
derstanding, reasoning, and bilingual interfer-
ence).

• Reliability-Aware Adaptive Inference (RAAI): a
training-free test-time method with two indepen-
dent modules—bilingual fallback and sequential
bilingual reasoning—for deciding when extra
computation is worthwhile.

2 Related Work

Multilingual reasoning and latent English.
Multilingual evaluations consistently reveal an En-
glish advantage on QA and reasoning benchmarks
(Bandarkar et al., 2024a; Yang et al., 2023). A
growing body of work suggests that this gap may
partly reflect how multilingual LLMs represent

and process non-English inputs: even when the
surface language is not English, internal repre-
sentations often exhibit an English-centric struc-
ture (Wendler et al., 2024; Kojima et al., 2024;
Zhao et al., 2024), and unconstrained reasoning
traces frequently shift toward English (Qi et al.,
2025; Tam et al., 2025). Complementary neuron-
level analyses show that multilingual processing
relies on a mixture of shared and language-specific
activations whose roles vary across layers, and
that targeted test-time steering of these activations
can improve cross-lingual transfer without chang-
ing model weights (Pokharel et al., 2026). Moti-
vated by this, our translation-controlled setup exam-
ines how latent English-centric processing interacts
with partial translation and bilingual prompting.

Bilingual prompting and selective translation.
Prior work shows that English can serve as a useful
reasoning scaffold for multilingual models. Bilin-
gual chain-of-thought (Shi et al., 2023; Zhu et al.,
2024), cross-lingual-thought prompting (Huang
et al., 2023), and selective translation (Kang et al.,
2025) all report gains from introducing English rea-
soning, particularly when it is applied selectively
rather than uniformly. Consistent with this, ear-
lier work on multilingual long-context retrieval and
reasoning found that English instructions outper-
formed language-specific instructions in three of
four non-English languages, while also showing
substantial variation across languages and resource
levels (Agrawal et al., 2024). We build on this line
of work by disentangling which MCQA compo-
nents are translated from how English support is
provided, and by using layer-aware signals to adapt
inference rather than treating translation as a single
fixed choice.

Multilingual calibration and intermediate lay-
ers. Multilingual models are often miscalibrated,
particularly for low-resource and non-Latin-script
languages (Ahuja et al., 2022; Yang et al., 2023;
Xue et al., 2024). Prior work also finds intermedi-
ate layers can be better calibrated than final layers
for multilingual inputs and that leveraging them im-
proves ECE/Brier scores (Bandarkar et al., 2025).
We build on this by linking translation and lan-
guage choices to layer-wise behavior and directly
exploiting intermediate representations.

Reliability-based inference. Uncertainty-aware
inference (e.g., abstention/refusal under low con-
fidence) can reduce errors and hallucinations
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Prior work Language
Mode

Mapped Condition

Target-language multilingual QA (Ban-
darkar et al., 2025; Yang et al., 2023)

T Question, passage, and choices remain in the target dialect throughout,
with no English support at inference (our T-mode baseline)

English-pivot / translate-test (Shi et al.,
2023; Qin et al., 2023; Zhu et al., 2024)

EN All input fields are translated into English and scored with the same
decoding scheme as T, isolating the effect of full English pivoting
(our EN-mode)

Bilingual prompting (Shi et al., 2023;
Zhu et al., 2024; Huang et al., 2023)

TEN Target and English fields are provided jointly, with translation scope
varied independently across Q/P/QP/C/All (our TEN-mode)

Table 1: Mapping prior multilingual strategies onto our controlled T/EN/TEN taxonomy.

(Tomani et al., 2024; Kirichenko et al., 2025). For
multilingual settings, Feng et al. (2024) uses feed-
back from related languages to detect knowledge
gaps across dialects, whereas Pokharel et al. (2025)
use confidence during multilingual post-training to
modulate the strength of noisy preference signals.
In contrast, we use calibrated confidence signals
to trigger selective translation and fusion only for
high-risk inputs, enabling reliability-driven routing
at inference time.

We present our work alongside matched static
mode baselines (T/EN/TEN) and component con-
trols, rather than training-based prior systems that
optimize a different setup. The matched compari-
son in Table 1 holds the model, examples, answer
space, and scoring procedure fixed while varying
only the language content.

3 Experimental Setup

We describe our experimental setup in this section
including the models, datasets, decoding strategy,
and evaluation metrics.

Models. All experiments use LLaMA 3.1-8B In-
struct (Grattafiori et al., 2024) and Qwen 3-4B
(Yang et al., 2025) models covering complemen-
tary model families with different scales and mul-
tilingual training distributions, enabling us to test
whether observed cross-lingual reasoning behav-
iors generalize beyond a single architecture.

Datasets. We evaluate on two parallel multi-
lingual MCQA datasets: Belebele (Bandarkar
et al., 2024b) and MMLU-ProX(-Lite) (Xuan et al.,
2025). Across both datasets, we study three groups
of 9 languages: High (English, French, Spanish,
Hindi), Mid (Bengali, Afrikaans, Swahili), and
Low (Urdu, Yoruba), grouped using LLaMA-3.1-
8B (Grattafiori et al., 2024) as a training-resource
proxy as prior work shows that multilingual perfor-
mance is shaped not only by conventional resource
level, but also by pretraining exposure, model

size, token similarity, and sociolinguistic factors
(Nezhad et al., 2025). This selection ensures diver-
sity not only across resource tiers but also across ge-
ographic regions and language families, spanning
Indo-European, Indo-Aryan, and Niger–Congo lan-
guages.

Belebele is a machine-translated reading-
comprehension datasets that enables controlled
translation and resource-tier comparisons.

MMLU-ProX(-Lite) is a multilingual, knowledge-
intensive MCQA dataset with 10 answer options
that stresses reasoning under domain knowledge
and translation noise.

Answer scoring and decoding. Both datasets are
MCQA with finite digit-based option set. We force
decode with “[[” and score answers only the option
digits at the final position. During our preliminary
testing, this prevented blank or malformed outputs
and avoided accidental prompt repetition, ensur-
ing that predictions are directly comparable across
examples. For each prompt (and layer) we com-
pute logit-lens probabilities over the options and
apply post-hoc temperature scaling on a held-out
calibration split (20%).

Metrics. We report Accuracy and ECE, along
with other reliability metrics such as confidence
and entropy (Guo et al., 2017). Accuracy measures
correctness of the chosen option whereas ECE mea-
sures how well confidence matches empirical ac-
curacy (Guo et al., 2017; Zhou et al., 2025). We
compute ECE as the bin-weighted gap between
mean accuracy and mean confidence within confi-
dence bins. Confidence is the predicted probability
of the selected option. Entropy summarizes uncer-
tainty over the options (Geng et al., 2024; Zhang
et al., 2025). Detailed definitions are included in
Appendix A.1.
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Passage (P): “Asynchronous communication
encourages time for reflection and reaction to
others. It allows students the ability to work

at their own pace . . . ”
Question (Q): “Which of the following is not
a benefit of asynchronous communication for

students?”
Choices (C): A) The use of internet as
a resource B) Face-to-face access to

instructors at any time of day C) Flexible
working hours D) Pace control

Figure 1: An example from the Belebele dataset illus-
trating passage, question, and choices.

4 Analysis: Text scope×Language mode

4.1 Analysis Setup

Our analysis considers Text scope and Language
mode. These two factors are often conflated in mul-
tilingual QA, but we vary them independently. Ap-
pendix A.2 illustrates this setup with a worked Bele-
bele example and abridged prompt templates for
the T, EN, and TEN modes.

• Text scope. We selectively replace only input
text fields with their English translations while
keeping the remaining fields in the target lan-
guage. For Belebele, we use five settings: Q, P,
QP, C, and All (see an example in Figure 1). For
MMLU-ProX-Lite which has no passage, we use
Q, C, and All.

• Language mode. We vary the language modes
as target-only (T), English-only (EN), or bilin-
gual (TEN) while keeping the instructions in
English only to match the models’ dominant la-
tent space and reduce cross-lingual variability
introduced by localized instruction text (Wendler
et al., 2024; Agrawal et al., 2024; Qin et al.,
2023).

Correctness Taxonomy. For each instance we
record correctness under each translation mode:
(cT , cEN , cTEN ) ∈ {0, 1}3, where ‘1’ indicates
the model selected the correct answer. We map
these patterns into five categories that explain how
language affects success or failure:

• Reasoning Failure (0, 0, 0): the model fails
under all language modes indicating an incorrect
answer.

• Understanding Fixed (0, 1, 1) or (0, 0, 1):
target-only fails, but English or bilingual prompt-
ing succeeds suggesting that translation helps
understanding.

• Bilingual Interference (1, 1, 0) or (0, 1, 0):
the bilingual prompt hurts relative to a monolin-
gual prompt, thus introducing interference.

• EN only Failure (1, 0, 0) or (1, 0, 1): English
prompting fails despite target-only succeeding.

• Stable Success (1, 1, 1): the model succeeds
under all language modes indicating that the ex-
ample is robust to language.

We use these categories as behavioral signatures
of model performance under different language
modes. These are not causal diagnoses, since er-
rors may also arise from translation artifacts or am-
biguity. We include the remaining model–dataset
root-cause plots in Appendix C.2.

4.2 Main Findings
We vary text scope and language mode to analyze
accuracy and calibration across resource tiers, mod-
els, and benchmarks.

Correctness analysis. Figure 2 shows that the ef-
fects of translation and structured processing vary
by resource level and translation scope. Stable
success is highest for high-resource languages and
drops for mid- and low-resource ones, reflecting
weaker underlying representations. At the same
time, translation helps more in lower-resource set-
tings by fixing understanding errors, where lan-
guage comprehension is often the main bottleneck.
Reasoning failures persist across tiers, showing that
translation alone does not resolve many errors.

Text scope also changes the type of errors. Trans-
lating only the question is insufficient in evidence-
grounded MCQA task because it mismatches an
English query with non-English evidence, weaken-
ing grounding. Broader translation reduces these
failures and fixes more understanding errors, but it
also increases bilingual interference—especially in
low-resource languages—sometimes destabilizing
otherwise correct predictions.

Resource-tier effects. Table 2 shows that the ef-
fect of using T, EN, or TEN depends strongly
on the dataset, the model, and the resource tier.
There is no single language mode that works best
in all cases. On Belebele, LLaMA gains little from
translating into English: performance is similar for
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Figure 2: Correctness taxonomy by resource tier (H/M/L) across text scopes [Q/P/QP/C/All] for Belebele dataset
using LLama model.

LLaMA 3.1-8B Instruct Qwen 3-4B

Resource T EN TEN T EN TEN
Acc ↑ ECE ↓ Acc↑ ECE ↓ Acc↑ ECE ↓ Acc↑ ECE ↓ Acc↑ ECE ↓ Acc↑ ECE ↓

Belebele

High 81.26 9.15 81.79 10.05 81.78 8.75 80.28 9.14 87.73 7.43 88.69 8.25
Mid 68.88 14.05 65.15 12.42 61.79 9.81 66.28 10.67 86.55 8.64 79.86 10.92
Low 44.59 12.36 44.30 12.81 44.30 14.05 45.95 9.42 85.44 6.48 81.65 9.31

MMLU-ProX-Lite

High 34.65 11.02 31.02 13.19 38.84 12.16 37.78 13.83 36.27 13.02 45.12 15.06
Mid 25.64 13.13 35.19 10.44 31.57 11.67 32.67 13.82 34.52 16.69 46.38 21.51
Low 23.47 10.02 29.35 13.10 33.70 13.46 28.57 12.81 35.87 18.24 44.57 17.63

Table 2: Analysis resource-tier results for Belebele and MMLU-ProX-Lite (LLaMA/Qwen). Accuracy and ECE for
High/Mid/Low tiers under T/EN/TEN; bold marks the best accuracy and lowest ECE per resource tier (row-wise).

high-resource languages and does not improve for
low-resource ones, although calibration sometimes
improves (for example, TEN lowers ECE in the
high and mid tiers). Qwen behaves differently: it
benefits most from English prompting in mid- and
low-resource languages, where EN leads to large
accuracy gains and often better calibration.

On MMLU-ProX-Lite, the pattern changes
again. Here, TEN usually gives the best accuracy
for both models, consistent with the idea that se-
lectively mixing English support can help on multi-
step reasoning questions. However, these gains
often come with worse calibration (higher ECE),
showing a clear trade-off between correctness and
reliability. Overall, these results suggest that En-
glish or bilingual support is not uniformly helpful,
and that a fixed inference language mode is likely
suboptimal.

Layer- and language-level patterns. Figure 3
shows a consistent depth-wise misalignment be-
tween accuracy, sharpness, and calibration. In
Figure 3a, accuracy generally improves into later
layers, although the peak depends on the setting:

for LLaMA-Belebele, EN peaks around layer 19,
TEN around layer 31, and T only at the final layer,
while for Qwen-MMLUProXLite accuracy con-
tinues rising through the upper layers. In con-
trast, Figure 3b shows that calibration is often
best earlier, with mean ECE minimized around
layers 10–17 for LLaMA-Belebele and 17–19 for
Qwen-MMLUProXLite, after which confidence
rises faster than reliability; across models and
datasets, TEN also often yields lower ECE than
EN.

Figure 3c shows that entropy continues to de-
cline into the mid-to-upper layers — roughly 22–
26 for LLaMA and 24–30 for Qwen — so sharper
predictions are not necessarily better calibrated.
This gap is largest in lower-resource languages,
which display noisier layer trajectories and worse
final-layer calibration than higher-resource ones.
Overall, these results suggest that depth improves
prediction sharpness more consistently than relia-
bility, motivating inference policies that prioritize
intermediate-layer calibration over final-layer con-
fidence. Full-resolution metric-specific panels are
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Figure 3: Layer-wise comparison for Qwen-MMLUProXLite and LLaMA-Belebele under ‘ALL’ mode : (a) accuracy
curves per dialect with a black mean; (b) ECE curves per dialect with a black mean and mean confidence overlaid
(red dashed); (c) entropy heatmaps (dialect × layer). All metrics are aggregated over dialects from logit-lens probes,
highlighting late-layer accuracy gains alongside calibration and uncertainty shifts.

provided in Appendix C.1.

5 Reliability-Aware Adaptive Inference
(RAAI)

We introduce RAAI, a training-free, test-time
framework that adaptively selects inference strate-
gies based on estimated reliability and risk. RAAI
consists of two independently deployable compo-
nents:

• RAAI-Bilingual Gated Fallback (ROUTEGATE),
which selectively routes inputs from target-only
inference (T) to selective bilingual inference
(TEN) when reliability signals indicate uncer-
tainty or disagreement; and

• RAAI-Sequential Reasoning Gate (SEQGATE),
which selectively escalates to a more expensive
bilingual sequential reasoning prompt only for
groups identified as high-risk.

The goal is to improve accuracy and reliability
while avoiding unnecessary bilingual processing or
increased compute on cases that are already stable.

5.1 RAAI-ROUTEGATE

We define a compute-adaptive fallback policy over
prompt variants. For each input x, we first run a
target-only prompt (T) and then estimate the relia-
bility of this prediction using calibrated probability
signals derived from logit-lens layer predictions.
If ECE remains high, we escalate to a bilingual
prompt (TEN); otherwise, we keep the original T
prediction. This design aims to improve reliability
(lower ECE) while avoiding the cost and poten-
tial interference of bilingual prompting on low-risk
cases.

Low-ECE layer ensemble. We reserve a small
stratified development set with 20 examples from
each resource tier and use it only for calibration-
oriented control decisions. For each prompt variant,
we compute layer-wise ECE on this development
set :

ECEℓ =
B∑

b=1

|Sb|
N

∣∣acc(Sb)− conf(Sb)
∣∣, (1)

where ℓ indexes layers, B is the number of calibra-
tion bins, Sb is the set of examples in bin b, and N
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is the number of development examples. For exam-
ple i, let ci be the temperature-scaled probability
assigned to its predicted valid option. The bin-level
confidence is

conf(Sb) =
1

|Sb|
∑

i∈Sb

ci. (2)

We therefore select the K layers with lowest
ECE:

LK =
(K)

argmin
ℓ

ECEℓ (3)

and form an ensemble distribution:

pens(y | x) = 1
K

∑

ℓ∈LK

pℓ(y | x). (4)

This ensemble provides a more reliable alterna-
tive prediction and serves as a disagreement signal
relative to the final layer.

TEN fallback. Let ŷfinal be the final-layer pre-
diction and ŷens the ensemble prediction, with con-
fidences cfinal = maxy pfinal(y | x) and cens =
maxy pens(y | x). We trigger bilingual fallback if
the final prediction is low-confidence, or if ensem-
ble confidently disagrees with the final prediction:

trigger(x) = (cfinal < τfinal) ∨
(ŷfinal ̸= ŷens ∧ cens ≥ τens) .

(5)

The thresholds τfinal and τens are tuned on a de-
velopment set. If triggered, we replace the T pre-
diction with a TEN prediction as TEN results were
more consistent in lowest calibration error score
Table 2.

5.2 RAAI-SEQGATE

Even with selective bilingual fallback, some inputs
remain difficult due to deeper reasoning failures
and calibration instability, especially in specific
language and resource-tier groups. SEQGATE tar-
gets these residual failures by selectively escalating
to a more expensive bilingual sequential reasoning
prompt (SEQ) only when the risk is high.

SEQ is a single prompt template with three
phases: target-language reasoning, English reason-
ing over translated content, and a reconciliation
step producing a final answer. This provides struc-
tured cross-lingual reasoning while preserving con-
sistency across representations (see Appendix A.3
for more details).

SEQ is substantially more expensive than single-
pass inference and can introduce instability when
applied indiscriminately. We therefore gate SEQ us-
ing a group-level risk index computed offline from
target-only (T) language mode, without adding test-
time cost.

Risk Index. For each resource tier r , we define:

RIr = RF(T )
r × ECE(T )

max,r ×
(
1− H

(T )
r

ln |Y|

)
.

Here RF
(T )
r is the fraction of examples labeled

REASONING_FAILURE observed for resource tier
r under target-only (T) on a development set,
ECE

(T )
max,r is the worst layer-wise calibration er-

ror under target-only (T), H(T )
r is the mean predic-

tive entropy under target-only (T), and |Y| is the
number of answer options. High values identify
groups that are error-prone, poorly calibrated, and
confidently wrong. We apply SEQ only for groups
exceeding a fixed risk threshold.

6 Results and Discussion

We evaluate the two RAAI interventions as inde-
pendent test-time upgrades.

6.1 Main Results of RAAI

Table 3 compares the best static language setting (T,
EN, or TEN from Table 2) with the two RAAI com-
ponents—ROUTEGATE and SEQGATE—reporting
both accuracy (↑) and ECE (↓). Their roles are
distinct: ROUTEGATE and SEQGATE outperform
the best static baseline in several settings, with the
largest gains appearing in mid- and low-resource
settings.

ROUTEGATE is a per-example online fallback
mechanism that uses low-ECE logit-lens confi-
dence and disagreement signals to improve reliabil-
ity, whereas SEQGATE is a per-group offline Risk-
Index gate that triggers a more expensive sequential
bilingual reasoning prompt only for high-risk slices.
This contrast is most pronounced in the lowest-
resource settings: on Belebele-Low, SEQGATE im-
proves accuracy by +25.1 points for LLaMA and
+37.7 for Qwen, while on MMLU-ProX-Lite-Low
the gains are +10.6 and +22.8 over T, respectively.
Detailed results with full metrics are provided in
Appendix B, and routing rates and confidence in-
tervals, RI sensitivity, and inference-cost analysis
are reported in Appendix D.
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LLaMA 3.1-8B-Instruct Qwen3-4B

Tier T Static Best Static ROUTEGATE SEQGATE T Static Best Static ROUTEGATE SEQGATE
Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓ Acc ↑ ECE ↓

Belebele

High 81.26 9.15 81.79 10.05 83.58 5.44 82.58 6.52 80.28 9.14 88.69 8.25 83.77 5.19 88.54 7.69
Mid 68.88 14.05 68.88 14.05 73.19 6.56 67.68 10.62 66.28 10.67 86.55 8.64 69.33 10.76 62.96 11.68
Low 44.59 12.36 44.59 12.36 55.19 7.71 69.70 11.34 45.95 9.42 85.44 6.48 71.14 13.19 83.64 8.35

MMLU-ProX-Lite

High 34.65 11.02 38.84 12.16 35.92 5.42 33.76 10.59 37.78 13.83 45.12 15.06 42.04 8.44 47.13 10.41
Mid 25.64 13.13 35.19 10.44 27.95 3.38 33.73 8.76 32.67 13.82 46.38 21.51 41.78 11.09 51.64 14.04
Low 23.47 10.02 33.70 13.46 28.62 4.00 34.12 9.16 28.57 12.81 44.57 17.63 38.04 10.65 51.36 13.49

Table 3: Comparison of T- and Best- Static baseline (from Table2, along with the proposed RAAI-ROUTEGATE and
RAAI-SEQGATE by resource tier. Bold marks the best accuracy and lowest ECE per row.

LLaMA 3.1-8B-Instruct Qwen3-4B

Tier ρ(RI,Acc↓) ρ(RI,ECE↑) N MedErr AUROC ↑ ρ(RI,Acc↓) ρ(RI,ECE↑) N MedErr AUROC↑
Belebele

High -0.54 (0.013) +0.55 (0.012) 20 17.88 0.73 -0.29 (0.207) -0.13 (0.583) 20 18.64 0.58
Mid -0.21 (0.457) -0.21 (0.457) 15 31.25 0.50 -0.55 (0.033) +0.75 (0.001) 15 30.00 0.60
Low -0.58 (0.275) +0.68 (0.275) 10 55.41 0.72 -0.87 (0.001) +0.74 (0.014) 10 54.05 1.00

MMLU-ProX-Lite

High -0.19 (0.544) -0.11 (0.738) 12 66.33 0.53 -0.78 (0.003) +0.78 (0.003) 12 63.22 1.00
Mid +0.05 (0.893) -0.74 (0.023) 9 73.91 0.22 -0.05 (0.893) -0.69 (0.042) 9 69.39 0.78
Low -0.88 (0.021) +0.80 (0.021) 6 76.53 1.00 -0.84 (0.021) +0.88 (0.02) 6 71.43 1.00

Table 4: RI validation by resource tier: Spearman ρ with Accuracy (Acc) and ECE, N, Median Error (MedErr), and
AUROC (p-values in parentheses) for LLaMA and Qwen. Median Error and AUROC use within each resource tier
as the positive-class threshold.

ROUTEGATE improves calibration Across
both models and datasets, ROUTEGATE consis-
tently reduces ECE relative to the T baseline. On
Belebele, ROUTEGATE lowers ECE in all tiers even
by 7.5 points on mid-resource; on MMLU, the ef-
fect is even more pronounced (ECE drops by 10
points in mid-resource), suggesting that bilingual
fallback stabilizes the model’s confidence, making
predicted probabilities better aligned with actual
correctness. Accuracy also often improves, but
more modestly and less uniformly than calibration.

SEQGATE primarily improves accuracy, espe-
cially in low-resource tiers SEQGATE delivers
the largest accuracy gains, particularly in mid- and
low-resource settings. SEQGATE is never applied
uniformly; it is only triggered on inputs that the
Risk Index flags as high-risk. Across datasets, it
improves low-resource tiers scores by 10% (Llama)
and 22% (Qwen) over T. These gains indicate that
sequential bilingual reasoning is especially help-
ful when baseline performance is weakest, likely
because these cases require deep reasoning and

benefit from additional structured processing.

Accuracy-calibration trade-off between ROUTE-
GATE and SEQGATE A clear trade-off emerges:
ROUTEGATE achieves the lowest ECE in most
rows but smaller accuracy gains. SEQGATE

achieves the highest accuracy in most rows but
often with higher ECE than ROUTEGATE.

Resource tiers Both methods show larger gains
in mid- and low-resource tiers. High-resource tiers
often already perform well under T, leaving less
room for improvement. Low-resource tiers benefit
the most from both bilingual support and structured
reasoning.

Model differences Qwen starts from higher base-
line accuracy and calibration in most settings, so
relative improvements are smaller than on LLaMA.
However, SEQGATE still produces large absolute
gains for Qwen in low-resource tiers, indicating
that even strong multilingual models struggle on
hard low-resource reasoning tasks.
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6.2 SEQGATE Risk Index Validation

SEQGATE focuses on residual failures that persist
even after English-only or bilingual mode where
T, EN, and TEN all break down—primarily in
low-resource scenarios.

For each language group, we compute RI from
the target-only (T) development logs. We save the
gold label, predicted option, option probabilities,
confidence, and entropy. We first computed the
reasoning failure from layer probing, along with
calculating ten maximum ECE values across layers
and high entropy to find all risk components . We
then freeze the group-level Risk-Index(RI) score.

Table 4 supports using RI as a gating pol-
icy rather than deploying SEQGATE across the
board: in the hardest Low-resource tier slices
for both models, RI attains perfect discrimination
(AUROC=1.00), exactly where SEQGATE yields
its largest improvements . However, SEQ is not uni-
formly advantageous and can degrade calibration
compared to the ROUTEGATE, underscoring the
need for risk-based escalation.

To validate further, RI as a robust score from
T-only statistics, we report correlations with T ac-
curacy/ECE and AUROC for separating higher- vs.
lower-error groups in Table 4. RI is consistently
negative with accuracy across models, while its link
to ECE is benchmark-dependent (stronger on Bele-
bele; weaker or sometimes reversed on MMLU-
ProX-Lite), suggesting dataset-specific calibration
pathologies. AUROC remains high; tier-pooled
estimates are noisier for small N but preserve the
same directional signal.Appendix D.2 reports the
factor ablation and routing-budget sensitivity used
to assess this composite score.

6.3 Qualitative Analysis

Table 5 shows why fixed prompting is unreliable.
In the Bengali example, target-only succeeds while
English-only fails, showing that added English can
destabilize a correct prediction. In the Yoruba ex-
ample, both target-only and English-only fail, but
bilingual prompting succeeds, suggesting that TEN
can better preserve grounding in some cases. To-
gether, these examples reinforce our main finding:
multilingual reasoning benefits not from more En-
glish everywhere, but from selective intervention
guided by reliability and risk.

Example 1 (Bengali): T works, EN fails

(P) Vision, or the ability to see depends on visual system
sensory organs or eyes . . .

(Q) What is the ability to see dependent upon?
(C) A) Visual system sensory organs B) The require-

ments of an organism C) A sensitivity to certain
wave-lengths D) Varying degrees of acuity

Ans. A
Pred. T = A (correct); EN = blank/invalid; TEN = A (cor-

rect).

Example 2 (Yoruba): T fails, EN fails, TEN works

(P) The story presented in the French opera . . . the
performers smoke cannabis joints on stage . . .

(Q) What do performers encourage the audience to do
during Camille Saint-Saens’ opera?

(C) A) Partake in the use of cannabis B) Take a trip to
Japan C) Join them onstage for the performance
D) Allow their lives to be dictated by what they love

Ans. A
Pred. T = blank/invalid; EN = blank/invalid; TEN = A

(correct).

Table 5: Qualitative analysis showing example instances.
Examples shown in English.

7 Conclusion

Our work provides a diagnostic-to-deployment
framework for multilingual reasoning: controlled
analysis shows that English-centric assistance can
help, but its gains are setting-dependent and often
introduce interference or calibration costs, making
fixed prompting unreliable. We therefore propose
RAAI, a training-free test-time framework that
adaptively allocates language assistance and com-
putation based on risk. ROUTEGATE is a low-cost
per-example controller for improving calibration
through selective bilingual fallback, while SEQ-
GATE is a higher-cost per-group controller that
reserves sequential bilingual reasoning for the hard-
est slices, improving accuracy especially in low-
resource settings. Together, they show that robust
multilingual reasoning is better achieved through
adaptive intervention than through any single fixed
prompting strategy. This suggests that multilingual
reasoning is best supported not by more assistance
everywhere, but by using the right assistance only
where it is needed most.

Limitations

Our controlled experiments use benchmark-
provided parallel target-language and English
fields. Consequently, the reported cost analysis
covers LLM inference but excludes the latency and
expense of producing translations. A deployed
EN, TEN, or SEQ system would require cached
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translations or an external translation service, and
translation quality could affect both predictions and
routing decisions (Agrawal et al., 2023). Compar-
ing human translations, machine translations, and
controlled translation perturbations remains an im-
portant extension.

The evaluation is restricted to closed-set multilin-
gual MCQA. This setting provides a shared finite
answer space and supports direct option-level confi-
dence, entropy, and ECE measurement, but the find-
ings may not transfer directly to open-ended genera-
tion, where semantic equivalence, output language,
fluency, and sequence-level confidence introduce
additional uncertainty. We also evaluate one model
size from each of two families and nine languages.
The results therefore provide cross-family replica-
tion, not a within-family scaling study or broad
language-level coverage. In particular, the Low tier
contains only Urdu and Yoruba. Finally, SEQGATE

uses a development-derived language–scope risk
profile; deploying it on a new language or domain
requires a small profiling set.

Ethics Statement

We analyze multilingual behavior to improve eq-
uity across languages and dialects, particularly for
low-resource and historically under-served com-
munities. Our work is purely observational and
inference-time: we do not collect new user data or
train models on sensitive content. Nonetheless, bet-
ter multilingual performance can have downstream
impacts in high-stakes domains; we therefore re-
port calibration and risk measures, not only accu-
racy, and we will release code and configurations
to support responsible use. Reproducibility and
tool-use details are provided in Appendix E.
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A Background: Experimental Protocol,
Metrics, and Prompts

A.1 Metric Definitions
Accuracy. The fraction of questions the model
answers correctly (1 for correct, 0 for incorrect),
averaged and scaled by 100.

Acc% = 100 · 1

N

N∑

i=1

1[ŷi = yi].

Confidence. For each question, we take the pre-
dicted probability of the chosen option (after tem-
perature scaling and renormalizing over available
options), then average and scale by 100.

pij =
exp(lij/T )∑

k∈Si
exp(lik/T )

,

ŷi = argmax
j∈Si

pij ,

ci = max
j∈Si

pij ,

Conf% = 100 · 1

N

N∑

i=1

ci.

Entropy. The average uncertainty of the option
distribution for each question, computed as Predic-
tive entropy H(p) = −∑K

k=1 pk log pk with K=4
for Belebele.

Scope

Passage_T (fra_Latn): “La communication
asynchrone favorise le temps de réflexion
et de réaction aux autres. Ceci permet aux
étudiants de travailler à leur rythme . . . ”
Question_T: “Lequel des éléments ci-dessous
n’est pas un avantage lié à la communication
asynchrone pour les étudiants ?”
Choices_T: A) L’utilisation d’Internet en
tant que ressource B) Des réunions en
personne avec les instructeurs à tout
moment C) Des horaires de travail
flexibles D) Le travail à leur rythme
Passage_EN: “Asynchronous communication

encourages time for reflection and reaction
to others. It allows students the ability
to work at their own pace . . . ”
Question_EN: “Which of the following is not
a benefit of asynchronous communication for
students?”
Choices_EN: A) The use of internet as
a resource B) Face-to-face access to
instructors at any time of day C) Flexible
working hours D) Pace control
Q: swap in Question_EN only. P: swap in

Passage_EN only. QP: swap in Passage_EN
+ Question_EN.
C: swap in Choices_EN only. All: swap in
Passage_EN + Question_EN + Choices_EN.

Figure 4: Belebele example illustrating translation gran-
ularity (Q/P/QP/C/All).

ECE. A calibration error that compares average
confidence to average accuracy within M uniform
confidence bins.

Bm = {i | ci ∈ ((m− 1)/M, m/M ]},

acc(Bm) =
1

|Bm|
∑

i∈Bm

1[ŷi = yi],

conf(Bm) =
1

|Bm|
∑

i∈Bm

ci,

ECE = 100 ·
M∑

m=1

|Bm|
N

|acc(Bm)− conf(Bm)| .

Temperature scaling. We fit a single scalar tem-
perature on a held-out calibration split (20%) by
minimizing NLL and apply it consistently across
modules for confidence/ECE reporting.

A.2 Example: Scope x Translation Mode
(T/EN/TEN)

Figure 4 illustrates the five Belebele translation
scopes, and Figure 5 summarizes the T, EN, and
TEN prompt modes.
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Translation Mode

T-mode (target-only): Read the passage thoroughly in
target language (dialect) and answer the question based
on the information provided. Lets think step by step.
Carefully evaluate all the choices and eliminate the
incorrect options. Select the single best-supported
answer as your response in target language (dialect).
Fields: Passage_T, Question_T, Choices_T.
EN-mode (English-only): Read the passage thoroughly in

English and answer the question (given in English) based
on the information provided. Lets think step by step.
Carefully evaluate all the choices and eliminate the
incorrect options. Select the single best-supported
answer as your response in target language (dialect).
Fields: Passage_EN, Question_EN, Choices_EN.
TEN-mode (bilingual): Read the passage in target

language (dialect) and in English, then answer the
question. Think step by step. Carefully evaluate all
the choices and eliminate the incorrect options. Select
the single best-supported answer as your response
in target language (dialect). Fields: Passage_T/EN,
Question_T/EN, Choices_T/EN.

Figure 5: Evaluation prompt templates (abridged).

We designate this translation mode template as
the T/EN/TEN" scope example set employed in the
Belebele dataset.

A.3 SeqGate Prompt Template

Figure 6 shows the sequential bilingual reasoning
template used for MMLU-ProX-Lite.

B Experiment and Full per-resource and
per-model and per -dataset breakdown

We include experimental details for reproducibility
and also report the complete accuracy, confidence,
ECE, and entropy results underlying the resource-
tier comparisons in Table 3.

B.1 Experimental Details

In this section, we describe additional experimental
details and list the LLM prompts employed. All
experiments are conducted with LLaMA 3.1-8B In-
struct and Qwen3-4B on an HPC server equipped
with Nvidia A40 GPUs. For the Belebele dataset,
from the full set of 126 languages, we select 9 lan-
guages to cover a diverse range of resource levels.
For MMLU, we use the STEM subset correspond-
ing to the same language variants as those chosen
for Belebele.

B.2 Findings of RAAI: Complete Metrics

Tables 6–9 report the static T, EN, and TEN con-
trols.

B.3 ROUTEGATE: Full Metrics
We report accuracy, confidence, ECE, and entropy
by resource tier for T, TEN, and the adaptive
method.

B.4 SEQGATE: Full Metrics
We report accuracy, confidence, ECE, and entropy
by resource tier for T, TEN, and the adaptive
method.

C Expanded Diagnostic Analyses

C.1 Full Layer-Wise Curves
The full-resolution plots complement Figure 3 by
showing per-language accuracy, confidence, ECE,
and entropy trajectories for representative question-
and choice-translation settings.

Question translation. Figures 7–10 compare
Qwen on Belebele and LLaMA on MMLU-ProX-
Lite under question translation.

Choice translation. Figures 11–14 show the cor-
responding choice-translation comparisons.

C.2 Root-Cause Analysis
Figures 15–17 provide the remaining correctness-
taxonomy breakdowns for LLaMA and Qwen on
MMLU-ProX-Lite and for Qwen on Belebele.

D Robustness, Sensitivity, and Cost

D.1 Statistical Stability
For method m and the target-only baseline T, let p̂m
and p̂T denote pooled example-level accuracies in
a resource tier containing N examples. We report

∆̂ = 100(p̂m − p̂T ), (6)

ŜE = 100

√
p̂m(1− p̂m)

N
+

p̂T (1− p̂T )

N
,

(7)

CI95% = ∆̂± 1.96 ŜE. (8)

Table 18 reports the resulting intervals. The Low
tier contains Urdu and Yoruba; its intervals there-
fore characterize stability over the evaluated exam-
ples in these two languages.

D.2 Risk Index Ablation and Routing-Budget
Sensitivity

Factor ablation. Table 19 evaluates the compo-
nents of the Risk Index within high-, mid-, and
low-resource language–scope groups. Each variant
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Sequential bilingual reasoning prompt

Prompt = """You will reason in three phases and then answer strictly with [[0]], [[1]], ...,
[[9]].
Phase 1: Target-only reasoning:

Read the target question and choices, think step by step in {dialect} about the correct choice.
Do not output the final answer yet.
Q(T):

C(T):

Phase 2: English-only reasoning:

Read the English question and choices and think step by step in English about the correct choice.
Again, do not output the final answer yet.
Q(EN):

C(EN):
Phase 3 – Reconcile and decide:

Combine the insights from Phase 1 and Phase 2, choose the single best-supported option.
Strictly follow this format: [[0]], [[1]], ..., [[9]]. Do not provide any feedback.
Your Answer:

"""

Figure 6: Sequential bilingual reasoning prompt used for MMLU-ProX-Lite.

Resource T EN TEN
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 81.26 76.58 9.15 0.64 81.79 74.75 10.05 0.70 81.78 76.34 8.75 0.66
Mid 68.88 60.01 14.05 1.00 65.15 63.11 12.42 0.93 61.79 64.67 9.81 0.90
Low 44.59 39.38 12.36 1.29 44.30 47.36 12.81 1.20 44.30 45.67 14.05 1.22

Table 6: Static-mode full metrics by resource tier (Belebele, LLaMA). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T EN TEN
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 34.65 38.78 11.02 1.77 31.02 40.50 13.19 1.74 38.84 33.43 12.16 1.92
Mid 25.64 33.70 13.13 1.91 35.19 34.13 10.44 1.91 31.57 27.27 11.67 2.05
Low 23.47 29.72 10.02 1.99 29.35 32.83 13.10 1.95 33.70 28.44 13.46 2.05

Table 7: Static-mode full metrics by resource tier (MMLU-ProX-Lite, LLaMA). Bold denotes the best value within
each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T EN TEN
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 80.28 82.77 9.14 0.55 87.73 85.78 7.43 0.50 88.69 85.20 8.25 0.48
Mid 66.28 63.51 10.67 0.95 86.55 87.87 8.64 0.43 79.86 86.81 10.92 0.40
Low 45.95 45.67 9.42 1.22 85.44 86.72 6.48 0.46 81.65 78.81 9.31 0.61

Table 8: Static-mode full metrics by resource tier (Belebele, Qwen). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T EN TEN
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 37.78 45.37 13.83 1.71 36.27 44.47 13.02 1.71 45.12 49.33 15.06 1.58
Mid 32.67 40.35 13.82 1.79 34.52 43.22 16.69 1.73 46.38 55.70 21.51 1.41
Low 28.57 38.15 12.81 1.83 35.87 44.28 18.24 1.72 44.57 55.30 17.63 1.43

Table 9: Static-mode full metrics by resource tier (MMLU-ProX-Lite, Qwen). Bold denotes the best value within
each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).
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Resource T TEN ROUTEGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 81.26 76.58 9.15 0.64 83.23 78.20 8.55 0.61 83.58 79.92 5.44 0.59
Mid 68.88 60.01 14.05 1.00 71.52 68.11 11.10 0.82 73.19 74.00 6.56 0.74
Low 44.59 39.38 12.36 1.29 55.22 52.58 10.83 1.10 55.19 58.90 7.71 1.01

Table 10: ROUTEGATE full metrics by resource tier (Belebele, LLaMA). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN ROUTEGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 34.65 38.78 11.02 1.77 31.29 39.07 13.92 1.78 35.92 34.28 5.42 1.91
Mid 25.64 33.70 13.13 1.91 30.75 31.89 10.09 1.96 27.95 36.62 3.38 2.07
Low 23.47 29.72 10.02 1.99 31.10 30.39 13.04 2.00 28.62 37.57 4.00 2.06

Table 11: ROUTEGATE full metrics by resource tier (MMLU-ProX-Lite, LLaMA). Bold denotes the best value
within each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN ROUTEGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 80.28 82.77 9.14 0.55 84.21 83.88 8.87 0.52 83.77 84.70 5.19 0.52
Mid 66.28 63.51 10.67 0.95 72.84 73.38 9.98 0.73 69.33 79.72 10.76 0.61
Low 45.95 45.67 9.42 1.22 56.44 59.08 10.92 0.99 71.14 62.78 13.19 0.96

Table 12: ROUTEGATE full metrics by resource tier (Belebele, Qwen). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN ROUTEGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 37.78 45.37 13.83 1.71 36.83 42.84 13.28 1.75 42.04 46.45 8.44 1.65
Mid 32.67 40.35 13.82 1.79 34.66 41.77 14.37 1.77 41.78 47.28 11.09 1.61
Low 28.57 38.15 12.81 1.83 34.86 41.48 16.39 1.78 38.04 47.87 10.65 1.61

Table 13: ROUTEGATE full metrics by resource tier (MMLU-ProX-Lite, Qwen). Bold denotes the best value within
each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN SEQGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 81.26 76.58 9.15 0.64 84.79 78.05 8.43 0.62 82.58 78.52 6.52 0.61
Mid 68.88 60.01 14.05 1.00 72.87 64.70 11.99 0.91 67.68 66.93 10.62 0.86
Low 44.59 39.38 12.36 1.29 50.68 47.61 6.47 1.18 69.70 66.13 11.34 0.88

Table 14: SEQGATE full metrics by resource tier (Belebele, LLaMA). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN SEQGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 34.65 38.78 11.02 1.77 32.16 35.29 12.51 1.88 33.76 34.83 10.59 1.88
Mid 25.64 33.70 13.13 1.91 24.67 27.17 13.17 2.06 33.73 24.61 8.76 2.12
Low 23.47 29.72 10.02 1.99 34.12 28.46 8.83 2.04 34.12 25.32 9.16 2.10

Table 15: SEQGATE full metrics by resource tier (MMLU-ProX-Lite, LLaMA). Bold denotes the best value within
each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

is assessed using Spearman correlation with target-
only error and AUROC for identifying groups

above the median target-only error. We write

RI = RF× ECE factor × Entropy factor, (9)
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Resource T TEN SEQGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 80.28 82.77 9.14 0.55 81.47 83.41 8.17 0.52 88.54 83.36 7.69 0.54
Mid 66.28 63.51 10.67 0.95 69.14 68.48 8.74 0.84 62.96 71.76 11.68 0.77
Low 45.95 45.67 9.42 1.22 49.32 51.00 10.70 1.13 83.64 71.71 8.35 0.78

Table 16: SEQGATE full metrics by resource tier (Belebele, Qwen). Bold denotes the best value within each
resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

Resource T TEN SEQGATE
Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓ Acc↑ Conf↑ ECE↓ Ent↓

High 37.78 45.37 13.83 1.71 41.00 44.76 17.77 1.71 47.13 42.47 10.41 1.77
Mid 32.67 40.35 13.82 1.79 38.70 44.01 13.52 1.71 51.64 37.57 14.04 1.87
Low 28.57 38.15 12.81 1.83 36.96 45.04 17.72 1.69 51.36 37.89 13.49 1.86

Table 17: SEQGATE full metrics by resource tier (MMLU-ProX-Lite, Qwen). Bold denotes the best value within
each resource-tier row for each metric (higher Acc/Conf, lower ECE/Ent).

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 7: Layer-wise accuracy under question translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 8: Layer-wise confidence under question translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 9: Layer-wise ECE under question translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 10: Layer-wise entropy under question translation.

1836



(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 11: Layer-wise accuracy under choice translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 12: Layer-wise confidence under choice translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 13: Layer-wise ECE under choice translation.

(a) Qwen on Belebele. (b) LLaMA on MMLU-ProX-Lite.

Figure 14: Layer-wise entropy under choice translation.

Figure 15: Root-cause composition by resource tier (H/M/L) across text scopes for MMLU-ProX-Lite, LLaMA.
Bars show percent of outcomes per tier with labels; colors denote failure categories and stable success.

where the entropy factor is the normalized low-
entropy certainty term, not raw entropy. No single
variant dominates every metric; the full product pro-
vides a conservative conjunction of failure preva-

lence, miscalibration, and confident prediction.

Routing-budget sensitivity. Table 20 varies the
fraction of highest-RI language–scope groups
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Figure 16: Root-cause composition by resource tier (H/M/L) across text scopes for MMLU-ProX-Lite, Qwen. Bars
show percent of outcomes per tier with labels; colors denote failure categories and stable success.

Figure 17: Root-cause composition by resource tier (H/M/L) across text scopes for Belebele, Qwen. Bars show
percent of outcomes per tier with labels; colors denote failure categories and stable success.

Model Dataset Tier #Langs N RouteGate ∆Acc vs. T [95% CI] SeqGate ∆Acc vs. T [95% CI]

LLaMA Belebele High 4 317 +2.32 [-3.60, +8.24] +1.32 [-4.67, +7.31]
LLaMA Belebele Mid 3 239 +4.31 [-3.81, +12.43] -1.20 [-9.54, +7.14]
LLaMA Belebele Low 2 158 +10.60 [-0.36, +21.56] +25.11 [+14.55, +35.67]
LLaMA MMLU-ProX-Lite High 4 189 +1.27 [-8.36, +10.90] -0.89 [-10.45, +8.67]
LLaMA MMLU-ProX-Lite Mid 3 146 +2.31 [-7.85, +12.47] +8.09 [-2.35, +18.53]
LLaMA MMLU-ProX-Lite Low 2 92 +5.15 [-7.51, +17.81] +10.65 [-2.34, +23.64]
Qwen Belebele High 4 317 +3.49 [-2.48, +9.46] +8.26 [+2.65, +13.87]
Qwen Belebele Mid 3 239 +3.05 [-5.32, +11.42] -3.32 [-11.89, +5.25]
Qwen Belebele Low 2 158 +25.19 [+14.69, +35.69] +37.69 [+28.01, +47.37]
Qwen MMLU-ProX-Lite High 4 189 +4.26 [-5.60, +14.12] +9.35 [-0.57, +19.27]
Qwen MMLU-ProX-Lite Mid 3 146 +9.11 [-1.93, +20.15] +18.97 [+7.85, +30.09]
Qwen MMLU-ProX-Lite Low 2 92 +9.47 [-4.08, +23.02] +22.79 [+9.02, +36.56]

Table 18: Accuracy differences relative to T with 95% normal-approximation confidence intervals. Bold intervals
exclude zero.

routed to SEQGATE. Entries are changes in ac-
curacy and ECE relative to T, in percentage points.
Broader routing often improves accuracy, although
the relationship is dataset-dependent and not mono-
tonic in every setting.

ROUTEGATE threshold protocol. The low-
ECE layers in Equation 1 and the trigger thresholds
in Equation 5 are selected on development data
and frozen before test evaluation. ECE is used
only for offline layer selection; each online deci-

sion uses per-example confidence and final-versus-
ensemble disagreement. The answer-scoring rule
is unchanged.

D.3 RAAI Efficiency and Inference Cost
Table 21 reports routing rates and normalized LLM
inference cost relative to T. The reported cost re-
flects the implementation’s processing cost for
longer bilingual or sequential prompts and excludes
external machine-translation cost. Deployment
with EN, TEN, or SEQ would require cached En-

1838



Variant High-Res.
err/AUROC

Mid-Res.
err/AUROC

Low-Res.
err/AUROC

err
average

AUROC
average

RF only 0.43 / 0.94 0.57 / 0.86 −0.15 / 0.32 0.28 0.71
ECE only 0.48 / 0.91 0.27 / 0.68 0.80 / 1.00 0.51 0.86
Entropy only 0.62 / 0.91 0.45 / 0.79 0.58 / 0.76 0.55 0.82
RF × ECE 0.49 / 0.96 0.40 / 0.79 0.42 / 0.68 0.44 0.81
RF × Entropy 0.62 / 1.00 0.64 / 0.89 −0.07 / 0.36 0.40 0.75
ECE × Entropy 0.56 / 0.91 0.31 / 0.71 0.56 / 0.84 0.48 0.82
RI = RF × ECE × Entropy (Ours) 0.61 / 0.98 0.37 / 0.77 0.51 / 0.72 0.50 0.82

Table 19: Ablation study of the Risk Index for LLaMA on Belebele. Each resource-tier entry reports Spearman
correlation with target-only error / AUROC for detecting groups with above-median target-only error.

Model / Dataset Top 25% Top 50% Top 75% Top 100%

LLaMA / Belebele +3.27 / −0.07 +6.54 / −0.34 +10.73 / −1.00 +10.93 / −0.71
LLaMA / MMLU-ProX-Lite +1.27 / +0.63 +1.45 / +0.11 +4.45 / +0.54 +4.41 / +0.27
Qwen / Belebele +2.12 / +1.22 +3.62 / +0.86 +5.44 / +0.52 +5.43 / +0.87
Qwen / MMLU-ProX-Lite +0.80 / +1.99 +0.92 / +2.27 +1.43 / +1.94 +10.54 / +1.49

Table 20: SeqGate Risk Index threshold sensitivity. Each cell reports ∆Acc / ∆ECE versus T.

Model Dataset Tier RI threshold RouteGate routed SeqGate routed RouteGate cost (×T) SeqGate cost (×T)

LLaMA Belebele High 0.500 19.8% 35.1% 1.35 1.75
LLaMA Belebele Mid 0.315 37.8% 55.0% 1.62 2.00
LLaMA Belebele Low 0.115 83.7% 90.3% 2.43 2.00
LLaMA MMLU-ProX-Lite High 0.500 3.3% 40.0% 1.03 2.00
LLaMA MMLU-ProX-Lite Mid 0.315 15.5% 60.0% 1.04 2.00
LLaMA MMLU-ProX-Lite Low 0.115 35.8% 89.0% 1.06 2.00
Qwen Belebele High 0.500 13.0% 30.1% 1.20 1.30
Qwen Belebele Mid 0.315 30.4% 55.0% 1.46 2.00
Qwen Belebele Low 0.115 69.2% 80.0% 2.14 2.00
Qwen MMLU-ProX-Lite High 0.500 11.9% 41.2% 1.02 2.00
Qwen MMLU-ProX-Lite Mid 0.315 26.6% 70.0% 1.07 2.00
Qwen MMLU-ProX-Lite Low 0.115 45.1% 80.1% 1.05 2.00

Table 21: Tier-level routing rates and normalized LLM inference cost relative to T. Translation-system cost and
latency are not included.

glish fields or a runtime translation system.

E Disclosure of AI Tools

Experiments were run with fixed model, prompt,
calibration, and routing configurations documented
in the paper and accompanying code. AI tools
were used for coding assistance (OpenAI Codex),
language editing, and related-work search (OpenAI
ChatGPT and Perplexity). The authors verified the
resulting code, citations, analyses, and conclusions.
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