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Abstract

LLM-based multi-agent systems have demon-
strated strong potential for solving complex
tasks, yet reliable collaboration remains chal-
lenging. While most training-based methods
rely on multi-agent trajectories, we investigate
whether cooperative behaviors can be strength-
ened using only single-agent execution data.
We propose CoopAgent, a training framework
that learns solely from single-agent execution
trajectories and transfers to multi-agent de-
ployment. To bridge the gap between single-
agent training and multi-agent environments,
we introduce PADPO (Perturbation-Aligned
DPO), which aligns action preferences between
original observations and task-related pertur-
bations that mimic changes caused by other
agents. We train CoopAgent on single-agent
execution trajectories collected in Minecraft
and evaluate it on VillagerBench. The results
demonstrate its potential to enhance collabora-
tion on VillagerBench while preserving strong
single-agent execution ability. We further as-
sess CoopAgent on out-of-domain benchmarks,
showing improvements in several multi-agent
settings and performance comparable to the
multi-agent training method AT-GRPO on the
coding benchmarks. Our code is available at
https://github.com/hlpzz/CoopAgent.

1 Introduction

In recent years, LLM-based agents have made
significant progress in reasoning, planning, and
tool use (Yao et al., 2023; Schick et al., 2023).
Among them, LLM-based multi-agent systems
(MAS) have demonstrated strong potential for solv-
ing complex tasks in open-world and long-horizon
settings, with empirical successes reported across
domains such as software development (Qian et al.,
2024; Khanzadeh, 2025), policy simulation (Wang
et al., 2025), and games (Dong et al., 2024; Chai
et al., 2025). Despite this progress, effective collab-
oration in MAS does not arise automatically. Prior

work identifies coordination breakdowns as a major
source of failure in MAS (Cemri et al., 2025), mak-
ing the enhancement of collaborative capabilities a
central challenge for unlocking their full potential.

To address this challenge, prior studies have ex-
plored training-based methods for improving co-
ordination in MAS (Liang et al., 2025; Subrama-
niam et al., 2025; Zhao et al., 2026). While these
approaches have demonstrated promising results,
most of them rely on multi-agent interaction data
to improve coordination. However, collecting such
data typically requires coordinating simultaneous
interactions and can introduce additional complex-
ity in credit assignment.

Single-agent execution data can be collected
without requiring simultaneous interaction among
multiple agents, enabling more flexible and scal-
able data generation. Moreover, single-agent trajec-
tories exhibit clear and well-defined relationships
between actions and outcomes, providing more di-
rect supervision signals by sidestepping inter-agent
credit assignment ambiguity during training. These
properties naturally raise the following question:
can multi-agent cooperation be improved by train-
ing on single-agent execution data alone, without
relying on explicit multi-agent interaction data?

Our key insight is that, although single-agent tra-
jectories lack explicit inter-agent interactions, they
can still be used to approximate the uncertainty
that arises in multi-agent execution by introducing
controlled perturbations to environment observa-
tions. Unlike random perturbations mainly used
for robustness, these perturbations are task-related
and are designed to approximate multi-agent en-
vironment dynamics. This encourages the model
to preserve action preferences under coordination-
relevant observation changes, which is important
for effective multi-agent cooperation. Figure 1
illustrates how single-agent observations are per-
turbed to simulate multi-agent-induced variability.

Building on this insight, we propose CoopA-
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Figure 1: Single-agent perturbation augmentation approximates multi-agent-induced observation changes. The
faded agent denotes another hypothetical agent whose action changes the shared environment and thus the current
agent’s observation; this effect is approximated by the task-related difference between the original and perturbed
observations.

gent, a training-based framework for inducing co-
operative behavior from single-agent execution
data. We construct single-agent tasks in Minecraft
and collect execution trajectories with clear action-
outcome feedback. CoopAgent first performs su-
pervised fine-tuning on these trajectories to learn
basic agent capabilities. Then it applies preference
optimization to make action choices more stable
under coordination-relevant observation changes.
For this second stage, we introduce PADPO, a
perturbation-aligned variant of Direct Preference
Optimization (DPO) (Rafailov et al., 2023), which
regularizes action preferences to remain consistent
under task-related perturbations that approximate
environment changes caused by other agents.

We evaluate CoopAgent on Minecraft-based
VillagerBench (Dong et al., 2024). Experimen-
tal results show that CoopAgent consistently im-
proves collaboration-oriented metrics on Villager-
Bench while preserving strong single-agent exe-
cution capability. Beyond Minecraft, we further
evaluate CoopAgent on Overcooked-AI (Carroll
et al., 2019) and coding benchmarks, including
CodeContests (Li et al., 2022), APPS (Hendrycks
et al., 2021), and LiveCodeBench (White et al.,
2025a). CoopAgent achieves the best average score
on Overcooked-AI with gains on coordination-
intensive layouts. On coding benchmarks, it per-
forms comparably to AT-GRPO (Zhao et al., 2026),
a multi-agent training method that relies on multi-
agent interaction data.

Our main contributions are as follows:

• We propose CoopAgent, a training-based
framework that enables multi-agent collabo-
ration to be effectively learned from single-
agent execution data alone.

• We introduce PADPO, a perturbation-aligned
preference optimization objective that en-
forces preference consistency under task-
related environment perturbations designed
to simulate multi-agent environment changes.

• We demonstrate the effectiveness of CoopA-
gent across single-agent tasks, multi-agent
benchmarks, and out-of-domain evaluations,
showing robust single-to-multi-agent trans-
fer and competitive performance against AT-
GRPO on the evaluated coding benchmarks.

2 Related Work

Minecraft Agents. Minecraft has become a
widely used testbed for agent research due to
its rich and controllable environment. Prior
work (Hafner et al., 2024; Liu et al., 2025; Fu et al.,
2025; Lee et al., 2026) focuses on single-agent
long-term planning in Minecraft. XENON (Lee
et al., 2026) robustly corrects flawed planning
knowledge through experience-driven algorithmic
memory updates. Other works (Dong et al., 2024;
White et al., 2025b; Chai et al., 2025) shift at-
tention to multi-agent collaboration. VillagerA-
gent (Dong et al., 2024) decomposes tasks into
DAGs to strengthen collaboration on complex de-
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pendencies. In comparison, CoopAgent improves
collaboration through training alone, without modi-
fying the underlying agent framework.

Multi-Agent Frameworks and Benchmarks.
MAS have shown strong potential in solving com-
plex tasks, and recent work (Dang et al., 2025;
Becker et al., 2025; Qian et al., 2025; Yun et al.,
2026) has increasingly focused on general frame-
works for effective collaboration among agents.
GoA (Yun et al., 2026) optimizes multi-agent col-
laboration via graph-based sampling and bidirec-
tional message passing. To better evaluate commu-
nication efficiency and collaboration across differ-
ent systems, a number of multi-agent benchmarks
have been proposed (Chen et al., 2024; Wang et al.,
2024; Zhu et al., 2025). MultiAgentBench (Zhu
et al., 2025) evaluates collaboration and competi-
tion using task-level metrics. Our CoopAgent uses
VillagerAgent as the execution framework and in-
cludes VillagerBench (Dong et al., 2024) as an
evaluation testbed.

Training and Fine-Tuning For Multi-Agent Sys-
tems. Several recent studies (Motwani et al.,
2025; Liang et al., 2025; Subramaniam et al., 2025;
Liu et al., 2026; Ma et al., 2024; Zhao et al., 2026)
have begun to explore training or fine-tuning ap-
proaches for internalizing collaborative capabili-
ties in MAS. MALT (Motwani et al., 2025) intro-
duces role-level credit assignment for multi-agent
training. AT-GRPO (Zhao et al., 2026) utilizes
tree-structured sampling to create valid compari-
son groups for multi-agent on-policy RL. These
approaches typically rely on explicitly collected
multi-agent interaction data to improve coordina-
tion. In contrast, CoopAgent focuses on explor-
ing how collaborative capabilities can be acquired
without multi-agent training data, relying solely on
single-agent datasets.

3 Method

CoopAgent follows a two-stage training pipeline as
shown in Figure 2. In the first stage, we perform su-
pervised fine-tuning (SFT) on single-agent trajecto-
ries to equip the model with basic agent capabilities
for stable action execution. In the second stage, we
further construct preference-based training signals
and apply PADPO to improve robustness under ob-
servation perturbations and thereby induce stronger
collaborative behavior in multi-agent deployment.
We begin by describing the data collection setup

that underpins both training stages.

3.1 Data Collection Setup

We collect training data in a single-agent setting
based on the VillagerBench environment (Dong
et al., 2024). In this setting, we design atomic tasks
and collect execution trajectories, used for super-
vised fine-tuning (Stage 1) and for deriving prefer-
ence pairs in preference-based training (Stage 2).

Single-Agent Tasks. To enable scalable data col-
lection, we extend VillagerBench with a set of
single-agent atomic tasks. These tasks focus on
evaluating and training an agent’s ability to reliably
execute individual actions, rather than solving long-
horizon or compositional objectives. In total, we
introduce 6 high-level task categories and 25 fine-
grained atomic task types, covering essential action
primitives commonly involved in complex behav-
iors. Task instances are generated with fixed sam-
pling ratios by jointly considering task difficulty
and occurrence frequency. Details about single-
agent task types can be found in Appendix A.

Data Collection Process. For each instantiated
single-agent task, we run an agent based on an ex-
isting model, such as Qwen3-235B-A22B (Yang
et al., 2025a), to execute the task and record the
full interaction trajectory, including the environ-
ment feedback observed by the agent and the ac-
tions it produces at each step. Task completion
is determined using predefined rule-based criteria,
yielding a binary success or failure signal.

Trajectory Notation. From the data collection
process, we obtain execution trajectories, each cor-
responding to a single agent performing a task. We
denote a single execution trajectory as T .

At each step of the trajectory, the agent receives
an input prompt x and outputs an action y. The
input prompt x consists of four components: a task
description d, an environment observation o, an
available tool set U , and the interaction history h
up to the current step. Formally, we write

x = (d, o,U , h). (1)

Each action y corresponds to invoking a tool u ∈ U
and yields an execution outcome (success or fail-
ure), which is appended to the interaction history
for subsequent steps.

The interaction at each step is therefore repre-
sented as a tuple (x, y). An execution trajectory of
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Figure 2: CoopAgent training pipeline. Thick light-colored arrows indicate the model training stages, while thin
black arrows represent the data flow between components.

n steps can therefore be written as

T =
(
(xt, yt)

)n
t=1

. (2)

3.2 Supervised Fine-Tuning
In the first training stage, we apply parameter-
efficient fine-tuning using LoRA (Hu et al., 2022)
on execution trajectories collected in the single-
agent setting. This stage equips the agent with
stable atomic action execution and instruction-
following capabilities.

LoRA Training. We perform LoRA-based su-
pervised fine-tuning on the collected single-agent
trajectories, treating each step-level pair (x, y) as
a training example. The resulting LoRA-adapted
model serves as the initialization for subsequent
PADPO training. Details about training configura-
tions can be found in Appendix D.1.

3.3 Preference Optimization with PADPO
On top of the LoRA adapter obtained in the first
training stage, we further perform preference-based
optimization to improve robustness under observa-
tion perturbations, inspired by consistency regular-
ization methods in semi-supervised learning (Saj-
jadi et al., 2016). This stage is designed to induce
behaviors that are more stable when deployed in
multi-agent settings, while still relying only on
single-agent execution data.

Preference Construction. To apply PADPO, we
first derive action-level preference supervision
from the collected single-agent execution trajec-
tories. We construct preference pairs from the

clear and verifiable action outcomes of atomic tasks.
When an action either fails to execute or is irrele-
vant to the task objective, we treat it as a negative
action y−. We then define the corresponding posi-
tive action y+ as the first subsequent action in the
same trajectory that executes successfully and is
relevant to the task objective. Let x denote the input
prompt at the step where y− is taken, and we form
a preference pair (x, y+, y−) accordingly. This
construction relies on the observation that failed or
task-irrelevant actions do not induce task-relevant
changes in the environment state; therefore, re-
placing such an action with a subsequent success-
ful task-relevant action does not introduce a task-
relevant environment discrepancy for preference
supervision. Detailed preference extraction rules
are provided in Appendix C.

Perturbation Augmentation. Since the prefer-
ence pairs are extracted from single-agent trajecto-
ries, we introduce controlled perturbations to the
environment to approximate the observation vari-
ability induced by other agents during multi-agent
deployment, as illustrated in Figure 1.

Given an original prompt x = (d, o,U , h), we
construct a perturbed prompt x′ by modifying only
the environment observation component, while
keeping other components unchanged:

x′ = (d, o′, U , h). (3)

The perturbation is designed to be local and se-
mantically mild, such that it does not change the
underlying task semantics in practice.

Perturbation augmentation is implemented as
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a two-step process: perturbation generation and
perturbation injection. Specifically, we prompt
an LLM to analyze the task description together
with the environment observation in x and generate
a task-relevant perturbation configuration, which
specifies the perturbation operation (ADD or RE-
MOVE), a task-relevant block type, and a target
coordinate in the vicinity of the described environ-
ment. The same LLM then applies the generated
configuration to modify the environment observa-
tion and assesses whether the preference ordering
between y+ and y− remains unchanged under both
x and the resulting x′. We additionally apply rule-
based checks to ensure that the perturbation pre-
serves the validity of the preference pair and does
not modify other components of the input x. If the
generated perturbation violates these constraints,
the perturbation configuration is regenerated until
a valid perturbation is obtained. Only perturbations
that preserve preference consistency are retained
for training. Details of the prompt template are
provided in Appendix G.1.

In VillagerAgent, high-level coordination issues
such as resource conflicts are typically reflected
in the observation as changes in local block con-
figurations. Therefore, adding or removing task-
relevant blocks provides a simple approximation of
the environment changes induced by other agents.
This approximation captures the local observation
consequence of another agent’s action rather than
the complete multi-agent interaction process. It
exposes the model to coordination-relevant state
changes without requiring explicit multi-agent roll-
outs.

PADPO Objective. Given the paired prompts
(x, x′) from perturbation augmentation and the
same preference supervision (y+, y−), we in-
corporate observation perturbations into prefer-
ence optimization by enforcing consistent prefer-
ence advantages under both inputs. We build on
DPO (Rafailov et al., 2023), which optimizes a
policy from preference pairs without explicit re-
ward modeling. Let πθ denote the trainable policy
and πref a fixed reference policy. For a prefer-
ence pair (x, y+, y−), we define the action-level
log-probability advantage as:

Aθ(x) = log πθ(y
+ | x)− log πθ(y

− | x). (4)

The standard DPO loss is defined as:

LDPO(x, y
+, y−) = − log σ

(
β
[
Aθ(x)−Aref(x)

])
,

(5)

where Aref denotes the advantage under πref , σ(·)
is the logistic sigmoid and β > 0 controls the
strength of preference optimization.

To encourage preference consistency un-
der observation perturbations, we introduce a
perturbation-aligned regularization term. For each
original prompt x and its perturbed counterpart x′,
the regularizer is defined as:

C(x, x′, y+, y−) =
(
Aθ(x)−Aθ(x

′)
)2
, (6)

where both advantages are computed using the
same preference pair (y+, y−). We adopt a squared
error penalty between the advantage values under
the original and perturbed observations for two rea-
sons. First, since the perturbation between x and x′

is symmetric, we require a regularizer that penal-
izes preference deviations in both directions, which
is naturally achieved by a squared distance. Sec-
ond, the squared error penalizes larger deviations
more strongly, discouraging significant preference
shifts induced by observation perturbations.

The final PADPO objective is given by:

LPADPO(x, x
′, y+, y−) =

LDPO(x, y
+, y−) + λC(x, x′, y+, y−),

(7)

where λ ≥ 0 controls the strength of the
perturbation-alignment regularization. By enforc-
ing preference consistency between x and x′,
PADPO encourages robust decision-making under
observation perturbations, which leads to more sta-
ble collaboration in multi-agent deployment.

4 Experiments

4.1 Experimental Setup and Baselines

We evaluate CoopAgent on VillagerBench within
the VillagerAgent framework (Dong et al., 2024),
covering single-agent tasks as well as multi-agent
Construction and Farming tasks. In VillagerAgent,
the Decomposer divides each task into subtasks,
which the Controller assigns to base agents operat-
ing in parallel in a shared Minecraft environment.
Only the models of base agents vary across meth-
ods; the three-agent setting adds a base agent with
the same role and interface to the default two-agent
setup, while all other framework components re-
main unchanged. Detailed environment and eval-
uation settings are provided in Appendix E.1. We
train CoopAgent variants based on Qwen2.5-7B-
Instruct (Yang et al., 2025b) and Qwen3-8B (Yang
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Model Single-Agent Construction (VillagerBench) Farming (VillagerBench)

S (%) C (%) VHR E (%/min) C (%) ACR WACR E (%/min)

Qwen2.5-7B 51 44.60 51.93 10.62 37.33 42.65 29.26 13.41
Qwen2.5-7B (LoRA) 79 43.00 53.93 13.59 49.50 35.17 27.79 19.20
Qwen3-8B 50 42.73 53.10 16.24 43.83 35.00 35.53 20.88
Qwen3-80B-A3B 87 57.07 62.40 15.33 44.50 43.32 40.60 14.33
Qwen3-235B-A22B 85 48.77 60.03 17.62 48.50 37.94 32.16 24.45

Qwen2.5-7B (CoopAgent) 87 66.90 74.27 26.33 50.00 48.73 44.89 20.06
Qwen3-8B (CoopAgent) 82 61.30 71.57 19.60 52.50 61.62 56.74 22.08

Table 1: Main results on single-agent tasks and multi-agent benchmarks in VillagerBench.

Model C (%) ACR WACR E (%/min)

Qwen2.5-7B (2 agents) 37.33 42.65 29.26 13.41
Qwen2.5-7B (3 agents) 40.17 34.67 25.07 14.22

CoopAgent (2 agents) 50.00 48.73 44.89 20.06
CoopAgent (3 agents) 52.67 48.51 46.57 22.63

Table 2: Effect of the number of agents on the Farming
benchmark in VillagerBench.

et al., 2025a), with training details provided in Ap-
pendix D. Unless otherwise specified, all training-
based variants use Qwen2.5-7B-Instruct as the base
model.

Baselines. We compare CoopAgent with the orig-
inal Qwen2.5-7B-Instruct model and a LoRA-only
SFT variant trained on the same single-agent ex-
ecution trajectories without preference optimiza-
tion, denoted as Qwen2.5-7B (LoRA). We also
evaluate several Qwen3-series models (Yang et al.,
2025a), including Qwen3-8B, Qwen3-235B-A22B,
and Qwen3-Next-80B-A3B-Instruct, to compare
CoopAgent’s performance with more recent and
larger-scale Qwen-series models. All Qwen3-
series models are evaluated in no-thinking mode.
Hereafter, we refer to Qwen2.5-7B-Instruct as
Qwen2.5-7B and Qwen3-Next-80B-A3B-Instruct
as Qwen3-80B-A3B.

Evaluation Metrics. For single-agent tasks, we
report Pass@2 success rate (S). For multi-agent
Construction tasks, we report completion rate (C),
view hit rate (VHR), and efficiency (E), which re-
spectively reflect task success, view-level construc-
tion quality, and task completion efficiency. VHR
measures the proportion of target construction con-
tent correctly matched from predefined evaluation
views, with higher VHR indicating better construc-
tion quality. For Farming tasks, we report com-
pletion rate (C), agent contribution rate (ACR),
weighted agent contribution rate (WACR), and ef-

Figure 3: Trajectory-level case study from a construc-
tion task. Given the same action by Alice, Qwen2.5-
7B-Instruct makes Bob rework an already completed
position, while CoopAgent makes Bob proceed to the
next blueprint position.

ficiency (E). ACR measures how task-relevant
contributions are distributed across agents, while
WACR further weights ACR by task completion to
reduce the influence of low-completion tasks and
better reflect stable collaboration across tasks. A
higher ACR or WACR indicates stronger collab-
oration in terms of more balanced task-relevant
contributions across agents. All VillagerBench
multi-agent results are reported as avg@3. De-
tailed environment settings and metric definitions
are provided in Appendix E.1.

4.2 Evaluation Results

Single-Agent Performance. As shown in Ta-
ble 1, CoopAgent maintains strong single-agent
execution capability across different backbones.
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Layout Qwen2.5-7B Qwen2.5-7B (LoRA) Tool-Light (Chen et al., 2025) Qwen2.5-7B (CoopAgent)

Cramped Room 56± 35.8 48± 11.0 32± 17.9 60± 14.1
Asymmetric Advantages 76± 8.9 32± 17.9 116± 8.9 44± 8.9
Coordination Ring 0± 0.0 12± 11.0 4± 8.9 24± 16.7
Forced Coordination 0± 0.0 8± 11.0 28± 11.0 36± 21.9
Counter Circuit 56± 8.9 52± 30.3 48± 26.8 68± 11.0
Average 37.6± 35.3 30.4± 20.1 45.6± 42.4 46.4± 17.8

Table 3: Out-of-domain evaluation on Overcooked-AI layouts (Carroll et al., 2019) using the ProAgent frame-
work (Zhang et al., 2024) (mean ± standard deviation across runs for each layout; the Average row reports mean ±
standard deviation across layouts).

Model CodeContests APPS LiveCodeBench

Qwen3-8B 13.30 40.00 27.43
AT-GRPO (Qwen3-8B) (Zhao et al., 2026) 18.10 45.80 30.28

CoopAgent (Qwen3-8B) 20.00 40.60 30.29

Table 4: Comparison on the coding benchmarks used by AT-GRPO. AT-GRPO scores are from the original paper,
while Qwen3-8B and CoopAgent are evaluated in the same environment.

Process Average Tokens

Single-agent trajectory collection 5,490.92
Perturbation augmentation 2,377.80
Single-agent route (total) 7,868.72
Multi-agent trajectory collection 8,822.67

Table 5: Average token consumption per agent trajectory
on VillagerBench.

Qwen2.5-7B (CoopAgent) remains competitive
with much larger Qwen3-series models, while
Qwen3-8B (CoopAgent) substantially improves
over its base model. These results indicate that
CoopAgent enables multi-agent deployment with-
out sacrificing single-agent competence.

Multi-Agent Collaboration on VillagerBench.
Table 1 shows that CoopAgent consistently im-
proves multi-agent collaboration on both Construc-
tion and Farming tasks. In Construction tasks,
CoopAgent outperforms all baselines across com-
pletion, construction quality, and efficiency, indicat-
ing more effective parallel execution through better
coordination and fewer redundant operations. In
Farming tasks, CoopAgent achieves a completion
rate comparable to LoRA-only, while improving
ACR and WACR and maintaining high efficiency.
The improvements in ACR and WACR further in-
dicate more balanced agent contributions during
collaborative execution. In contrast, larger Qwen3-
series models and LoRA-only fine-tuning do not
consistently improve these collaboration-oriented
metrics, suggesting that the gains cannot be ex-
plained by model scale or single-agent SFT alone.

Qualitative Case Study. Figure 3 compares
Qwen2.5-7B and CoopAgent in a representative
Construction scenario. In both trajectories, Bob
first attempts to place a block at (−10,−60, 1) and
observes that the position has already been occu-
pied by Alice. Qwen2.5-7B then digs out the exist-
ing block and places a block at the same position
again, thereby temporarily undoing Alice’s com-
pleted work and introducing two redundant actions.
CoopAgent, by contrast, proceeds directly to the
next unfinished blueprint position at (−10,−60, 0).
This contrast suggests that CoopAgent better inter-
prets local environment changes caused by another
agent as task progress, consistent with PADPO’s
use of task-related observation perturbations during
training. The reduced repetition and rework in this
example are also consistent with the improvements
in collaboration-oriented metrics and execution ef-
ficiency reported in Table 1. Additional results and
analyses are provided in Appendix F.

Scalability with Increasing Agent Number. Ta-
ble 2 compares Qwen2.5-7B-based CoopAgent and
Qwen2.5-7B with different numbers of agents on
the Farming benchmark. Increasing the agent num-
ber yields no clear improvement for Qwen2.5-7B,
with nearly unchanged completion rate and slightly
degraded collaboration metrics, indicating limited
scalability. In contrast, CoopAgent benefits from
additional agents, achieving higher completion rate,
WACR, and execution efficiency. This contrast in-
dicates that CoopAgent effectively leverages addi-
tional agents rather than suffering from increased
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Model Single-Agent Construction (VillagerBench) Farming (VillagerBench)

S (%) C (%) VHR E (%/min) C (%) ACR WACR E (%/min)

LoRA + DPO 88 59.50 68.97 16.89 52.17 35.95 33.75 19.03
LoRA + PADPO 87 66.90 74.27 26.33 50.00 48.73 44.89 20.06

Table 6: Ablation study on training strategies.

Perturbation Type Construction (VillagerBench) Farming (VillagerBench)

C (%) VHR E (%/min) C (%) ACR WACR E (%/min)

Random Perturbation 52.63 58.60 17.16 37.00 41.31 35.34 16.09
Task-related Perturbation 66.90 74.27 26.33 50.00 48.73 44.89 20.06

Table 7: Ablation study on perturbation types.

coordination overhead. The higher WACR in the
three-agent setting further suggests that CoopAgent
has the potential to scale to larger agent popula-
tions.

Data Collection Cost. We compare the average
token consumption of collecting trajectories for our
atomic single-agent tasks with the per-agent aver-
age of collecting multi-agent trajectories on the
original VillagerBench Construction and Farming
benchmarks. As shown in Table 5, single-agent
collection together with perturbation augmentation
consumes 7,868.72 tokens per trajectory, approxi-
mately 10.8% fewer than the 8,822.67 tokens per
agent trajectory required for multi-agent collection.
Thus, the additional LLM calls introduced by per-
turbation augmentation do not eliminate the token
advantage of the single-agent collection route. Per-
turbation augmentation is a one-time offline pro-
cess applied to existing trajectories, requires no
additional environment interaction, and can be par-
allelized across samples. Multi-agent trajectories
may additionally require contribution identification
and cross-agent credit assignment, which are not
measured here. Therefore, this comparison con-
cerns token consumption rather than total monetary
or wall-clock cost.

Out-of-Domain Evaluation on Overcooked-AI.
We evaluate CoopAgent on Overcooked-AI lay-
outs (Carroll et al., 2019) using the ProAgent frame-
work (Zhang et al., 2024). We also include Tool-
Light (Chen et al., 2025), a Qwen2.5-7B-based
tool-integrated reasoning baseline. Detailed set-
tings are provided in Appendix E.2.

Table 3 presents the detailed results. CoopAgent
achieves the best overall average across the evalu-
ated layouts, with clear improvements over the base

and LoRA models in coordination-intensive set-
tings such as COORDINATION RING, FORCED CO-
ORDINATION, and COUNTER CIRCUIT. These lay-
outs require tightly coupled agent behaviors, sug-
gesting that the collaborative patterns learned from
single-agent data transfer effectively to structurally
different multi-agent environments. A different
trend appears on ASYMMETRIC ADVANTAGES,
where Tool-Light attains the highest score while
CoopAgent underperforms. This layout places less
emphasis on tight coordination and is more sen-
sitive to general tool-use competence, indicating
that improvements in general agent capability do
not necessarily translate into stronger coordination
performance. The weaker result of CoopAgent on
ASYMMETRIC ADVANTAGES appears to originate
mainly from the first-stage SFT adaptation: the
LoRA model already drops substantially relative
to the base model, while PADPO partially recov-
ers the score, suggesting that domain-specific SFT
may weaken some out-of-domain capabilities. The
per-run scores and an analysis of score variation
are provided in Appendix F.2.

Comparison with a Training-Based MAS
Method. We further compare CoopAgent with
AT-GRPO (Zhao et al., 2026), a recent multi-agent
reinforcement learning method. We report AT-
GRPO results from the original paper, and eval-
uate Qwen3-8B and Qwen3-8B-based CoopAgent
under the same evaluation environment for back-
bone alignment. Detailed evaluation and training
settings are provided in Appendix E.3.

As shown in Table 4, CoopAgent consistently
improves over the Qwen3-8B base model across
all three benchmarks. Compared with AT-GRPO,
CoopAgent achieves higher performance on Code-
Contests and LiveCodeBench, while AT-GRPO
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λ
Single-Agent Tasks Farming (VillagerBench)

Pass@2 (%) Pass@1 (%) C (%) ACR WACR E (%/min)

0.001 87 73 50.00 48.73 44.89 20.06
0.005 75 58 41.00 37.70 32.48 19.52

Table 8: Ablation study on regularization strength λ for single-agent tasks and the Farming benchmark.

Regularizer form C (%) ACR WACR E (%/min)

ReLU 37.50 32.90 28.43 17.86
Huber 44.17 41.34 35.08 19.62
Squared error 50.00 48.73 44.89 20.06

Table 9: Ablation study on the form of the perturbation-
alignment regularizer for the Farming benchmark.

performs better on APPS. These results suggest
that, despite relying only on single-agent execution
trajectories, CoopAgent can achieve performance
comparable to AT-GRPO, which is trained with
multi-agent interaction data.

4.3 Ablation Study

Ablation on Training Strategies. We compare
standard DPO with our PADPO objective to
evaluate the effect of perturbation-aligned pref-
erence optimization. As shown in Table 6, stan-
dard DPO slightly improves single-agent perfor-
mance and task completion on Farming, confirm-
ing the benefit of preference optimization. PADPO,
while maintaining comparable single-agent perfor-
mance, achieves substantially higher collaboration-
oriented metrics, especially ACR and WACR.
These results suggest that PADPO basically pre-
serves the execution benefits brought by DPO while
further improving multi-agent coordination and
contribution sharing.

Ablation on Perturbation Type. We further ex-
amine whether the gains of PADPO come from
generic perturbations or from the task-related per-
turbations specifically designed in CoopAgent. As
shown in Table 7, replacing task-related perturba-
tions with random observation perturbations leads
to weaker overall collaboration performance, espe-
cially on collaboration-oriented metrics. This indi-
cates that generic observation perturbations cannot
fully account for the cooperative gains of PADPO.
Instead, PADPO improves cooperation by aligning
preferences under perturbations that are explicitly
designed to approximate observation changes in-
duced by multi-agent execution.

Ablation on Regularizer Form. We study the
effect of the penalty function in the perturbation-
alignment term by replacing the squared error with
Huber and ReLU-based penalties on the advan-
tage difference Aθ(x)− Aθ(x

′). As shown in Ta-
ble 9, both variants underperform the squared error
baseline. The ReLU-based penalty leads to the
largest drops in completion and cooperation met-
rics, while the Huber penalty is more stable but still
lags behind on WACR. This suggests that symmet-
ric penalties are critical for robustness under obser-
vation perturbations, and that placing stronger con-
straints on large preference-advantage deviations
leads to more stable and consistent cooperation.

Ablation on Regularization Strength. We an-
alyze the effect of the perturbation-alignment reg-
ularization strength on model behavior. Since
PADPO approaches standard DPO as λ decreases,
we focus on the effect of stronger regularization.
As shown in Table 8, increasing λ degrades per-
formance on both single-agent tasks and Farm-
ing benchmark. These results suggest that an
overly strong consistency constraint may limit
the model’s adaptation to meaningful observation
changes, leading to degraded overall performance.

5 Conclusion

In this paper, we introduce CoopAgent, a train-
ing framework that effectively learns collabora-
tive behaviors for multi-agent deployment using
only single-agent execution trajectories. CoopA-
gent adopts a two-stage training pipeline and lever-
ages PADPO, a perturbation-aligned preference
optimization objective that enforces stable action
preferences under observation perturbations. Our
experiments show that CoopAgent has the poten-
tial to improve multi-agent collaboration without
noticeably degrading single-agent performance, ex-
hibits transferable collaborative capability across
different environments and task domains, and re-
mains competitive with AT-GRPO on the evaluated
coding benchmarks. These results further high-
light the potential of single-agent execution data
for training cooperative multi-agent behaviors.
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Limitations

Our evaluation of CoopAgent covers backbones
up to 8B parameters and a limited range of task
horizons and agent populations; comparisons with
training-based MAS methods are limited to AT-
GRPO on its coding benchmarks. Broader compar-
isons remain future work.

Within the two-stage pipeline, domain-specific
SFT may weaken some out-of-domain capabili-
ties, while action-level supervision and a fixed
regularization strength may require further adapta-
tion across different model capacities, task require-
ments, and perturbation settings.

Perturbation augmentation may require
environment-specific design to ensure that the gen-
erated observation changes remain task-relevant
and valid beyond the shared-environment settings
studied here.
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A Single-Agent Tasks

A.1 Task Design Rationale

To support scalable data collection and controlled
supervision, we design a set of single-agent atomic
tasks in the VillagerBench environment. Each task
is designed around a single, well-defined action
primitive and is weakly coupled with other actions,
which allows for reliable execution and unambigu-
ous success evaluation. Despite their simplicity,
these atomic tasks cover the majority of action pat-
terns commonly involved in complex multi-agent
scenarios such as construction and farming, and
thus serve as fundamental building blocks for col-
laborative behaviors.

To scale up training data and improve general-
ization, we introduce controlled diversity in both
task specifications and environment configurations
during data collection. For each task instance, we
sample task-specific content and use an LLM to
generate multiple semantically equivalent instruc-
tions, from which one is randomly selected. Details
of the prompt are provided in Appendix G.2. We
further randomize the Minecraft environment (e.g.,
terrain, buildings and trees), producing varied ob-
servations while preserving task validity.

A.2 Task Categories and Task Types

The single-agent tasks are organized into 6 high-
level categories, comprising a total of 25 atomic
task types. Each task type specifies a concrete
interaction between the agent and the environment.
Table 15 summarizes the task taxonomy, together
with their relative sampling ratios at the category
level.

B Multi-Agent Tasks

We provide simplified, synthetic examples to il-
lustrate the general structure of multi-agent tasks
and representative execution patterns. These exam-
ples are constructed for explanatory purposes only
and do not correspond to actual task instances or
exact specifications. For detailed task definitions
and execution protocols, we refer readers to the
VillagerBench benchmark (Dong et al., 2024).

B.1 Illustrative Construction Task Example

An example construction task with two agents is
shown below:

Task:
Using the provided blueprint, please

collaborate to place blocks in Minecraft.

Blueprint:
- cut_sandstone position: [-8, -60, 0]
- terracotta position: [-8, -59, 0]
- torch position: [-8, -60, 1]

Execution Trajectories:
Alice: Place cut_sandstone at [-8, -60, 0]

-> Place terracotta at [-8, -59, 0]

Bob: Place torch at [-8, -60, 1]

B.2 Illustrative Farming Task Example

An example farming task with two agents is shown
below:

Task:
Using the provided recipe, please
work together to gather the necessary
items and craft the cake.

Recipe:
- milk_bucket count: 3
- sugar count: 2
- wheat count: 3
- egg count: 1

Execution Trajectories:
Alice: Withdraw 3 milk_bucket from chest

-> Get 3 wheat from the farm
-> Hand over 3 milk_bucket to Bob
-> Hand over 3 wheat to Bob

Bob: Withdraw 2 sugar from chest
-> Get an egg from the farm
-> Craft a cake

C Preference Pair Construction

C.1 Overview

This section describes how we construct action-
level preference pairs from single-agent execution
trajectories. The construction relies on identify-
ing task-relevant actions and contrasting them with
failed or task-irrelevant actions observed during
execution.

C.2 Construction Procedure

Relevant-tool sets. As a prerequisite for pref-
erence construction, we define a relevant-tool set
R ⊆ U for each atomic task type. The set R
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consists of tools whose invocation can directly con-
tribute to task completion under the given task spec-
ification. An action y is considered task-relevant if
it invokes a tool u ∈ R, and task-irrelevant other-
wise.

Preference pair extraction. Each execution tra-
jectory is represented as an ordered sequence T =(
(xt, yt)

)n
t=1

, where xt denotes the input prompt
at step t and yt denotes the executed action. As
defined in the main text, each action yt invokes a
tool ut ∈ U and yields an execution outcome indi-
cating whether the action succeeds or fails, which
is recorded in the interaction history.

For a given step i, we treat the action yi as a
negative action y− if it either fails to execute or
invokes a tool u /∈ R. The corresponding input
xi is used as the prompt x. We then define the
positive action y+ as the first subsequent action in
the same trajectory that executes successfully and
invokes a tool in R. Formally, y+ = yj , where
j = min{ k | k > i, yk succeeds, and uk ∈ R}
and uk denotes the tool invoked by action yk.

Validity of Preference Construction. The pref-
erence construction procedure relies on the assump-
tion that failed or task-irrelevant actions are non-
consequential with respect to the task objective.
Specifically, such actions do not consume task-
critical resources, modify goal-relevant objects, or
alter the environment state in a way that affects
subsequent task feasibility. Under this assumption,
the environment state at the step of a failed or irrel-
evant action remains equivalent, up to task-relevant
factors, to the state at which the next successful
task-relevant action is taken. This allows the sub-
sequent successful action to serve as a surrogate
preferred action under the same task context for
preference supervision. Moreover, since preference
pairs are extracted only from successful trajecto-
ries, a subsequent successful task-relevant action
always exists for each negative action, ensuring
the well-definedness of the constructed preference
pairs.

C.3 Algorithm

Algorithm 1 summarizes the preference pair extrac-
tion procedure.

Algorithm 1 Preference Pair Generation from a
Successful Trajectory

Require: Successful trajectory T =
(
(xt, yt)

)n
t=1

Require: Relevant-tool setR
Ensure: Preference pair set P

1: Initialize P ← ∅
2: for i = 1 to n do
3: if ISFAIL(yi) or ui /∈ R then
4: x← xi, y− ← yi
5: for j = i+ 1 to n do
6: if ISSUCCEED(yj) and uj ∈ R

then
7: y+ ← yj
8: P ← P ∪ {(x, y+, y−)}
9: break

10: end if
11: end for
12: end if
13: end for
14: return P

Setting Value

Max sequence length 12,288 tokens
Learning rate 5× 10−5

Batch size (per device) 1
Gradient accumulation 4
Training epochs 1

LoRA target modules q_proj, v_proj
LoRA rank r 8
LoRA α 16
LoRA dropout 0.05

Table 10: LoRA supervised fine-tuning configurations.

D Training Configurations

D.1 LoRA Supervised Fine-Tuning

We perform supervised fine-tuning on single-agent
execution data using LoRA adapters. The training
set contains 1,039 single-agent trajectories, corre-
sponding to 6,380 step-level (x, y) examples. We
adopt Qwen2.5-7B-Instruct as the base model and
apply LoRA-based parameter-efficient fine-tuning.
The main training hyperparameters are summarized
in Table 10.

D.2 PADPO Training

PADPO training is performed on top of the LoRA-
adapted model obtained in the first stage. We con-
struct 995 preference pairs from successful trajecto-
ries, and each pair is augmented with an additional
perturbed prompt. The LoRA-adapted model is
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Setting Value

Max sequence length 8,192 tokens
Learning rate 1× 10−5

Batch size (per device) 1
Gradient accumulation 4
Training epochs 2

DPO temperature β 0.1
PADPO weight λ 0.001
Merge coefficient ρ 1.0

Table 11: PADPO training configurations for Qwen2.5-
7B-Instruct.

Setting Value

Max sequence length 12,288 tokens
Learning rate 1× 10−5

Batch size (per device) 1
Gradient accumulation 4
Training epochs 4

DPO temperature β 0.1
PADPO weight λ 0.0001
Merge coefficient ρ 0.2

Table 12: PADPO training configurations for Qwen3-
8B.

also used as the reference policy in PADPO. Ta-
ble 11 shows the configuration for Qwen2.5-7B-
Instruct, which is used in the main experiments.
Table 12 shows the configuration for the Qwen3-
8B variant used in the comparison with AT-GRPO.
We perform weighted LoRA adapter merging be-
tween the SFT adapter and the PADPO adapter to
improve generalization. The merge coefficient con-
trols how much of the PADPO-induced parameter
shift is applied on top of the SFT model.

For numerical stability, the advantage difference
used in the perturbation-alignment term is clipped
to a fixed range during training.

Ablation Settings. In the ablation study, all train-
ing configurations are kept identical to PADPO
unless otherwise specified. The only difference lies
in the functional form of the regularization term ap-
plied to the advantage difference Aθ(x)−Aθ(x

′).
For the Huber regularizer, we use a threshold
δ = 0.05 and λ = 0.01. For the ReLU regularizer,
the regularization weight λ is fixed to the same
value as in PADPO.

E Experimental Settings

E.1 VillagerBench Environment
Execution Framework. All evaluated models
are integrated into the same framework and exe-
cuted with the default prompt templates provided
by VillagerAgent (Dong et al., 2024). Other auxil-
iary models in the framework are kept unchanged
and use Qwen3-Next-80B-A3B-Instruct (Yang
et al., 2025a).

Tasks and Evaluation Setup. For single-agent
evaluation, we generate 100 tasks from the atomic
task set described in Appendix A. Each execution
trajectory is graded with a binary success or failure
label according to predefined rule-based criteria,
and we report Pass@2 success rate. We allow up to
two agent execution iterations for tasks that require
retrieving task-relevant materials from chests, and
one iteration for other tasks.

For multi-agent evaluation, we use the Con-
struction Cooperation (Construction) and Farm-to-
Table Cooking (Farming) benchmarks from Vil-
lagerBench. Illustrative examples of multi-agent
tasks are provided in Appendix B. For each bench-
mark, we uniformly select 10 tasks according to
difficulty levels and report results using avg@3.
Unless otherwise specified, we follow the default
VillagerBench settings. We set the maximum ex-
ecution time to 720 seconds per multi-agent task,
covering the full framework execution process.

Evaluation Metrics. For both Construction and
Farming tasks, we report completion rate (C) and
efficiency (E), where C measures the overall task
completion level and E measures task completion
efficiency. For Construction tasks, we additionally
report view hit rate (VHR), which measures the
proportion of target construction content correctly
matched from predefined evaluation views. For
Farming tasks, we report agent contribution rate
(ACR), which quantifies how task-relevant item
acquisition is distributed across agents. The defi-
nitions and implementations of C, E, VHR, and
ACR follow the original VillagerBench evaluation.
Higher values indicate better performance for all
these metrics.

When assessing collaborative ability in Farm-
ing, ACR is more informative than completion
rate because completion rate primarily reflects the
overall task completion level, while ACR more
directly captures whether task progress is shared
across agents. However, tasks with lower comple-
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Model Avg. Task-Level Std. WACR Std.

Qwen2.5-7B 23.20 5.06
Qwen2.5-7B (LoRA) 20.62 6.50
Qwen3-8B 22.84 3.53
Qwen3-80B-A3B 21.73 9.02
Qwen3-235B-A22B 26.66 2.98
Qwen2.5-7B (CoopAgent) 16.59 1.99
Qwen3-8B (CoopAgent) 19.99 8.57

Table 13: Collaboration stability analysis on the Farm-
ing benchmark in VillagerBench. We report the average
standard deviation of agent contribution rates across
tasks (Avg. Task-Level Std.) and the standard deviation
of WACR across evaluation runs (WACR Std.). Lower
values indicate more stable and consistent collaboration.

tion rates may involve fewer obtained resources,
making agent contributions appear more evenly
distributed and thereby inflating ACR. To reduce
the influence of such cases, we additionally report
weighted agent contribution rate (WACR). For each
task i, let ci denote its completion rate and ai de-
note its ACR. WACR is defined as:

WACR =

∑
i ciai∑
i ci

. (8)

WACR weights ACR by task completion, thereby
better reflecting stable collaborative behavior
across tasks with different completion levels.

E.2 Overcooked-AI Environment
In the Overcooked-AI (Carroll et al., 2019) evalua-
tion, we use the ProAgent framework (Zhang et al.,
2024) for execution. Overcooked-AI layouts re-
quire two agents to complete the tasks, and we use
the evaluated model as the policy model for both
agents in ProAgent without modifying the frame-
work itself. Each layout is evaluated with a horizon
of 200 steps, and we report the mean and standard
deviation over five runs.

E.3 Coding Benchmark Environment
We evaluate the Qwen3-8B base model and the
Qwen3-8B-based CoopAgent variant on the coding
benchmarks used in AT-GRPO (Zhao et al., 2026).
A direct comparison on VillagerBench would re-
quire substantial adaptation to its real-time environ-
ment and reward setting, while the publicly avail-
able AT-GRPO resources do not include a trained
checkpoint or training data. Therefore, we use the
AT-GRPO scores reported in the original paper as
the reference results, and evaluate Qwen3-8B and
CoopAgent locally using the same evaluation envi-
ronment.

Figure 4: Radar plot corresponding to the main results
reported in Table 1.

The evaluated coding benchmarks include Code-
Contests, APPS, and LiveCodeBench. Following
the original evaluation setting, all coding results
are reported with Pass@1. We use no-thinking
mode, which disables explicit long-form reasoning
and directly generates answers, to match the orig-
inal AT-GRPO evaluation setting. All remaining
inference settings, agent role prompts, and system
prompts follow the default configuration of the re-
leased evaluation environment.

F Additional Experimental Analysis

This section provides additional analyses of the
VillagerBench and Overcooked-AI results, together
with a radar chart of the main VillagerBench results
(Figure 4).

F.1 Variance and Stability of Collaboration
Metrics

In addition to average performance, we analyze the
stability of collaborative behavior on the Farming
benchmark. Table 13 reports two complementary
variance-based metrics: the average standard devi-
ation of ACR across individual tasks and the stan-
dard deviation of WACR across evaluation runs.

Overall, Qwen2.5-7B (CoopAgent) achieves the
strongest stability across both task-level and run-
level measures, obtaining the lowest average task-
level standard deviation and the lowest WACR
standard deviation. Qwen3-8B (CoopAgent) also
reduces the task-level contribution variance com-
pared with the Qwen3-8B base model. Compared
with the base Qwen2.5-7B and the LoRA-only vari-
ant, Qwen2.5-7B (CoopAgent) exhibits substan-
tially reduced variance, indicating more uniform
collaboration behavior across tasks and evaluation

18906



Model Layout Run 1 Run 2 Run 3 Run 4 Run 5

Qwen2.5-7B

Cramped Room 80 40 80 0 80
Asymmetric Advantages 80 80 80 80 60
Coordination Ring 0 0 0 0 0
Forced Coordination 0 0 0 0 0
Counter Circuit 60 60 60 60 40

Qwen2.5-7B (LoRA)

Cramped Room 40 60 40 40 60
Asymmetric Advantages 40 40 40 0 40
Coordination Ring 20 20 0 20 0
Forced Coordination 0 20 0 20 0
Counter Circuit 60 60 80 60 0

Tool-Light

Cramped Room 60 40 20 20 20
Asymmetric Advantages 120 120 100 120 120
Coordination Ring 20 0 0 0 0
Forced Coordination 20 20 20 40 40
Counter Circuit 20 80 60 60 20

Qwen2.5-7B (CoopAgent)

Cramped Room 60 80 60 40 60
Asymmetric Advantages 60 40 40 40 40
Coordination Ring 0 40 40 20 20
Forced Coordination 60 20 60 20 20
Counter Circuit 80 60 80 60 60

Table 14: Per-run scores over five independent runs on Overcooked-AI. The corresponding means and sample
standard deviations are reported in Table 3.

runs. These results further support that CoopAgent
improves collaboration stability most consistently
in the main Qwen2.5-7B-based setting, beyond su-
pervised fine-tuning alone.

F.2 Score Variation on Overcooked-AI
Overcooked-AI uses a coarse-grained scoring rule
in which each completed dish contributes 20 points.
Consequently, differences of only one or two com-
pleted dishes across runs can produce relatively
large numerical standard deviations. Table 14 re-
ports all five scores for each model on each layout,
making the underlying variation explicit alongside
the aggregate statistics in Table 3.

G Prompts

G.1 Perturbation Augmentation
The prompt template used in the perturbation aug-
mentation process is shown in Figure 5.

G.2 Task Description Generation
The prompt template used to generate task descrip-
tions is shown in Figure 6.
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Figure 5: Prompt Template Used for Perturbation Augmentation.

Figure 6: Prompt Template Used for Task Description Generation.
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Category Task Type Ratio Task Description Example Task Instruction

Dig w/ tool
7

Dig or mine a specified block using
tools.

Using diamond_pickaxe to mine the
stone_stairs located at (17, -60, 17).

w/o tool Dig or break a specified block without
tools.

Dig the pink_carpet at (10, -58, 18).

Craft craft 16 Craft a specified item from materials. Using crafting_table in the environment to cre-
ate a birch_fence.

Place default
7

Place some blocks at target locations. At the coordinates (5, -59, 10), and (5, -59, 11),
place 2 stone_bricks.

face Place a block at a target location with a
specified facing.

Place a stonecutter at (10, -60, 7), facing north.

Equip equip 1 Equip a specified item. Equip the iron_boots.

Move move 2 Move to a target position. Reach the position (11, -59, 12).

Interact

attack

67

Attack a target entity. Strike the cow with the iron_sword.
feed Feed an animal. Feed the chicken using the pumpkin_seeds.
cook Cook items using a furnace. Using the furnace in the environment, cook the

chicken with coal.
handover Hand over an item to another entity. Pass the iron_bars to Bob.
store Store an item in a container. Place the jungle_log inside the chest located at

(8, -60, 18).
shear Shear a sheep. Shear the sheep with shears from your inven-

tory.
milk Milk a cow. Use bucket to milk the cow.
water Fill the bucket with water. Fill a bucket with water from the pool located

at (17, -60, 3).
till Till farmland. Till the land at (9, -60, 22) to farmland.
fishing Catch fish. Head to the coordinates (13, -60, 15) to go

fishing.
bone Apply bone meal to crops. Utilize the bone_meal from your inventory to

grow the lilac at (1, -60, 18).
chat Send a chat message. Portray a patient and seasoned individual and

try to discuss mining with Bob.
sign Read text on a sign. Read the content displayed on the oak_sign at

the coordinates (11, -60, 16).
toggle Toggle an interactive block. Open the dark_oak_door at (3, -60, 11).
saddle Equip the animal with a saddle, then

mount and dismount it.
Put the saddle on the horse and ride it, then
dismount it.

boat Place or use a boat, then mount and dis-
mount it.

Ride the acacia_chest_boat and dismount it.

minecart Place or use a minecart, then mount and
dismount it.

Ride the minecart and dismount it at (18, -60,
5).

bed Sleep in the bed, then wake up. Sleep in the light_blue_bed, then wake up.

Table 15: Single-agent task categories and 25 atomic task types. The ratio column indicates the relative sampling
weight at the category level during task generation.
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