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Abstract

Equipping large language models with explicit
skills has emerged as a promising paradigm
for enabling autonomous agents to solve com-
plex tasks. Agent skills can be inherently di-
vided into general skills for broad cognitive
transfer and task-specific skills for dynamic
execution. However, existing skill-based re-
inforcement learning (RL) methods typically
force a rigid choice between full externaliza-
tion, which incurs prohibitive context over-
head, and full internalization, which risks over-
fitting and knowledge conflicts. To address
this dilemma, we propose Skill0.5 a novel
agentic RL framework that explicitly differenti-
ates skill treatments by combining general skill
internalization with task-specific skill utiliza-
tion. Driven by a dynamic, difficulty-aware
router, Skill0.5 streams tasks into distinct mas-
tery tiers to apply tailored optimization strate-
gies: it internalizes general skills via privi-
leged distillation to build a cognitive founda-
tion for hard tasks, while using diagnostic prob-
ing on easy tasks to penalize shortcuts and en-
force specific skill utilization. Experiments
on ALFWorld and WebShop demonstrate that
Skill0.5 outperforms both memory-based and
skill-based RL baselines, yielding performance
improvements across both in-distribution and
out-of-distribution scenarios. The code is avail-
able at: https://github.com/JasonZhujp/
Skill0_5.

1 Introduction

As Large Language Models (LLMs) (GLM, 2026;
OpenAI, 2026; Team, 2026) evolve into au-
tonomous problem solvers, they are increasingly
entrusted with challenging agentic tasks (Guan
et al., 2026; Du et al., 2025; Ding et al., 2026; Li
et al., 2026e). To enable agents to master the com-
plex operational logic of real-world tasks, agent
skills have emerged as a promising solution to

∗Work done during internship at Meituan.
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break through performance bottlenecks (Xu and
Yan, 2026; Ling et al., 2026). A skill encapsu-
lates procedural knowledge into modular, reusable
textual directives that codify standard operating
procedures and heuristics (Li et al., 2026a). In
practice, these skills are dynamically retrieved and
injected into the agent’s prompt to explicitly guide
it through intricate workflows (Zhou et al., 2026b).

While introducing skills via zero-shot prompting
offers immediate utility, to further empower agents
to robustly navigate complex environments (Xia
et al., 2026b), recent research has expanded into
skill-based training methods. These methods pri-
marily diverge into two extreme paradigms. One
paradigm advocates for full externalization, where
all skills are maintained as external contextual guid-
ance throughout training and inference (Xia et al.,
2026a; Shi et al., 2026). Conversely, another line
of research explores full internalization, aiming
to completely assimilate the skills into model pa-
rameters (Lu et al., 2026b; Wang et al., 2026b).
In authentic deployment scenarios, however, skill
libraries expand dynamically through user contri-
butions, frequently confronting agents with unfa-
miliar tasks alongside unseen Out-of-Distribution
(OOD) task-specific skills (Ma et al., 2026b).

Consequently, both paradigms exhibit notable
limitations: full externalization imposes severe
challenges on LLMs’ In-Context Learning (ICL)
capabilities (Liu et al., 2024; Zhou et al., 2026a);
as the prompt expands with numerous skills,
the excessive length can degrade reasoning and
instruction-following performance, especially in
long-horizon tasks (Si et al., 2026; Hsieh et al.,
2024). On the other hand, full internalization is fun-
damentally constrained by model capacity (Allen-
Zhu and Li, 2025) and potentially introduces knowl-
edge conflict risks (Xu et al., 2024; Wang et al.,
2025a). Agents may fail to absorb and utilize new
instructions when these unfamiliar external skills
contradict their internalized skill patterns, lead-
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ing to execution hallucinations (Liu et al., 2026b;
Zhang et al., 2026a). Therefore, the efficacy of ex-
isting skill-based training approaches in dynamic,
real-world environments remains underexplored.

Fundamentally, agentic skills fall into two
complementary categories: general and task-
specific (Xia et al., 2026a; Li et al., 2026b,c).
General skills (e.g., meta-reasoning and error
recovery) are domain-agnostic but contextually
lengthy (Zhou et al., 2026a). Conversely, task-
specific skills encode granular execution rules that
are dynamically updated and susceptible to re-
trieval noise (Lu et al., 2026b). However, exist-
ing methods treat these categories uniformly, creat-
ing a critical dilemma: fully externalizing lengthy
general heuristics incurs prohibitive context over-
head (Wu and Zhang, 2026), while fully internal-
izing volatile specific skills risks severe overfitting
and knowledge conflicts (Ma et al., 2026a; Alzubi
et al., 2026). To resolve this, we advocate differ-
entiated treatments: internalizing general skills
to establish a context-efficient cognitive founda-
tion, while dynamically utilizing plug-and-play
task-specific skills to enhance adaptability, espe-
cially in skill-augmented OOD scenarios.

Intuitively, an agent must grasp foundational
strategies before exploiting fine-grained rules. Mo-
tivated by this, we propose Skill0.5, a unified
agentic RL framework that jointly optimizes de-
coupled general and specific skills based on real-
time task mastery. Specifically, a difficulty-aware
router streams tasks into three tiers for tailored op-
timization: hard tasks internalize general skills via
privileged distillation; medium tasks undergo stan-
dard RL to maximize success; and easy tasks em-
ploy diagnostic probing to enforce faithful specific
skill utilization. Evaluations show Skill0.5 outper-
forms the strongest skill-augmented baseline by
+2.2% (ID) and +8.5% (OOD) across ALFWorld
and WebShop. Our contributions are three-fold:
• We identify the necessity for differentiated skill

treatment in agentic RL, advocating that general
skills should be internalized while task-specific
skills are dynamically utilized, especially for au-
thentic OOD deployment scenarios.

• We propose Skill0.5, a novel RL framework fea-
turing an adaptive difficulty-aware router that
applies tailored optimization objectives across
distinct mastery tiers to jointly internalize and
utilize skills.

• We conduct extensive evaluations on ALFWorld
and WebShop under both ID and OOD settings,

experimentally demonstrating the effectiveness
of joint optimization based on functional skill
decoupling.

2 Preliminary

2.1 Task Formulation

We consider an agent interacting with a text-based
environment E modeled as a Partially Observable
Markov Decision Process (POMDP), designated
by the tuple M = (Senv,A,O, T ,Ω,Rstep, γ). At
each observation turn t, the agent receives a partial
textual observation ot ∈ O that exposes a local-
ized view of the environment state st ∈ Senv. The
agent then selects a free-form natural language ac-
tion at ∈ A, which triggers an environment state
transition via T (st+1 | st, at) and emits the next
observation via Ω(ot+1 | st+1, at). A complete
interactive sequence is captured by an episodic tra-
jectory τ = (o1, a1, o2, a2, . . . , oT ).

Each task is specified by a textual instruction x
sampled from a task dataset D. The LLM-based
agent, parameterized by θ, generates each action
at ∼ πθ(· | o≤t, x, ct) conditioned on the interac-
tion history, the task instruction, and an additional
context ct (e.g., skills) injected into the prompt at
turn t. For simplicity, we abbreviate this execution
history as ht = (o≤t, xi). Our goal is to optimize
the policy parameters θ to maximize the expected
cumulative return across the task distribution:

max
θ

Ex∼D,τ∼πθ

[︄
T∑︂

t=1

γt−1Rstep(st, at)

]︄

For outcome-based agentic tasks, this formula-
tion simplifies to a sparse, binary terminal re-
ward R(τ) ∈ {0, 1}, reducing the optimization
goal to maximizing the expected success rate
maxθ E[R(τ)]. To improve the task success rate,
procedural skills are incorporated into the prompt
as the runtime context ct, which we formalize in
the next subsection.

2.2 Skill Bank and Runtime Context

Following Xia et al. (2026a), we assume a hierar-
chical skill bank S comprising general skills SG

and specific skills SS . While SG provides univer-
sally applicable strategic heuristics, SS stores fine-
grained execution rules explicitly tied to distinct
task domains. At each interaction turn t, general
skills can be fully provided to the agent due to their
broad applicability. For specific skills, which are

19382



General-Skill Pool

Specific-Skill Pool

Policy
Model

Rollout

Group 1

Group 2

Group 3

Group N

sliding window
threshold ��

Unified Policy 
Optimization

Teacher  
Trajectories

Hard Tasks (success rate = 0)

Teacher Agent
with General Skills

Policy Agent
without General Skills

Teacher trajectory with General Skills

Distillation
Signals

Medium Tasks (success rate < ��)

GRPO Training

GRPO
Advantages

Easy Tasks (success rate ≥ ��)

Previous Rollouts with Specific Skills

New Rollouts without Specific Skills

Anti-Shortcut
Utilization

Phase - 1 Phase - 2

Anti-Shortcut
Utilization

In-Group
Advantage

• Visit every element 
exactly once without 
repeats or omissions

• Verify all goals are done 
before stopping, 
otherwise keep acting  

• Open the microwave, put 
the object inside, execute 
the heat action

• Hold the object, walk to 
desklamp, and issue a 
single USE command

Figure 1: Overall workflow of the Skill0.5 framework. Skills are explicitly decoupled into general and specific pools.
The difficulty-aware router dynamically streams tasks into three tiers for tailored optimization: hard tasks distill
general skills, medium tasks apply standard GRPO to improve success rates, and easy tasks employ anti-shortcut
probing to provide a utilization advantage.

numerous and semantically fine-grained, an em-
bedding model is used to retrieve a subset most
relevant to the task. Let ex and es denote the em-
beddings of the task instruction x and a candidate
skill s. The selected specific skill subset Kt(x) is
retrieved via Top-K semantic matching, measured
by cosine similarity, across the available specific
skill pool:

Kt(x) = TopKs∈SS

(︁
cos(ex, es), K

)︁
(1)

Together with the general skills SG, this re-
trieved subset Kt(x) serves as the candidate guid-
ance for constructing the auxiliary context ct. Dif-
ferent skill-augmented approaches diverge in how
they formulate this runtime ct during training and
inference phases:
• Full Externalization (e.g., SkillRL (Xia et al.,

2026a)): Involves both general and selected spe-
cific skills into the context ct = SG ∪ Kt(x)
throughout both phases.

• Full Internalization (e.g., SKILL0 (Lu et al.,
2026b)): Progressively assimilates the full con-
text ct = SG ∪Kt(x) into model parameters dur-
ing training to achieve context vacancy ct = ∅ at
deployment.

• Hybrid Paradigms: SLIM (Shen et al., 2026)
dynamically maintains ct ⊂ S as an updating
active subset during training, and utilizes the fi-
nal active skill set cT ⊂ S at inference. For
our Skill0.5, we tailor ct for tasks of varying dif-
ficulties during training (elaborated in 3 ), while
solely relying on specific skills ct = Kt(x) dur-
ing inference.

2.3 ID and OOD Settings
We simulate an authentic skill deployment scenario.
The complete task domain space is partitioned into
ID domains Did and OOD domains Dood, partition-
ing the entire specific skill pool accordingly into
S id
S and Sood

S . The ID tasks are further divided into
training splits X id

train and validation splits X id
val. Note

that all the general skills SG remain globally acces-
sible across all phases, due to their cross-domain
applicability.

During training, the agent encounters ID train-
ing tasks x ∼ X id

train alongside their correspond-
ing ID specific skills S id

S , whereas OOD tasks and
the paired specific skills Sood

S remain strictly un-
observed. During evaluation, we assess the agent
under two settings: ID evaluation samples tasks
from x ∼ X id

val with retrieval Kt(x) performed ex-
clusively over S id

S , while OOD evaluation samples
from the unseen x ∼ X ood with retrieval conducted
over the previously unobserved Sood

S .
Different methods reflect their design principles

by how they expose accessible skills at inference.
Our philosophy is to fully internalize the strategic
essence of SG during ID training, and to generalize
to unseen tasks by exclusively utilizing plug-and-
play specific skills Kt(x) at evaluation.

3 Method

Achieving joint skill internalization and utilization
requires strategic training design. In cognitive sci-
ence (Sweller, 1988), expertise acquisition follows
a sequential progression: learners must first con-
struct foundational cognitive schemas before effi-

19383



ciently processing domain-specific rules to prevent
cognitive overload. Analogously, an agent cannot
effectively utilize task-specific guidance until it
has internalized the general logical foundation to
interact with the environment.

Motivated by this cognitive progression, we pro-
pose Skill0.5, an agentic RL framework that dy-
namically decouples the optimization towards gen-
eral and specific skills based on the agent’s real-
time task mastery. To achieve this, our frame-
work operates in a streamlined two-phase sam-
pling and optimization paradigm, as depicted in
Figure 1. Specifically, Phase-1 (§3.1) executes
a difficulty-aware router based on empirical pass
rates to stream tasks into three mastery tiers. Sub-
sequently, Phase-2 (§3.2) applies tier-tailored op-
timization: hard tasks necessitate the internaliza-
tion of general heuristics; medium tasks prioritize
maximizing pass rates; and easy tasks ensure that
specific skills are genuinely utilized. By provid-
ing tailored optimization objectives for each tier,
Skill0.5 promotes the joint internalization and uti-
lization of hierarchical skills.

3.1 Phase-1: Difficulty-Aware Routing

We measure task difficulties using the empirical
task pass rate. At step t, for each task xi in
batch Bt, we sample G independent trajectories
τ (1) ∼ πθ(· | ht, cstd

t ) on the STANDARD PROMPT,
where cstd

t = Kt(xi) ensures only retrieved specific
skills are used. This rollout configuration shares
the exact same prompt construction as the infer-
ence phase. The difficulty of xi is then evaluated
by pi =

1
G

∑︁G
g=1R(τ

(1,g)
i ), where R ∈ {0, 1} is

the binary environmental outcome. We strictly ad-
here to the ID training setting formulated in §2.3,
thus omitting the “id” superscripts for brevity.

Crucially, these Phase-1 trajectories serve a dual
purpose: they act as probing signals to dynamically
route the tasks, and are opportunistically reused to
support tier-tailored optimization in Phase-2.

Based on the evaluated pass rates, tasks with
complete failure, i.e., pi = 0, are directly routed to
the Hard tier. To further delineate Medium from
Easy tasks, we use a cross-step sliding window av-
erage as a dynamic threshold ηt. This running
average is more robust against the limited task
amount within a single batch. Given window size
W and the batch-level mean p̄t = 1

|Bt|
∑︁

i∈Bt
pi,

the threshold ηt averages these means over the past

window [t−min(W, t) + 1, t]:

ηt =
1

min(W, t)

t∑︂

j=t−min(W,t)+1

p̄j (2)

Task xi is treated as Easy if pi > ηt, and Medium
otherwise. We formalize this difficulty-aware
router M(xi) as:

M(xi) =

⎧
⎪⎨
⎪⎩

Hard, if pi = 0

Medium, if 0 < pi ≤ ηt

Easy, if pi > ηt

(3)

3.2 Phase-2: Tier-Tailored Optimization
Driven by the real-time mastery reflected from
Phase-1, the agent now applies targeted optimiza-
tion objectives for tasks at each tier.

3.2.1 Hard Tasks: Internalization via
Privileged Distillation

When encountering hard tasks, the agent exposes
a lack of foundational reasoning logic. To teach
the agent how to think, we introduce the PRIVI-
LEGED PROMPT, expanding the runtime context
to include general heuristics: cpriv

t = SG ∪ Kt(xi).
Specifically, we leverage SG as privileged informa-
tion to elicit correct reasoning traces. The agent
re-attempts each hard task for G times under this
enriched context, performing Phase-2 rollouts as
a teacher: τ (2) ∼ πθ(· | ht, cpriv

t ). These rollouts
are filtered for successful trajectories to construct a
golden set T = {τ (2) | R(τ (2)) = 1}. Discarding
the zero-reward Phase-1 trajectories, we employ
teacher forcing to distill this oracle behavior into
the student. Specifically, by computing the stu-
dent’s probability distribution along the teacher’s
successful rollouts τ (2) ∈ T , we force the student
policy (given only cstd

t ) to mimic the exact reason-
ing steps of the teacher (guided by c

priv
t ). This align-

ment is optimized via token-level Jensen-Shannon
Divergence (JSD), inspired by Ding (2026):

Lhard =
1

|T |
∑︂

τ∈T

1

|τ |

|τ |∑︂

k=1

JSD
(︁
sg[πt

θ(k)]
⃦⃦
πs
θ(k)

)︁

(4)
where πt

θ(k) := πθ(· | hk, c
priv
t ) and πs

θ(k) :=
πθ(· | hk, c

std
t ). Here, sg[·] represents the stop-

gradient operator, guaranteeing that the student
policy actively aligns with the teacher. This en-
ables the agent to handle basic heuristics as if it
were guided by SG without explicitly conditioning
on it, presenting a natural internalization process
compatible for inference.
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3.2.2 Medium Tasks: Capability
Reinforcement

For medium tasks whose pass rates fall below the
router threshold ηt, the agent has bypassed the com-
plete cold-start stage but still exhibits substantial
room for capability optimization. We directly reuse
the Phase-1 trajectories collected during the routing
phase, comprising G rollouts for each task. Stan-
dard GRPO (Shao et al., 2024) is applied to maxi-
mize the agent’s success rate.

Let the policy ratio for a trajectory τ at step k be
ρ
(g)
k =

πθ(ak|hk,c
std
t )

πθold (ak|hk,c
std
t )

. The RL objective Lmed for

these medium tasks is formulated as:

Lmedium =
1

G

G∑︂

g=1

|τ (g)|∑︂

k=1

min
(︂
ρ
(g)
k A

(g)
i ,

clip
(︁
ρ
(g)
k , 1− ϵ, 1 + ϵ

)︁
A

(g)
i

)︂
(5)

where ϵ is the clipping hyperparameter. The ad-
vantage A

(g)
i is computed via intra-group nor-

malization: A
(g)
i =

R
(g)
i −mean(Ri)

std(Ri)
, where Ri =

{R(1)
i , . . . , R

(G)
i } denotes the rewards for the G

trajectories sampled for task xi.
This medium tier functions as the optimization

sweet spot (Yu et al., 2026). Through trial and
error driven by reward signals, Lmed reinforces the
agent’s active utilization of specific skills, elevating
the sampling efficiency of correct reasoning paths
and ultimately maximizing the task success rates.

3.2.3 Easy Tasks: Anti-Shortcut Utilization
With the success rate continuously escalating in
the easy tier, the policy risks falling into shortcut
learning (Sun et al., 2025). Rather than genuinely
utilizing the retrieved specific skills Kt(xi), the
agent tends to memorize spurious mappings from
task instructions directly to actions. This super-
ficial overfitting severely hurts genuine skill uti-
lization and degrades OOD generalization, where
dynamically adapting to unseen specific skills is
mandatory.

To penalize such shortcut behaviors, we intro-
duce a counterfactual diagnostic probe: the NO-
SKILL PROMPT, where specific skills are delib-
erately ablated, i.e., cnonet = ∅. For each easy
task xi, we force the agent to perform Phase-2
rollouts under cnone

t to sample G trajectories, and
measure the intra-group empirical pass rate pnone

i .
Crucially, these diagnostic trajectories serve strictly
as a counterfactual anchor to isolate the utilization

gain, without participating in the policy gradient
computation.

We quantify the agent’s reliance on specific skills
via the utilization gain ui = pi − pnone

i where pi is
the original Phase-1 pass rate of the same task xi
conditioned on cstdt . Intuitively, this gain captures
the causal impact of the specific skills on task suc-
cess. A robust agent equipped with necessary skills
should strictly outperform its unguided counterpart.
When ui shrinks or becomes negative, it exposes
the agent’s behavior of bypassing the external guid-
ance.

To optimize for this reliance, we apply a sliding
window to track the mean utilization gain over the
recent W steps, denoted as ūt. By treating ūt as a
dynamic anchor, we naturally construct an auxiliary
task-level utilization advantage Au

i for the tasks in
the current batch:

Au
i =

ui − ut
σu

(6)

where σu is the batch-level standard deviation of
(ui − ut). Unlike the standard intra-group advan-
tage A(g)

i which performs zero-mean normalization
to evaluate the relative quality among trajectories,
Au

i serves as a global task-level modulator. It shifts
the entire advantage landscape of the task. The
composite advantage for the g-th rollout (sampled
from Phase-1 under cstdt ) is thus formulated as:

Â
(g)
i = A

(g)
i⏞⏟⏟⏞

Trajectory-level quality

+ Au
i⏞⏟⏟⏞

Task-level utilization

(7)

If a task exposes shortcut learning (ui < ut), the
negative offset Au

i globally suppresses the opti-
mization gradients for this task, penalizing the dis-
tribution of actions that bypass specific skills. Fi-
nally, the objective Leasy is optimized by substitut-
ing the standard A

(g)
i with the composite advantage

Â
(g)
i into the identical GRPO framework.

Overall Objective. Ultimately, the global opti-
mization objective of Skill0.5 is formulated as the
joint aggregation of the tier-specific losses:

L = Lhard + Lmedium + Leasy (8)

For any single task xi within a training batch, these
optimization signals are mutually exclusive due
to the routing boundaries. This dynamic routing
mechanism establishes a structured curriculum syn-
chronized with the agent’s real-time mastery dy-
namics. By allocating tailored learning objectives
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Method ID OOD
Pick Cool Clean Avg. Rank ↓ Look Heat Pick2 Avg. Rank ↓

Prompt-based Methods
Zero-shot 28.6 12.0 18.5 20.7 17.2 38.5 12.5 12.5 18.9 15.5
Few-shot 62.9 44.0 63.0 57.5 12.0 46.2 31.2 8.3 24.5 12.8
ReAct 71.4 28.0 33.3 47.1 13.3 46.2 18.8 12.5 22.6 12.8
Reflexion 85.7 44.0 44.4 60.9 10.3 46.2 31.3 29.2 34.0 8.7
Mem0 54.3 4.0 18.5 28.7 17.5 38.5 18.8 4.2 17.0 15.7
ExpeL 80.0 44.0 66.7 65.5 9.5 46.2 18.8 20.8 18.9 11.2
MemP 65.7 12.0 33.3 40.2 15.3 46.2 37.5 12.5 28.3 11.0
SimpleMem 71.4 16.0 44.4 47.1 13.3 53.8 18.8 20.8 28.3 9.5

RL-based Methods
RLOO 91.4 80.0 81.5 85.1 4.3 61.5 56.3 20.8 41.5 5.8
GRPO 80.0 72.0 88.9 80.5 6.2 76.9 56.3 16.7 43.4 5.5

Memory-Augmented RL Methods
MemRL 74.3 12.0 55.6 50.6 12.7 46.2 12.5 45.8 35.8 9.7
EvolveR 88.6 52.0 81.5 75.9 6.2 46.2 6.2 50.0 35.8 10.0
Mem0+GRPO 65.7 20.0 51.9 48.3 13.2 23.1 6.2 20.8 17.0 15.0
SimpleMem+GRPO 85.7 52.0 70.3 71.3 7.7 61.5 43.8 41.7 47.2 4.5

Skill-Augmented RL Methods
SkillRL 91.4 84.0 96.3 90.8 2.7 69.2 75.0 12.5 45.3 6.3
SKILL0 94.3 76.0 81.5 85.1 3.8 46.2 50.0 29.2 39.6 7.5
SLIM 91.4 84.0 70.4 82.8 4.5 53.8 31.3 29.2 35.8 7.0
Skill0.5 94.3 88.0 96.3 93.1 1.3 69.2 87.5 33.3 58.5 2.5

Table 1: Performance comparison on ALFWorld under ID and OOD task settings. Best and second-best results
in each column are highlighted, respectively. Average Rank is computed across all evaluated settings.

based on real-time task mastery, Skill0.5 achieves
joint optimization of foundational reasoning inter-
nalization and task-specific guidance utilization
within a unified RL framework. The full procedure
is summarized in Algorithm 1.

A key insight behind Skill0.5 is to match each
rollout regime with an optimization objective that
provides an informative training signal. In standard
GRPO, uniformly failed or saturated successful
groups have nearly zero reward variance, causing
the reward-driven advantage to vanish. Skill0.5
therefore uses privileged distillation to provide sur-
rogate supervision for hard tasks, while employing
no-skill probing to derive the utilization advantage
for easy tasks. Medium tasks retain standard GRPO
because their mixed outcomes provide informative
reward variance. This design improves the effective
utilization of rollout data by recovering supervision
from otherwise uninformative task groups.

4 Experiments

4.1 Experimental Setup
Environments and ID/OOD Partition. We eval-
uate our framework on two multi-turn interactive
benchmarks that offer clear domain segmentation,
enabling a rigorous study of OOD generalization.
• ALFWorld (Shridhar et al., 2020) is a text-based

embodied environment where agents complete

household tasks through natural language actions.
We evaluate on its six canonical task types. We
designate {Pick, Cool, Clean} as ID and {Look,
Heat, Pick2} as OOD domains.

• WebShop (Yao et al., 2022a) is a web-based
shopping environment where agents search for
products and make purchases matching user in-
structions. We split product categories into ID
= {Apparel, Electronics, Footwear, Other} and
OOD = {Accessories, Beauty & Health, Home
Decor} domains following a balanced protocol
detailed in Appendix B. The OOD categories ex-
hibit distinct attribute vocabularies and product
matching heuristics entirely absent from training.
For agent skills, we adopt the hierarchical Skill

Bank proposed by Xia et al. (2026a) as our foun-
dational skill set. The library comprises 12 and 15
general skills for ALFWorld and WebShop, respec-
tively, while each task domain maintains around 5
task-specific skills.

Baselines. We compare Skill0.5 against diverse
spectrum of methods: (1) Prompt-based Meth-
ods: Zero-shot and Few-shot prompting. (2)
Prompt-based Agentic or Memory-based Meth-
ods: ReAct (Yao et al., 2022b) and Reflex-
ion (Shinn et al., 2023), which rely on in-context
prompting for multi-step reasoning, alongside
Mem0 (Chhikara et al., 2025), ExpeL (Zhao et al.,
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Method ID OOD
Apparel Elec. Footwear Other Avg. Access. Beauty Home Avg.

Prompt-based Methods
Zero-shot 4.4 4.6 3.4 1.0 3.5 2.5 3.7 5.5 3.9
Few-shot 14.2 15.1 13.5 24.0 16.5 18.8 29.6 5.5 16.9

Prompt-based Agentic or Memory-based Methods
ReAct 12.4 11.1 4.5 12.0 10.4 11.2 24.1 2.7 11.6
Reflexion 3.5 8.6 1.1 7.0 5.5 6.3 5.6 1.4 4.4
Mem0 8.9 9.2 2.3 11.0 8.2 10.0 16.7 4.1 9.7
ExpeL 6.2 12.5 9.0 21.0 12.1 12.5 25.9 8.2 14.5
MemP 15.9 13.2 9.0 19.0 14.3 16.2 14.8 9.6 13.5
SimpleMem 11.5 13.8 6.7 13.0 11.7 10.0 20.4 5.5 11.1

RL-based Methods
RLOO 34.9 23.9 41.5 32.1 31.1 31.4 46.5 22.5 32.9
GRPO 35.1 22.6 39.0 49.5 33.6 27.7 47.3 25.9 32.3

Memory-Augmented RL Methods
MemRL 22.2 15.2 25.0 48.3 26.2 13.2 17.9 27.8 19.6
EvolveR 32.5 31.1 25.0 20.9 28.0 20.8 28.6 18.2 21.9
Mem0+GRPO 36.5 22.0 40.6 23.1 29.5 10.2 32.1 30.2 23.0
SimpleMem+GRPO 25.4 28.0 26.6 25.1 26.4 16.2 32.1 29.4 25.0

Skill-Augmented RL Methods
SkillRL 36.0 34.2 41.4 49.3 38.3 36.3 48.5 27.6 36.7
SKILL0 39.2 33.0 38.1 37.9 35.2 42.1 38.6 26.5 35.4
SLIM 31.9 36.8 31.5 33.0 33.7 35.0 29.6 35.6 33.8
Skill0.5 39.1 37.3 41.1 50.9 40.4 36.6 54.2 31.4 40.6

Table 2: Performance comparison on WebShop under ID and OOD task settings. Best and second-best results in
each column are highlighted.

2024), MemP (Fang et al., 2025), and Simple-
Mem (Liu et al., 2026a), which utilize external
experience pools to guide behavior without pa-
rameter updates. (3) RL-based Methods: Group-
based RL algorithms such as RLOO (Ahmadian
et al., 2024) and GRPO (Shao et al., 2024). (4)
Memory-Augmented RL: MemRL (Zhang et al.,
2026c), EvolveR (Wu et al., 2025), Mem0+GRPO,
and SimpleMem+GRPO, which integrate persis-
tent memory directly into RL optimization. (5)
Skill-Augmented RL: SkillRL (Xia et al., 2026a),
SKILL0 (Lu et al., 2026b), and SLIM (Shen et al.,
2026), which represent the current frontier of skill-
based agent training.

The implementation details and hyperparameter
configurations are provided in Appendix D and F.

4.2 Main Results
Table 1 and Table 2 report the comprehensive suc-
cess rates across distinct domains of ALFWorld
and WebShop, detailing both the task-specific per-
formance and the aggregated ID and OOD averages.
We draw the following key observations:

Skill0.5 achieves the highest overall perfor-
mance. Across all settings, Skill0.5 establishes a
decisive performance advantage over the full spec-
trum of baselines. Compared to the strongest skill-
augmented baseline, SkillRL, Skill0.5 achieves ab-

solute improvements of +2.3% (ID) and +13.2%
(OOD) on ALFWorld, with consistent gains of
+2.1% and +3.9% on the respective splits of Web-
Shop. These results confirm that our joint internal-
ization and utilization framework ensures steady ID
progress while unlocking significant generalization
leaps in OOD scenarios.

Prompt-based methods establish a perfor-
mance floor. Although prompting with skills or
memory (e.g., Few-shot, ReAct) improves upon
zero-shot baselines, these methods significantly
lag behind Skill0.5, trailing by an average of over
45% on ALFWorld and 28% on WebShop. This
profound gap highlights that relying solely on in-
context learning is insufficient to effectively syner-
gize with external skills (Liu et al., 2026b).

Memory-based methods are bottlenecked by
context noise. Methods integrating trajectory stor-
age into the prompt are highly sensitive to mem-
ory quality. For instance, SimpleMem+GRPO
achieves 47.2% on ALFWorld OOD thanks to
its sophisticated memory management, whereas
Mem0+GRPO collapses to 17.0%. However, even
the strongest memory-augmented methods fail to
surpass skill-augmented approaches. This discrep-
ancy arises because raw memory retrieval tends to
inject overly detailed context noise, whereas effec-
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Figure 2: Success rates across the training and validation sets on ALFWorld, compared to skill-based RL baselines.

Figure 3: Dynamic distribution of task difficulties allo-
cated by our difficulty-aware router.

tive knowledge transfer demands high-level pro-
cedural abstractions and reusable heuristics (Xia
et al., 2026a).

4.3 Training Dynamics

Here, we investigate the training dynamics to elu-
cidate why our approach consistently surpasses
existing skill-augmented RL baselines. Figure 2
illustrates the success rate curves on the training
and validation (ID and OOD) sets of ALFWorld
across training steps. Concurrently, Figure 3 tracks
the dynamic proportions of hard, medium, and easy
tasks allocated by our difficulty-aware router.

Early-stage training: Overcoming the zero-
gradient dilemma for rapid internalization. Ini-
tially, hard tasks dominate the distribution, causing
zero reward variance and vanishing advantages that
entirely eliminate gradient signals (Yu et al., 2026).
Our difficulty-aware router resolves this by trigger-
ing privileged distillation as a surrogate gradient
source, which breaks the exploration deadlock and
swiftly steers optimization, enabling Skill0.5 to
achieve markedly faster initial ascent compared to
baselines.

Mid-to-late training: Anti-shortcut utilization
driving robust OOD generalization. As training
progresses, easy tasks gradually dominate, creat-
ing a phase prone to shortcut learning. Owing to
our anti-shortcut diagnostic probing, Skill0.5 main-
tains steady growth on training and ID validation

sets while achieving consistent, un-decaying im-
provements on OOD tasks. This demonstrates that
our method genuinely learns to utilize novel skills,
rather than overfitting to bypass skill guidance.

Limitations of baseline methods. SkillRL ex-
hibits overfitting: despite a surging training success
rate, its performance on validation and OOD tasks
declines in later stages. This indicates a collapse
into shortcut learning, where the agent memorizes
domain-specific actions at the expense of adapt-
ability. Conversely, SKILL0 relies on pure inter-
nalization but is consistently suppressed on OOD
tasks, confirming that a fully internalized policy
is too rigid to integrate novel task-skill pairs. Fi-
nally, SLIM suffers from severe oscillations due
to its dynamic retirement mechanism prematurely
discarding general skills. Losing this foundational
reasoning halts progress on hard tasks, and the
resulting disjointed active skill set inevitably mis-
matches with OOD tasks.

4.4 Ablation Study

To isolate the contributions of our tier-tailored opti-
mization and difficulty-aware routing, we evaluate
five variants of Skill0.5 on ALFWorld. Internalize-
Only retains privileged distillation for hard tasks
while replacing easy-task utilization training with
standard GRPO. Utilize-Only removes privileged
distillation for hard tasks while retaining the di-
agnostic utilization objective for easy tasks. w/o
Router discards the difficulty-aware router and ap-
plies privileged distillation, standard GRPO, and
diagnostic utilization training to every task simul-
taneously. To make this comparison conservative,
we rescale the coefficients of the three objectives
according to their gradient norms so that their mag-
nitudes remain comparable. We further evaluate
two fixed-threshold variants by replacing the dy-
namic threshold ηt in Eq. 2 with fixed values of
η = 0.5 and η = 0.75, respectively, while keeping
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Variant ID Avg. OOD Avg.

Internalize-Only 89.6 52.8
Utilize-Only 85.1 50.9
w/o Router 65.5 37.8
Fixed threshold (η = 0.5) 83.9 50.9
Fixed threshold (η = 0.75) 87.4 54.7

Skill0.5 93.1 58.5

Table 3: Ablation study on ALFWorld. We report the
average success rates across ID and OOD task splits.

all other components unchanged.
Table 3 reveals several important observations.

First, removing either component degrades perfor-
mance. Internalize-Only achieves 89.6% ID and
52.8% OOD success, showing that internalizing
general skills alone is insufficient for reliable OOD
generalization because the agent is not explicitly
trained to follow externally retrieved task-specific
skills. Utilize-Only suffers a larger drop, reaching
85.1% ID and 50.9% OOD success, indicating that
utilization training is ineffective without an inter-
nalized foundation for exploration, progress track-
ing, and recovery. Together, these results support
the complementary roles of general-skill internal-
ization and task-specific skill utilization.

Second, w/o Router performs substantially
worse than all other variants, despite rescaling the
three objective terms to comparable gradient mag-
nitudes. This result suggests that the effectiveness
of Skill0.5 does not come from simply adding mul-
tiple auxiliary losses. Instead, tasks at different
mastery levels require different optimization sig-
nals. The difficulty-aware router is therefore impor-
tant for preventing incompatible objectives from
being imposed on the same task and for aligning
each task with the training signal that matches its
current rollout regime.

Third, both fixed-threshold variants underper-
form the dynamic-threshold version. The η = 0.5
variant obtains 83.9% ID and 50.9% OOD success,
whereas increasing the threshold to η = 0.75 im-
proves the results to 87.4% and 54.7%, respectively.
This comparison indicates that easy-task utilization
should focus on tasks that are genuinely close to re-
ward saturation. A lower fixed threshold may route
insufficiently mastered tasks to the easy tier prema-
turely, making the utilization objective less reliable.
The higher fixed threshold alleviates this issue, but
still cannot match the dynamic threshold, which
adapts the easy/medium boundary to the changing

pass-rate distribution throughout training.
Overall, these results support the central de-

sign of Skill0.5: general-skill internalization pro-
vides the foundation for solving difficult tasks, task-
specific utilization improves OOD adaptability, and
difficulty-aware routing determines when each op-
timization signal should be applied.

4.5 Case Study
We conduct qualitative trajectory analysis on ALF-
World OOD tasks to diagnose why each baseline
fails (full details in Appendix E). We identify three
distinct failure mechanisms: SkillRL suffers from
Contextual Interference, where OOD-specific skills
are overridden by ID-trained habitual associations
from the dominant general context; SKILL0 ex-
hibits Parametric Knowledge Conflict, where inter-
nalized ID templates produce actions incompatible
with OOD procedures despite the agent referenc-
ing the correct skill in its reasoning; and SLIM
demonstrates Behavioral Collapse, progressively
degenerating from success to task hallucination af-
ter prematurely retiring general skills. In all cases,
Skill0.5 succeeds by internalizing general reason-
ing into parameters while faithfully executing novel
OOD-specific skills, validating our thesis that the
two skill types require differentiated treatments.

5 Conclusion

In this paper, we tackled the skill-treatment
dilemma for LLM agents, where existing RL meth-
ods typically suffered from a rigid choice between
full context externalization and indiscriminate inter-
nalization. To resolve this, we introduced Skill0.5,
a unified framework that achieves joint optimiza-
tion by explicitly differentiating the treatment of de-
coupled general and task-specific skills. Driven by
a dynamic, difficulty-aware router, Skill0.5 orches-
trated optimization strategies tailored to different
task tiers: it compressed general skills via privi-
leged distillation to build a cognitive foundation
for hard tasks, while enforcing specific skill uti-
lization via contrastive advantage probing on easy
tasks. Extensive experiments on the ALFWorld and
WebShop benchmarks demonstrated that Skill0.5
significantly outperformed prompt-, memory-, and
skill-based baselines, validating that our framework
yields moderate improvements on ID tasks while
substantially enhancing the agent’s generalization
capability across practical deployment settings in-
volving unseen OOD tasks.
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Limitations

While our framework is validated on text-based in-
teractive environments, the principle of differenti-
ated skill treatment is broadly applicable. In future
work, we plan to extend Skill0.5 to more complex
domains such as code generation, multi-modal en-
vironments, and open-ended web navigation, as
well as to settings with longer horizons and larger
action spaces.

Ethical Considerations

This work focuses on improving the reasoning and
generalization capabilities of LLM-based agents
within simulated environments (ALFWorld and
WebShop). We identify no direct ethical risks aris-
ing from our research. All experiments are con-
ducted in controlled, sandboxed settings with no
real-world deployment or interaction with human
users. The benchmarks used are publicly available
and do not involve personally identifiable infor-
mation or sensitive content. Our method does not
introduce new data collection procedures, and all
training data is derived from synthetic environment
interactions. We acknowledge that advances in
autonomous agent capabilities carry broader so-
cietal implications; however, the household and
e-commerce simulation domains studied here pose
minimal risk of misuse.
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A Related Work

A.1 Skill-Augmented Agentic Training

Early work on agent skills predominantly em-
ployed skills as training-free in-context augmenta-
tions (Wang et al., 2026a; Bi et al., 2026; Liang
et al., 2026a; Zhang et al., 2026b). However,
constrained by model capacities and the increas-
ing complexity of agentic tasks, recent research
has expanded into training agents to effectively
harness skills, which primarily diverge into two
paradigms. One paradigm advocates for full exter-
nalization (Shi et al., 2026; Xia et al., 2026b; Li
et al., 2026d,c). SkillRL (Xia et al., 2026a), for
example, constructs a hierarchical skill bank where
general skills are appended with task-specific skills,
persistently maintaining all guidance within the
contextual window throughout training and infer-
ence. Another line of research explores full in-

ternalization to eliminate runtime context over-
head (Wang et al., 2026b; Lu et al., 2026a; Yeo
et al., 2026). SKILL0 (Lu et al., 2026b), for in-
stance, leverages a dynamic curriculum to progres-
sively withdraw skills from the context until the
agent operates without any external input, com-
pletely assimilating all guidance utility into model
parameters.

Yet, joint skill internalization and utilization
remains underexplored. A closely related work,
SLIM (Shen et al., 2026), dynamically decides
whether to retain skills for active utilization or re-
tire them upon internalization. Still, SLIM treats all
skills uniformly, and its final active skill set risks
incompatibility with OOD tasks paired with unseen
specific skills. In contrast, we explicitly decouple
general and task-specific skills, jointly optimizing
them for foundational internalization and adaptive
utilization, respectively. This parameterizes foun-
dational reasoning logic to actively exploit tailored
external guidance in authentic OOD settings.

A.2 Agentic Reinforcement Learning

Reinforcement learning, particularly Group Rel-
ative Policy Optimization (GRPO) (Shao et al.,
2024), has become a core backbone for training
LLMs as interactive agents. Recent algorithmic
advances build upon this framework to address cen-
tral challenges in multi-turn environments, includ-
ing temporal credit assignment (Feng et al., 2026a;
Zeng et al., 2025; Wang et al., 2025b), long-horizon
optimization (Zhou et al., 2024; Li et al., 2025;
Wang et al., 2025c), and training stability against
degenerate action cycles (Wang et al., 2025d; Feng
et al., 2026b; Wang et al., 2026c). While these
advances provide a solid optimization foundation,
the objective of GRPO remains difficulty-agnostic—
the intra-group reward variance collapses to zero on
either impossibly hard tasks or overly simple tasks,
which leads to exploration stagnation (Yu et al.,
2026) and saturation-induced mode collapse (Liang
et al., 2026b), respectively. Therefore, we dynam-
ically perceive task difficulty and assign tailored
auxiliary optimization objectives specifically for
excessively hard and near-saturated tasks, ensuring
the effectiveness of agentic RL training.

B WebShop Domain Split Statistics.

We use the 12,087 human-annotated goals from
WebShop and partition them into seven domains
via keyword-based classification of goal instruc-
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tions. Four domains serve as ID categories for
training and ID evaluation, while three are held
out as out-of-distribution OOD categories for OOD
evaluation only. To address the severe imbalance
in the miscellaneous Other category (which ac-
counts for over 60% of all goals before processing),
we apply farthest-point sampling (FPS) based on
sentence embeddings to downsample it to a scale
comparable with the other domains.

The per-domain statistics are as follows. Train-
ing set (ID, 3,320 goals): Apparel 776, Electronics
938, Footwear 606, Other 1,000 (downsampled via
FPS from ∼6,600). ID validation set (454 goals):
Apparel 113, Electronics 152, Footwear 89, Other
100 (downsampled via FPS from ∼940). OOD
validation set (207 goals): Accessories 80, Beauty
& Health 54, Home Decor 73.

The training range corresponds to goal indices
1,500+ in the original WebShop ordering, while the
validation pool merges the original test (0–499) and
development (500–1,499) splits to ensure sufficient
per-domain coverage.

C Pseudo Code

Algorithm 1 Skill0.5: Joint Skill Internalization
and Utilization
Require: Policy πθ , General Skills SG, Specific Skills SS
1: for each training step t do
2: Sample batch Bt ∼ X id

train. Initialize L ← 0.
3: % Phase-1: Difficulty-Aware Routing
4: for each xi ∈ Bt do
5: cstdt ← Kt(xi). Sample G rollouts τ (1) ∼

πθ(·|ht, c
std
t ).

6: Evaluate empirical pass rate pi.
7: end for
8: Compute dynamic routing threshold ηt (Eq. 2).
9: % Phase-2: Tier-Tailored Optimization

10: for each xi ∈ Bt do
11: if pi == 0 then
12: % Hard Tier
13: Sample τ (2) guided by cprivt ← SG ∪ Kt(xi).
14: L ← L+ Lhard via token-level JSD (Eq. 4).
15: else if pi ≤ ηt then
16: % Medium Tier
17: L ← L+Lmedium via standard GRPO on τ (1)

(Eq. 5).
18: else
19: % Easy Tier
20: Sample diagnostic τdiag using cnone

t ← ∅ to get
pnone
i .

21: Au
i ← offset derived from utilization gain pi −

pnone
i (Eq. 6).

22: L ← L+Leasy via GRPO using Â
(g)
i = A

(g)
i +

Au
i .

23: end if
24: end for
25: Update policy parameters θ using∇θL.
26: end for

D Implementation Details

Inference Protocol. To ensure a fair compari-
son, we strictly control the prompt conditions at
test time to match each skill-bases method’s de-
sign principle and OOD setting constraints. Specif-
ically, SkillRL receives both general skills and
ID or OOD-specific skills retrieved from the skill
set. SKILL0 receives no skill context on ID tasks
due to full internalization, and receives only OOD-
specific skills on OOD tasks. SLIM receives its
final trained active skill set (comprising a subset
of general and ID-specific skills) for ID testing,
whereas its ID-specific skills are replaced with
OOD ones for OOD evaluation. Our Skill0.5 re-
ceives only ID or OOD-specific skills during infer-
ence , as general skills have been internalized.

Training and Implementation Details. We use
Qwen2.5-7B-Instruct as the base model. For pol-
icy optimization, we employ GRPO as the back-
bone with a group size of G = 8, a learning rate
of 1 × 10−6. Training is conducted on 4 H800
GPUs with a batch size of 16 tasks per iteration,
spanning 120 steps for ALFWorld and 150 steps
for WebShop. The maximum interaction horizon
is set to 30 steps for ALFWorld and 15 steps for
WebShop. Task-specific skills are retrieved via
Qwen3-Embedding-0.6B with a retrieval capacity
of K = 3. A sliding window of size W = 5
is maintained for routing threshold and utilization
gain tracking. For privileged distillation, the token-
level JSD optimization is performed over the top-64
tokens following Ding (2026).

E Case Study

To qualitatively demonstrate why differentiated
skill treatment is essential, we present representa-
tive OOD failure cases from each skill-augmented
baseline on ALFWorld, contrasting them with
Skill0.5. Table 4 summarizes the failure mecha-
nisms, and Figure 4 provides detailed trajectory
comparisons.

Case 1: Contextual Interference (SkillRL). In
the “Heat & Place” task, SkillRL’s context window
contains ∼1,617 tokens of general principles, com-
mon mistakes, and OOD-specific skills, with the
latter occupying only ∼12% of the total context.
After successfully heating the potato and navigat-
ing to the fridge, the agent executes cool potato
with fridge—directly contradicting both the task
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Method OOD Task Steps Result Failure Diagnosis

SkillRL Heat & Place 30 ✗ Contextual Interference
Skill0.5 Heat & Place 7 ✓ —

SKILL0 Examine in Light 20 ✗ Parametric Conflict
Skill0.5 Examine in Light 4 ✓ —

SLIM Examine in Light 30 ✗ Behavioral Collapse
Skill0.5 Examine in Light 3 ✓ —

Table 4: Summary of representative OOD failure cases.
Each baseline exhibits a distinct failure mechanism,
while Skill0.5 consistently succeeds with significantly
fewer steps.

goal and the injected skill “Direct Post-Heat Place-
ment: place the object once”. The agent’s reason-
ing reveals that the ID-trained association “fridge
→ cool” (from Cool & Place tasks) is activated by
the general heuristic “Use State-Changing Tools
Early”, overpowering the novel OOD instruction.
In contrast, Skill0.5 internalizes general skills into
parameters, leaving only ∼214 tokens of OOD-
specific guidance in the context. This ensures the
novel “place” instruction receives undiluted atten-
tion, enabling correct execution in 7 steps.

Case 2: Parametric Knowledge Conflict
(SKILL0). For the “Examine in Light” task,
SKILL0 receives the OOD-specific skill “Switch
Lamp On: Issue ‘use desklamp’ as soon as you
reach it”. Despite the explicit instruction, the
agent activates internalized ID procedural tem-
plates: it executes move bowl to sidetable (Pick
& Place terminal action) and repeatedly attempts
take desklamp (treating it as a portable tool). No-
tably, the agent’s reasoning even references the skill
(“According to the Single Toggle Rule...”) yet im-
mediately violates it—demonstrating that context-
free training has atrophied the model’s instruction-
following capability, allowing parametric priors
to dominate over novel textual guidance. Skill0.5
avoids this conflict entirely: general skills (domain-
agnostic, non-procedural) are internalized, while
task-specific skills remain external. The contrastive
utilization training (§3.2.3) explicitly builds the
“read instruction → execute” capability, enabling
faithful compliance with novel OOD skills.

Case 3: Behavioral Collapse (SLIM). SLIM’s
lifecycle management retires “Systematic Explo-
ration” at step 5 (utility ≈ 0.001) alongside 7 other
general skills by step 50 (66.7% retired). At step 85,
the agent still succeeds on this task. However, by
step 120—after 70 additional training steps without
these general constraints—the policy exhibits catas-

trophic degradation: task hallucination (reasoning
about “cd” when the task specifies “pillow”), think-
action decoupling (reasoning says “fridge” but ac-
tion goes to “bed”), and cross-task pattern collapse
(identical degenerate template across 5 unrelated
tasks). This irreversible cognitive erosion stems
from treating general skills as retirable commodi-
ties rather than permanent cognitive foundations.
Skill0.5 permanently embeds general skills via JSD
distillation, making them immune to retirement de-
cisions and ensuring stable reasoning throughout
extended training.

Unified Diagnosis. These cases demonstrate that
each uniform skill treatment strategy produces a
characteristic failure mode in OOD settings: full
externalization causes context-level interference
(fixable in principle by reducing context), full in-
ternalization causes parameter-level conflict (un-
fixable at inference time), and indiscriminate life-
cycle management causes temporal degradation
(irreversible once retired). Skill0.5 eliminates all
three failure modes by design through its type-
differentiated treatment: permanently internalizing
domain-agnostic general skills while maintaining
faithful utilization of dynamic task-specific skills.

F Detailed Hyperparameters

Hyperparameter Value

Policy Optimization Backbone GRPO
Learning Rate 1e-6
KL Regularization Coeff. 0.01
Entropy Bonus Coeff. 0.001
Invalid Action Penalty Coeff. 0.1
GRPO Group Size 8
Batch size 16
Mini-Batch size 128
Token-level Top-k for JSD Loss 64
Maximum Prompt Token Length 6000
Maximum Response Token Length 768
Evaluation Sampling Temperature 0.4

Table 5: Configuration of training hyperparameters.

G The Use of LLMs

LLMs were employed exclusively for grammatical
correction, linguistic polishing, and readability en-
hancement during the drafting of this paper. All
substantive intellectual content, scientific interpre-
tations, and conclusions were generated solely by
the human authors.
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Case 1: SkillRL (Full Externalization) — “Put a hot potato in fridge” [FAIL, 30 steps]

Injected OOD Skill: “Direct Post-Heat Placement: After heating, navigate straight to the destination and place the object
once.”
Key Trajectory Segment:
Step 5: heat potato 2 with microwave 1 ✓ Heated
Step 6: go to fridge 1 ✓ Correct destination
Step 7: cool potato 2 with fridge 1 ✗ Contradicts goal!
think: “need to cool it before placing...” ← ID habit: fridge→ cool

Skill0.5 — Same Task [SUCCESS, 7 steps]

Step 0: go to countertop → Step 1: take potato → Step 2: go to microwave → Step 3: heat potato
→ Step 4: go to fridge → Step 5: open fridge → Step 6: move potato to fridge ✓
think: “heated the potato... next step is to place the hot potato in the fridge.” No “cool”
interference

Case 2: SKILL0 (Full Internalization) — “Examine the bowl with the desklamp” [FAIL, 20 steps]

Injected OOD Skill: “Switch Lamp On: Issue ‘use desklamp’ as soon as you reach it.”
Key Trajectory Segment:
Step 1: take bowl 1 from desk 1 ✓ Bowl in hand, desklamp visible
Step 2: go to sidetable 1 ✗ Leaves desklamp location!
Step 3: move bowl 1 to sidetable 1 ✗ Pick&Place template activated
Step 5: take desklamp 1 from desk 1 ✗ Tries to pick up fixture
Step 6–8: take desklamp ×3 (repeated) ← Policy collapse

Skill0.5 — Same Task [SUCCESS, 4 steps]

Step 0: go to desk → Step 1: take bowl → Step 2: go to desk → Step 3: use desklamp 1 ✓
think: “take the bowl and use the desklamp to examine it.” Directly follows “Switch Lamp On”

Case 3: SLIM (Lifecycle Management) — “Look at pillow under desklamp” [Step 85: PASS→ Step 120: FAIL]

Retired General Skill: gen_001 “Systematic Exploration” (retired at step 5, utility ≈ 0.001)
Step 85 (Success): think: “go to desk 1 to check if there is a desklamp” ✓
Step 120 (Collapse):
think: “go to fridge or sink to find a cd” ✗ Task hallucination (task is “pillow”)
action: go to bed 1 ✗ Think-action decoupling
Same degenerate pattern across 5 different tasks at step 120.

Skill0.5 — Examine Task at Step 120 [SUCCESS, 3 steps]

Step 0: go to dresser → Step 1: take keychain → Step 2: use desklamp 1 ✓
think: “find the desklamp and use it to examine the keychain under its light.” Stable reasoning at step
120

Figure 4: Trajectory comparisons on ALFWorld OOD tasks. Skill0.5 succeeds in all cases by internalizing general
reasoning while faithfully utilizing novel OOD-specific skills.
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